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(57) ABSTRACT 

A technique dynamically applies a link utilization based 
policy to tra?ic traversing links in a computer network. 
According to the novel technique, a link utilization threshold 
is assigned to one or more links. The link utilization threshold 
may be, for example, a maximum amount of traf?c for an 
individual link, or a maximum difference between links (e. g., 
for load balanced tra?ic). The link utilization of the one or 
more links may be monitored, such as, e.g., by an optimized 
edge routing (OER) process. In the event that the link utili 
zation surpasses the threshold, the link is considered to be 
out-of-policy (OOP), and tra?ic may be redirected to other 
available links accordingly in order to bring the link back in 
policy (“IN-POLICY”). 

19 Claims, 7 Drawing Sheets 
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LINK POLICY ROUTING BASED ON LINK 
UTILIZATION 

RELATED APPLICATION 

This application claims the bene?t of US. Provisional 
Application Ser. No. 60/679,184, entitled SYSTEMS AND 
METHODS FOR USE WITH OPTIMIZED EDGE ROUT 
ING, ?led by Blair et al. on May 9, 2005, the contents of 
which are hereby incorporated in its entirety. 

BACKGROUND OF THE INVENTION 

1. Field of the Invention 
The present invention relates to computer networks and 

more particularly to link policy routing based on link utiliza 
tion in a computer network. 

2. Background Information 
A computer network is a geographically distributed collec 

tion of nodes interconnected by communication links and 
segments for transporting data between end nodes, such as 
personal computers and workstations (“hosts”). Many types 
of networks are available, with the types ranging from local 
area networks (LANs) to wide area networks (WANs). LANs 
typically connect the nodes over dedicated private communi 
cations links located in the same general physical location, 
such as a building or campus. WANs, on the other hand, 
typically connect geographically dispersed nodes over long 
distance communications links, such as common carrier tele 
phone lines, optical lightpaths, synchronous optical networks 
(SONET), or synchronous digital hierarchy (SDH) links. The 
Internet is an example of a WAN that connects disparate 
networks throughout the world, providing global communi 
cation between nodes on various networks. The nodes typi 
cally communicate over the network by exchanging discrete 
frames or packets of data according to prede?ned protocols, 
such as the Transmission Control Protocol/Intemet Protocol 
(TCP/IP). In this context, a protocol consists of a set of rules 
de?ning how the nodes interact with each other. Computer 
networks may be further interconnected by an intermediate 
network node, such as a router, to extend the effective “size” 
of each network. 

Since management of interconnected computer networks 
can prove burdensome, smaller groups of computer networks 
may be maintained as routing domains or autonomous sys 
tems. The networks within an autonomous system (AS) are 
typically coupled together by conventional “intradomain” 
routers con?gured to execute intradomain routing protocols, 
and are generally subject to a common authority. To improve 
routing scalability, a service provider (e. g., an ISP) may 
divide anAS into multiple “areas.” It may be desirable, how 
ever, to increase the number of nodes capable of exchanging 
data; in this case, interdomain routers executing interdomain 
routing protocols are used to interconnect nodes of the vari 
ous ASes. Moreover, it may be desirable to interconnect vari 
ous ASes that operate under different administrative domains. 
As used herein, an AS or an area is generally referred to as a 
“domain,” and a node that interconnects different domains 
together is generally referred to as a “border node” or “border 
router.” In general, the autonomous system may be an enter 
prise network, a service provider or any other network or 
subnetwork. Furthermore, the autonomous system may be 
multi-homed, i.e., comprising a plurality of different peer 
(neighboring) connections to one or more other routing 
domains or autonomous systems. 

The administrative entity of an AS typically con?gures 
network nodes within the AS to route packets using predeter 
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2 
mined intradomain routing protocols, or interior gateway pro 
tocols (IGPs), such as conventional link-state protocols and 
distance-vector protocols. These IGPs de?ne the manner with 
which routing information and network-topology informa 
tion is exchanged and processed in the AS. Examples of 
link-state and distance-vectors protocols known in the art are 
described in Sections 12.1-12.3 of the reference book entitled 
Interconnections, Second Edition, by Radia Perlman, pub 
lished January 2000, which is hereby incorporated by refer 
ence as though fully set forth herein. 

Link-state protocols, such as the Open Shortest Path First 
(OSPF) protocol, use cost-based routing metrics to determine 
how data packets are routed in anAS . As understood in the art, 
a relative cost value may be associated with a network node to 
determine the relative ease/burden of communicating with 
that node. For instance, the cost value may be measured in 
terms of the average time for a data packet to reach the node, 
the amount of available bandwidth over a communication 
link coupled to the node, the monetary cost per amount of 
bandwidth, etc. Network nodes in the AS generate a set of co st 
values associated with their neighboring nodes. Each set of 
cost values is then “advertised” (?ooded) to the other inter 
connected nodes. Using the advertised cost values, each node 
can generate a consistent “view” of the network topology, 
thereby enabling the nodes to determine lowest-cost routes 
within the AS. 

Distance-vector protocols, such as the Interior Gateway 
Routing Protocol (IGRP) or Routing Information Protocol 
(RIP), use distance-based routing metrics to determine how 
data packets are routed in an AS. A network node may asso 
ciate a distance metric is with each of its interconnected nodes 
in the AS. For example, the distance metric may be based on, 
e.g., a number of hops between a pair of nodes or an actual 
distance separating the nodes. Operationally, the network 
nodes determine distances to reachable nodes in the AS and 
communicate these distance metrics to their neighboring 
nodes. Each neighboring node augments the received set of 
distance metrics with its own distance measurements and 
forwards the augmented set of metrics to its neighbors. This 
process is continued until each node receives a consistent 
view of the network topology. 
An intermediate network node often stores its routing 

information in a routing table maintained and managed by a 
routing information base (RIB). The routing table is a search 
able data structure in which network addresses are mapped to 
their associated routing information. However, those skilled 
in the art will understand that the routing table need not be 
organized as a table, and alternatively may be another type of 
searchable data structure. Although the intermediate network 
node’s routing table may be con?gured with a predetermined 
set of routing information, the node also may dynamically 
acquire (“learn”) network routing information as it sends and 
receives data packets. When a packet is received at the inter 
mediate network node, the packet’s destination address may 
be used to identify a routing table entry containing routing 
information associated with the received packet. Among 
other things, the packet’s routing information indicates the 
packet’ s next-hop address. 
A plurality of interconnected ASes may be con?gured to 

exchange routing and reachability information among neigh 
boring interdomain routers of the systems in accordance with 
a predetermined external gateway protocol, such as the Bor 
der Gateway Protocol (BGP). The BGP protocol is well 
known and generally described in Request for Comments 
(RFC) 1771, entitledA Border Gateway Protocol 4 (BGP-4), 
published March 1995, which is hereby incorporated by ref 
erence in its entirety. An adjacency is a relationship formed 
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between selected neighboring (peer) routers for the purpose 
of exchanging routing information messages and abstracting 
the network topology. The routing information exchanged by 
BGP peer routers typically includes destination address pre 
?xes, i.e., the portions of destination addresses used by the 
routing protocol to render routing (“next hop”) decisions. 
Examples of such destination addresses include IP version 4 
(IPv4) and version 6 (IPv6) addresses. BGP generally oper 
ates over a reliable transport protocol, such as TCP, to estab 
lish a TCP connection/ session. To implement the BGP pro 
tocol, each AS includes at least one border node through 
which it communicates with other, interconnected ASes. 
Because data packets enter and exit the AS through the border 
node, the border node is said to be located at the “edge” of the 
AS. 

The BGP protocol generally facilitates policy-based rout 
ing in which an administrative entity places restrictions on 
inter-AS routing operations. For example, the administrator 
of a company’s AS may employ a BGP routing policy where 
network traf?c leaving the AS is not permitted to enter a 
competitor’s network, even if the competitor provides an 
otherwise acceptable routing path. BGP policies typically do 
not depend on the cost-based or distance-based routing met 
rics used with interior gateway protocols. Instead, the BGP 
policies rely on AS path-vector information. More speci? 
cally, the BGP protocol enables a plurality of interconnected 
ASes to exchange network topology information. Using this 
topology information, eachAS can derive “paths” to the other 
reachable ASes, each path de?ning a logical sequence of 
ASes. For example, a path between an AS1 and an AS3 may 
be represented by the sequence {AS1, AS2, AS3} when only 
AS2 intervenes. Based on the content of these AS sequences, 
the BGP protocol may ?lter those paths that do not coincide 
with the administrator’s policies. As such, inter-AS routing 
operations are performed using only the “best paths” that 
satisfy the BGP policies. 

Because BGP policies are applied to sequences of ASes, 
the policies are not able to optimize inter-AS routing in other 
respects, such as optimizing bandwidth utilization or mini 
mizing cost or distance metrics. Furthermore, interior gate 
way protocols cannot remedy these de?ciencies in the BGP 
protocol because they do not scale well when applied to a 
large number of network nodes spanning multiple ASes. For 
instance, the process of exchanging cost-based or distance 
based routing metrics among a large number of network 
nodes would not only consume an unreasonable amount of 
network bandwidth, but also would consume an unacceptable 
amount of processing resources for processing those metrics 
to generate a convergent view of the network topology. 

To address the limitations of conventional routing proto 
cols, network administrators sometimes implement addi 
tional optimizations to improve network performance. For 
example, a load-balancing or cost-minimizing procedure 
may be used in conjunction with traditional routing protocols 
to redistribute data ?ows entering or exiting a multi-homed 
routing domain or AS. In some networks, border nodes 
located at edges of ASes, e.g., between an enterprise network 
and one or more Internet Service Providers (ISPs), may be 
con?gured as Optimized Edge Routers (OERs). Here each 
OER may be con?gured to periodically select an Optimal 
Exit Link (OEL) to each ISP for a given destination pre?x (a 
monitored pre?x) based on performance, load, cost, and ser 
vice level agreements (SLAs) associated with connections to 
the ISP. Ultimately, the end result for the enterprise network is 
improved Internet performance, better load distribution, and/ 
or lower costs for Internet connections. These additional pro 
cedures may require the border nodes (OERs) to collect vari 
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4 
ous network statistics associated with the data ?ows. An 
exemplary software application that may be used to collect 
the network statistics at the border nodes is NetFlowTM by 
Cisco Systems, Incorporated, which is described in more 
detail in the technical paper entitled Nel?ow Services Solu 
tions Guide, published September 2002, and is hereby incor 
porated by reference as though fully set forth herein. 

Techniques that may be used to select the OEL for the 
monitored pre?x include passive monitoring and/or active 
probing. Passive monitoring relies on gathering information 
from OERs learned from monitoring conventional user traf 
?c, such as throughput, timing, latency, packet loss, reach 
ability, etc. For example, selected interfaces at one or more 
network nodes monitor incoming and outgoing data ?ows and 
collect various statistics for the monitored ?ows. Notably, 
interfaces may include physical interfaces, such as a port on a 
network interface card, and/or logical interfaces, such as vir 
tual private networks (V PN) implemented over multiple 
physical interfaces. Each node stores address pre?xes and 
statistics for the monitored data ?ows, which may be periodi 
cally exported to a central management node (e. g., a “collec 
tor” or “Master”). The central management node is con?g 
ured to receive pre?xes and statistics from a plurality of 
different network nodes. A record format that may be used to 
export the raw pre?xes and statistics is described in the tech 
nical paper entitled Nel?ow v9 Export Formal, which is 
hereby incorporated by reference in its entirety. Further, a 
more sophisticated interaction (e.g., a ?ltered and/or pre 
processed information exchange) betweenborder nodes and a 
Master node is described in commonly owned copending 
US. patent application Ser. No. 10/980,550, entitled 
METHOD AND APPARATUS FOR AUTOMATICALLY 
OPTIMIZING ROUTING OPERATIONS AT THE EDGE 
OF A NETWORK, ?led by Shah et al. on Nov. 3, 2004, the 
contents of which are hereby incorporated in its entirety. 

Active probing, on the other hand, relies on probe packets 
to measure various parameters associated with accessing the 
monitored pre?x from an originating node (source). Here, the 
originating node may generate multiple probe packets that are 
then forwarded via different exit interfaces (e.g., data links) 
on different paths to target nodes (targets) in the monitored 
(destination) pre?x. Upon receiving the probe packets, the 
targets respond to the originating node, e. g., with return pack 
ets or other known probe responses. The originating node 
may eventually acquire the responses and use them to mea 
sure various parameters, such as delay, loss, jitter, and reach 
ability, etc., associated with accessing the destination pre?x 
via the different links. 
Once the relevant statistics are obtained (e. g., at the central 

management node), the collected parametric (performance) 
information (i.e., learned from passive monitoring or active 
probing) is analyzed, such as either manually by a network 
administrator or dynamically by a software script. The ana 
lyzed information may then be used to select an OEL from 
among the different exits that may be used to reach the des 
tination pre?x, and/or to determine whether the data ?ows 
may be more optimally distributed. For instance, suppose an 
administrator desires to make more ef?cient use of available 
network bandwidth and determines that a ?rst network inter 
face is under-utilized and a second interface is oversub 
scribed. In this case, at least some data ?ows at the second 
interface may be redirected to the ?rst interface. To effectuate 
such a routing change, the administrator may, for example, 
make static changes to the routing tables at the ?rst and 
second interfaces or may re-assign local-preference values 
(or other priority values) associated with the data ?ows. 
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Currently, to determine whether certain links are under- or 
over-utilized, the administrator manually examines the data 
?ows and decides whether to redirect tra?ic. Conventional 
dynamic routing protocols, including OER, may select the 
best link for one or more pre?xes in real time. Often, however, 
the best link (e.g., an OEL) for a particular pre?x may also be 
the best link for many other pre?xes, such as, e.g., where any 
of the cost, delay, jitter, etc. are more favorable to that link 
than to other links. Because of this, the best link may quickly 
become congested and over-utilized without administrator 
intervention. Once 100% utilization capacity is reached (e.g., 
100 Kilobytes per second, KBps, of traf?c over a 100 KBps 
link), packets within the data ?ow may be dropped, delayed, 
etc. Upon learning of the loss, delay, etc. of the selected best 
link, the routing protocols may no longer select that link as the 
best, and may move the traf?c to other link with less loss, 
delay, etc. (e.g., as is the case with OER). This process is 
sub-optimal, in that it allows packets to be dropped or delayed 
before any action is performed, if any action is performed at 
all. 

Further, while there are existing means for balancing tra?ic 
across a plurality of links, none of the current means are 
adaptive to the actual (and real time) traf?c and/ or utilization 
of the links. For instance, packet based or ?ow based load 
balancing generally requires that the plurality of links have 
equal costs. Although this may be useful for various network 
con?gurations (e.g., core networks), the scalability of these 
means is limited. 

There remains a need, therefore, for a technique that pre 
vents a link from reaching its utilization capacity, thus reduc 
ing the number of dropped packets and delay over the link. 
Also, there remains a need for a technique that proportionally 
load balances tra?ic across a plurality of links in the case 
where links have unequal properties (costs/capacities, etc.), 
and that is adaptive to the ?ow of traf?c. 

SUMMARY OF THE INVENTION 

The present invention is directed to a technique for 
dynamically applying a link utilization based policy to traf?c 
traversing links in a computer network. According to the 
novel technique, a link utilization threshold is assigned to one 
or more links. The link utilization threshold may be, for 
example, a maximum amount of traf?c for an individual link, 
or a maximum difference between links (e.g., for load bal 
anced traf?c). The link utilization of the one or more links 
may be monitored, such as, e.g., by an optimized edge routing 
(OER) process. In the event that the link utilization surpasses 
the threshold, the link is considered to be out-of-policy 
(OOP), and traf?c may be redirected to other available links 
accordingly in order to bring the link back in policy (“IN 
POLICY”). 

In accordance with one aspect of the present invention, a 
link utilization threshold is assigned to each individual link 
that is, e.g., a percentage of the total capacity of the link, an 
absolute bandwidth value, etc. The link utilization is moni 
tored, and if the utilization is above the threshold, the link is 
considered to be OOP. Excess utilization for an OOP link may 
be reduced by changing the routes of one or more selected 
pre?xes, i.e., to use other available links. Notably, care may 
be taken so as to avoid “blackholing” pre?xes, as will be 
understood by those skilled in the art. 

In accordance with another aspect of the present invention, 
a load balancing link utilization threshold (or range) is 
assigned to one or more links that is, e.g., a percent difference 
between other selected links (“load balanced links”) (e.g., a 
percentage of the total capacity of a link that is greater than 
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6 
that of another link by a con?gurable amount), an absolute 
bandwidth difference (e.g., a con?gurable amount of used 
bandwidth greater than that of another link), etc. The load 
balancing link utilization is monitored, and if the utilization 
surpasses the threshold for a link, that link is considered to be 
OOP, and pre?x routes may be changed accordingly. Option 
ally, the route changes may be con?gured to bring the link 
utilization of the selected load balanced links as close to 
equal/proportional as desired (e. g., percent usage or absolute 
bandwidth), or instead con?gured to simply reduce the dif 
ference to below the con?gured threshold. 

Advantageously, the novel technique dynamically applies 
a link utilization based policy to traf?c traversing links in a 
computer network. By de?ning link utilization thresholds, the 
novel technique dynamically prevents a link from reaching its 
utilization capacity, thus reducing the number of dropped 
packets and delay over the links. Also, by de?ning load bal 
ancing thresholds, the novel technique may proportionally 
load balance tra?ic based on link capacity, especially in the 
case where links have unequal capacities, where other current 
methods fail. Further, the novel technique is adaptive to the 
?ow of traf?c and does not depend upon traditional (and often 
cumbersome) routing techniques to load balance traf?c 
among a plurality of unequal links (e.g., in capacity and/or 
cost). 

BRIEF DESCRIPTION OF THE DRAWINGS 

The above and further advantages of the invention may be 
better understood by referring to the following description in 
conjunction with the accompanying drawings in which like 
reference numerals indicate identically or functionally simi 
lar elements, of which: 

FIG. 1 is a schematic block diagram of an exemplary com 
puter network that may be advantageously used with the 
present invention; 

FIG. 2 is a schematic block diagram of an exemplary node 
that may be advantageously used with the present invention; 

FIG. 3 is an exemplary link policy table that may be used in 
accordance with the present invention; 

FIGS. 4A-4B are graphical representations of link utiliza 
tion and link policy for individual links in accordance with the 
present invention; 

FIGS. 5A-5C are graphical representations of link utiliza 
tion and link policy for load balanced links in accordance with 
the present invention; and 

FIG. 6 is a ?owchart illustrating a procedure for dynami 
cally applying a link utilization based policy to traf?c travers 
ing links in accordance with the present invention. 

DETAILED DESCRIPTION OF AN 
ILLUSTRATIVE EMBODIMENT 

FIG. 1 is a schematic block diagram of an exemplary com 
puter network 100 comprising an autonomous system (AS) 
AS1 (e.g., an enterprise or content provider network) inter 
connected to one or more destination pre?xes (e.g., within 
one or more content consumer networks). Although AS1 is 
illustratively an autonomous system, those skilled in the art 
will appreciate that AS1 may be con?gured as one or more 
routing domains or other networks or subnetworks. AS1 com 
prises one or more network nodes, including a set of commu 
nicating border nodes (illustratively, edge or border routers, 
BRs) BR1 and BR2, through which client communications, 
such as data packet traf?c, can pass into and out of the AS. For 
example, BR1-BR2 permit communication from AS1 
to/from destination pre?xes (e.g., via a wide area network, or 
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WAN), such as through illustrative exits (“links”) 1 and 2 on 
BR1, and links 3 and 4 on BR2. Routing operations at the 
border nodes BR1-BR2 may be managed by an optimized 
edge routing (OER) “Master” node, which may be connected 
to the border nodes by, e. g., point-to-point links or a local area 
network. Also, BR1-BR2 may be in communication with 
each other, such as through illustrative links as shown. These 
examples are merely representative. Those skilled in the art 
will understand that any number of routers, nodes, links, and 
exits may be used in the computer network and connected in 
a variety of ways, and that the view shown herein is for 
simplicity. 

Data packets may be communicated by the AS and desti 
nation pre?xes using prede?ned network communication 
protocols such as the Transmission Control Protocol/Internet 
Protocol (TCP/IP), User Datagram Protocol (UDP), Asyn 
chronous Transfer Mode (ATM) protocol, Frame Relay pro 
tocol, Internet Packet Exchange (IPX) protocol, etc. Routing 
decisions within an AS may rely on predetermined “interior” 
gateway protocols (IGPs), such as conventional link-state or 
distance-vector protocols. In addition, data packets contain 
ing network topology information may be exchanged among 
ASes using “external” gateway protocols, such as the Border 
Gateway Protocol (BGP). 

FIG. 2 is a schematic block diagram of an exemplary node 
200 that may be advantageously used with the present inven 
tion, such as, e.g., a border node (e.g., an edge router) or a 
master node. The node comprises a plurality of network inter 
faces 210a-n (e.g., line cards), a processor 220, and a memory 
240 interconnected by a system bus 250. The network inter 
faces 210 contain the mechanical, electrical and signaling 
circuitry for communicating data over physical links coupled 
to the network 100, and also may be adapted to process the 
incoming and outgoing data. The network interfaces may be 
further con?gured to transmit and/or receive data using a 
variety of different communication protocols, including, inter 
alia, TCP/IP, UDP, ATM, synchronous optical networks (SO 
NET), wireless protocols, Frame Relay, Ethernet, Fiber Dis 
tributed Data Interface (FDDI), etc. Notably, a physical net 
work interface 210 may also be used to implement one or 
more virtual network interfaces, such as for virtual private 
network (V PN) access, known to those skilled in the art. Both 
physical network interfaces and virtual network interfaces 
(e.g., routes out of an edge router) are referred to generally 
herein as “exits” or “links.” 

The memory 240 comprises a plurality of storage locations 
that are addressable by the processor 220 and the network 
interfaces 210 for storing software programs and data struc 
tures associated with the present invention. The processor 220 
may comprise necessary elements or logic adapted to execute 
the software programs and manipulate the data structures, 
such as link policy table 300. An operating system 242 (e.g., 
the Intemetworking Operating System, or IOSTM, of Cisco 
Systems, Inc.), portions of which are typically resident in 
memory 240 and executed by the processor, functionally 
organizes the router by, inter alia, invoking network opera 
tions in support of software processes and/ or services execut 
ing on the router. These software processes and/or services 
may include Routing Information Base (RIB) 245, OER/ 
Master OER Process 246, and routing services 247. It will be 
apparent to those skilled in the art that other processor and 
memory means, including various computer-readable media, 
may be used to store and execute program instructions per 
taining to the inventive technique described herein. 

Routing services 247 contain computer executable instruc 
tions executed by processor 220 to perform functions pro 
vided by one or more routing protocols, such as OSPF, IS-IS, 
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8 
IP, BGP, etc. These functions may be con?gured to manage a 
forwarding information database (not shown) containing, 
e.g., data used to make forwarding decisions. The RIB 245 
maintains copies of routes (paths) provided by the routing 
protocols, such as to IGP or BGP, in order to compute best 
paths/routes for installation into the routing table (not 
shown). 
According to the illustrative embodiment of the present 

invention, the OER/Master OER Process 246 is employed by 
an OER node (e.g., border routers BR1-BR2) and an OER 
Master node (e.g., an OER Master router or Master Control 
ler), respectively. The Master OER process 246 executing on 
the OER Master node communicates with border routers 
BR1-BR2 to request, among other things, the monitoring of a 
set of address pre?xes. The OER processes 246 executing on 
the border routers monitor traf?c at the edge of the AS1 and 
respond with, inter alia, network statistics corresponding to 
the monitored pre?xes. Illustratively, instances of the OER 
process 246 execute on the network interfaces 210 as OER 
processes 211a-n con?gured to measure various types of 
network statistics acquired from monitored tra?ic. These sta 
tistics are then forwarded from the OER processes 211a-n to 
the OER process 246. The statistics may correspond to vari 
ous tra?ic measurements, such as round-trip delay times, data 
throughput (i.e., the amount of data transferred or received), 
packet loss, reachability, etc. In general, the OER processes 
(notably, 246 and/or 211a-n) may measure any arbitrary traf 
?c metric, including conventional cost-based and distance 
based metrics. Further, the OER Process 246 and/or 211a-n 
may calculate statistical averages, variances, medians, etc. of 
a collection of traf?c measurements. 

Techniques for learning address pre?xes and collecting 
traf?c statistics (passively monitoring) are described in com 
monly-owned copending US. patent application Ser. No. 
10/980,550, entitled METHOD AND APPARATUS FOR 
AUTOMATICALLY OPTIMIZING ROUTING OPERA 
TIONS AT THE EDGE OF A NETWORK, ?led by Shah et 
al. on Nov. 3, 2004, the contents of which are hereby incor 
porated in its entirety. Also, techniques for actively probing 
(managing paths and targets of active probe packets) are 
described in commonly-owned copending US. patent appli 
cation Ser. No. 11/113,629, entitled ACTIVE PROBE PATH 
MANAGEMENT, ?led by Blair et al. on Apr. 25, 2005, and 
commonly owned copending US. patent application Ser. No. 
1 1/113,582, entitled ACTIVE PROBE TARGET MANAGE 
MENT, ?led by Metzger et al. on Apr. 25, 2005, the contents 
of both of which are hereby incorporated in their entirety. 
The statistics from the OER Process 246 and/or 211a-n are 

then processed at the Master node in accordance with the 
Master OER process 246. More speci?cally, the Master OER 
process 246 analyzes the statistics and determines whether 
the distribution of traf?c entering and/ or leaving the AS1 can 
be optimized, e. g., according to one or more policies. If so, the 
Master OER process may redistribute tra?ic routed through 
the border nodes by, e. g., associating new BGP local-prefer 
ence values with selected traf?c or statically changing the 
routing table contents of the border nodes, as described in 
detail below. In that sense, the Master OER process selects 
optimal exit links (OELs) (“best exits”) to various destination 
pre?xes. Notably, the Master OER process 246 may be dis 
tributed among a plurality of nodes, and thus need not reside 
in a single OER Master node. Also, it is not necessary for a 
single OER Master node to contain routing processes or rout 
ing tables, other than what is necessary for communication 
with the border nodes. Those skilled in the art will understand 
that while the OER Master node and OER node (e. g., a border 
router) are shown as separate nodes (e.g., in FIG. 1), the 



US 8,203,954 B1 
9 

Master and OER node may be con?gured within the same 
node. For example, a single border router (e.g., a home of?ce 
router) having multiple exits/paths may both monitor the 
quality of its exits and select the OEL itself. 

The present invention is directed to a technique for 
dynamically applying a link utilization based policy to traf?c 
traversing links in a computer network. According to the 
novel technique, a link utilization threshold is assigned to one 
or more links. The link utilization threshold may be, for 
example, a maximum amount of traf?c for an individual link, 
or a maximum difference between links (e.g., for load bal 
anced traf?c). The link utilization of the one or more links 
may be monitored, such as, e. g., by an optimized edge routing 
(OER) process. In the event that the link utilization surpasses 
the threshold, the link is considered to be out-of-policy 
(OOP), and traf?c may be redirected to other available links 
accordingly in order to bring the link back in policy (“IN 
POLICY”). 

In accordance with one aspect of the present invention, a 
link utilization threshold is assigned to each individual link 
that is, e.g., a percentage of the total capacity of the link, an 
absolute bandwidth value, etc. For example, a 100 Kilobytes 
per second (KBps) link (e.g., Link 1) may have a link policy 
assigned as a 75% link utilization threshold, a 75 KBps link 
utilization threshold, etc. Also, when policies are applied to 
more than one link, different thresholds may be assigned to 
each of the links accordingly. For instance, a second link (e.g., 
an 80 KBps link, Link 2) may have an 80% link utilization 
threshold. Those skilled in the art will appreciate a common 
percentage may be assigned to multiple links of varying band 
width capacities, such as, e.g., assigning a 75% link utiliza 
tion threshold to both the 100 KBps link and 80 KBps link. 

FIG. 3 is an exemplary link policy table 300 that may be 
used in accordance with the present invention. Table 300 is 
illustratively stored in memory 240 and includes one or more 
entries 320, each comprising a plurality of ?elds for storing a 
link identi?cation (ID) 305, a link utilization threshold 310, 
and load balanced links 315 that indicates with which other 
links the link ID 305 may be associated (described below). 
The table 300 is illustratively maintained and managed by 
OER/Master OER process 246. Those skilled in the art will 
understand that while a table is shown and described herein, 
other known data structures may be used in accordance with 
the present invention. Also, other link policy con?gurations, 
?elds, link relations (e.g., load balanced links), and values 
may be de?ned, as will be understood by those skilled in the 
art, and the table 300 as shown is merely representative. 

Link utilization may be monitored by various means, for 
example, by OER/Master OER process 246 described above. 
Alternatively, each node of a network con?gured for link 
policy-based routing may also monitor link utilization for its 
links by available monitoring processes, such as, e.g., Net 
FlowTM by Cisco Systems, Inc. Notably, the process of moni 
toring may be con?gured (e.g., by a system administrator) to 
be periodic as needed, such as, e.g., every 30 seconds, or 
continuous for faster response time. By comparing the moni 
tored link utilization to the assigned thresholds (e.g., by OER 
process 246), it can be determined that the link is OOP in the 
event the link utilization surpasses the threshold. 
Once a link is OOP, excess utilization for the OOP link may 

be reduced by changing the routes of one or more selected 
pre?xes, i.e., to use other available links. Illustratively, e.g., 
by using OER process 246, a bandwidth utilization per pre?x 
may be obtained by speci?cally monitoring traf?c ?ow 
to/from each of the pre?xes (e.g., using NetFlowTM). With 
knowledge of per pre?x bandwidth utilization, it is possible to 
determine which pre?x(es) to optimally redirect based on the 
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10 
utilization of the pre?x and the excess link utilization as a 
whole. For example, if the excess utilization of an OOP link 
is 10 KBps, and a particular pre?x is utilizing 10 KBps of 
bandwidth of that link, it may be bene?cial to move that one 
particular pre?x to another available link. Similarly, two pre 
?xes with a bandwidth utilization sum of 10 KBps (or greater) 
may be used, or three pre?xes totaling 10 KBps, etc. While it 
feasible to move portions of a pre?x or randomly selected 
traf?c to another available link, a bene?t of redirecting an 
entire pre?x is that all traf?c ?owing to the particular 
pre?x(es) will be redirected over the same link. As will be 
understood by those skilled in the art, this provides various 
advantages, such as, e. g., reduced routing complexity. 
The pre?x routes may be redirected until the OOP link is 

returned to an IN-POLICY state, e.g., at or below the link 
utilization threshold. A con?gurable amount below the 
threshold may be put into effect by a system administrator 
such that once the link is considered to be OOP, the traf?c is 
redirected until the link utilization of the OOP link is at least 
the con?gurable amount below the threshold. In this manner, 
the previously OOP link is less likely to quickly surpass the 
link utilization threshold and become OOP again due to 
increased traf?c ?ow over a short time. 
As will be understood by those skilled in the art, it is 

important to ensure that by redirecting traf?c to other links, 
those other links do not become OOP as well. If those links 
were to become OOP, undesirable network oscillations and/ 
or churn may result as the traf?c is redirected from one OOP 
link to another OOP link. By ?rst con?rming that the newly 
redirected tra?ic does not force another available link to 
become OOP, such undesirable outcomes may be obviated. 
Notably, in the event that there are no available links that 
would not become OOP (i.e., all available links are already 
OOP), tra?ic may not be redirected anywhere, and an error 
may be returned to the system, such that a system adminis 
trator may take corrective action (e.g., raise thresholds or add 
bandwidth): Also, care may be taken so as to avoid “black 
holing” pre?xes, as will be understood by those skilled in the 
art. Blackholing, generally, is a term of art that denotes traf?c 
that is lost en route to a destination, such as, e.g., when the 
destination pre?x is not reachable over the path selected. 
Therefore, by ?rst ensuring that the destination is reachable 
by the other available links prior to transferring traf?c to 
reduce the OOP link utilization, blackholing of the traf?c may 
be avoided. 
As an example, FIGS. 4A-4B are graphical representations 

of link utilization and link policy for individual links in accor 
dance with the present invention. Referring again to FIG. 3, 
Link 1 (e.g., 100 KBps) and Link 2 (e.g., 80 KBps) have link 
utilization thresholds of 75% and 80%, respectively. Assume, 
as in FIG. 4A, that Link 1 has a utilization of 80% (80 KBps), 
and Link 2 has a utilization of 40% (32 KBps). Here, Link 1 
is OOP with 5% (5 KBps) excess tra?ic above the utilization 
threshold. According to the present invention, one or more 
pre?xes with a total bandwidth utilization of 5 KBps (or 
more) are selected to be redirected over one or more other 

available links, e.g., Link 2. Illustratively, as shown in FIG. 
4B, one or more pre?xes totaling 12 KBps of utilization are 
redirected from OOP Link 1 to available Link 2. The 12 KBps 
may be selected because of a con?gurable amount below the 
thresholdthat is needed to bring the OOP link IN-POLICY, or 
because the smallest pre?x to be redirected had a bandwidth 
utilization of 12 KBps, etc. Upon redirecting the traf?c, the 
link utilizations for Link 1 and Link 2 are now 68% (68 KBps) 
and 55% (44 KBps), respectively, both under their assigned 
link utilization thresholds. Those skilled in the art will under 
stand that FIGS. 4A and 4B are merely representative 
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example, and that other values and con?gurations may be 
used in accordance with the present invention. 

In accordance with another aspect of the present invention, 
a load balancing link utilization threshold (or range) is 
assigned to one or more links, wherein the threshold is with 
regards to the link utilization of one or more other selected 
links (“load balanced links”). The load balancing link utili 
zation threshold may be con?gured as, e.g., a percent differ 
ence between load balanced links or an absolute bandwidth 
difference. For example, these differences may be embodied 
as a percentage of link capacity greater than the percentage of 
another load balanced link by a con?gurable percentage, an 
absolute amount of bandwidth that is greater than the ab solute 
amount of bandwidth of another load balanced link by a 
con?gurable percentage (or absolute amount), etc. The load 
balancing link utilization is monitored as described above, 
and again, if the utilization surpasses the threshold for a link, 
that link is considered to be OOP, and pre?x routes may be 
changed accordingly. 

Optionally, the route changes may be con?gured to bring 
the link utilization of the selected load balanced links as close 
to equal/proportional as desired (e.g., percent usage or abso 
lute bandwidth), or instead con?gured to simply reduce the 
difference to below the con?gured threshold. For instance, 
once the link is considered OOP, traf?c on the one or more 
selected load balanced links, including the OOP link, may be 
readjusted to equalize the load distribution (e.g., either in 
absolute bandwidth or proportional percentages), i.e., to the 
same percentage or bandwidth. Those skilled in the art will 
understand that other readjusting means are possible, such as 
lowering the difference between link utilization to a con?g 
urable amount below the load balancing link utilization 
threshold, as mentioned above. Also, as mentioned above, it is 
important to ensure that by redirecting traf?c to other load 
balanced links, that those other links do not become OOP as 
well. 
As an example, FIGS. 5A-5C are graphical representations 

of link utilization and link policy for load balanced links in 
accordance with the present invention. Referring again to 
FIG. 3, Link 3 (e.g., 100 KBps) and Link 4 (e.g., 100 KBps) 
both have load balancing link utilization thresholds of no 
more than 20% greater than the other load balanced link. 
Assume, as in FIG. 5A, that Link 3 has a utilization of 84% 
(84 KBps), and Link 4 has a utilization of 60% (60 KBps). 
Here, Link 3 has a link utilization that is greater than Link 4 
by 24%. In other words, Link 3 is OOP by 4% (4 KBps) 
excess tra?ic above the load balancing link utilization thresh 
old. According to the present invention, one or more pre?xes 
with a total bandwidth utilization of 2 KBps (or more) are 
selected to be redirected over one or more other available load 

balanced links, e.g., Link 4. Those skilled in the art will 
appreciate that 4 KBps of excess utilization requires that half 
of the excess traf?c (in the case of two load balanced links) be 
redirected, i.e., 2 KBps. Illustratively, as shown in FIG. 5B, 
one or more pre?xes totaling 2 KBps of utilization are redi 
rected from OOP Link 3 to load balanced Link 4, thus reduc 
ing the difference to within the threshold, 20%. Upon redi 
recting the traf?c, the link utilization for Link 3 and Link 4 are 
now 82% (82 KBps) and 62% (62 KBps), respectively, which 
is within the load balancing link utilization threshold. Brie?y, 
FIG. 5C shows a con?guration where the OOP Link 3 triggers 
the redirection of traf?c that brings the load balanced links to 
an equal/proportional value (i.e., a difference of 0%), as men 
tioned above. Here, 12 KBps of traf?c is redirected from Link 
3 to Link 4, such that both load balanced links have equal link 
utilization of 72% (72 KBps). Those skilled in the art will 
understand that FIGS. 5A, 5B, and 5C are merely represen 
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12 
tative example, and that other values and con?gurations may 
be used in accordance with the present invention. 

With further reference again to FIG. 3, entries 320 for Link 
N and Link X (not shown in FIG. 1) represent one or more 
possible link policy con?gurations not discussed in detail 
above. Those skilled in the art will understand that still other 
con?gurations and values may be used in accordance with the 
present invention, and that any con?gurations and values 
described herein are merely representative. For example, 
entries for Link N demonstrate that more than one entry for 
each Link ID 305 may be within the table 300. For instance, 
an individual link utilization threshold of 85 KBps may be 
assigned to Link N, as well as a load balancing link utilization 
threshold of no more than 20% greater than either load bal 
anced LinkY or Z (also not shown). Still, Link N may also be 
separately load balanced with a Link X (not shown), e.g., by 
not more than 15 KBps greater than Link X, while Link X 
may be assigned a different load balancing link utilization 
threshold with regard to Link N, e. g., by not more than 25% 
greater than Link N. Again, these references are meant to be 
further examples of possible link policy con?gurations, and 
are not meant to be limiting on the scope of the present 
invention. 

Notably, in addition to percentages, differences, and abso 
lute values as described above, the link utilization threshold 
of the present invention may also be set as a relative link 
utilization policy, where a con?gurable increase (e.g., a spike 
or slow increase) in link utilization or in the difference of link 
utilizations between two load balanced links triggers an OOP 
event. Relative policies are described in detail in commonly 
owned copending US. patent application Ser. No. 11/239, 
613, entitled TECHNIQUE FOR MAINTAINING AND 
ENFORCING RELATIVE POLICIES WITH THRESH 
OLDS, ?led by Xia et al. on Sep. 29, 2005, the contents of 
which are hereby incorporated in its entirety. 

Also, a minimum threshold may be assigned to a link in 
order to prevent under-utilization of the link, which may be 
bene?cial under certain circumstances that will be under 
stood by those skilled in the art. For example, a system admin 
istrator may wish to more evenly distribute link utilization 
among a plurality of links, e.g., such as during load balancing 
traf?c. By placing a minimum threshold on the links (e.g., 
20%), a link would be considered OOP if not enough traf?c 
were utilizing that link. Thus, to bring the link back IN 
POLICY, tra?ic would be redirected onto the link from other 
links. 

FIG. 6 is a ?owchart illustrating a procedure for dynami 
cally applying a link utilization based policy to traf?c travers 
ing links in accordance with the present invention. The pro 
cedure 600 starts at step 605, and continues to step 610, where 
link utilization thresholds are assigned to one or more links 

(e.g., a percentage, absolute value, or difference, as described 
above). Once the thresholds are established, the link utiliza 
tion of the one or more links is monitored at step 615, such as, 
e.g., by OER process 246. As mentioned above, the monitor 
ing may be continuous or periodic, depending upon con?gu 
ration. If the utilization does not surpass the assigned thresh 
old for a particular link at step 620, the link utilization 
continues to be monitored at step 615. If, on the other hand, 
the link utilization does surpass the assigned threshold at step 
620, the link is considered to be OOP in step 625. Upon 
considering the link OOP, traf?c may then be redirected to 
other available links accordingly to bring the OOP link back 
IN-POLICY. Notably, for load-balanced tra?ic, IN-POLICY 
may require a difference less than a con?gurable amount, or 
simply a difference below the threshold, as described above. 
Further, as mentioned above, measures may be taken to 
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ensure that other links do not surpass their utilization thresh 
olds during the redirection, and to ensure that no pre?xes are 
“blackholed.” The procedure may then return to step 615 to 
continue monitoring the link utilization of the one or more 
links. 

Advantageously, the novel technique dynamically applies 
a link utilization based policy to traf?c traversing links in a 
computer network. By de?ning link utilization thresholds, the 
novel technique dynamically prevents a link from reaching its 

5 

utilization capacity, thus reducing the number of dropped 10 
packets and delay over the links. Also, by de?ning load bal 
ancing thresholds, the novel technique may proportionally 
load balance traf?c based on link capacity, especially in the 
case where links have unequal capacities, where other current 
methods fail. Further, the novel technique is adaptive to the 
?ow of traf?c and does not depend upon traditional (and often 
cumbersome) routing techniques to load balance tra?ic 
among a plurality of unequal links (e.g., in capacity and/or 
cost). 

While there has been shown and described an illustrative 
embodiment that dynamically applies a link utilization based 
policy to traf?c traversing links in a computer network, it is to 
be understood that various other adaptations and modi?ca 
tions may be made within the spirit and scope of the present 
invention. For example, the invention has been shown and 
described herein illustratively using OER techniques to 
monitor the utilization and to redirect tra?ic accordingly. 
However, the invention in its broader sense is not so limited, 
and may, in fact, be used with any monitoring processes 
and/or route optimization techniques, as will be understood 
by those skilled in the art. Also, while the invention has been 
shown and described for applying link policies to individual 
links, the invention may, in fact, be used with groups of links, 
as described in commonly-owned copending U.S. patent 
application Ser. No. l l/336,734, entitled LINK GROUPING 
FOR ROUTE OPTIMIZATION, ?led by Shah on Jan. 20, 
2006, the contents of which are hereby incorporated in its 
entirety. Further, those skilled in the art will understand that 
the term “link” as used herein may indicate either a physical 
link or virtual link. 

The foregoing description has been directed to speci?c 
embodiments of this invention. It will be apparent, however, 
that other variations and modi?cations may be made to the 
described embodiments, with the attainment of some or all of 
their advantages. For instance, it is expressly contemplated 
that the teachings of this invention can be implemented as 
software, including a computer-readable medium having pro 
gram instructions executing on a computer, hardware, ?rm 
ware, or a combination thereof. Also, electromagnetic signals 
may be generated to carry computer executable instructions 
that implement aspects of the present invention over, e.g., a 
wireless data link or a data network, such as the Internet. 
Accordingly this description is to be taken only by way of 
example and not to otherwise limit the scope of the invention. 
Therefore, it is the object of the appended claims to cover all 
such variations and modi?cations as come within the true 
spirit and scope of the invention. 

The invention claimed is: 
1. A method for dynamically applying a link utilization 

based policy to traf?c traversing a plurality of links in a 
computer network, the method comprising: 

assigning a link utilization threshold to a ?rst link of the 
plurality of links, the link utilization threshold embodied 
as a particular difference between a measure of link 
utilization of the ?rst link and a measure of link utiliza 
tion of one or more second links of the plurality of links; 
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14 
monitoring, by a processor, the link utilization of the ?rst 

link and the one or more second links; 
monitoring, by the processor, bandwidth utilization of a 

plurality of pre?xes reached over the ?rst link; 
considering the ?rst link to be out-of-policy (OOP) in the 

event that a difference between the measure of link uti 
lization of the ?rst link and the measure of link utiliza 
tion of one or more second links surpasses the link 

utilization threshold; and 
in response to the link utilization threshold being sur 

passed, 
determining one or more selected pre?xes, from the 

plurality of pre?xes, whose collective bandwidth uti 
lization is greater than an amount the link utilization 
threshold is surpassed, and 

changing a route for the one or more selected pre?xes to 
redirect traf?c from a ?rst network interface operably 
connected to the ?rst link to one or more second 

network interface operably connected to other avail 
able links in order to reduce the link utilization of the 
?rst link to cause the difference between the measure 
of link utilization of the ?rst link and the measure of 
link utilization of the one or more second links to be 

equal to or below the link utilization threshold. 
2. The method as in claim 1 wherein the measure of link 

utilization of the ?rst link and the measure of link utilization 
of the one or more second links are each selected from a group 

consisting of: a percentage of link utilization capacity of the 
link, and an absolute value of link utilization of the link. 

3. The method as in claim 1, wherein the particular differ 
ence between the measure of link utilization of the ?rst link 
and the measure of link utilization of the one or more second 

links is selected from a group consisting of: a percent differ 
ence between a percentage of link utilization of the ?rst link 
and a percentage of link utilization of the one or more second 

links, a percent difference between an absolute value of link 
utilization of the ?rst link and absolute values of link utiliza 
tion of the one or more second links, and an absolute differ 
ence between an absolute value of link utilization of the ?rst 
link and absolute values of link utilization of the one or more 
second links. 

4. The method as in claim 1, further comprising: 
redirecting tra?ic until the measure of link utilization of the 

?rst link is within a con?gurable difference of the mea 
sure of link utilization of the one or more second links. 

5. The method as in claim 1, further comprising: 
redirecting tra?ic until the measure of link utilization of the 

?rst link is at least one of either substantially equal to the 
measure of link utilization of the one or more second 

links or proportional with the measure of link utilization 
of the one or more second links based on the link capaci 
ties of the one or more second links. 

6. The method as in claim 1, further comprising: 
redirecting traf?c until the ?rst link is in policy. 
7. The method as in claim 1, wherein the ?rst link is one of 

a plurality of ?rst links that have associated link utilization 
thresholds, and the method further comprises: 

assigning a different link utilization threshold to each of the 
plurality of ?rst links. 

8. The method as in claim 1, further comprising: 
redirecting traf?c for the one or more selected pre?xes to 

other available links, wherein each of the one or more 
selected pre?xes traverses only one link after redirec 
tion. 
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9. The method as in claim 1, further comprising: 
con?guring at least one of the steps of assigning, monitor 

ing, considering, and changing to be performed by an 
optimized edge routing (OER) process. 

10. The method as in claim 1, further comprising: 
con?guring the monitoring of the link utilization to operate 

as one of either continuously or periodically. 
11. The method as in claim 1, further comprising: 
ensuring that redirected traf?c is not blackholed. 
12. The method as in claim 1, further comprising: 
assigning a link utilization threshold that is a minimum 

threshold. 
13. The method as in claim 1, wherein one or more of the 

one or more second links is a link group. 

14. A node for dynamically applying a link utilization 
based policy to traf?c traversing a plurality of links in a 
computer network, the node comprising: 

one or more network interfaces; 
a processor coupled to the one or more network interfaces 

and adapted to execute software processes; and 
a memory adapted to store an optimized edge routing 
(OER) process executable by the processor, the OER 
process con?gured to: i) assign a link utilization thresh 
old to a ?rst link of the plurality of links, the link utili 
zation threshold embodied as a particular difference 
between a measure of link utilization of the ?rst link and 
a measure of link utilization of one or more second links 

of the plurality of links, ii) monitor the link utilization of 
the ?rst link and the one or more second links, iii) moni 
tor bandwidth utilization of a plurality of pre?xes 
reached over the ?rst link, iv) consider the ?rst link to be 
out-of-policy (OOP) in the event that a difference 
between the measure of link utilization of the ?rst link 
and the measure of link utilization of one or more second 

links surpasses the link utilization threshold, and v) in 
response to the link utilization threshold being sur 
passed, determine one or more selected pre?xes, from 
the plurality of pre?xes, whose collective bandwidth 
utilization is greater than an amount the link utilization 
threshold is surpassed, and change a route for the one or 
more selected pre?xes to redirect traf?c from the ?rst 
link to other available links in order to reduce the link 
utilization of the ?rst link to cause the difference 
between the measure of link utilization of the ?rst link 
and the measure of link utilization of the one or more 
second links to be equal to or below the link utilization 
threshold. 

15. An apparatus for dynamically applying a link utiliza 
tion based policy to traf?c traversing links in a computer 
network, the apparatus comprising: 
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means for assigning a link utilization threshold to a ?rst 

link of the plurality of links, the link utilization threshold 
embodied as a particular difference between a measure 
of link utilization of the ?rst link and a measure of link 
utilization of one or more second links of the plurality of 

links; 
means for monitoring the link utilization of the ?rst link 

and the one or more second links; 
means for monitoring bandwidth utilization of a plurality 

of pre?xes reached over the ?rst link; 
means for considering the ?rst link to be out-of-policy 

(OOP) in the event that a difference between the measure 
of link utilization of the ?rst link and the measure of link 
utilization of one or more second links surpasses the link 

utilization threshold; 
means for determining one or more selected pre?xes, from 

the plurality of pre?xes, whose collective bandwidth 
utilization is greater than an amount the link utilization 
threshold is surpassed; and 

means for changing a route for the one or more selected 
pre?xes to redirect traf?c from the ?rst link to other 
available links in order to reduce the link utilization of 
the ?rst link to cause the difference between the measure 
of link utilization of the ?rst link and the measure of link 
utilization of the one or more second links to be equal to 
or below the link utilization threshold, in response to the 
link utilization threshold being surpassed. 

16. The node as in claim 14 wherein the particular differ 
ence between the measure of link utilization of the ?rst link 
and the measure of link utilization of the one or more second 
links are each selected from a group consisting of: a percent 
age of link utilization capacity of the link, and an absolute 
value of link utilization of the link. 

17. The node as in claim 14 wherein the particular differ 
ence between the measure of link utilization of the ?rst link 
and the measure of link utilization of the one or more second 
links is selected from a group consisting of: a percent differ 
ence between a percentage of link utilization of the ?rst link 
and a percentage of link utilization of the one or more second 
links, a percent difference between an absolute value of link 
utilization of the ?rst link and absolute values of link utiliza 
tion of the one or more second links, and an absolute differ 
ence between an absolute value of link utilization of the ?rst 
link and absolute values of link utilization of the one or more 
second links. 

18. The method of claim 1, wherein the other available 
links are the one or more second links. 

19. The node as in claim 14 wherein the other available 
links are the one or more second links. 

* * * * * 
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