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(57) ABSTRACT 

Included are embodiments for a method for servicing 
memory read requests. At least one embodiment of a method 
includes receiving read requests from the l/O device; testing 
predetermined ?elds from the read requests to predict a type 
of read request; and When the type of request is predicted to be 
a data read request, then route the read request to a ?rst queue. 
Additionally, some embodiments include When the type of 
request is predicted to be a control read request, then route the 
read request to a second queue, Wherein the second queue has 
a higher priority than the ?rst queue; determining Which of the 
?rst queue and second queue to read; retrieving at least one of 
the read requests from the determined queue; and processing 
the retrieved read request. 

15 Claims, 11 Drawing Sheets 
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SERVICING MEMORY READ REQUESTS 

BACKGROUND 

In computing environments that utilize peripheral compo 
nent interconnect express (PCIe) and other packet-based 
environments, latency may become an issue that hinders pro 
cessing speeds of requests and data to and from an input/ 
output (I/O) device. More speci?cally, in at least one nonlim 
iting example, latency can occur due to processing large and 
small read requests in a single pipeline. Similarly, in returning 
data for a request, latency can occur due to conversion of the 
requested data from a memory controller to the I/ O device. 

SUMMARY 

Included are embodiments for a method for servicing 
memory read requests. At least one embodiment of a method 
includes receiving read requests from the I/O device; testing 
predetermined ?elds from the read requests to predict a type 
of read request; and when the type of request is predicted to be 
a data read request, then route the read request to a ?rst queue. 
Additionally, some embodiments include when the type of 
request is predicted to be a control read request, then route the 
read request to a second queue, wherein the second queue has 
a higher priority than the ?rst queue; determining which of the 
?rst queue and second queue to read; retrieving at least one of 
the read requests from the determined queue; and processing 
the retrieved read request. 

Also included herein are embodiments of a system for 
servicing memory read requests. At least one embodiment of 
a system includes a root complex con?gured to receive read 
requests from the I/ O device, where the root complex includes 
discrimination logic for testing predetermined ?elds from the 
read requests to predict a type of read request, wherein when 
the type of request is predicted to be a ?rst type, the discrimi 
nation logic routes the read request to a ?rst queue, wherein 
when the type of request is predicted to be a second type, the 
discrimination logic routes the read request to a second 
queue, wherein the second queue has a higher priority than 
the ?rst queue and arbitration logic con?gured to determine 
which of the ?rst queue and the second queue to read, the 
arbitration logic further con?gured to retrieve at least one of 
the read requests from the determined queue. In some 
embodiments, the root complex is further con?gured to pro 
cess the retrieved read request. 

Other embodiments and/or advantages of this disclosure 
will be or may become apparent to one with skill in the art 
upon examination of the following drawings and detailed 
description. It is intended that all such additional systems, 
methods, features, and advantages be included within this 
description and be within the scope of the present disclosure. 

BRIEF DESCRIPTION 

Many aspects of the disclosure can be better understood 
with reference to the following drawings. The components in 
the drawings are not necessarily to scale, emphasis instead 
being placed upon clearly illustrating the principles of the 
present disclosure. Moreover, in the drawings, like reference 
numerals designate corresponding parts throughout the sev 
eral views. While several embodiments are described in con 
nection with these drawings, there is no intent to limit the 
disclosure to the embodiment or embodiments disclosed 
herein. On the contrary, the intent is to cover all alternatives, 
modi?cations, and equivalents. 
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2 
FIG. 1 depicts an exemplary embodiment of a computing 

device that may be con?gured to process at least one request 
from an input/output (I/O) device. 

FIG. 2 depicts an exemplary embodiment of detailed view 
of the computing device from FIG. 1. 

FIG. 3 depicts another exemplary embodiment of the com 
puting device from FIG. 1. 

FIG. 4 depicts an exemplary embodiment of a process that 
may be utilized for processing a request, such from an I/O 
adapter, such as in the architecture from FIG. 2. 

FIGS. 5A-5C depict an exemplary embodiment of a pro 
cess that may be utilized for sending a request from an I/O 
adapter, such as in the architecture from FIG. 2. 

FIG. 6 depicts an exemplary embodiment of a process that 
may be utilized for routing a request to a queue, similar to the 
diagram from FIGS. 5A-5C. 

FIG. 7 depicts an exemplary embodiment of a process that 
may be utilized for processing data received from a memory 
controller, similar to the diagram from FIGS. 5A-5C. 

FIG. 8 depicts an exemplary embodiment of a process that 
may be utilized for sending data in response to a request from 
the I/ O adapter 196, similar to the diagram from FIG. 7. 

FIG. 9 depicts an exemplary embodiment of a process that 
may be utilized for balancing bandwidth and latency, similar 
to the diagram from FIG. 8. 

Additionally, this application is incorporated by reference, 
in its entirety, US. application Ser. No. 12/337,013, mailed 
Dec. 17, 2008 and entitled “Operation of an Input/Output 
Link.” 

DETAILED DESCRIPTION 

PCI Express (PCIe) main memory read requests can 
specify a large quantity of data to transfer, up to 4 kilobytes 
(KB). A root complex that services such a read request often 
bridges to a coherent system fabric that is cache line-focused. 
As such, the root complex may fragment the long PCIe 
request into multiple, cache line size requests on the system 
fabric. This fragmentation may be performed in a single 
threaded fashion. More speci?cally, for a given PCIe link, one 
memory read request may be fully-fragmented before the root 
complex starts to service the next read request from that link. 
From the perspective of an I/O adapter, the root complex is 
thus handling the fragmentation and associated cache line 
requests for each memory in a strictly ordered fashion. 

This technique of servicing read requests often causes the 
root complex to impose a stronger ordering between such 
requests than required by PCIe. PCIe ordering rules permit 
reads to be serviced out-of-order (so long as the data return for 
any given read request is strictly in-order). As a consequence 
of the single-threading, short control structure reads thus end 
up waiting for any previous read requests to be fully-frag 
mented. This increases the latency for servicing the control 
read and thus negatively impacts overall adapter direct 
memory access (DMA) performance as the I/O adapter 
becomes limited in the number of transactions it can have 
in-?ight at any given time. 
By providing a mechanism whereby a subsequent control 

structure read receives service (fragmentation and system 
fabric request) from a root complex substantially simulta 
neous with the servicing of earlier read requests, the latency 
described above can be reduced. So long as a root complex’s 
differentiation between control reads and data transfer reads 
is accurate, embodiments disclosed herein may permit an 
adapter to obtain a next control structure while a previous 
payload transfer is occurring. The end result is higher DMA 
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performance without imposing higher concurrency require 
ments (e.g., greater than 2 DMA transfers) on adapters. 

Similarly, embodiments disclosed herein may be con?g 
ured foruse with a PCIe root complex connected to a coherent 
system fabric with 64 Byte (64B) cache lines. PCIe Memory 
Read (MRd) requests may be serviced from a coherent 
streaming buffer (effectively similar to a read cache). The 
MRd requests may be fragmented into a plurality of 64B 
cache line requests. Prior to starting this fragmentation, the 
MRd request may be examined against operating system 
programmable thresholds. These thresholds may direct the 
fragmentation logic to steer the resulting cache line requests 
to one of two distinct queues within the root complex. 
Although logic downstream of this fragmentation may be 
single-threaded, the root complex may be con?gured to time 
multiplex between the ?rst set of queues. Thus, a root com 
plex capable of handling 4 PCIe links may end up implement 
ing 8 internal queues to service MRd requests. The 
independent queues thus permit shorter MRd requests to 
receive service earlier in time than they would in previous 
implementations. Each individual MRd request may be frag 
mented into one of the available queues, ensuring that all data 
read returns are provided in a proper order. 

The programmable size thresholds permit the root complex 
to adjust to different control structure sizes. Each PCIe Link 
can specify a different threshold. In addition, the priority of 
the two cache line request streams can also be modi?ed on a 
per-Link basis. By decreasing the effective service time for 
short control structure reads, embodiments disclosed herein 
permit a higher level of DMA payload transfer concurrency 
without increasing adapter complexity. 

Similarly, when large amounts of data are transferred to 
and from an I/ O device, embodiments disclosed herein may 
be con?gured such that available bandwidth of the packet 
based I/ O link are utilized in an ef?cient manner by minimiz 
ing the amount of additional (non-data) information trans 
ferred across the link. 

Additionally, by combining multiple cache lines into a 
single PCIe packet, header information (often of a ?xed size) 
utilized in every packet is, in effect, amortized over a larger 
amount of data. In this way, the total amount of header data 
created and sent to the I/ O adapter for the entire memory read 
request can be reduced signi?cantly and the bandwidth utili 
zation of the PCIe link can be improved. 

Referring now to the drawings, FIG. 1 depicts an exem 
plary embodiment of a computing device 102 that may be 
con?gured to process at least one request from an input/ 
output (I/O) device. More speci?cally, although a wire-line 
device (e.g., a server device) is illustrated, this discussion can 
be applied to other wireless and/or wire-line devices, as well. 
According to exemplary embodiments, in terms of hardware 
architecture, the computing device 102 includes a system 
fabric 180 that is coupled to a processor 182, a memory 
component 184, a data storage component 190, a memory 
controller 192, a root complex 194, and an input/output (I/ O) 
adapter 196 that are communicatively coupled via a system 
fabric 180. The system fabric 180 can include, for example 
but not limited to, one or more buses and/or other wired or 
wireless connections. The system fabric 180 may have addi 
tional elements, which are omitted for simplicity, such as 
controllers, buffers (caches), drivers, repeaters, and receivers 
to enable communications. Further, the system fabric 180 
may include address, control, and/or data connections to 
enable appropriate communications among the aforemen 
tioned components. 

The processor 182 may be con?gured as a device for 
executing software, particularly software stored in the 
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4 
memory component 184. The processor 182 can include any 
custom made or commercially available processor, a central 
processing unit (CPU), an auxiliary processor among several 
processors associated with the computing device 102, a semi 
conductor based microprocessor (in the form of a microchip 
or chip set), a macroprocessor, and/ or generally any device 
for executing software instructions. 
The memory component 184 can include any one or com 

bination of volatile memory elements (e.g., random access 
memory (RAM, such as DRAM, SRAM, SDRAM, etc.)) 
and/or nonvolatile memory elements (e.g., ?ash memory, 
read only memory (ROM), hard drive, tape, CDROM, etc.). 
Moreover, the memory component 184 may incorporate elec 
tronic, magnetic, optical, and/or other types of storage media. 
One should note that the memory component 184 can have a 
distributed architecture (where various components are situ 
ated remote from one another), but can be accessed by the 
processor 182. 
The software in the memory component 184 may include 

one or more separate programs, which may include an 
ordered listing of executable instructions for implementing 
logical functions. In the example of FIG. 1, the software in the 
memory component 184 may include an operating system 
186 and/or other software 188. The operating system 186 may 
be con?gured to control the execution of other computer 
programs and provides scheduling, input-output control, ?le 
and data management, memory management, and communi 
cation control and related services. The other software may 
include data and/ or programs that may be utilized, as 
described herein. 

In at least one embodiment, the other software 188 may be 
con?gured as a system component and/or module and may 
also be construed as a source program, executable program 
(object code), script, and/ or any other entity that includes a set 
of instructions to be performed. When constructed as a source 
program, other software 188 may be translated via a compiler, 
assembler, interpreter, or the like (which may or may not be 
included within the memory component 184) so as to operate 
properly in connection with the operating system 186. 

Additionally, at least one embodiment of the computing 
device 102 may include one or more of the network interfaces 
for facilitating communication with one or more other 
devices. More speci?cally, a network interface may include 
any component con?gured to facilitate a connection with 
another device. While in some embodiments, among others, 
the computing device 102 can include the network interface 
that includes a personal computer memory card international 
association (PCMCIA) card (also abbreviated as “PC card”) 
for receiving a wireless network card, this is a nonlimiting 
example. Other con?gurations can include communications 
hardware within the computing device 102, such that a wire 
less network card is unnecessary for communicating wire 
lessly. Similarly, other embodiments include the network 
interfaces for communicating via a wired connection. Such 
interfaces may be con?gured with universal serial bus (U SB) 
interfaces, serial ports, and/or other interfaces. 

If the computing device 102 includes a personal computer, 
workstation, or the like, the software in the memory compo 
nent 184 may further include a basic input output system 
(BIOS) (omitted for simplicity). The BIOS is a set of software 
routines that initialize and test hardware at startup, start the 
operating system 186, and support the transfer of data among 
the hardware devices. The BIOS is stored in ROM so that the 
BIOS can be executed when the computing device 102 is 
activated. 
When the computing device 102 is in operation, the pro 

cessor 182 may be con?gured to execute software stored 
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within the memory component 184, to communicate data to 
and from the memory component 184, and to generally con 
trol operations of the computing device 102 pursuant to the 
software. Software in the memory component 184, in whole 
or in part, may be read by the processor 182, perhaps buffered 
within the processor 182, and then executed. 
One should also note that while the description with 

respect to FIG. 1 includes the computing device 102 as a 
single component, this is a nonlimiting example. More spe 
ci?cally, in at least one exemplary embodiment, the comput 
ing device 102 can include a plurality of servers, personal 
computers, telephones, and/ or other devices. Similarly, while 
the description of FIG. 1 describes the computing device 102 
as a server device, this is also a nonlimiting example. More 
speci?cally, depending on the particular exemplary embodi 
ment, other components may be utilized and may include 
similar elements and/or logic. 

Additionally, while the other software 188 is illustrated in 
FIG. 1 as including a single software component, this is also 
a nonlimiting example. In at least one embodiment, the other 
software 188 may include one or more components, embod 

ied in software, hardware, and/ or ?rmware. 
FIG. 2 depicts an exemplary embodiment of detailed view 

of the computing device from FIG. 1. As illustrated in the 
nonlimiting example of FIG. 2, in at least one exemplary 
embodiment, the 1/0 adapter 196 may be coupled to the root 
complex 194 via a PCI express link. Additionally, the root 
complex 194 may be coupled to the memory controller 192 
via the system fabric 180. 
As illustrated, the root complex 194 includes a discrimina 

tion component (e.g., length discrimination logic 260) that 
may be con?gured to determine whether an incoming request 
is a high priority or a low priority request. This determination 
can be made based on a predetermined size threshold of the 
length of data to be retrieved, a service level agreement 
(SLA), and/or other criteria. Additionally, the length dis 
crimination logic 260 may be coupled to a ?rst control status 
register (CSR) 262. The ?rst control register may be con?g 
ured to facilitate programmability of the length discrimina 
tion logic 260. As a nonlimiting example, if an administrator 
determines that the current con?guration does not yield a 
desirable level of ef?ciency, the administrator can access the 
?rst CSR to change the criteria for routing high and/or low 
priority requests to the high and/or low priority queues 264a, 
2641). 
As discussed above, the one or more thresholds may be 

related to size; however, this is not a requirement. As a non 
limiting example, because in some embodiments short struc 
ture reads may have a higher priority for quick retrieval, the 
high priority queue 264a may be dedicated to those requests 
for data below a predetermined threshold. The low priority 
queue 2641) may be con?gured to receive requests for larger 
sized data. 

Similarly, in at least one exemplary embodiment, the 
length discrimination logic 260 may be con?gured to utilize a 
variable threshold for sorting requests to ?rst queues 264. As 
a nonlimiting example, if a greater number of requests for 
small amount of data are received, the length discrimination 
logic 260 may determine to increase the threshold to access 
the high priority queue 264a, thereby balancing the load of 
the ?rst queues 264. 

Also included in the nonlimiting example of FIG. 2 are the 
?rst set of queues 264, which include the high priority queue 
264a and the low priority queue 26419. The ?rst set of queues 
264 are coupled to the length discrimination logic 260. The 
?rst queues 264 may be con?gured to receive requests from 
the length discrimination logic 260 and hold the requests for 
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6 
transmission to a weighted arbitration logic 266. The 
weighted arbitration logic 266 may be con?gured to deter 
mine the next request to process from the ?rst queues 264. 
The determination can be made based on data received from 
a second CSR 268. As discussed above, the requests from the 
?rst queues 264 may be retrieved in a time division multi 
plexing con?guration. The weighted arbitration logic 266 
may then retrieve the desired next request for sending to 
system request logic 270. 
The system request logic 270 may be con?gured to receive 

the request from the weighted arbitration logic 266 and break 
the request into one or more cache lines for sending to the 
memory controller 192. The system request logic 270 may 
also be con?gured to determine bookkeeping data associated 
with the request. More speci?cally, the bookkeeping data 
may be con?gured to associate a request with data received 
from the memory controller 192. As a nonlimiting example, 
the bookkeeping data can facilitate ordering and/or conver 
sion of the received data into a PCIe compatible format. 

Also included as part of the root complex 194 is a stream 
ing buffer 274. The streaming buffer 274 may be con?gured 
to receive the requested data from the memory controller 192 
via the system fabric 180. The received data may be con?g 
ured in a cache line format, where the data may be received in 
predetermined byte increments. Similarly, the status bits 
component 276 may be con?gured to determine status bits 
that indicate for each slot of the queues 264, 272, whether data 
is available (e.g., data has arrived from the memory control 
ler) and whether the data is correctly ordered according to the 
PCle ordering criteria. 
A direct memory access (DMA) read unloader 278 may 

also be included in the root complex 194 and con?gured to 
receive the requested data (in cache line format) from the 
streaming buffer 274. Additionally, the DMA read unloader 
278 can receive the bookkeeping data from second queues 
272a and 27219. The DMA read unloader 278 can determine 
the desired order of the received cache line data for sending to 
the 1/0 adapter 196.Additionally, the ordered data can be sent 
to the packet forrnatter 280 to format the data into a PCIe 
compatible format. The formatted data can then be sent to the 
1/0 adapter 196. 

FIG. 3 depicts additional detail of the root complex 194, 
similar to the diagram from FIG. 2. As discussed above, the 
root complex 194 may include the second queues (also 
referred to as the pending read queues) 272. However, as 
explicitly shown in FIG. 3, each of the second queues 272 
may have a plurality of entries 322 that indicate the book 
keeping data. Each of the entries 322 (e.g., entry 1-entry 4) 
may be con?gured to provide to the DMA read unloader 278 
data regarding whether the entry is valid (e.g., whether the 
entry contains a valid request to send the data from the cache 
line to the 1/0 adapter 196. Additionally, the entries 322 may 
be con?gured to provide information regarding an index of 
the slot in the streaming buffer 274 where the cache line data 
will be stored once it arrives in the root complex 194 from the 
memory controller 192. 

Additionally, the DMA read unloader 278 may include 
unloading coalescing control logic 320. The unloading coa 
lescing control logic 320 may be con?gured to utilize the 
above entry validity data and the index data from the entries 
322 at the head of each pending queue 272, combined with the 
status bits from the streaming buffer 274 (e.g., via the stream 
ing bits component 276). From this information, the unload 
ing coalescing control logic 320 can determine whether the 
data from the cache lines referred to by the four entries 322 at 
the head of each pending read queue 272 is ready (e. g., 
retrieved and ordered) to be unloaded to the 1/0 adapter 196. 
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One should note that while four entries 322 are illustrated in 
the nonlimiting example of FIG. 3, this is a nonlimiting 
example, as any number of entries may be utilized. 
More speci?cally, as a nonlimiting example, the unloading 

coalescing control logic 320 may be con?gured to determine 
that if the cache line data corresponding to entry 32211 is not 
available (and/or not properly ordered for transmission via 
PCle), then no cache line data is sent to the packet formatter 
280 (regardless of the availability of the data for other entries 
322b-322d). Additionally, in some embodiments, the unload 
ing coalescing control logic 320 can also determine that if the 
cache line data corresponding to entry 32211 is available (and 
ordered) but the cache line data corresponding to entry 3221) 
is not available (and/or not ordered), then the cache line data 
corresponding to entry 322a may be sent to the packet for 
matter 280 for sending to the l/ O adapter 196. 

Additionally, in situations where cache line data corre 
sponding to entry 1 322a and cache line data corresponding to 
entry 2 32219 are available (and ordered) but the cache line 
data corresponding to entry 3 3220 and entry 4 322d are 
unavailable (and/or not ordered), the unloading coalescing 
control logic 320 can decide to send the cache line data 
corresponding to entries 322a and 32219 to the packet format 
ter to be packetized in a single packet (according to PCle 
requirements) to be sent to the l/O adapter 196. Similarly, in 
situations where the data for the cache lines of all four entries 
322 is available (and ordered), the unloading coalescing con 
trol logic 320 can decide to process all four cache lines into a 
single packet to be sent to the l/O adapter 196. 
One should note that while certain components of FIGS. 2 

and 3 are indicated as being embodied as logic, the term logic 
should not be construed to simply mean software. One or 
more of the components described in FIGS. 2 and 3 may be 
implemented as hardware logic. Similarly, in at least one 
embodiment, one or more of these components may be imple 
mented as ?rmware and/ or software. 

FIG. 4 depicts an exemplary embodiment of a process that 
may be utilized for processing a request, such from an l/O 
adapter 196, such as in the architecture from FIG. 2. As 
illustrated in the nonlimiting example of FIG. 4, the root 
complex 194 can receive a plurality of requests for data via a 
PCIe link (block 450). As discussed herein, the request can be 
received via the l/O adapter 196 and the requests may be 
received in a PCIe packet format. Additionally, the root com 
plex 194 (e.g., via the length discrimination logic 260) can 
determine whether each of the requests meets predetermined 
criteria (block 452). More speci?cally, the determination can 
be made whether the request calls for data greater (and/or 
less) than a size threshold, whether the request calls for data 
that meets a service level agreement (SLA). Additionally, the 
requests can be prioritized according to whether that particu 
lar request meets the predetermined criteria (block 454). As a 
nonlimiting example, the requests can be prioritized based on 
size of the data requested. In such a con?guration, data 
requests below a predetermined size threshold can be sent to 
queue 26411, which may be a high priority queue. If the deter 
mined size is above the threshold (and/or equal to), the 
request can be sent to the low priority queue 26419. From the 
?rst queues 264, the data can be sent to the memory controller 
192 according to the determined priority. Additionally, the 
requested data may be retrieved according to the determined 
priority (block 456), such as from the memory controller 192. 

FIGS. 5A-5C depicts an exemplary embodiment of a pro 
cess that may be utilized for sending a request from an l/O 
adapter 196, such as in the architecture from FIG. 2. As 
illustrated in the nonlimiting example of FIG. 5A, the l/O 
adapter 196 can send one or more read requests to the root 
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8 
complex 194 via a PCIe link (block 550). At the root complex 
194, the length discrimination logic 260 can receive the 
request from the l/O adapter 196 and data from the CSR 262 
that indicates criteria for sorting requests (block 552). From 
the received data, the length discrimination logic 260 can 
determine which of a ?rst set of queues 264 to send the 
requests and sends the requests accordingly (block 554). The 
?rst queues 264 can receive the requests from the length 
discrimination logic 260 and hold the received requests until 
called by the weighted arbitration logic 266 (block 556). The 
weighted arbitration logic 266 can receive read requests from 
the ?rst queues 264 and arbitrate which request to send for 
processing, based on criteria received from the second CSR 
268 (block 558). The process then proceeds to jump block 
560, continued in FIG. 5B. 

FIG. 5B is a continuation of the process from FIG. 5A. As 
illustrated in the nonlimiting example of FIG. 5B, the system 
request logic 270 can receive the determined request from the 
weighted arbitration logic 266. Additionally, the system 
request logic can break up the request into one or more cache 
lines, and determine bookkeeping data associated with the 
determined request (block 562). The system request logic 270 
can additionally send the cache line data to the memory 
controller 192 and send the bookmark data to the second set of 
queues 272 (block 564). The memory controller 192 can 
receive the request, access the memory component 184 to 
retrieve the requested data, and send the retrieved data to the 
streaming buffer 274 in cache line format (block 566). The 
streaming buffer 274 can receive the requested data cache 
lines, determines status bits associated with the received data, 
and holds the data for the DMA read unloader 278 (block 
568). The process can then proceed to jump block 570. 

FIG. 5C is a continuation of the process form FIG. 5B. 
More speci?cally, from the jump block 570, The DMA read 
unloader 278 can receive bookkeeping data from the second 
queues 272, the requested data cache lines from the streaming 
buffer 274, and at least one status bit from the status bits 
component 276, which depending on the particular con?gu 
ration, may be part of the streaming buffer 274 (block 572). 
The DMA read unloader 278 can reorder the requested data 
cache lines if necessary and send the reordered data to the 
packet formatter 280 (block 574). The packet formatter 280 
can receive the reordered data from the DMA read unloader 
278, format the received data into one or more packets for 
sending to the l/O adapter 196 via the PCle link (block 576). 
The l/ O adapter 196 can receive and process the packets from 
the packet formatter 280 (block 578). 

FIG. 6 depicts an exemplary embodiment of a process that 
may be utilized for routing a request to a queue, similar to the 
diagram from FIGS. 5A-5C. As illustrated in the nonlimiting 
example of FIG. 6, read requests may be received from the l/ O 
device (block 650). Additionally, predetermined ?elds from 
the read requests may be tested to predict a type of read 
request (block 652). When the type of request is predicted to 
be a data read request, the read request may be routed to a ?rst 
queue (block 654). When the type of request is predicted to be 
a control read request, the read request may be routed to a 
second queue, where the second queue has a higher priority 
than the ?rst queue (block 656). A determination can be made 
regarding which of the ?rst queue and second queue to read 
(block 658).Additionally, at least one of the read requests can 
be retrieved from the determined queue (block 660). Further, 
retrieved read request may be processed (block 662). 

FIG. 7 depicts an exemplary embodiment of a process that 
may be utilized for processing data received from a memory 
controller 192, similar to the diagram from FIGS. 5A-5C. As 
illustrated in the nonlimiting example of FIG. 7, data may be 
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received (e. g., such as at the root complex 194, at the stream 
ing buffer 274, and/or at the DMA read unloader 278) from a 
memory controller 192 (block 750). Additionally, the DMA 
read unloader 278 (and/or unloading coalescing control logic 
320) can determine whether the received plurality of cache 
lines are ready for processing to be sent to the I/ O adapter 196 
via the PCIe link (block 752). As discussed above, this deter 
mination can be made with the addition of status bits from the 
streaming buffer 274 and bookkeeping data from the second 
queues 272. In response to determining that the at least a 
portion of the plurality of cache lines are ready for processing, 
packetizing (e.g., via the packet formatter 280) at least one of 
the ready cache lines into a single packet (block 754). 
As discussed above, if the cache lines are ready (e.g., 

available and ordered), they can immediately be processed, 
whether or not the entire amount of data for the request is 
ready. This reduces latency because the root complex 194 
need not stop processing if a request takes longer than 
expected. Additionally, if a larger amount of data than 
expected is ready for processing, the entirety of this data can 
be processed at this time. This may also improve ef?ciency of 
the root complex 194 for at least the reason that fewer packets 
may be sent to the I/ O adapter 196, which reduces the amount 
of header data created and communicated. 

FIG. 8 depicts an exemplary embodiment of a process that 
may be utilized for sending data in response to a request from 
the I/O adapter 196, similar to the diagram from FIG. 6. As 
illustrated in the nonlimiting example of FIG. 8, the DMA 
read unloader 278 can determine whether all cache lines for 
the memory read request have been processed (block 840). If 
so, the process may end. If however, all the cache lines have 
not been processed, the DMA read unloader 278, via the 
unloading coalescing control logic 320 can determine from 
the bookkeeping data and status bits, whether the received 
cache line data can be processed immediately (block 842). 
More speci?cally, as the cache line data is reordered, various 
portions of the data may be ready for packetizing and/or 
sending to the I/O adapter 196. Accordingly, a decision may 
be made at various times regarding what data is ready to be 
sent. If no data is ready to be sent, no action may be taken and 
the DMA read unloader 278 can wait for additional cache 
lines (block 844). If however, one cache line can be processed 
immediately, that cache line may be processed for sending to 
the I/ O adapter 196 and the DMA read unloader 278 can await 
the next cache line data (block 846). If a plurality of cache 
lines can be processed, the plurality of cache lines can be 
processed into a single packet for sending to the I/ O adapter 
196 (block 848). 

FIG. 9 depicts an exemplary embodiment of a process that 
may be utilized for balancing bandwidth and latency, similar 
to the diagram from FIG. 8. As illustrated in the nonlimiting 
example of FIG. 9, a ?rst cache line can be received from a 
memory controller (block 950). Additionally, a determination 
can be made whether the ?rst cache line corresponds to a ?rst 
portion of data (block 952). In situations where the ?rst cache 
line corresponds to the ?rst portion of data, a determination 
can be made whether a second cache line is received and when 
the second cache line is not received, processing the ?rst 
cache line (block 954). Additionally, when the ?rst cache line 
does not correspond to the ?rst entry of data, waiting for a 
cache line that does correspond to the ?rst entry of data (block 
956). One should note that in some embodiments, the process 
may continue, combining cache line data into a single packet, 
up to a pre-programmed maximum packet size. 

The embodiments disclosed herein can be implemented in 
hardware, software, ?rmware, or a combination thereof. At 
least one embodiment disclosed herein may be implemented 
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10 
in software and/ or ?rmware that is stored in a memory and 
that is executed by a suitable instruction execution system. If 
implemented in hardware, one or more of the embodiments 
disclosed herein can be implemented with any or a combina 
tion of the following technologies: a discrete logic circuit(s) 
having logic gates for implementing logic functions upon 
data signals, an application speci?c integrated circuit (ASIC) 
having appropriate combinational logic gates, a program 
mable gate array(s) (PGA), a ?eld programmable gate array 
(FPGA), etc. 
One should note that the ?owcharts included herein show 

the architecture, functionality, and operation of a possible 
implementation of software and/or hardware logic. In this 
regard, each block can be interpreted to represent a circuit, 
chip, module, segment, and/or portion of code, which com 
prises one or more executable instructions for implementing 
the speci?ed logical function(s). It should also be noted that in 
some alternative implementations, the functions noted in the 
blocks may occur out of the order and/or not at all. For 
example, two blocks shown in succession may in fact be 
executed substantially concurrently or the blocks may some 
times be executed in the reverse order, depending upon the 
functionality involved. 
One should note that any of the programs listed herein, 

which can include an ordered listing of executable instruc 
tions for implementing logical functions, can be embodied in 
any computer-readable medium for use by or in connection 
with an instruction execution system, apparatus, or device, 
such as a computer-based system, processor-containing sys 
tem, or other system that can fetch the instructions from the 
instruction execution system, apparatus, or device and 
execute the instructions. In the context of this document, a 
“computer-readable medium” can be any means that can con 

tain, store, communicate, or transport the program for use by 
or in connection with the instruction execution system, appa 
ratus, or device. The computer readable medium can be, for 
example but not limited to, an electronic, magnetic, optical, 
electromagnetic, infrared, or semiconductor system, appara 
tus, or device. More speci?c examples (a nonexhaustive list) 
of the computer-readable medium could include an electrical 
connection (electronic) having one or more wires, a portable 
computer diskette (magnetic), a random access memory 
(RAM) (electronic), a read-only memory (ROM) (elec 
tronic), an erasable programmable read-only memory 
(EPROM or Flash memory) (electronic), an optical ?ber (op 
tical), and a portable compact disc read-only memory 
(CDROM) (optical). In addition, the scope of the certain 
embodiments of this disclosure can include embodying the 
functionality described in logic embodied in hardware or 
software-con?gured mediums. 
One should also note that conditional language, such as, 

among others, “scan,” “could,” “might,” or “may,” unless 
speci?cally stated otherwise, or otherwise understood within 
the context as used, is generally intended to convey that 
certain embodiments include, while other embodiments do 
not include, certain features, elements and/or steps. Thus, 
such conditional language is not generally intended to imply 
that features, elements and/or steps are in any way required 
for one or more particular embodiments or that one or more 

particular embodiments necessarily include logic for decid 
ing, with or without user input or prompting, whether these 
features, elements and/or steps are included or are to be 
performed in any particular embodiment. 

It should be emphasized that the above-described embodi 
ments are merely possible examples of implementations, 
merely set forth for a clear understanding of the principles of 
this disclosure. Many variations and modi?cations may be 
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made to the above-described embodiment(s) without depart 
ing substantially from the spirit and principles of the disclo 
sure. All such modi?cations and variations are intended to be 
included herein within the scope of this disclosure. 

Therefore, at least the following is claimed: 
1. A method for servicing memory read request from an 

input/output (l/O) device, comprising: 
receiving read requests from the 1/0 device; 
testing predetermined ?elds from the read requests to pre 

dict a type of read request, wherein the prediction of the 
type of the read request is not required to be based on 
size; 

when the type of request is predicted to be a date read 
request, then routing the read request to a ?rst queue; 

when the type of request is predicted to be a control read 
request, then routing the read request to a second queue, 
wherein the second queue had a higher priority than the 
?rst queue; 

determining which of the ?rst queue and the second queue 
to read; 

retrieving at least one of the read requests from the deter 
mined queue; and 

processing the at least one retrieved read request. 
2. The method of claim 1, wherein the predetermined ?elds 

constitute a length ?eld for the memory read request. 
3. The method of claim 2, wherein the testing of predeter 

mined ?elds constitutes comparing the tested predetermined 
?elds to a threshold value contained in a control register that 
is con?gurable by system software. 

4. The method of claim 1, wherein determining which of 
the ?rst queue and the second queue to read includes time 
division multiplexing the read requests from the ?rst queue 
and the second queue. 

5. The method of claim 4, wherein the determining which 
of the ?rst queue and the second queue to read includes 
servicing the higher priority queue a given number of times 
for each single servicing of the lower priority queue. 

6. The method of claim 5, wherein the given number of 
times for servicing the higher priority queue is determined by 
a threshold value contained in a control register that is set by 
system software. 

7. The method of claim 1, wherein receiving read requests 
includes receiving read requests via a peripheral component 
interconnect express (PCle) protocol. 

8. A system for servicing memory read request from an 
input/output (l/O) device, comprising: 

a computer processor; 
a root complex con?gured to receive read requests from the 

1/0 device, the root complex comprising: 
discrimination logic for testing predetermined ?elds 

from the read requests to predict a type of read 
request, wherein when the type of request is predicted 
to be a ?rst type, the discrimination logic routes the 
read request to a ?rst queue, wherein when the type of 
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request is predicted to be a second type, the discrimi 
nation logic routes the read request to a second queue, 
wherein the second queue has a higher priority than 
the ?rst queue, wherein the prediction of the type of 
the read request is not required to be based on size; 
and 

arbitration logic con?gured to determine which of the 
?rst queue and the second queue to read, the arbitra 
tion logic further con?gured to retrieve at least one of 
the read requests from the determined queue, 

wherein the root complex is further con?gured to pro 
cess the retrieved read request. 

9. The system of claim 8, wherein the predetermined ?elds 
constitute the length ?eld for the memory read request. 

10. The system of claim 9, wherein the testing of predeter 
mined ?elds constitutes comparing the tested predetermined 
?elds to a threshold value contained in a control register that 
is con?gurable by system software. 

11. The system of claim 8, wherein determining which of 
the ?rst queue and the second queue to read includes time 
division multiplexing the read requests from the ?rst queue 
and the second queue. 

12. The system of claim 11, wherein the determining which 
of the ?rst queue and the second queue to read includes 
servicing the higher priority queue a given number of times 
for each single servicing of the lower priority queue, and 
wherein the given number of times for servicing the higher 
priority queue is determined by a threshold value contained in 
a control register that is set by system software. 

13. The system of claim 8, wherein receiving read requests 
includes receiving read requests via a peripheral component 
interconnect express (PCle) protocol. 

14. A system for servicing memory read requests from an 
input/output (l/O) device, comprising: 
means for executing computer instructions; 
means for receiving read requests from the 1/0 device; 
means for testing predetermined ?elds from the read 

requests to predict a type of read request, wherein the 
prediction of the type of the read request is not required 
to be based on size; 

means for routing the read request to a ?rst queue when the 
type of request is predicted to be a date read request; 

means for routing the read request to a second queue when 
the type of request is predicted to be a control read 
request; 

means for determining which of the ?rst queue and the 
second queue to read; 

means for retrieving at least one of the read requests from 
the determined queue; and 

means for processing the at least one retrieved read request. 
15. The system of claim 14, wherein the predetermined 

?elds constitute the length ?eld for the memory read request. 

* * * * * 
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