
US007792837B1 

(12) United States Patent (10) Patent N0.: US 7,792,837 B1 
Zhao (45) Date of Patent: Sep. 7, 2010 

(54) ENTITY NAME RECOGNITION 7,197,449 132* 3/2007 Hu et a1. ...................... .. 704/9 

(75) Inventor: Shubin Zhao, Jersey City, NJ (US) * Cited by examiner 

Primary ExamineriCam-Linh Nguyen 
(74) Attorney, Agent, or FirmiMorgan, Lewis & Bockius 
LLP 

(73) Assignee: Google Inc., Mountain View, CA (U S) 

* Notice: Sub'ect to an disclaimer, the term of this J y 
patent is extended or adjusted under 35 (57) ABSTRACT 
U.S.C. 154(b) by 354 days. 

A system, method, and computer program product for recog 
niZing entity names from a plurality of documents. Embodi 
ments of the methods comprise selecting a selection of docu 
ments from a plurality of documents, the selection of 

(21) Appl.No.: 11/940,177 

(22) Filed: Nov. 14, 2007 

(51) Int Cl documents sharing a common pattern in their titles. The 
G081? ‘17/30 (2006 01) method further comprises determining a name candidate for 

' _ _ _ each document in the selection by applying the common 

(52) US. Cl. ..................... .. 707/738, 707/709, 770074785013, pattern to the title of the document, and matching the name 

(58) F M f Cl _? t_ s h 707“ candidates with a collection of entity names (the white list). 
1e 0 assI ca 1011 earc ................... .. , Responsive to determining a match between the name candi 

_ _ 707/3’ 4’ 6’ 7’ 10’ 100’ 10411’ 200’ 204 dates and the entity names in the white list, the method deter 
See apphcanon ?le for Complete Search hlstory' mines that the name candidates are valid entity names. In one 

(56) References Cited embodiment, the name candidates are added to the white list 
after being determined to be valid entity names. 

U.S. PATENT DOCUMENTS 

5,819,265 A * 10/1998 Ravin et a1. .................. .. 707/5 20 Claims, 8 Drawing Sheets 

Document ID Document Title Title Pattern Name Candidate 

D1 CNN Programs — Anchors/ %CNN Programs — Anchors/ La” Kin 
Reporters — Larry King Reporters — % && %% y 9 

CNN Programs — Anchors/ %CNN Programs — Anchors/ . 
D2 Reporters - Jennifer Westhoven Reporters - % && %% Jenmfer Westhoven 

CNN Programs — Anchors/ %CNN Programs — Anchors/ . 
D3 Reporters — Bob Van Dillen Reporters — % && %% Bob Van Dmen 

_ ' o _ o 0 D4 ggcom Tiger Woods Player F/fslxiom /o && ?iPlayer Tiger Woods 
ge age 0 

. %SLcom — % && %Player . 
D5 Sl.com - Jim Furyk Player Page Page% Jim Furyk 

D6 CNN.com — Contact Us %CNNcom — % && %% Contact Us 

D7 CNN.com — Email Newsletters %CNN.com — % && %% Email Newsletters 
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Document ID Document Title Title Pattern Name Candidate 

D1 CNN Programs — Anchors/ %CNN Programs — Anchors/ La" Kin 
Reporters — Larry King Reporters — % && %% y 9 

CNN Programs — Anchors/ %CNN Programs — Anchors/ . 
D2 Reporters — Jennifer Westhoven Reporters — % && %% Jenmfer Westhoven 

CNN Programs — Anchors/ %CNN Programs — Anchors/ . 
D3 Reporters — Bob Van Dillen Reporters — % && %% Bob Van Dlllen 

_ ' 0 _ o 0 D4 gggzm Tlger Woods Player I?asgléczm /o && APlayer Tiger Woods 

0 _ o 0 

D5 Sloom — Jim Furyk Player Page gasglgsm /° && kplayer Jim Furyk 
0 

D6 CNN.com — Contact Us %CNN.com — % && %% Contact Us 

D7 CNN.com — Email Newsletters %CNN.com — % && %% Email Newsletters 

FIG. 4(a) 
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ENTITY NAME RECOGNITION 

CROSS-REFERENCE TO RELATED PATENT 
APPLICATIONS 

This application is related to US. Utility patent application 
Ser. No. 11/394,610, entitled “Determining Document Sub 
ject by Using Title and Anchor Text of Related Documents,” 
by Shubin Zhao, ?led on Mar. 31, 2006, the disclosure of 
Which is hereby incorporated by reference in its entirety. 

TECHNICAL FIELD 

The disclosed embodiments relate generally to fact data 
bases. More particularly, the disclosed embodiments relate to 
recognizing entity names in document titles. 

BACKGROUND 

As computers and netWorks gain popularity, Web-based 
computer documents (“documents”) become a vast source of 
factual information. Users may look to these documents to get 
ansWers to factual questions, such as “What is the capital of 
Polan ” or “What is the birth date of George Washington.” 
The factual information included in these documents may be 
extracted and stored in a fact database. 

It is bene?cial to recognize entity names from these docu 
ments. These entity names can be used in organizing the 
factual information extracted from the documents. Because 
factual information is usually related to some entities, it can 
be organized to be associated With the names of these related 
entities. These entity names are also helpful in analyzing 
users’ factual questions and identifying factual information 
necessary to ansWer them. 
One conventional approach to recognizing entity names is 

to use human editors to revieW the documents. This approach 
is insuf?cient because the vast volume of documents and the 
rapid increase in the number of available documents make it 
impractical for human editors to perform the task on any 
meaningful scale. 

Another conventional approach to recognizing entity 
names is to extract entity names from a reputable source, such 
as the Internet Movie Database. This approach is both under 
inclusive and over-inclusive. Because the entity names are 
extracted from a single source, Which tends to cover only 
certain types of entities (e.g., the Internet Movie Database 
only contains information about movies and people in the 
entertainment industry), the extracted entity names are only 
for a feW types of entities. Therefore, this approach is under 
inclusive. Because the extracted names may not be entity 
names (e.g., phrases extracted from entries for adjectives in 
the Merriam-Webster Online may not be entity names), this 
approach is also over-inclusive. 

For these reasons, What is needed is a method and system 
for recognizing entity names. 

SUMMARY 

The above and other needs are met by methods, systems, 
and computer program products that recognize entity names. 
Embodiments of the methods comprise selecting a selection 
of documents from a plurality of documents, the selection of 
documents sharing a common pattern in their titles. The 
method further comprises determining a name candidate for 
each document in the selection by applying the common 
pattern to the title of the document, and matching the name 
candidates With a collection of entity names (also called the 
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2 
White list). Responsive to determining a match betWeen the 
name candidates and the entity names in the White list, the 
method determines that the name candidates are valid entity 
names. In one embodiment, the name candidates are added to 
the White list after being determined to be valid entity names. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 shoWs a system architecture in accordance With one 
embodiment. 

FIGS. 2(a)-2(d) are block diagrams illustrating embodi 
ments of a data structure for facts Within a repository of FIG. 
1. 

FIG. 2(e) is a block diagram illustrating an embodiment of 
an alternative data structure for facts and objects. 

FIG. 3 is a How diagram illustrating a method for recog 
nizing entity names from a plurality of documents in accor 
dance With one embodiment. 

FIGS. 4(a)-(c) illustrate an example process of the method 
illustrated in FIG. 3. 

DESCRIPTION OF EMBODIMENTS 

Embodiments are noW described With reference to the ?g 
ures Where like reference numbers indicate identical or func 
tionally similar elements. 

System Architecture and Data Structure 
FIG. 1 shoWs a system architecture 100 adapted to support 

one embodiment. FIG. 1 shoWs components used to add facts 
into, and retrieve facts from a repository 115. The system 
architecture 100 includes a netWork 104, through Which any 
number of document hosts 102 communicate With a data 
processing system 106, along With any number of object 
requesters 152, 154. 
Document hosts 102 store documents and provide access 

to documents. A document is comprised of any machine 
readable data including any combination of text, graphics, 
multimedia content, etc. A document may be encoded in a 
markup language, such as Hypertext Markup Language 
(HTML), i.e., a Web page, in an interpreted language (e.g., 
JavaScript) or in any other computer readable or executable 
format. A document can include one or more hyperlinks to 
other documents. A typical document Will include one or 
more facts Within its content. The facts describe entities, such 
as real-World or ?ctional people, places, or things. 
A document stored in a document host 102 may be located 

and/or identi?ed by a Uniform Resource Locator (URL), or 
Web address, or any other appropriate form of identi?cation 
and/or location. A document host 102 is implemented by a 
computer system, and typically includes a server adapted to 
communicate over the netWork 104 via netWorking protocols 
(e.g., TCP/IP), as Well as application and presentation proto 
cols (e.g., HTTP, HTML, SOAP, D-HTML, JAVA®). The 
documents stored by a host 102 are typically held in a ?le 
directory, a database, or other data repository. A host 102 can 
be implemented in any computing device (e.g., from a PDA or 
personal computer, a Workstation, mini-computer, or main 
frame, to a cluster or grid of computers), as Well as in any 
processor architecture or operating system. 

FIG. 1 shoWs components used to manage facts in a fact 
repository 115. The data processing system 106 includes one 
or more importers 108, one or more janitors 110, a build 
engine 112, a service engine 114, and a fact repository 115 
(also called simply a “repository”). Each of the foregoing are 
implemented, in one embodiment, as softWare modules (or 
programs) executed by the processor 116. Importers 108 
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operate to process documents received from the document 
hosts, read the data content of documents, and extract facts (as 
operationally and programmatically de?ned Within the data 
processing system 106) from such documents. The importers 
108 also determine the subject or subjects (i.e., the entity or 
entities) With Which the facts are associated, and extract such 
facts into individual items of data, for storage in the repository 
115. In one embodiment, there are different types of import 
ers 108 for different types of documents, for example, depen 
dent on the format or document type. 

Janitors 110 operate to process facts extracted by the 
importer 108. This processing can include but is not limited 
to, data cleansing, object merging, and fact induction. In one 
embodiment, there are a number of different janitors 110 that 
perform different types of data management operations on the 
facts. For example, one janitor 110 may traverse some set of 
facts in the repository 115 to ?nd duplicate facts (that is, facts 
that convey the same factual information) and merge them. 
Another janitor 110 may also normaliZe facts into standard 
formats. Another janitor 110 may also remove unWanted facts 
from the repository 115, such as facts related to pornographic 
content. Other types of janitors 110 may be implemented, 
depending on the types of data management functions 
desired, such as translation, compression, spelling or gram 
mar correction, and the like. 

Various janitors 110 act on facts to normaliZe attribute 
names, and values and delete duplicate and near-duplicate 
facts so an object does not have redundant information. For 
example, We might ?nd on one page that Britney Spears’ 
birthday is “Dec. 2, 1981” While on another page that her date 
of birth is “Dec. 2, 1981.” Birthday and Date of Birth might 
both be rewritten as “Birthdate” by one janitor and then 
another janitor might notice that Dec. 2, 1981 and Dec. 2, 
1981 are different forms of the same date. It Would choose the 
preferred form, remove the other fact and combine the source 
lists for the tWo facts. As a result, one source page for this fact 
Will contain an exact match of the fact While another source 
page Will contain text that is considered synonymous With the 
fact. 

The build engine 112 builds and manages the repository 
115. The service engine 114 is an interface for querying the 
repository 115. The service engine 114’s main function is to 
process queries, score matching objects, and return them to 
the caller but it is also used by the janitor 110. 

The repository 115 stores factual information about enti 
ties. The information is extracted from a plurality of docu 
ments that are located on document hosts 102. A document 
from Which a particular fact may be extracted is a source 
document (or “source”) of that particular fact. In other Words, 
a source of a fact includes that fact (or a synonymous fact) 
Within its contents. 

The repository 115 contains one or more facts. In one 

embodiment, the facts are logically organiZed into “objects,” 
and each object contains a collection of facts associated With 
a single entity (i.e., real-World or ?ctional person, place, or 
thing). Each fact is associated With exactly one object. One 
implementation for this association includes in each fact an 
object ID that uniquely identi?es the associated object. In this 
manner, any number of facts may be associated With an indi 
vidual object, by including the object ID for that object in the 
facts. In one embodiment, objects themselves are not physi 
cally stored in the repository 1 15, but rather are de?ned by the 
set or group of facts With the same associated object ID, as 
described beloW. Further details about facts in the repository 
115 are described beloW, in relation to FIGS. 2(a)-2(d). 
Some embodiments operate on the facts and/or objects in 

different orders than described above. For example, in one 
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4 
embodiment the importer 108 provides facts directly to the 
build engine 112 and/or repository 115. The janitors 110, in 
turn, operate on the facts and/or objects in the repository 115. 
It should also be appreciated that in practice at least some of 
the components of the data processing system 106 Will be 
distributed over multiple computers, communicating over a 
netWork. For example, the repository 115 may be deployed 
over multiple servers. As another example, the janitors 110 
may be located on any number of different computers. For 
convenience of explanation, hoWever, the components of the 
data processing system 106 are discussed as though they Were 
implemented on a single computer. 

In another embodiment, some or all of document hosts 102 
are located on the data processing system 106 instead of being 
coupled to the data processing system 106 by a netWork. For 
example, the importer 108 may import facts from a database 
that is a part of or associated With the data processing system 
106. 

FIG. 1 also includes components to access the repository 
115 on behalf of one or more object requesters 152, 154. 
Object requesters are entities that request objects from the 
repository 115. Object requesters 152, 154 may be under 
stood as clients of the system 106, and can be implemented in 
any computer device or architecture. As shoWn in FIG. 1, a 
?rst object requester 152 is located remotely from system 
106, While a second object requester 154 is located in the data 
processing system 106. For example, in a computer system 
hosting a blog, the blog may include a reference to an object 
Whose facts are in the repository 115. An object requester 152, 
such as a broWser displaying the blog, Will access data pro 
cessing system 106 so that the information of the facts asso 
ciated With the object can be displayed as part of the blog Web 
page. As a second example, a janitor 110 or other entity 
considered to be part of data processing system 106 can 
function as an object requester 154, requesting the facts of 
objects from the repository 115. 

FIG. 1 shoWs that the data processing system 106 includes 
a memory 107 and one or more processors 116. The memory 
107 includes the importers 108, janitors 110, build engine 
112, service engine 114, and requester 154, each of Which is 
preferably implemented as instructions stored in memory 107 
and executable by processor 116. Memory 107 also includes 
the repository 115. The repository 115 can be stored in a 
memory of one or more computer systems or in a type of 
memory such as a disk. FIG. 1 also includes a computer 
readable storage medium 118 containing, for example, at 
least one of importers 108, janitors 110, the build engine 112, 
the service engine 114, the requester 154, and at least some 
portions of the repository 115. FIG. 1 also includes one or 
more input/ output devices 120 that alloW data to be input and 
output to and from the data processing system 106. It Will be 
understood that embodiments of the data processing system 
106 also include standard softWare components such as oper 
ating systems and the like and further include standard hard 
Ware components not shoWn in the ?gure for clarity of 
example. 

FIG. 2(a) shoWs an example format of a data structure for 
facts Within the repository 115, according to some embodi 
ments. As described above, the repository 115 includes facts 
204 describing entities such as real-World and ?ctional 
people, places, and things. Each fact 204 includes a unique 
identi?er for that fact, such as a fact ID 210. Each fact 204 
includes at least an attribute 212 and a value 214. For 
example, a fact associated With the entity George Washington 
may include an attribute of “date of birth” and a value of “Feb. 
22, 1732.” In one embodiment, all facts are stored as alpha 
numeric characters since they are extracted from Web pages. 
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In another embodiment, facts also can store binary data val 
ues. Other embodiments, however, may store fact values as 
mixed types, or in encoded formats. 
As described above, each fact is associated With an object 

ID 209 that identi?es the object With Which the fact is asso 
ciated. Thus, each fact that describes the same entity (such as 
George Washington), Will have the same object ID 209. In one 
embodiment, the objects are logical concepts that exist as a 
collection of facts having the same object ID. In another 
embodiment, objects are stored as units of data in memory, 
and include references (for example, pointers or IDs) to the 
facts associated With the object. The logical data structure of 
a fact can take various forms; in general, a fact is represented 
by a tuple that includes a fact ID, an attribute, a value, and an 
object ID. The storage implementation of a fact can be in any 
underlying physical data structure. 

FIG. 2(b) shoWs an example of facts having respective fact 
IDs of10, 20, and30 in the repository 115. Facts 10 and 20 are 
associated With an object identi?ed by object ID “1.” Fact 10 
has an attribute of “Name” and a value of “China.” Fact 20 has 
an attribute of “Category” and a value of “Country.” Thus, the 
object identi?ed by object ID “1” has a name fact 205 With a 
value of “China” and a category fact 206 With a value of 
“Country.” Fact 30 208 has an attribute of “Property” and a 
value of “Bill Clinton Was the 42nd President of the United 
States from 1993 to 2001 .” Thus, the object identi?ed by 
object ID “2” has a property fact With a fact ID of 30 and a 
value of “Bill Clinton Was the 42nd President of the United 
States from 1993 to 2001.” In the illustrated embodiment, 
each fact has one attribute and one value. The number of facts 
associated With an object is not limited; thus While only tWo 
facts are shoWn for the “China” object, in practice there may 
be doZens, even hundreds of facts associated With a given 
object. Also, the value ?elds of a fact need not be limited in 
siZe or content. For example, a fact about the economy of 
“China” With an attribute of “Economy” Would have a value 
including several paragraphs of text, numbers, and perhaps 
even tables of ?gures. This content can be formatted, for 
example, in a markup language. For example, a fact having an 
attribute “original html” might have a value of the original 
html text taken from the source Web page. 

Also, While the illustration of FIG. 2(b) shoWs the explicit 
coding of object ID, fact ID, attribute, and value, in practice 
the content of the fact can be implicitly coded as Well (e.g., the 
?rst ?eld being the object ID, the second ?eld being the fact 
ID, the third ?eld being the attribute, and the fourth ?eld being 
the value). Other ?elds include but are not limited to: the 
language used to state the fact (English, etc.), hoW important 
the fact is, the source of the fact, a con?dence value for the 
fact, and so on. 

FIG. 2(c) shoWs an example object reference table 210 that 
is used in some embodiments. Not all embodiments include 
an object reference table. The object reference table 210 
functions to ef?ciently maintain the associations betWeen 
object IDs and fact IDs. In the absence of an object reference 
table 210, it is also possible to ?nd all facts for a given object 
ID by querying the repository 115 to ?nd all facts With a 
particular object ID. While FIGS. 2(b) and 2(0) illustrate the 
object reference table 210 With explicit coding of object and 
fact IDs, the table also may contain just the ID values them 
selves in column or pair-Wise arrangements. 

FIG. 2(d) shoWs an example of a data structure for facts 
Within the repository 115, according to some embodiments, 
shoWing an extended format of facts. In this example, the 
?elds include an object reference link 216 to another object. 
The object reference link 216 can be an object ID of another 
object in the repository 115, or a reference to the location 

20 

25 

30 

35 

40 

45 

50 

55 

60 

65 

6 
(e.g., table roW) for the object in the object reference table 
210. The object reference link 216 alloWs facts to have as 
values other objects. For example, for an object associated 
With the entity “United States,” there may be a fact With the 
attribute of “president” and the value of “George W. Bush,” 
With “George W. Bush” being an object having its oWn facts 
in the repository 115. In some embodiments, the value ?eld 
214 stores the name of the linked object and the link 216 
stores the object identi?er of the linked object. Thus, this 
“president” fact Would include the value 214 of “George W. 
Bush”, and an object reference link 216 that contains the 
object ID for the “George W. Bush” object. In some other 
embodiments, facts 204 do not include a link ?eld 216 
because the value 214 of a fact 204 may store a link to another 
object. 

Each fact 204 also may include one or more metrics 218. A 
metric provides an indication of the quality of the fact. In 
some embodiments, the metrics include a con?dence level 
and an importance level. The con?dence level indicates the 
likelihood that the fact is correct. The importance level indi 
cates the relevance of the fact to the object, compared to other 
facts for the same object. The importance level may option 
ally be vieWed as a measure of hoW vital a fact is to an 
understanding of the entity associated With the object. 

Each fact 204 includes a list of one or more sources 220 that 
include the fact and from Which the fact Was extracted. Each 
source may be identi?ed by a URL, or Web address, or any 
other appropriate form of identi?cation and/ or location, such 
as a unique document identi?er. 
The facts illustrated in FIG. 2(d) include an agent ?eld 222 

that identi?es the importer 108 that extracted the fact. For 
example, the importer 108 may be a specialized importer that 
extracts facts from a speci?c source (e. g., the pages of a 
particular Web site, or family of Web sites) or type of source 
(e.g., Web pages that present factual information in tabular 
form), or an importer 108 that extracts facts from free text in 
documents throughout the Web, and so forth. 
Some embodiments include one or more specialiZed facts, 

such as a name fact 207 and a property fact 208. A name fact 
207 is a fact that conveys a name for the entity associated With 
the object in Which the fact is included. A name fact 207 
includes an attribute 224 of “name” and a value, Which is the 
name of the associated entity. For example, for an object 
associated With country Spain, a name fact Would have the 
value “Spain.” A name fact 207, being a special instance of a 
general fact 204, includes the same ?elds as any other fact 
204; it has an attribute, a value, a fact ID, metrics, sources, etc. 
The attribute 224 of a name fact 207 indicates that the fact is 
a name fact, and the value is the actual name. The name may 
be a string of characters. An object may have one or more 
associated name facts, as many entities can have more than 
one name. For example, an object associated With Spain may 
have associated name facts conveying the country’s common 
name “Spain” and the o?icial name “Kingdom of Spain.” As 
another example, an object associated With the US. Patent 
and Trademark Of?ce may have associated name facts con 
veying the agency’s acronyms “PTO” and “USPTO” as Well 
as the of?cial name “United States Patent and Trademark 
Of?ce.” If an object does have more than one associated name 
fact, one of the name facts may be designated as a primary 
name and other name facts may be designated as secondary 
names, either implicitly or explicitly. The name facts associ 
ated With an object are also called synonymous names of the 
object. 
A property fact 208 is a fact that conveys a statement about 

the entity associated With the object. Property facts are gen 
erally used for summary information about an object. A prop 
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erty fact 208, being a special instance of a general fact 204, 
also includes the same ?elds (such as attribute, value, fact ID, 
etc.) as other facts 204. The attribute ?eld 226 of a property 
fact 208 indicates that the fact is a property fact (e.g., attribute 
is “property”) and the value is a string of text that conveys the 
statement of interest. For example, for the object associated 
With Bill Clinton, the value of a property fact may be the text 
string “Bill Clinton Was the 42nd President of the United 
States from 1993 to 2001.” Some objects may have one or 
more associated property facts While other objects may have 
no associated property facts. It should be appreciated that the 
data structures shoWn in FIGS. 2(a)-2(d) and described above 
are merely exemplary. The data structure of the repository 
115 may take on other forms. Other ?elds may be included in 
facts and some of the ?elds described above may be omitted. 
Additionally, each object may have additional special facts 
aside from name facts and property facts, such as facts con 
veying a type or category (for example, person, place, movie, 
actor, organiZation, etc.) for categoriZing the entity associated 
With the object. In some embodiments, an object’s name(s) 
and/ or properties may be represented by special records that 
have a different format than the general fact records 204. 

As described previously, a collection of facts is associated 
With an object ID of an object. An object may become a null 
or empty object When facts are disassociated from the object. 
A null object can arise in a number of different Ways. One 
type of null object is an object that has had all of its facts 
(including name facts) removed, leaving no facts associated 
With its object ID. Another type of null object is an object that 
has all of its associated facts other than name facts removed, 
leaving only its name fact(s). Alternatively, the object may be 
a null object only if all of its associated name facts are 
removed. A null object represents an entity or concept for 
Which the data processing system 106 has no factual infor 
mation and, as far as the data processing system 106 is con 
cerned, does not exist. In some embodiments, facts of a null 
object may be left in the repository 115, but have their object 
ID values cleared (or have their importance set to a negative 
value). HoWever, the facts of the null object are treated as if 
they Were removed from the repository 115. In some other 
embodiments, facts of null objects are physically removed 
from the repository 115. 

FIG. 2(e) is a block diagram illustrating an alternate data 
structure 290 for facts and objects in accordance With 
embodiments of the invention. In this data structure, an object 
290 contains an object ID 292 and references or points to facts 
294. Each fact includes a fact ID 295, an attribute 297, and a 
value 299. In this embodiment, an object 290 actually exists 
in memory 107. 

As described above, an object may explicitly exist in the 
repository 115, or it may exist merely as a collection of facts 
With a common object ID. Reference is made to particular 
objects for the purposes of illustration; one of skill in the art 
Will recogniZe that the systems and methods described herein 
are applicable to a variety of implementations and that such 
references are not limiting. When reference is made to a fact 
being associated With an object, it should be understood that 
in at least one embodiment a fact is associated With an object 
by sharing a common object ID With other facts. For example, 
a fact could be associated With an object of a given type by 
sharing a common object ID at least With a type fact indicat 
ing the given type (or as another example, With a category fact 
indicating a particular category of object). Furthermore, in 
various embodiments, facts and objects can be stored in a 
variety of structures, such as fact and/or object repositories. 
When reference is made herein to the repository 115, it should 
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8 
be understood that various embodiments may store facts and/ 
or objects in a variety of data structures. 

OvervieW of Methodology 
Referring noW to FIG. 3, there is shoWn a How diagram 

illustrating a method 300 for recogniZing entity names from a 
plurality of documents in accordance With one embodiment. 
Other embodiments perform steps of the method 300 in dif 
ferent orders and/ or perform different or additional steps than 
the ones shoWn in FIG. 3. The steps of the process illustrated 
in FIG. 3 may be implemented in softWare, hardWare, or a 
combination of hardWare and softWare. 

In one embodiment, the steps of the method 300 may be 
performed by one or more importers 108 as shoWn in FIG. 1, 
although one skilled in the art Will recogniZe that the method 
could be performed by systems having different architectures 
as Well. The importers 108 can perform multiple instances of 
the steps of the method 300 concurrently and/orperform steps 
in parallel. 
The ?owchart shoWn in FIG. 3 Will noW be described in 

detail. The process commences With a plurality of documents, 
each of Which has one or more titles. The plurality of docu 
ments may be retrieved from multiple domains (or netWork 
domains). A domain is a group of computers and devices on 
the Internet that are identi?ed by a common Internet Protocol 
(IP) address. All documents from a computer or a device 
identi?ed by the same IP address are from the same domain. 
Documents from the same domain may be stored in one or 
multiple document hosts 102. 
The importer 108 selects 310 a selection of documents 

from among the plurality of documents. In one embodiment, 
the importer 108 compares titles of the plurality of docu 
ments, selects 310 those documents sharing a common pat 
tern in their titles, and puts the selected documents into a same 
selection. A detailed description of selecting 310 a selection 
of documents sharing a common pattern in their titles can be 
found in US. patent application Ser. No. 1 1/394,610, entitled 
“Determining Document Subject by Using Title and Anchor 
Text of Related Documents,” ?led on Mar. 31, 2006, the 
disclosure of Which is hereby incorporated by reference in its 
entirety. 

In one embodiment, a common pattern comprises a com 
mon pre?x section, a body section, and a common suf?x 
section. A common pattern can be expressed as “%[COM 
MON PREFIX SECTION]% && %[COMMON SUFFIX 
SECTION]%,” Where “&&” represents the body section. For 
example, a common pattern shared by tWo titles “Summary 
for Microsoft CP-Yahoo! Finance” and “Summary forYahoo 
Inc-Yahoo! Finance” is “% Summary for % && %-Yahoo! 
Finance %.” In this example, the common pre?x section is 
“Summary for” and the common su?ix section is “-Yahoo! 
Finance.” The contents of the body section of the tWo titles are 
“Microsoft CP” and “Yahoo Inc,” respectively. The pre?x 
section and/or the su?ix section of a common pattern may be 
empty. 

In one embodiment, the pre?x and/or su?ix sections may 
be dynamic pre?x and/or su?ix sections. For example, a 
dynamic su?ix section of a common pattern may be “-m 
dd, yyyy,” Where “mmm” matches a three-character abbre 
viation of month, “dd” matches a tWo-digit day, and “yyyy” 
matches a four-digit year. “Sep. 2, 2007” and “Oct. 31, 2003” 
both match the dynamic suf?x section even though they do 
not match each other character by character. 

In one embodiment, the importer 108 determines that 
documents in the selection are from a same domain as Well as 
share a common pattern in their titles. Documents from the 
same domain tend to share a consistent naming scheme. For 
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example, all Webpages in the “WWW.cnn.com” domain have a 
common pre?x of “CNN.” Therefore, by selecting documents 
sharing a common pattern in their titles and/or from a same 
domain, the importer 108 groups documents sharing a similar 
naming scheme into a same selection. 

For each document in the selection, the importer 108 deter 
mines 320 a name candidate by applying the common pattern 
to the title of the document. The importer 108 identi?es the 
content of the body section of the common pattern in the title 
of the document, and determines 320 the content to be the 
name candidate of the document. 

Authors of documents tend to use the body section of the 
document titles to identify entities described in the docu 
ments. Because the documents in the selection share a com 
mon pattern, the common pre?x and/or suf?x in their titles 
tend to be used to identify (or describe) common attributes 
associated With the documents in the selection. For example, 
the common pre?x and/or su?ix may identify the source of 
the documents (e. g., publisher information) and the nature of 
the documents (e. g., ?nancial report). Therefore, authors tend 
to use the portion of the title that is unique to each of the 
documents (content of the body section of the title) to identify 
the entity described in the document. 

In one embodiment, the importer 108 applies normaliZa 
tion rules to the titles of the documents and/ or the name 
candidates to standardiZe their formats. Examples of the nor 
maliZation rules include removal of punctuation, such as 
removing commas in a string, conversion of uppercase char 
acters in a string to corresponding loWercase characters, such 
as from “America” to “america,” and stop Word removal, such 
as removing stop Words such as “the” and “of” from a string. 
For example, after applying the above normalization rules, a 
document title of “CNN Programs -Anchors/ Reporters -Larry 
King” becomes “cnn programs anchorsreporters larry king.” 

In one embodiment, the importer 108 does not determine 
320 name candidates for certain documents in the selection. 
For example, if the body section of a document title is empty 
or meaningless (e.g., stop Words such as “the” or strings that 
are too short to re?ect the subject of the document), the 
importer 108 can be con?gured not to determine 320 a name 
candidate for the document. 

The importer 108 matches 330 the name candidates of the 
selection of documents With a collection of entity names 
(hereinafter called the “White list”). The White list contains 
valid entity names such as “United Nations” and “John Len 
non” and can be compiled by human editors or extracted from 
reputable sources such as the Encyclopedia Britannica 
Online. 

In one embodiment, the importer 108 determines that a 
name candidate matches With an entity name only When they 
are identical. In another embodiment, the importer 108 deter 
mines that the tWo match When they are approximately simi 
lar. For example, the importer 108 can ignore differences such 
as extra symbols (e.g., space, punctuation, etc.), differences 
in capitaliZation, and extra stop Words (e. g., “the” and “of”). 
For example, a name candidate and an entity name may be 
determined to be similar based on a string similarity measure 
(e. g., edit distance, Hamming Distance, Levenshtein Dis 
tance, Smith-Waterman Distance, Gotoh Distance, Jaro Dis 
tance Metric, Dice’s Coef?cient, Jaccard Coef?cient, to name 
a feW). The importer 108 can apply normalization rules to the 
name candidates and/ or the entity names before matching 33 0 
them. 

Responding to a match betWeen the name candidates of the 
selection of documents and the entity names in the White list, 
the importer 108 determines that the name candidates are 
valid entity names. If there is no match, the importer 108 
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determines that the name candidates are not valid entity 
names.As discussed above, the White list contains valid entity 
names. Therefore, if name candidates of the selection of 
documents are valid entity names, it is likely that some of the 
name candidates match With some of the entity names in the 
White list. Thus, When there is a match betWeen the name 
candidates and entity names in the White list, the importer 1 08 
can determine that the name candidates are likely to be valid 
entity names. 

In one embodiment, the importer 108 requires the match to 
exceed a threshold in order to determine 340 that the name 
candidates are valid entity names. The threshold can be 
de?ned in terms of the number of matches (e.g., at least 3 
name candidates match With entity names), the portion of 
name candidates that match (e.g., at least 5% of the name 
candidates match With entity names), the portion of entity 
names in the White list that match, and/ or a combination of the 
above. The threshold can be user-de?ned or dynamically 
modi?ed by the importer 108. 

In one embodiment, the importer 108 adds the name can 
didates to the White list after determining 340 that they are 
valid entity names. The importer 108 may only add those 
name candidates that do not already exist in the White list. In 
one embodiment, the importer 108 processes the name can 
didates before adding them into the White list. For example, 
the importer 108 can normalize the name candidates before 
adding them into the White list. 
By adding name candidates determined to be valid entity 

names into the White list, the importer 108 increases the pool 
of entity names used to determine Whether other name can 
didates are valid entity names. As a result, it is more likely for 
the importer 108 to ?nd matches betWeen name candidates 
and entity names in the enlarged White list. Therefore, by 
adding name candidates into the White list, the importer 108 
enhances its ability to recogniZe entity names. 

In some embodiments, instead of selecting 310 a single 
selection of documents as illustrated in the method 300, the 
importer 108 selects multiple selections of documents from 
the plurality of documents, and then processes each of the 
multiple selections according to the steps described above. 
The importer 108 may be con?gured to process one selection 
of documents before another. For example, the importer 108 
can give priority to selections With more documents over 
selections With feWer documents. Alternatively, the importer 
108 can be con?gured to skip selections With feW documents 
(e.g., selections With no more than 10 documents). In another 
example, the importer 108 can give priority to documents 
from reputable sources. The importer 108 may process a 
selection of documents more than once or process several 
selections in parallel. 

It is noted that titles of the plurality of documents, name 
candidates, and/ or entity names in the White list do not need to 
be in any speci?c language. The method 300 may be used to 
determine entity names in any language. 

Example Process 
FIGS. 4(a) through 4(c) illustrate an example process of 

the method 300 described above With respect to FIG. 3. Ini 
tially, as illustrated in FIG. 4(a), the plurality of documents 
comprises seven documents, D1-D7. Document D1 has a title 
“CNN Programs-Anchors/Reporters-Larry King,” D2 has a 
title “CNN Programs-Anchors/Repor‘ters-Jennifer 
Westhoven,” D3 has a title “CNN Programs-Anchors/Re 
porters-Bob Van Dillen,” D4 has a title “SI.com-Tiger Woods 
Player Page,” D5 has a title “SI.com-Jim Furyk Player Page,” 
D6 has a title “CNN.com-Contact Us,” and D7 has a title 
“CNN.com-Email Newsletters.” 
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The importer 108 selects 310 a selection of documents 
including documents D1-D3. These documents share a com 
mon pattern “% CNN Programs-Anchors/Reporters-% && 
%%.” The common suf?x section is empty because the titles 
of documents D1-D3 do not share a common suf?x. It is noted 
that documents D1-D3, D6, and D7 share a common pre?x 
“CNN.” However, because the common pre?x of documents 
D1-D3 is “CNN Programs-Anchors/Reporters-,” longer than 
the common pre?x shared by titles of documents D1-D3, D6, 
and D7 (“CNN”), the importer 108 does not select 310 docu 
ments D5 and D6. 

The importer 108 determines 320 name candidates of 
documents D1-D3 by applying the common pattern to their 
titles. Applying the common pattern (“% CNN Programs 
Anchors/Reporters-% && %%”) to the title of document D1 
(“CNN Programs-Anchors/Reporters-Larry King”), the 
importer 108 identi?es the content of the body section 
(“Larry King”) and determines 320 the name candidate of D1 
to be “Larry King.” Similarly, the importer 108 determines 
320 the name candidate of D2 to be “Jennifer Westhoven” and 
the name candidate of D3 to be “Bob Van Dillen,” as illus 
trated in FIG. 4(a). 

The importer 108 matches 330 the name candidates for the 
selection of documents D1-D3 With entity names in a White 
list. As illustrated in FIG. 4(b), the White list comprises ?ve 
entries, N1 -N5. Entry N1 has an entity name “United States,” 
N2 has an entity name “Jennifer Westhoven,” N3 has an entity 
name “Tiger Woods,” N4 has an entity name “Google Inc,” 
and N5 has an entity name “Larry King.” The importer 108 
determines that entity name N5 matches the name candidate 
of document D1, and entity name N2 matches the name 
candidate of document D2. No entity name in the White list 
matches the name candidate of document D3 (“Bob Van 
Dillen”). 

The importer 108 determines that there are matches 
betWeen the name candidates of documents D1-D3 and the 
entity names in the White list. Therefore, the importer 108 
determines 340 that the name candidates are valid entity 
names and adds them into the White list. As illustrated in FIG. 
4(c), the name candidate for document D3 (“Bob Van Dillen”) 
is added into the White list as entry N6. 

After the importer 108 ?nishes processing the selection of 
documents, it can repeat the above steps to process the rest of 
the plurality of documents. For example, the importer 108 can 
process the remaining documents D4-D7 as illustrated in 
FIG. 4(a) by selecting 310 a selection of documents compris 
ing documents D6 and D7 (the common pattern of their titles 
is “% CNN.com-% && %%”), determining 320 name can 
didates for D6 (“Contact Us”) and D7 (“Email Newsletters”), 
and matching 330 the name candidates With the entity names 
in the White list. The importer 108 determines 340 that the 
name candidates of documents D6 and D7 are not valid entity 
names because there is no match betWeen them and the entity 
names in the White list. The importer 108 can repeat the 
process With the remaining documents D4 and D5, and add 
the name candidate determined for D5 (“Jim Furyk”) into the 
White list as entry N7, as illustrated in FIG. 4(c). 

Alternative Embodiments 

In one embodiment, the importer 108 compares the name 
candidates With contents in a black list in addition to (or 
instead of) matching 330 the name candidates With entity 
names in a White list. The black list contains texts that are not 
valid entity names (e.g., adjectives such as “beautiful,” and 
stop Words such as “the”). Therefore, if there are matches 
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12 
betWeen the name candidates and the black list, the importer 
108 can determine 340 that the name candidates are not valid 
entity names. 
Embodiments of the methods described above can recog 

niZe entity names from any source of documents. Therefore, 
the methods can generate a collection of entity names that are 
more complete than entity names available from any single 
source. The methods can also control the quality of entity 
names recognized by adjusting the matching threshold. 

Reference in the speci?cation to “one embodiment” or to 
“an embodiment” means that a particular feature, structure, or 
characteristic described in connection With the embodiments 
is included in at least one embodiment of the invention. The 
appearances of the phrase “in one embodiment” in various 
places in the speci?cation are not necessarily all referring to 
the same embodiment. 
Some portions of the above are presented in terms of algo 

rithms and symbolic representations of operations on data 
bits Within a computer memory. These algorithmic descrip 
tions and representations are the means used by those skilled 
in the data processing arts to most effectively convey the 
substance of their Work to others skilled in the art. An algo 
rithm is here, and generally, conceived to be a self-consistent 
sequence of steps (instructions) leading to a desired result. 
The steps are those requiring physical manipulations of 
physical quantities. Usually, though not necessarily, these 
quantities take the form of electrical, magnetic or optical 
signals capable of being stored, transferred, combined, com 
pared and otherWise manipulated. It is convenient at times, 
principally for reasons of common usage, to refer to these 

signals as bits, values, elements, symbols, characters, terms, 
numbers, or the like. Furthermore, it is also convenient at 
times, to refer to certain arrangements of steps requiring 
physical manipulations of physical quantities as modules or 
code devices, Without loss of generality. 

It should be borne in mind, hoWever, that all of these and 
similar terms are to be associated With the appropriate physi 
cal quantities and are merely convenient labels applied to 
these quantities. Unless speci?cally stated otherWise as 
apparent from the folloWing discussion, it is appreciated that 
throughout the description, discussions utiliZing terms such 
as “processing” or “computing” or “calculating” or “deter 
mining” or “displaying” or “determining” or the like, refer to 
the action and processes of a computer system, or similar 
electronic computing device, that manipulates and trans 
forms data represented as physical (electronic) quantities 
Within the computer system memories or registers or other 
such information storage, transmission or display devices. 

Certain aspects of the present invention include process 
steps and instructions described herein in the form of an 
algorithm. It should be noted that the process steps and 
instructions of the present invention can be embodied in soft 
Ware, ?rmWare or hardWare, and When embodied in softWare, 
can be doWnloaded to reside on and be operated from differ 
ent platforms used by a variety of operating systems. 
The present invention also relates to an apparatus for per 

forming the operations herein. This apparatus may be spe 
cially constructed for the required purposes, or it may com 
prise a general-purpose computer selectively activated or 
recon?gured by a computer program stored in the computer. 
Such a computer program may be stored in a computer read 
able storage medium, such as, but is not limited to, any type of 
disk including ?oppy disks, optical disks, CD-ROMs, mag 
netic-optical disks, read-only memories (ROMs), random 
access memories (RAMs), EPROMs, EEPROMs, magnetic 
or optical cards, application speci?c integrated circuits 
(ASlCs), or any type of media suitable for storing electronic 
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instructions, and each coupled to a computer system bus. 
Furthermore, the computers referred to in the speci?cation 
may include a single processor or may be architectures 
employing multiple processor designs for increased comput 
ing capability. 

The algorithms and displays presented herein are not inher 
ently related to any particular computer or other apparatus. 
Various general-purpose systems may also be used With pro 
grams in accordance With the teachings herein, or it may 
prove convenient to construct more specialized apparatus to 
perform the required method steps. The required structure for 
a variety of these systems Will appear from the description 
beloW. In addition, the present invention is not described With 
reference to any particular programming language. It Will be 
appreciated that a variety of programming languages may be 
used to implement the teachings of the present invention as 
described herein, and any references beloW to speci?c lan 
guages are provided for disclosure of enablement and best 
mode of the present invention. 

While the invention has been particularly shoWn and 
described With reference to a preferred embodiment and sev 
eral alternate embodiments, it Will be understood by persons 
skilled in the relevant art that various changes in form and 
details can be made therein Without departing from the spirit 
and scope of the invention. 

Finally, it should be noted that the language used in the 
speci?cation has been principally selected for readability and 
instructional purposes, and may not have been selected to 
delineate or circumscribe the inventive subject matter. 
Accordingly, the disclosure of the present invention is 
intended to be illustrative, but not limiting, of the scope of the 
invention, Which is set forth in the folloWing claims. 

What is claimed is: 
1. A method for recognizing entity names from a plurality 

of Web documents, comprising: 
at a server having one or more processors and memory 

storing one or more programs executed by the one or 
more processors, 

identifying a common pattern in titles of the plurality of 
Web documents; 

selecting a selection of documents from the plurality of 
Web documents, a title of each document in the selec 
tion sharing the common pattern; 

for each document in the selection, generating an entity 
name candidate from the title of the document in 
accordance With the common pattern; 

matching the entity name candidates of the selection of 
documents With a collection of entity names; 

determining that the entity name candidates of the docu 
ments in the selection are valid entity names in accor 
dance With a result of the matching; and 

updating the collection of entity names in accordance 
With a result of the determining. 

2. The method of claim 1, Wherein selecting the selection of 
documents from the plurality of Web documents further com 
prises: 

selecting the selection of documents from the plurality of 
Web documents, each document in the selection being 
from a same domain. 

3. The method of claim 1, Wherein the common pattern 
comprises a pre?x section, a body section, and a suf?x sec 
tion. 

4. The method of claim 3, Wherein generating the entity 
name candidate by applying the common pattern to the title of 
the document further comprises: 
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14 
generating the entity name candidate by removing the pre 
?x section and the su?ix section of the common pattern 
from the title of the document. 

5. The method of claim 1, Wherein matching the entity 
name candidates of the selection of documents With the col 
lection of entity names further comprises determining 
Whether at least one of the folloWing conditions is satis?ed: 

a number of the entity name candidates matching the entity 
names in the collection exceeds a threshold; 

a number of the entity names in the collection matching the 
entity name candidates exceeds a threshold; and 

a portion of the entity name candidates matching With 
entity names in the collection exceeds a threshold. 

6. The method of claim 1, Wherein an entity name candi 
date and an entity name in the collection of entity names are 
considered matched When they are identical. 

7. The method of claim 1, Wherein an entity name candi 
date and an entity name in the collection of entity names are 
considered matched When their edit distance is smaller than a 
threshold. 

8. The method of claim 1, Wherein updating the collection 
of entity names comprises adding the entity name candidates 
of the documents in the selection to the collection of entity 
names in accordance With the result of the matching. 

9. The method of claim 1, further comprising: 
matching the entity name candidates of the selection of 

documents With a collection of texts; and 
determining that the entity name candidates of the docu 

ments in the selection are invalid entity names in accor 
dance With the result of the matching. 

10. The method of claim 1, Wherein generating the entity 
name candidate from the title of the document includes nor 
malizing the titles of the documents in the selection to gen 
erate normalized titles. 

11. The method of claim 1, Wherein matching the entity 
name candidates of the selection of documents With the col 
lection of entity names includes normalizing the entity name 
candidates of the selection of documents to generate normal 
ized entity name candidates. 

12. A method for recognizing entity names from a plurality 
of Web documents, comprising: 

at a server having one or more processors and memory 

storing one or more programs executed by the one or 
more processors, 

(a) identifying common patterns in titles of the plurality 
of Web documents; 

(b) selecting multiple selections of documents from the 
plurality of Web documents, titles of documents in 
each selection sharing a respective common pattern 
associated With the selection of documents; 

(c) for each of the multiple selections of documents, 
generating a selection of entity name candidates by 
applying the respective common pattern to the titles of 
the documents in the selection of documents; and 

(d) in response to matching a collection of entity names 
and a selection of entity name candidates, performing 
steps comprising: 
(i) determining that the selection of name candidates 

are valid entity names, 
(ii) updating the collection of entity names in accor 

dance With a result of the determining, 
(iii) removing a selection of documents associated 

With the selection of entity name candidates from 
the multiple selections of documents, and 

(iv) repeating step (d). 
13. A system for recognizing entity names from a plurality 

of Web documents, the system comprising: 
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a processor for executing computer program code; and 
a subsystem executable by the processor, the subsystem 

including computer program code for performing a 
method comprising: 

identifying a common pattern in titles of the plurality of 
Web documents; 

selecting a selection of documents from the plurality of 
Web documents, a title of each document in the selection 
sharing the common pattern; 

for each document in the selection, generating an entity 
name candidate from the title of the document in accor 
dance With the common pattern; 

matching the entity name candidates of the selection of 
documents With a collection of entity names; 

determining that the name candidates of the documents in 
the selection are Valid entity names in accordance With a 
result of the matching; and 

updating the collection of entity names in accordance With 
a result of the determining. 

14. The system of claim 13, Wherein selecting the selection 
of documents from the plurality of Web documents further 
comprises: 

selecting the selection of documents from the plurality of 
Web documents, each document in the selection being 
from a same domain. 

15. The system of claim 13, Wherein: 
the common pattern comprises a pre?x section, a body 

section, and a suf?x section; 
generating the entity name candidate from the title of the 

document further comprises generating the entity name 
candidate by removing the pre?x section and the suf?x 
section of the common pattern from the title of the docu 
ment. 

16. The system of claim 13, Wherein updating the collec 
tion of entity names comprises adding the entity name can 
didates of the documents in the selection to the collection of 
entity names in accordance With the result of the matching. 

17. A computer readable storage medium storing one or 
more programs for execution by one or more processors of a 
computer system, the one or more programs including: 

16 
instructions for identifying a common pattern in titles of a 

plurality of Web documents; 
instructions for selecting a selection of documents from the 

plurality of Web documents, a title of each document in 
5 the selection sharing the common pattern; 

instructions for generating an entity name candidate for 
each document in the selection from the title of the 
document in accordance With the common pattern; 

instructions for matching the entity name candidates of the 
selection of documents With a collection of entity 
names; 

instructions for determining that the name candidates of 
the documents in the selection are Valid entity names in 
accordance With a result of the matching; and 

instructions for updating the collection of entity names in 
accordance With a result of the determining. 

18. The computer readable storage medium of claim 17, 
Wherein the instructions for selecting the selection of docu 
ments from the plurality of Web documents further comprise: 

instructions for selecting the selection of documents from 
the plurality of Web documents, each document in the 
selection being from a same domain. 

19. The computer readable storage medium of claim 17, 
Wherein: 

the common pattern comprises a pre?x section, a body 
section, and a su?ix section; and 

the instructions for generating the entity name candidate 
for each document in the selection from the title of the 
document further comprises instructions for generating 
the entity name candidate by removing the pre?x section 
and the suf?x section of the common pattern from the 
title of the document. 

20. The computer program product of claim 17, Wherein 
35 the instructions for updating the collection of entity names 

includes instructions for adding the entity name candidates of 
the documents in the selection to the collection of entity 
names in accordance With the result of the matching. 
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