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RECOVERY POINT DATA VIEW SHIFT 
THROUGH A DIRECTION-AGNOSTIC ROLL 

ALGORITHM 

FIELD OF TECHNOLOGY 

This disclosure relates generally to the technical ?elds of 
software and/or hardware technology and, in one example 
embodiment, to a method and/or system of recovery point 
data vieW shift through a direction-agnostic roll algorithm. 

BACKGROUND 

A system (e.g., a banking system, an online auction system, 
etc.) may perform numerous operations (e.g., a data storage, 
a data backup, a data retrieval, a data modi?cation, a data 
transfer, etc.) on a transaction (e. g., anATM deposit, anATM 
WithdraWal, a purchase, a return, an exchange, etc.) of the 
system. The transaction (e.g., the ATM deposit) may be cen 
trally stored and/or monitored. HoWever, in an event of a 
system failure (e.g., a system crash, a poWer outage, etc.), a 
data state may be lost after the system failure. In addition, the 
data state right before the system failure may be unreliable 
(e.g., incomplete, corrupt, etc.). 
As such, a continuous data protection may be initiated 

When a change is made to the transaction. Therefore, the 
continuous data protection may also result in data storage 
ine?iciencies due to a large volume of changes that are being 
stored. The large volume of changes may also make it dif?cult 
to locate a speci?c transaction (e.g., the ATM deposit, the 
ATM WithdraWal, the purchase, the return, the exchange, etc.) 
and/ or a particular change associated With an occurrence of a 
speci?c event (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/or as indicated by the 
events module 108 of FIG. 1, etc.). As such, an expensive 
amount of resource overhead (e.g., storage space, time, man 
poWer, money) in the system may be required to provide 
adequate service levels. 

SUMMARY 

A method and system of recovery point data vieW shift 
through a direction-agnostic roll algorithm is disclosed. 

In one aspect, a method includes forming a data vieW 
around a recovery point, and shifting the data vieW around the 
recovery point through a direction-agnostic roll algorithm 
that uses at least one of a roll-forWard algorithm to shift the 
data vieW to a time after the recovery point and a roll-back 
Ward algorithm to shift the data vieW to a time before the 
recovery point. A data integrity may be determined to be 
consistent by examining data and meta-data associated With 
the recovery point. The recovery point may be associated With 
at least one of an automatically generated event, a user de?n 
able event, and/or a prepackaged event. 

In addition, a marking data may be generated at the recov 
ery point to enable the direction-agnostic roll algorithm to 
operate and to reduce a recovery time objective When an 
algorithm is applied. The data adjacent to the recovery point 
can be maintained in a log data structure stored in a ?le system 
as a multitude of ?les. The data around the recovery point and 
other determinable recovery points may be coalesced at a 
threshold interval to reduce storage requirements. Differing 
quantities of data around the recovery point may be retained 
based on a programmatic methodology that considers space 
utiliZation and a data consistency associated With the time 
after the recovery point and the time before the recovery 
point. The method may be in a form of a form of a machine 
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2 
readable medium embodying a set of instructions that, When 
executed by a machine, may cause the machine to perform the 
method. 

In another aspect, a netWork includes generating a recovery 
snapshot at a predetermined interval to retain an ability to 
position forWard and/ or backWard When a delayed roll back 
algorithm is applied, and creating a virtual vieW of the recov 
ery snapshot using an algorithm tied to an original data, a 
change log data, and a consistency data related to an event. An 
access request to the original data may be redirected based on 
a meta-data information provided in the virtual vieW. 

A time stamp data, a location of a change, and a time offset 
of the change as compared With the original data may be 
substantially retained. A relational database may be utiliZed 
to process the change log data in a meta-data format, and to 
process other on-disk data using a binary-tree format. The 
virtual vieW may be speci?c to a volume object in a kernel that 
imitates another volume having the original data. The virtual 
vieW may be managed by a kernel space that processes an 
access request through at least one table using a meta-data 
created in a retention log. The virtual vieW may be exported as 
a virtual volume using an iSCSI and/ or a ?ber channel trans 

port to an external processing device. The change log data 
may be applied When the virtual vieW is unfroZen after a user 
session reaches a level state. 

A series of indexes of the virtual vieW may be generated to 
enable a linking to an event description of the virtual vieW 
rather than to an actual data in the original data, and the virtual 
vieW may be automatically created in at least one of a sched 
uled and an event driven manner. The virtual vieW may be 

communicated to a backup tape to provide extended data 
retention using a lifecycle management policy. 

In yet another aspect, a netWork includes a virtualiZation 
module to form a data vieW around a recovery point, a recov 

ery module to generate a recovery snapshot having an ability 
to position forWard and/or backWard from the recovery point 
When a rolling algorithm is applied, and an events module to 
generate a coalesce policy around the recovery point to 
reduce a storage requirement. An export module may transfer 
the data vieW to an external processing device as a virtual 
volume using an iSCSI and/or a ?ber channel transport inter 
face. The export module may automatically communicate the 
data vieW to a backup tape to provide extended data retention 
using a lifecycle management policy. 

In a further aspect, a method includes determining a tem 
poral WindoW based on at least one of a user data and an 

automatically generated data, coalescing data betWeen events 
prior to the temporal WindoW, and capturing data betWeen 
events after the temporal WindoW. The coalescing data 
betWeen events prior to the temporal WindoW may be deter 
mined by a set of overlapping operations to a data set, Wherein 
certain operations have non-overlapping sectors Which are 
not coalesced. 

The methods, systems, and apparatuses disclosed herein 
may be implemented in any means for achieving various 
aspects, and may be executed in a form of a machine-readable 
medium embodying a set of instructions that, When executed 
by a machine, cause the machine to perform any of the opera 
tions disclosed herein. Other features Will be apparent from 
the accompanying draWings and from the detailed description 
that folloWs. 



US 7,676,502 B2 
3 

BRIEF DESCRIPTION OF THE DRAWINGS 

Example embodiments are illustrated by Way of example 
and not limitation in the ?gures of the accompanying draW 
ings, in Which like references indicate similar elements and in 
Which: 

FIG. 1 is a system vieW of a virtualiZation module, a recov 
ery module, that communicates With a client device, an events 
module, and/ or a storage module through a network, accord 
ing to one embodiment. 

FIG. 2 is an exploded vieW of the virtualiZation vieW mod 
ule of FIG. 1 having an instantiation module, a pausing mod 
ule, a virtual vieW database having a metadata log ?le data 
base, an associated event database, and/ or a map ?le database, 
and/or an export module having an iSCSI module, and/or a 
?ber channel module, according to one embodiment. 

FIG. 3 is an exploded vieW of the recovery module of FIG. 
1 having a continuous data protection module, a delayed roll 
forWard module, a delayed roll backWard module, and/or a 
coalescing module, according to one embodiment. 

FIG. 4 is an exploded vieW of the events module of FIG. 1 
having a trigger database having a time based database and/or 
a event based database, a coalescing events database, a coa 
lescing policies database, a ?ag depository database, and/or 
an event detector module, according to one embodiment. 

FIG. 5 is a process How to form a data vieW around a 
recovery point, according to one embodiment. 

FIG. 6 is a process How to generate a recovery snapshot at 
a predetermined interval to retain an ability to position for 
Ward and backWard When a delayed roll back algorithm is 
applied, according to one embodiment. 

FIG. 7 is a diagrammatic representation of a machine in the 
form of a data processing system Within Which a set of 
instructions, for causing the machine to perform any one or 
more of the methodologies discussed herein, may be 
executed, according to one embodiment. 

FIG. 8 is a graphical vieW of a coalesce process, according 
to one embodiment. 

Other features of the presents embodiments Will be appar 
ent from the accompanying draWings and from the detailed 
description that folloWs. 

DETAILED DESCRIPTION 

A method and system of recovery point data vieW shift 
through a direction-agnostic roll algorithm is disclosed. In the 
folloWing description, for the purposes of explanation, 
numerous speci?c details are set forth in order to provide a 
thorough understanding of the various embodiments. It Will 
be evident, hoWever to one skilled in the art that the various 
embodiments may be practiced Without these speci?c details. 

In an example embodiment, a data vieW is formed (e.g., 
formed by a virtualiZation module 104 of FIG. 1) around a 
recovery point (e.g., as speci?ed by an events module 108 of 
FIG. 1), and the data vieW is shifted (e.g., shifted by a recov 
ery module 106 of FIG. 1) around the recovery point through 
a direction-agnostic roll algorithm that uses at least one of a 
roll-forWard algorithm (e.g., a roll-forWard algorithm of a 
delayed roll forWard module 302 of FIG. 3) to shift the data 
vieW to a time after the recovery and a roll-backWard algo 
rithm (e.g., a roll backWard algorithm of a delayed roll back 
Ward module 304 of FIG. 3) to shift the data vieW to a time 
before the recovery point. 

In an additional example embodiment, a recovery snap shot 
is generated (e. g., generated by a virtualiZation module 104 of 
FIG. 1) at a predetermined interval (e.g., as speci?ed by an 
events module 108 of FIG. 4) to retain an ability to position 
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4 
forWard and backWard When a delayed roll back algorithm 
(e. g., a delayed roll back algorithm of a delayed roll backWard 
module 304 of FIG. 3) is applied, and a virtual vieW may be 
created (e. g., created by the virtualiZation module 1 04 of FIG. 
2) using an algorithm (e.g., a continuous disaster recovery 
algorithm of a continuous data protection module 300 of FIG. 
3) tied to an original data, a change log data, and a consistency 
data related to an event (e.g., as speci?ed by the events mod 
ule 108 of FIG. 4). 

In a further example embodiment, a netWork having a 
virtualiZation module (e.g., a virtualiZation module 104 of 
FIG. 2) forms a data vieW around a recovery point (e.g., as 
speci?ed by an events module 108 of FIG. 4), a recovery 
module (e.g., a recovery module 106 of FIG. 3) generates a 
recovery snapshot having an ability to position forWard and/ 
or backWard from the recovery point When a rolling algorithm 
(e.g., a rolling algorithm of a delayed roll forWard module 302 
and/or a delayed roll backWard module 304 of FIG. 3) is 
applied, and an events module (e.g., the events module 108 of 
FIG. 4) to generate a coalesce policy (e.g., a coalesce policy 
in a coalescing policies database 404 of FIG. 4) around the 
recovery point (e.g., as speci?ed by the events module 108 of 
FIG. 4) to reduce a storage requirement. 

In a further embodiment, a method includes determining a 
temporal WindoW based on at least one of a user data and an 
automatically generated data, coalescing data betWeen events 
prior to the temporal WindoW, and capturing data betWeen 
events after the temporal WindoW (e. g., as illustrated in FIG. 
8). The coalescing data betWeen events prior to the temporal 
WindoW may be determined by a set of overlapping opera 
tions to a data set, Wherein certain operations have non 
overlapping sectors Which are not coalesced. 

FIG. 1 is a system vieW of a virtualiZation module 104, a 
recovery module 106, that communicates With a client device 
100, an events module 108, and/or a storage module 102 
through a netWork 110, according to one embodiment. 
A client device (e. g., the client device 100) may be an end 

user device (e. g., a customer interface, a system administrator 
control device, and/ or a technical support device, etc.). A 
storage module (e.g., the storage module 102) may be a 
volatile storage (e. g., DRAM, RDRAM, and/or SRAM, etc.) 
and/or a non-volatile storage (e.g., hard disk drive, RAID 
array, SCSI drive, SATA drive, magnetic tape, CD, and/or 
DVD, etc.). A netWork (e. g., the netWork 110) may be a LAN, 
WAN, and/or an Internet. A virtualiZation module (e.g., the 
virtualiZation module 104) is best understood With reference 
to FIG. 2, as Will later be described. The recovery module 106 
may also be best understood With reference to FIG. 3, and the 
events module 108 may best be understood With reference to 
FIG. 4. 

In another embodiment, the client device 100 may generate 
a data operation (e.g., a data storage, a data backup, a data 
retrieval, a data modi?cation, a data transfer, etc.) request 
through the netWork 110 (e.g., LAN, WAN, and/or Internet, 
etc.). For example, the client device 100 may de?ne an event 
(e.g., midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.) through communicating With the 
events module 108. The client device 100 may also generate 
a request for backup via communication With the recovery 
module 106. A data backed up by the recovery module 106 
may be stored in the storage module 102. 
The recovery module 106 may also provide a mechanism 

to continuously backup data as Well as a means to access data 
points relative to a reference data point. 
The reference data point may be associated With an event 

(e.g., midnight, every 5 minutes, system crash, con?guration 
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change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.) stored in the events module 108. 
Before a data point associated With the event (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated by the events module 108 of FIG. 
1, etc.) is accessed, the virtualiZation module 104 may gen 
erate a data vieW (e.g., a virtual vieW) such that the original 
data may not need to be modi?ed. 
An example embodiment provides methods and systems to 

form (e.g., formed by the virtualiZation module 106) a data 
vieW (e.g., a virtual vieW, an original vieW, etc.) around a 
recovery point (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/ or as speci?ed in the 
events module 108 etc.) and shift the data vieW (e.g., a virtual 
vieW, an actual vieW, etc.) around the recovery point through 
a direction-agnostic roll algorithm that uses a roll-forWard 
algorithm (e.g., to roll to a data state that occurred later in time 
than the reference data, etc.) to shift the data vieW (e.g., a 
virtual vieW, an actual vieW, etc.) to a time after the recovery 
point (e.g., midnight, every 5 minutes, system crash, con?gu 
ration change, failed log-in, and/ or as speci?ed in the events 
module 108 etc.) and/or a roll-backWard algorithm (e.g., to 
roll to the data state that occurred earlier in time than the 
reference data, etc.) to shift the data vieW (e. g., a virtual vieW, 
an original vieW, etc.) to a time before the recovery point (e.g., 
midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as speci?ed in the events module 
108 etc.). 

Another example embodiment provides methods and sys 
tems to generate a recovery snapshot (e. g., to generate a 
virtual snapshot With the virtualiZation module 104, etc.) at a 
predetermined interval (e.g., midnight, every 5 minutes, sys 
tem crash, con?guration change, failed log-in, and/ or as indi 
cated by the events module 108 of FIG. 1, etc.) to retain an 
ability to position forWard (e.g., to roll to a data state that 
occurred later in time than the reference data, etc.) and/or 
backWard (e. g., to roll to the data state that occurred earlier in 
time than the reference data, etc.) When a delayed roll back 
algorithm is applied, and create a virtual vieW (e.g., create a 
virtual vieW using the virtualiZation module 104, etc.) of the 
recovery snapshot using an algorithm (e.g., a continuous 
recovery algorithm of the recovery module 106) tied to an 
original data, a change log data, and a consistency data related 
to an event (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/or as indicated by the 
events module 108 of FIG. 1, etc.). 
A further example embodiment includes a virtualiZation 

module 104 to form a data vieW (e.g., a virtual vieW, an actual 
vieW, etc.) around a recovery point (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/ or as speci?ed in the events module 108, etc.), and/or an 
events module 108 to generate a coalesce policy (e.g., to 
retain data every 5 minutes for data that is older than 10 years, 
to retain data every 2 minutes for data that is less than 10 years 
old, etc.) around the recovery point (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/ or as speci?ed in the events module 108, etc.) to reduce a 
storage requirement (e.g., to decrease a storage capacity 
requirement of the storage module 102). The generated coa 
lesce policy may be used (e.g., used by the recovery module 
106) to coalesce (e. g., combine, compile, etc.) backed up data 
to optimiZe storage requirements. 

FIG. 2 is an exploded vieW of the virtualiZation module 104 
of FIG. 1 having an instantiation module 200, a pausing 
module 206, a virtual vieW database 202 that may include a 
metadata log ?le database 212, an associated event database 
222, and/or a map ?le database 232, and/or an export module 
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6 
204 having an iSCSI module 214, and/or a ?ber channel 
module 224, according to one embodiment. 
The instantiation module 200 may be a circuit and/or a 

piece of softWare code that generates a virtual vieW of a data 
state. The instantiation module 200 may communicate With 
the pausing module 206 to determine When the virtual vieW 
should be generated to ensure validity and/or accuracy. The 
instantiation module 200 may also communicate the gener 
ated virtual vieW to the virtual vieW database 202 to be stored. 

According to one embodiment, the virtual vieW may be 
instantiated by an instantiation module (e. g., the instantiation 
module 200) of the virtual vieW module 104. The virtual vieW 
may be generated after a data operation and/ or a client opera 
tion (e.g., a client operation of the client device 100 of FIG. 1) 
has been suspended and/ or paused (e. g., paused by the paus 
ing module 206) to ensure a validity and/or accuracy of the 
virtual vieW generated. After the virtual vieW has been gen 
erated by the instantiation module 200, the virtual vieW may 
be stored in a database (e.g., the virtual vieW database 202, 
etc.). 

In one embodiment, a data vieW (e. g., a snap shot vieW) may 
be formed to prevent losing an ability to roll forWard and/or 
backWard When a delayed roll backWard algorithm is applied. 
Any number of snapshot vieWs may be taken. HoWever to 
generate and/or to store a snapshot vieW may be time and/or 
capacity consuming. As such, a virtual vieW of the data may 
be generated (e.g., generated by the instantiation module 200 
of the virtual vieW module 104 of FIG. 1) rather than making 
a full snapshot vieW of the data. 

In a further embodiment, the database (e.g., the virtual 
vieW database 202) may contain additional databases to store 
a meta data log ?le (e.g., the metadata log ?le database 212), 
an associated event (e.g., the associated event database 222), 
and/or a map ?le (e.g., the map ?le database 232). A relevant 
information mapping information (e. g., a map ?le) of associ 
ating an original data to the data vieW (e. g., a virtual vieW, a 
real vieW, and/or a snapshot vieW, etc.) may be stored in the 
map ?le database 232 of the virtual vieW database 202. A log 
?le (e.g., a meta data log ?le) documenting change (e.g., time 
stamp of changes, location of changes, time offset of changes, 
etc.) of the data vieW (e.g., a virtual vieW, a real vieW, and/or 
a snapshot vieW, etc.) may be stored in the metadata log ?le 
database 212. The log ?le may also be stored as a normal ?le 
on a ?le system using a relational database (e.g., an SQL 

database). 
In yet another embodiment, the virtual vieW database 202 

may communicate With the instantiation module 200 to 
receive, store, and/or update a data (e.g., the metadata log ?le, 
an associated event, and/ or a map ?le, etc.) of the virtual vieW 
to ensure that the virtual vieW remains updated and/or valid. 
The virtual vieW database 202 may also transfer the virtual 
vieW to the export module 204 having an iSCSI interface 
(e.g., an iSCSI interface of the iSCSI module 214) and/or a 
?ber channel interface (e. g., a ?ber channel interface of the 
?ber channel module 224) to automatically transfer the vir 
tual vieW to an external storage device (e.g., a storage device 
102 of FIG. 1). 

For example, the data vieW (e.g., a virtual vieW, a real vieW, 
and/ or a snapshot vieW, etc.) generated (e. g., generated by the 
instantiation module 200 of the virtual vieW module 104 of 
FIG. 1) may also be automatically and/or manually exported 
via an iSCSI interface (e.g., the iSCSI module 214) and/or a 
?ber channel interface (e.g., the ?ber channel module 224) of 
an export interface (e.g., the export module 104). As such, 
each virtual vieW may be backed up as necessary and/ or used 
for rolling data backWard and/ or forWard in the recovery 
module 106 of FIG. 1. 
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In one embodiment, the vir‘tualiZation module 104 may 
form a data vieW (e.g., a virtual vieW, a real vieW, and/or a 
snapshot vieW, etc.) around a recovery point (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated by the events module 108 of FIG. 
1, etc.). The pausing module 206 may temporarily suspend an 
activity of a client device (e.g., a client device 100 of FIG. 1) 
before the instantiation module 200 generates a data vieW 
(e. g., a virtual vieW, a real vieW, and/ or a snapshot vieW, etc.). 
The pausing module 206 may restart the operation of the 
client device (e.g., the client device of FIG. 1) after the data 
vieW (e.g., a virtual vieW, a real vieW, and/ or a snapshot vieW, 
etc.) has been generated. 

In another example embodiment, an event associated With 
a generation of the data vieW (e.g., a virtual vieW, a real vieW, 
and/ or a snapshot vieW, etc.) may be stored in the associated 
event database 222. Additionally, the data vieW (e.g., a virtual 
vieW, a real vieW, and/or a snapshot vieW, etc.) may be 
exported through the iSCSI module 214 and/ or the ?ber chan 
nel module 224 of the export module 214. 

In another embodiment, the vir‘tualiZation module 104 may 
form the data vieW (e. g., a virtual vieW, a real vieW, and/or a 
snapshot vieW, etc.) around a recovery point (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/ or as indicated in the events module 108 of FIG. 1, 
etc.). The virtualiZation module 104 may also determine that 
a data integrity (e.g., unaltered, unmodi?ed, and/ or not 
destroyed, etc.) is consistent at the recovery point by exam 
ining data and meta-data associated With the recovery point 
(e. g., midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated in the events module 
108 of FIG. 1 etc.). 
The virtualiZation module 104 of FIG. 1 may maintain a 

data adjacent to the recovery point (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/or as indicated in the events module 108 of FIG. 1, etc.) 
in a log data structure. 

In yet another embodiment, the creation of a virtual vieW 
may be speci?c to a kernel. A drive in the kernel (e.g., piece of 
softWare responsible for providing secure access to the 
machine’s hardWare to various computer programs) may cre 
ate a volume object that appears to be a real volume and 
access requests (e.g., a read, and/or a Write request, etc.) to the 
virtual vieW may be handled by a kernel space code. A reten 
tion log of the virtual vieW may then be referenced to com 
plete the access requests (e.g., the read, and/ or the Write 
request, etc.). A data may be stored in a binary-tree based 
lookup table to optimiZe access speed due to a constant time 
lookup algorithm. 

In another embodiment, the vir‘tualiZation module 104 of 
FIG. 1 may create a virtual vieW of a recovery snapshot using 
an algorithm tied to an original data, a change log data, and a 
consistency data related to an event (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/or as indicated in the events module 108 of FIG. 1, etc.). 
The vir‘tualiZation module 104 may also redirect the access 
request (e.g., the read, and/ or the Write request) to the original 
based on a meta-data information provided in the virtual vieW. 
The virtualiZation module 104 may also substantially retain a 
timestamp data, a location of a change, and a time offset of the 
change as compared With the original data (e.g., originally 
saved data, an originally backed up data, etc.). 
The vir‘tualiZation module 104 may utiliZe a relational 

database (e.g., SQL database) to process the change log data 
in a meta-data format (e.g., through the metadata log ?le 
database 212), and to process other on-disk data using a 
binary-tree format. The virtual vieW may be speci?c to a 
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8 
volume object in a kernel (e.g., piece of softWare responsible 
for providing secure access to the machine’s hardWare to 
various computer programs) that imitates another volume 
having the original data. The virtual vieW may also be man 
aged by a kernel space (e. g., piece of softWare responsible for 
providing secure access to the machine’s hardWare to various 
computer programs) that processes an access request through 
at least one table using a meta-data (e.g., the metadata ?le 
database 212) created in a retention log. The virtual vieW may 
be exported as a virtual volume by the export module 204 
using the iSCSI module 214 and/ or the ?ber channel module 
224 to transport to an external processing device (e.g., a 
computer, a PDA, and/or a storage module 102, etc.). 

Furthermore, the virtualiZation module 104 may apply the 
change log data of the virtual vieW database 202 When the 
virtual vieW is unfroZen (e. g., unfroZen by the pausing mod 
ule 206) after a user session reaches a level state. The virtual 
vieW may be unfroZen after a user session reaches a level state 
to be appropriated updated through modi?cations of the vir 
tual vieW database 202. Hence a metadata index of the meta 
data log ?le database 212 may need to be updated continu 
ously. A map ?le of the map ?le database 232 may also need 
to be updated While the virtual vieW is being created (e.g., by 
the instantiation module 200) and/or after it has been created. 
The updates and/or modi?cations of the map ?le (e.g., the 
map ?le of the map ?le database 232) and/or the log ?le (e.g., 
the log ?le of the metadata log ?le database 212) may be 
necessary to ensure that the virtual vieW maintains a relevant 
representation of the original data. 

In a further embodiment, a series of indexes (e.g., using 
indexes to improve query performance) of the virtual vieW 
may be generated by the virtualization module 104 to enable 
a linking to an event description (e.g., content-based descrip 
tion) of the virtual vieW rather than to an actual data in the 
original data. The event description of the virtual vieW may 
(e.g., stored in the associated events database 222) may alloW 
the series of indexes to locate the virtual vieWs by a content 
located Within the virtual vieW. The data vieW (e.g., a virtual 
vieW, a real vieW, and/or a snapshot vieW, etc.) may also be 
automatically communicated to the export module 204 to 
transport the virtual vieW to a backup tape (e.g., magnetic 
tape, external hard disk drive, CD, DVD, etc.) to provide 
extended data retention using a lifecycle management policy. 
Therefore, older data may be retroactively transferred from 
the storage module 102 for storage space maintenance. 

FIG. 3 is an exploded vieW of the recovery module 106 of 
FIG. 1 having a continuous data protection module 300, a 
delayed roll forWard module 302, a delayed roll backWard 
module 304, and/or a coalescing module 306, according to 
one embodiment. 

The continuous protection module 300 may provide con 
tinuous backup mechanism (e.g., recording every change 
made to a data) to a set of data. The continuous protection 
module 300 may communicate With a storage module (e. g., a 
storage module 102 ofFIG. 1), a client device (e.g., the client 
device 100 of FIG. 1), and/or an events module (e.g., the 
events module 108 of FIG. 1) to automatically detect a data 
change and/ or to automatically save the data change. 
The delayed roll forWard module 302 may communicate 

With a storage module (e.g., the storage module 102 of FIG. 1) 
to perform a roll forWard operation on a stored data. The delay 
roll forWard module 302 may also communicate With an 
events module (e.g., the events module 108 of FIG. 1) to 
associate a data state With a speci?ed event (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated in the events module 108 of FIG. 1 

etc.). 
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The delayed roll backward module 304 may communicate 
with a storage module (e. g., the storage module 102 of FIG. 1) 
to perform a roll backward operation on a stored data. The 
delay roll backward module 302 may also communicate with 
an events module (e.g., the events module 108 of FIG. 1) to 
associate a data state with a speci?ed event (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated in the events module 108 of FIG. 1 

etc.). 
The delayed roll forward module 302 may roll a data to a 

state corresponding to an event that happened later in time 
than an event (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/or as indicated in the 
events module 108 of FIG. 1, etc.) associated with a reference 
data. The delayed roll backward module 304 may roll the data 
to a state corresponding to the event (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/or as indicated in the events module 108 of FIG. 1, etc.) 
that happened earlier in time than the event associated with 
the reference data. 

The recovery module 106 of FIG. 1 may also allow backed 
up data to be accessed before a recovery point (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/ or as indicated in the events module 108 of FIG. 1, 
etc.) through the delayed roll backward module (e. g., the 
delayed roll backward module 304) and/or after the certain 
recovery point through the delayed roll forward module (eg 
the delayed roll forward module 302). The recovery point 
may be tied to an event (e.g., midnight, every 5 minutes, 
system crash, con?guration change, failed log-in, and/or as 
indicated by the events module 108 of FIG. 1, etc.). 
A coalescing module (e.g., the coalescing module 306) 

may use a coalescing events and/or a coalescing policies as 
speci?ed in the events module 108 of FIG. 1 to coalesce (e.g., 
combine, compile, etc.) backed up data to optimiZe storage 
requirements. The coalescing module (e.g., the coalescing 
module 306) may communicate with an events database (e. g., 
an events database of the events module 108 of FIG. 1) to 
determine the event around which data should be collapsed 
(e.g., coalesced, combined, etc.). 

In one embodiment, the delayed roll forward module 302 
and/ or the delayed roll backward module 304 may shift a data 
view (e.g., a virtual view, a real view, and/ or a snapshot view, 
etc.) around the recovery point (e.g., midnight, every 5 min 
utes, system crash, con?guration change, failed log-in, and/or 
as indicated by the events module 108 of FIG. 1, etc.) through 
a direction-agnostic roll algorithm that uses a roll forward 
algorithm to shift the data view to a time after the recovery 
point (e.g., midnight, every 5 minutes, system crash, con?gu 
ration change, failed log-in, and/or as indicated by the events 
module 108 of FIG. 1, etc.) and/ or a roll backward algorithm 
to shift the data view (e.g., a virtual view, a real view, and/or 
a snapshot view, etc.) to a time before the recovery point. 

The recovery point (e.g., midnight, every 5 minutes, sys 
tem crash, con?guration change, failed log-in, and/ or as indi 
cated by the events module 108 of FIG. 1, etc.) may be 
associated with an automatically generated event, a user 
de?nable event, and/ or a prepackaged event. Additionally, the 
continuous protection module 300 may generate a recovery 
snapshot at a predetermined interval (e.g., midnight, every 5 
minutes, etc.) to retain an ability to position forward and/or 
backward when a delayed roll backward algorithm is applied. 

In a next embodiment, the coalescing module 306 may 
coalesce data around the recovery point (e.g., midnight, every 
5 minutes, system crash, con?guration change, failed log-in, 
and/or as indicated by the events module 108 of FIG. 1, etc.) 
and other determinable recovery points at a threshold interval 
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10 
to reduce storage requirements. In addition, the coalescing 
module 306 may retain different quantities of data around the 
recovery point (e. g., midnight, every 5 minutes, system crash, 
con?guration change, failed lo g-in, and/ or as indicated by the 
events module 108 of FIG. 1, etc.) based on a programmatic 
methodology that considers space utiliZation and a data con 
sistency associated with the time after the recovery point 
and/or the time before the recovery point. For example, more 
data points may be retained for data accumulated 5 days ago 
whereas less data points may be retained for data accumu 
lated 5 years ago. 

FIG. 4 is an exploded view of the events module 108 of 
FIG. 1 having a trigger database 400 having a time based 
database 410 and/or an event based database 420, a coalesc 
ing events database 402, a coalescing policies database 404, a 
?ag depository database 406, and/or an event detector module 
408, according to one embodiment. 

In one example embodiment, the trigger database 400 may 
store any backup triggering event. The backup triggering 
event may be time based (e.g., stored in the time based data 
base 410) and/ or event based (e. g., stored in the event based 
database 420). The coalescing events database may commu 
nicate with a coalescing module (e.g., a coalescing module 
306 of FIG. 3) to determine an event corresponding to a data 
collapsing. The coalescing policies database 404 may also 
communicate with the coalescing module 306 of FIG. 3 to 
govern an age dependent data retaining mechanism. For 
example, older data may be retained with less data points. The 
?ag depository database 406 may communicate with the trig 
ger database 400, the storage database 102 of FIG. 1, and/or 
the continuous data protection module 300 of FIG. 3 to store 
a flag indicating a data state associated with an event as 
speci?ed in the events module 108 of FIG. 1 at which data was 
backed up. The event detector module 408 may detect a user 
de?nable event and/or an automatically generated event by 
communicating with a client device 100, the trigger database 
400, the coalescing events database 402, and/or the coalesc 
ing policies database 404. The user de?nable event may be 
communicated by a client device (e.g., the client device 100 
of FIG. 1). The events detected by the event detector module 
408 may then be stored in the trigger database 400 and stored 
in the time based database 410 if an event is time based (e.g., 
midnight, every 5 minutes, etc.), and stored in the event based 
database 420 if the event is event based e.g., system crash, 
con?guration change, failed lo g-in, and/ or as indicated by the 
events module 108 of FIG. 1, etc.). 

In another example embodiment, the events module (eg 
the events module 108 of FIG. 1) may also communicate with 
a recovery module (e.g., the recovery module 106 of FIG. 1) 
to associate data points with events (e.g., midnight, every 5 
minutes, system crash, con?guration change, failed log-in, 
and/or as indicated by the events module 108 of FIG. 1, etc.). 
As such the recovery module (e.g., the recovery module 106 
of FIG. 1) may perform relevant operations (e.g., a delayed 
roll forward of the delayed roll forward module 302, a 
delayed roll backward of the delayed roll backward module 
304, and/or coalescing ofthe coalescing module 306 ofFIG. 
3, etc.) based on an associated event. 
The event detector module 408 of the events module 108 

may also detect coalescing events de?ned by a user and/or 
automatically generated. The coalescing events may be 
stored in the coalescing events database 402. In another 
embodiment, the events module 108 may generate a coalesc 
ing policy (e.g., number of data points retained for different 
time periods, etc.) around the recovery point (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated by the events module 108 of FIG. 
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1, etc.) to reduce a storage requirement. The coalescing policy 
may be stored in the coalescing policy database 404. 

In one embodiment, the event detector module 408 may 
generate a marking data (e.g., a ?ag, a bookmark, etc.) at the 
recovery point (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/or as indicated by the 
events module 108 of FIG. 1, etc.) to enable the direction 
agnostic roll algorithm (e.g., a roll-forWard algorithm (e. g., to 
roll to a data state that occurred later in time than the reference 
data, etc.) and/or a roll-backWard algorithm (e.g., to roll to the 
data state that occurred earlier in time than the reference data, 
etc.)) to operate and to reduce a recovery time objective (e.g., 
to minimiZe the time to recovery in case of system malfunc 
tion) When an algorithm is applied. The marking data (e. g., a 
?ag, a bookmark, etc.) may be stored in the ?ag depository 
database 406. 

FIG. 5 is a process How to form a data vieW around a 
recovery point, according to one embodiment. In operation 
502, the data vieW (e.g., a virtual vieW, a real vieW, and/or a 
snapshot vieW, etc.) may be formed (e.g., formed by the 
virtual vieW module 104 of FIG. 2) around a recovery point 
(e. g., midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.). In operation 504, the data vieW may 
be shifted (e.g., shifted by the delayed roll forWard module 
302 and/or the delayed roll backWard module 304 of FIG. 3) 
around the recovery point (e.g., midnight, every 5 minutes, 
system crash, con?guration change, failed log-in, and/or as 
indicated by the events module 108 of FIG. 1, etc.) through a 
direction-agnostic roll algorithm that uses at least one of a 
roll-forWard algorithm (e. g., to roll to a data state that 
occurred later in time than the reference data, etc.) to shift the 
data vieW (e.g., a virtual vieW, a real vieW, and/or a snapshot 
vieW, etc.) to a time after the recovery point (e.g., midnight, 
every 5 minutes, system crash, con?guration change, failed 
log-in, and/or as indicated by the events module 108 of FIG. 
1, etc.) and a roll-backWard algorithm (e.g., to roll to the data 
state that occurred earlier in time than the reference data, etc.) 
to shift the data vieW (e.g., a virtual vieW, a real vieW, and/or 
a snapshot vieW, etc.) to a time before the recovery point (e.g., 
midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.). 

In operation 506, a data integrity may be determined to be 
consistent (e.g., complete, valid, etc.) at the recovery point 
e.g., midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.) by examining data and meta-data 
associated With the recovery point. In operation 508, a mark 
ing data (e. g., a ?ag, a bookmark, etc.) may be generated (e. g., 
generated by the recovery module 106 of FIG. 1) at the 
recovery point (e.g., midnight, every 5 minutes, system crash, 
con?guration change, failed log-in, and/or as indicated by the 
events module 108 of FIG. 1, etc.) to enable the direction 
agnostic roll algorithm (e.g., a roll forWard algorithm of the 
delayed roll forWard module 302 of FIG. 3, and/or a roll 
backWard algorithm of the delayed roll backWard module 3 04 
of FIG. 3, etc.) to operate and to reduce a recovery time 
objective (e.g., a time required to recover from a system 
failure, etc.) When an algorithm is applied. 

In operation 510, data may be coalesced (e.g., coalesced by 
the coalescing module 306 of FIG. 3) around the recovery 
point (e.g., midnight, every 5 minutes, system crash, con?gu 
ration change, failed log-in, and/or as indicated by the events 
module 108 of FIG. 1, etc.) and other determinable recovery 
points at a threshold interval to reduce storage requirements. 
In operation 512, differing quantities of data may be retained 
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12 
around the recovery point (e.g., midnight, every 5 minutes, 
system crash, con?guration change, failed log-in, and/or as 
indicated by the events module 108 of FIG. 1, etc.) based on 
a programmatic methodology that considers space utiliZation 
and a data consistency associated With the time after the 
recovery point (e. g., midnight, every 5 minutes, system crash, 
con?guration change, failed lo g-in, and/ or as indicated by the 
events module 108 of FIG. 1, etc.) and the time before the 
recovery point. 

FIG. 6 is a process How to generate a recovery snapshot at 
a predetermined interval to retain an ability to position for 
Ward and backWard When a delayed roll back algorithm (e. g., 
the delayed roll back algorithm of the delayed roll backWard 
module 304 of FIG. 3) is applied, according to one embodi 
ment. 

In operation 602, a recovery snapshot may be generated at 
a predetermined interval (e.g., midnight, every 5 minutes, 
etc.) to retain an ability to position forWard and backWard 
When a delayed roll back algorithm (e.g., the delayed roll 
back algorithm of the delayed roll backWard module 304 of 
FIG. 3) is applied. In operation 604, a virtual vieW of the 
recovery snapshot may be created using an algorithm (e.g., 
the continuous disaster recovery algorithm of the continuous 
data protection module 300 of FIG. 3) tied to an original data, 
a change log data, and a consistency data related to an event 
(e.g., midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.). In operation 606, an access request to 
the original data may be redirected based on a meta-data 
information provided in the virtual vieW. In operation 608, a 
timestamp data, a location of a change, and a time offset of the 
change as compared With the original data may be substan 
tially retained. 

In operation 610, a relational database (e. g., SQL database) 
may be utiliZed to process the change log data in a meta-data 
format (e.g., the change log data of a metadata log ?le data 
base 212 ofFIG. 212), and to process other on-disk data using 
a binary-tree format. In operation 612, the virtual vieW (e. g., 
the virtual vieW stored in the virtual vieW database 202 of 
FIG. 2) may be exported as a virtual volume using at least one 
ofan iSCSI (e.g., the iSCSI module 214 ofFIG. 2) and a ?ber 
channel (e.g., the ?ber channel module 224 of FIG. 2) trans 
port to an external processing device. In operation 614, a 
series of indexes of the virtual vieW may be generated (e.g., 
the virtual vieW generated by the instantiation module 200 of 
FIG. 2) to enable a linking to an event description (e. g., 
midnight, every 5 minutes, system crash, con?guration 
change, failed log-in, and/ or as indicated by the events mod 
ule 108 of FIG. 1, etc.) of the virtual vieW rather than to an 
actual data in the original data. 

In operation 616, the virtual vieW may be automatically 
communicated (e.g., communicated by the export module 
204 of FIG. 2) to a backup tape (e.g., through an iSCSI 
interface (e. g., the iSCSI module 214) and/or a ?ber channel 
interface (e.g., the ?ber channel module 224) of FIG. 2) to 
provide extended data retention using a lifecycle manage 
ment policy. 

FIG. 7 shoWs a diagrammatic representation of a machine 
in the example form of a computer system 700 Within Which 
a set of instructions, for causing the machine to perform any 
one or more of the methodologies discussed herein, may be 
executed. In various embodiments, the machine operates as a 
standalone device and/or may be connected (e.g., netWorked) 
to other machines. In a netWorked deployment, the machine 
may operate in the capacity of a server and/ or a client machine 
in server-client netWork environment, and/ or as a peer 
machine in a peer-to-peer (or distributed) netWork environ 
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ment. The machine may be a personal computer (PC), a tablet 
PC, a set-top box (STB), a Personal Digital Assistant (PDA), 
a cellular telephone, a web appliance, a network router, 
switch and/ or bridge, an embedded system and/or any 
machine capable of executing a set of instructions (sequential 
and/ or otherwise) that specify actions to be taken by that 
machine. Further, while only a single machine is illustrated, 
the term “machine” shall also be taken to include any collec 
tion of machines that individually and/or jointly execute a set 
(or multiple sets) of instructions to perform any one and/or 
more of the methodologies discussed herein. 

The example computer system 700 includes a processor 
702 (e.g., a central processing unit (CPU) a graphics process 
ing unit (GPU) and/or both), a main memory 704 and a static 
memory 707, which communicate with each other via a bus 
708. The computer system 700 may further include a video 
display unit 710 (e. g., a liquid crystal display (LCD) and/or a 
cathode ray tube (CRT)). The computer system 700 also 
includes an alphanumeric input device 712 (e.g., a keyboard), 
a cursor control device 714 (e.g., a mouse), a disk drive unit 
717, a signal generation device 718 (e.g., a speaker) and a 
network interface device 720. 

The disk drive unit 717 includes a machine-readable 
medium 722 on which is stored one or more sets of instruc 

tions (e.g., software 724) embodying any one or more of the 
methodologies and/or functions described herein. The soft 
ware 724 may also reside, completely and/ or at least partially, 
within the main memory 704 and/or within the processor 702 
during execution thereof by the computer system 700, the 
main memory 704 and the processor 702 also constituting 
machine-readable media. 

The software 724 may further be transmitted and/or 
received over a network 727 via the network interface device 
720. While the machine-readable medium 722 is shown in an 
example embodiment to be a single medium, the term 
“machine-readable medium” should be taken to include a 
single medium and/or multiple media (e. g., a centraliZed and/ 
or distributed database, and/or associated caches and servers) 
that store the one or more sets of instructions. The term 
“machine-readable medium” shall also be taken to include 
any medium that is capable of storing, encoding and/or car 
rying a set of instructions for execution by the machine and 
that cause the machine to perform any one or more of the 
methodologies of the various embodiments. The term 
“machine-readable medium” shall accordingly be taken to 
include, but not be limited to, solid-state memories, optical 
and magnetic media, and carrier wave signals. 

FIG. 8 is a graphical view of a coalesce process, according 
to one embodiment. Particularly, FIG. 8 illustrates a current 
point 800 (e.g., a current time), a x-time point 802, a coa 
lesced data 804, a storage 806, and a non-overlapping sectors 
808. The current point 800 may be the current day, time, and 
or window in the current temporal period. The x-time point 
802 may be a point in time in the past that is automatically 
determined and/or provided by a user. 

The coalesced data 804 may be a data that has been coa 
lesced before the x-time point 802. The storage 806 may be a 
storage area of coalesced data. The non-overlapping sectors 
808 may be data that is outside the coalesce data blocks (e.g., 
data blocks that are not in a window of blocks that are repeat 
edly overwritten between events). The darker lines in FIG. 8 
may represent a set of events at which data is backed up, and 
lighter lines (e.g., between the current point 808 and the 
x-time point 802) may be intermediate backup points that are 
coalesced after the x-time point. 

For example, the period between the current point 800 and 
the x-time point 802 may be a temporal window based on at 
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least one of a user data and an automatically generated data. 
Data between events prior to the temporal window (e. g., 
before the x-time point 802 of FIG. 8) may be coalesced. In 
addition, data between events after the temporal window may 
be captured (e.g., as illustrated by the lighter lines after the 
x-point 802 in FIG. 8). The coalescing data between events 
prior to the temporal window may be determined by a set of 
overlapping operations to a data set, wherein certain opera 
tions have non-overlapping sectors which are not coalesced 
(e.g., the non-overlapping sectors 808 may not be coalesced). 
Although the present embodiments have been described 

with reference to speci?c example embodiments, it will be 
evident that various modi?cations and changes may be made 
to these embodiments without departing from the broader 
spirit and scope of the various embodiments. For example, the 
various devices, modules, analyZers, generators, etc. 
described herein may be enabled and operated using hard 
ware circuitry (e.g., CMOS based logic circuitry), ?rmware, 
software and/ or any combination of hardware, ?rmware, and/ 
or software (e.g., embodied in a machine readable medium). 

For example, the client device 100, the storage module 102, 
the virtualiZation module 104, the recovery module 106, the 
events module 108, the network module 1 00, the instantiation 
module 200, the export module 204, the pausing module 206, 
the iSCSl module 214, the ?ber channel module 224, the 
continuous data protection module 300, the delayed roll for 
ward module 302, the delayed roll backward module 304, the 
coalescing module 306, and/ or the event detector module 408 
may be enabled using transistors, logic gates, and electrical 
circuits (e.g., application speci?c integrated ASIC circuitry) 
using a client device circuit, a storage module circuit, a vir 
tualization circuit, a recovery circuit, an events circuit, a 
network circuit, an instantiation circuit, an export circuit, a 
pausing circuit, an iSCSI circuit, a ?ber channel circuit, a 
continuous data protection circuit, a delayed roll forward 
circuit, a delayed roll backward circuit, a coalescing circuit, 
and/or an event detector circuit. 

In addition, it will be appreciated that the various opera 
tions, processes, and methods disclosed herein may be 
embodied in a machine-readable medium and/or a machine 
accessible medium compatible with a processing system 
(e. g., a computer system), and may be performed in any order. 
Accordingly, the speci?cation and drawings are to be 
regarded in an illustrative rather than a restrictive sense. 
The invention claimed is: 
1. A method, comprising: 
forming a data view around a recovery point using a pro 

cessor; 
shifting the data view around the recovery point through a 

direction-agnostic roll algorithm that uses at least one of 
a roll-forward algorithm to shift the data view to a time 
after the recovery point and a roll-backward algorithm to 
shift the data view to a time before the recovery point, 
and wherein the data view is speci?c to a volume object 
in a kernel that imitates another volume having an origi 
nal data, and wherein the data view is managed by a 
kernel space that processes an access request through at 
least one table using a meta-data created in a retention 

10%; 
determining that a data integrity is consistent at the recov 

ery point by examining data and meta-data associated 
with the recovery point; 

associating the recovery point with at least one of an auto 
matically generated event, a user de?nable event, and a 
prepackaged event; 

generating a marking data at the recovery point to enable 
the direction-agnostic roll algorithm to operate and to 
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reduce a recovery time objective When an algorithm is 
applied, Wherein data adjacent to the recovery point is 
maintained in a log data structure that is stored in a ?le 
system as a multitude of ?les; 

coalescing data around the recovery point and other deter 
minable recovery points at a threshold interval to reduce 
storage requirements; and 

retaining differing quantities of data around the recovery 
point based on a programmatic methodology that con 
siders space utiliZation and a data consistency associated 
With the time after the recovery point and the time before 
the recovery point. 

2. A system, comprising: 
a processor; 

a physical memory; 
a virtualiZation module to form a data vieW around a recov 

ery point using the processor and the physical memory, 
Wherein the data vieW is speci?c to a volume object in a 
kernel that imitates another volume having an original 
data, and Wherein the data vieW is managed by a kernel 
space that processes an access request through at least 
one table using a meta-data created in a retention log; 

at least one of a delayed roll forWard module and a delayed 
roll back module, Wherein the delayed roll forWard mod 
ule shifts the data vieW to a time after the recovery point 
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and the delayed roll back module shifts the data vieW to 
a time before the recovery point, Wherein the virtualiZa 
tion module determines that a data integrity is consistent 
at the recovery point by examining data and meta-data 
associated With the recovery point; 

an event module to associate the recovery point With at 
least one of an automatically generated event, a user 
de?nable event, and a prepackaged event; 

an event detector module to generate a marking data at the 
recovery point to enable a direction-agnostic roll algo 
rithm to operate and to reduce a recovery time objective 
When the direction-agnostic roll algorithm is applied; 

a log data structure to maintain a data adjacent to the 
recovery point, Wherein the log data structure is stored in 
a ?le system as a multitude of ?les; and 

a coalescing module to coalesce data around the recovery 
point and other determinable recovery points at a thresh 
old interval to reduce storage requirements, and retain 
differing quantities of data around the recovery point 
based on a programmatic methodology that considers 
space utiliZation and a data consistency associated With 
the time after the recovery point and the time before the 
recovery point. 


