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(57) ABSTRACT 

There is disclosed a method and system for preparing a docu 
ment to be read by a text-to-speech reader. The method can 
include identifying tWo or more voice types available to the 
text-to-speech reader, identifying the text elements Within the 
document, grouping related text elements together, and clas 
sifying the text elements according to voice types available to 
the text-to-speech reader. The method of grouping the related 
text elements together can include syntactic and intelligent 
clustering. The classi?cation of text elements can include 
performing latent semantic analysis on the text elements and 
characteristics of the available voice types. 
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METHOD AND APPARATUS FOR 
PREPARINGA DOCUMENT TO BE READ BY 

A TEXT-TO-SPEECH READER 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application claims the bene?t of United Kingdom 
Application number 0215123.1, ?led Jun. 28, 2002. 

BACKGROUND 

1. Field of the Invention 

This invention relates to a method and apparatus for pre 
paring a document to be read by a text-to-speech reader. In 
particular the invention relates to classifying the text elements 
in a document according to voice types of a text-to-speech 
reader. 

2. Description of the Related Art 

In a number of different areas, such as voice access to the 

Internet, ‘reading’ textual information for the blind, and cre 
ating audio versions of neWspapers, there is a signi?cant 
problem in ensuring that appropriate attention can be draWn 
to the sections in a given document and the information they 
contain. One important attentional cue under such circum 
stances is a change of voice, for instance from male to female 
voice. In auditory terms, this has the effect of highlighting 
that something has changed in the informational content. 

Machine-readable documents are a mixture of both mark 

up tags, paragraph markers, page breakers, lists and the text 
itself. The text may further use tags or punctuation marks to 
provide ?ne detailed structure of emphasis, for instance, quo 
tation marks and brackets or changing character Weight to 
bold or italic. Furthermore, VoiceXML tags in a document 
describe hoW a spoken version should render the structural 
and informational content. 

One example of such voice-type sWitching Would be a 
VoiceXML home page With multiple WindoWs and sections. 
Each WindoW or section line or section of a dialogue may be 
explicitly identi?ed as belonging to a speci?c voice. 

A problem With VoiceXML pages is that the VoiceXML 
tags need to be inserted into a document by the document 
designer. 

Previously, methods have highlighted grouping content 
together to drive voice-type selection on the basis of docu 
ment structure alone. In this Way, tables for example can be 
read out intelligently. HoWever, such systems do not supple 
ment this structuring With thematic information to complete 
the groupings or the better to select appropriate voice char 
acteristics for output. 

SUMMARY OF THE INVENTION 

According to a ?rst aspect of the present invention there is 
provided a method for preparing a document to be read by a 
text-to-speech reader. The method can include: identifying 
tWo or more voice types available to the text-to-speech reader; 
identifying the text elements Within the document; grouping 
similar text elements together; and classifying the text ele 
ments according to voice types available to the text-to-speech 
reader. 
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2 
Such a solution alloWs for the automatic population of a 

document With voice tags thereby voice enabling the docu 
ment. 

BRIEF DESCRIPTION OF THE DRAWINGS 

Embodiments of the invention Will noW be described, by 
means of example only, With reference to the accompanying 
draWings in Which: 

FIG. 1 is a schematic diagram of a source document; a 
document processor; a voice type characteristic table; and a 
speech generation unit used in the present embodiment; 

FIG. 2 is a schematic diagram of a source document; 
FIG. 3 is an example table of voice type characteristics; 
FIG. 4 is a How diagram of the steps in the document 

processor; 
FIG. 5 is an example table of hoW the source document is 

classi?ed; and 
FIG. 6 is an example of the source document With inserted 

voice tags. 

DETAILED DESCRIPTION OF THE INVENTION 

Referring to FIG. 1 there is shoWn a schematic diagram of 
a source document 12; a document processor 14; a voice type 
characteristic table 16; a voice tagged document 18; and a 
speech generator 20 used to deliver the ?nal speech output 22. 
The source document 12 and voice type characteristics table 
16 are input into the document processor 14. The document 
12 is processed and a voice tagged document 18 is output. The 
speech generator 20 receives the voice tagged document 18 
and performs text-to-speech under the control of the voice 
tags embedded in the document. 

Referring to FIG. 2, the example source document 12 is a 
personal home page 24 comprising three different types of 
WindoWs. The ?rst and last WindoWs are adverts 26A and 
26B, the second WindoW is a neWs WindoW 28 and the third 
WindoW is an email inbox WindoW 30. The adverts 26A and 
26B in this example are both for a product called Nuts. 

Referring to FIG. 3, the voice type characteristic table 16 
comprises a column for the voice type identi?er 32 and a 
column for the voice type characteristics 34. In this example 
voice type 1 is a neutral, authoritative, formal voice like a 
neWs reader’s; voice type 2 is an informal voice Which is 
friendlier than voice 1; voice type 3 is an enthusiastic voice 
suitable for advertisements; voice 4 is a particular voice 
belonging to a personality, in this case the politician quoted in 
the neWs item of the neWs WindoW. 

Referring to FIG. 4, a How diagram of the steps in the 
document processor is shoWn. Step 402 identi?es all the text 
elements Within the source document 12. Step 404 groups 
similar text elements together. Step 406 classi?es the grouped 
text elements against the voice type characteristics 34. Step 
408 marks up the classi?ed grouped text elements Within the 
source document 12 With voice type identi?ers 32. It is this 
marked-up source document 18 that is passed on to the speech 
generator. 

Referring to step 402, the identi?cation of all the text 
elements is performed by a structural parser (not shoWn). The 
structural parser is responsible for establishing Which sec 
tions of the text belong in separate gross sections. It subdi 
vides the complete text into generic sections: this Would be 
analogous to chapters or sections in a book or in this case the 
separate WindoWs or frames in the document. Gross structural 
subdivisions such as the frames are marked With sequenced 
tags <s1> . . . <sN>. Next, individual paragraphs are marked 

With sequenced tags <p1> . . . <pN>. Next, individual text 
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elements Within the paragraph are marked With sequential 
tags <tl > . . . <tN>. Individual elements include explicit 

quotations keyed of the orthographic convention of using 
quotation marks. Also included is a de?nition keyed off the 
typographical convention of italiciZing or otherWise chang 
ing character properties for a run of more than a single Word. 
Further included may be a list keyed by the appropriate mark 
up convention, for instance, <ol> . . . </ol> in HTML With 
each list item marked With <li>. 

The structural parser creates a hierarchical tree shoWing the 
text elements and gross sections. In essence, the structural 
parser simply collates all of the information available from 
the existing mark-up tags, document structure and document 
orthography. 

Referring to step 404, the grouping of similar text items 
together is performed by a thematic parser (not shoWn) that 
identi?es Which of these sections actually belongs together. In 
the preferred embodiment the thematic parser initially per 
forms a syntactic parse and secondly uses text-mining tech 
niques to group the text elements. In other embodiments step 
404 may be performed by either of syntactic parse or text 
mining. Based on the results of the text mining and syntactic 
parses, thematic groupings can be made to shoW Which text 
elements belong to the same topic. In the example given, the 
tWo advert frames 26A and 26B need to be linked as they are 
for the same product or service. If they Were for different 
products or services the same voice type may be used but 
could be altered to distinguish the tWo adverts. Alternatively 
a different voice could be used. 

The inclusion of some degree of syntactic parsing at least 
for grouping of themes Works less ef?ciently across broader 
text ranges such as non-sequential paragraphs than it does in 
the same paragraph. HoWever, it Would provide a useful indi 
cation of Where tWo non-sequential text elements are related. 
Take a possible quotation reported in a neWs broadcast: 

“Our commitment to the people of this area,” the politician 
announced, “has increased in real terms over the last year”. 

The structural parser Would have identi?ed (based on the 
opening and closing quotation marks) tWo text elements: 
“Our commitment to the people of this area,” and “has 
increased in real terms over the last year”. Clearly, hoWever, 
the latter is simply a continuation of the former, and the tWo 
text elements should be treated as dependent. A syntactic 
parse links these tWo text elements to be treated as single text 
element in the remainder of the embodiment. Similarly text 
elements Within sentences Without embedded quotations are 
linked and treated as one. Sentences Within a paragraph are 
similarly linked and treated as one unit. 
The text mining grouping Works more ef?ciently across 

broader text ranges and, in this embodiment, groups the text 
elements according to themes found Within the text elements. 
In another embodiment the themes could be a prede?ned 
group list such as: adverts, emails, neWs, and personal. 
Clearly the pre-de?ned group list is unlimited. Furthermore, 
text mining grouping Works best With larger sets of Words so 
is best performed after the structural parse. 

The result of the thematic parse is to identify sections of 
text that belong together, Whether they are adjacent or distrib 
uted across a document. Each text element from the hierar 
chical tree is noW in a group of similar text elements as shoWn 
in FIG. 5. 

The set of text elements is input into a clustering program. 
Altering the composition of the input set of text elements Will 
almost certainly alter the nature and content of the clusters. 
The clustering program groups the documents in clusters 
according to the topics that the document covers. The clusters 
are characterised by a set of Words, Which can be in the form 
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4 
of several Word-pairs. In general, at least one of the Word 
pairs is present in each document comprising the cluster. 
These sets of Words constitute a primary level of grouping. 

In the described embodiment, the clustering program used 
is IBM Intelligent Miner for Text provided by International 
Business Machines Corporation. This is a text-mining tool 
that takes a collection of text elements in a document and 
organizes them into a tree-based structure, or taxonomy, 
based on a similarity betWeen meanings of text elements. 
The starting point for the IBM Intelligent Miner for Text 

program are clusters Which include only one text element and 
these are referred to as “singletons”. The program then tries to 
merge singletons into larger clusters, then to merge those 
clusters into even larger clusters, and so on. The ideal out 
come When clustering is complete is to have as feW remaining 
singletons as possible. 

If a tree-based structure is considered, each branch of the 
tree can be thought of as a cluster. At the top of the tree is the 
biggest cluster, containing all the text-elements. This is sub 
divided into smaller clusters, and these into still smaller clus 
ters, until the smallest branches that contain only one text 
element (or effective text element). Typically, the clusters at a 
given level do not overlap, so that each text element appears 
only once, under only one branch. 
The concept of similarity of text elements requires a simi 

larity measure. A simple method Would be to consider the 
frequency of single Words, and to base similarity on the close 
ness of this pro?le betWeen documents. HoWever, this Would 
be noisy and imprecise due to lexical ambiguity and syn 
onyms. The method used in IBM’s Intelligent Miner for Text 
program is to ?nd lexical a?inities Within the text element. In 
other Words, correlations of pairs of Words appearing fre 
quently Within short distances throughout the document. 
A similarity measure is then based on these lexical af?ni 

ties. Identi?ed pairs of terms for a text element are collected 
in term sets, these sets are compared to each other and the 
term set of a cluster is a merge of the term sets of its sub 
clusters. 

Other forms of extraction of keyWords can be used in place 
of IBM’s Intelligent Miner for Text program. The aim is to 
obtain a plurality of sets of Words that characterise the con 
cepts represented by the text elements. 

Referring to step 406, the classifying of the grouped text 
elements against voice types is performed by a pragmatic 
parser (not shoWn). The pragmatic parser matches each group 
of text elements to a voice type characterisation using a text 
comparison method. In the preferred embodiment this 
method is Latent Semantic Analysis (LSA) again performed 
by IBM Intelligent Miner for Text. With LSA each existing 
group of text elements is classi?ed using the voice types as 
categories. Having keyWords in the voice type characterisa 
tion 34 helps this process. 

In the preferred embodiment keyWords for the type of text 
element grouping are used. For instance, putting the Words 
“neWs reader, neWs item, neWs article” in the voice type 
classi?cation 34 for voice type 1 helps the classifying process 
match neWs articles against voice type 1 Which is suitable for 
reading neWs articles. Other types Would include adverts, 
email, personal column, revieWs, and schedules. These key 
Words are placed in the voice type characterisation 34 for the 
particular voice that the Words refer to. 

In another embodiment the pragmatic parser Will look for 
intention in the text element groups and intentional Words are 
placed in the voice type characterisation 34. For instance, 
voice one is characterised as neutral, authoritative and formal, 
the LSA Will match the text element grouping that best ?ts 
this characterisation. 
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Voice type 5 is a special case of the type of text element 
grouping. Voice type 5 impersonates a particular politician 
and the politician’ s name is in the voice type characterisation 
34. The thematic parser Will pick up if a particular person says 
the quotations and the pragmatic parser Will match the voice 
to the quotation. 

Latent Semantic Analysis (LSA) is a fully automatic math 
ematical/ statistical technique for extracting relations of 
expected contextual usage of Words in passages of text. This 
process is used in the preferred embodiment. Other forms of 
Latent Semantic Indexing or automatic Word meaning com 
parisons could be used. 
LSA used in the pragmatic parser has tWo inputs. The ?rst 

input is a group of text elements. The second input is the voice 
type characterisations. The pragmatic parser has an output 
that provides an indication of the correlation betWeen the 
groups of text elements and the voice type characterisations. 

Although a reader does not need to understand the internal 
process of LSA in order to put the invention into practice, for 
the sake of completeness a brief overvieW of the LSA process 
Within the automated system is given. 

The text elements of the document form the columns of a 
matrix. Each cell in the matrix contains the frequency With 
Which a Word of its roW appears in the text element. The cell 
entries are subjected to a preliminary transformation in Which 
each cell frequency is Weighted by a function that expresses 
both the Word’s importance in the particular passage and the 
degree to Which the Word type carries information in the 
domain of discourse in general. 

The LSA applies singular value decomposition (SVD) to 
the matrix. This is a general form of factor analysis that 
condenses the very large matrix of Word-by-context data into 
a much smaller (but still typically 100-500) dimensional rep 
resentation. In SVD, a rectangular matrix is decomposed into 
the product of three other matrices. One component matrix 
describes the original roW entities as vectors of derived 
orthogonal factor values, another describes the original col 
umn entities in the same Way, and the third is a diagonal 
matrix containing scaling values such that When the three 
components are matrix-multiplied, the original matrix is 
reconstructed. Any matrix can be so decomposed perfectly, 
using no more factors than the smallest dimension of the 
original matrix. 

Each Word has a vector based on the values of the roW in the 
matrix reduced by SVD for that Word. TWo Words can be 
compared by measuring the cosine of the angle betWeen the 
vectors of the tWo Words in a pre-constructed multidimen 
sional semantic space. Similarly, tWo text elements each con 
taining a plurality of Words can be compared. Each text ele 
ment has a vector produced by summing the vectors of the 
individual Words in the passage. 

In this case the text elements are a set of Words from the 
source document. The similarity betWeen resulting vectors 
for text elements, as measured by the cosine of their contained 
angle, has been shoWn to closely mimic human judgments of 
meaning similarity. The measurement of the cosine of the 
contained angle provides a value for each comparison of a text 
element With a source text. 

In the pragmatic parser a set of voice type characterisation 
Words and a group of text elements are input into an LSA 
program. For example, the set of Words “neutral, authorita 
tive, formal” and the Words of a particular text element group 
are input. The program outputs a value of correlation betWeen 
the set of Words and the text element group. This is repeated 
for each set of voice characterisations and for each text ele 
ment group text in a one to one mapping until a set of values 
is obtained. 
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6 
Referring to FIG. 5, the grouping of the text elements after 

processing is shoWn folloWed by the classi?cation. The ?rst 
grouping is the neWs narrative in the Local NeWs WindoW 28 
Which is classi?ed With voice type 1. The next grouping is the 
statements by the politician classi?ed by voice type 4. The 
next grouping is the statement made by the opposition for 
Which there is no set voice and voice type 1* is used. In this 
case the nearest voice is matched and marked With a ‘*’ to 
indicate that a modi?cation to the voice output should be 
made When reading to distinguish it from nearest voice. 

Modi?cation Would be effected as folloWs. For a full TTS 
system for speech output, the prosodic parameters relating to 
segmental and supra-segmental duration, pitch and intensity 
Would be varied. If the mean pitch is varied beyond half an 
octave then distortion may occur so normalization of the 
voice signal Would be effected. For pre-recorded audio out 
put, the source characteristics of, for instance, Linear Predic 
tive Coding (LPC) analysis Would be modi?ed in respect of 
pitch only, limited to mean pitch value differences of a third 
an octave. 

The next grouping is the text in the Email Inbox WindoW 30 
and voice type 2 is assigned. The last grouping is the adverts 
26A, 26B and voice type 3 is assigned to both adverts Which 
are treated as one text element. 

Referring to FIG. 6, the voice tags are shoW betWeen ‘<’ ‘>’ 
symbols. The adverts both have <voice3> tags preceding 
them. The email WindoW has a <voice2> tag preceding the 
text. The Local NeWs WindoW has a mixture of <voice1>, 
<voice1*> and <voice4> tags. 
What is claimed is: 
1. A method for automatically marking a document to be 

read by a text-to-speech reader With voice type identi?ers, 
said method comprising: 

identifying tWo or more voice types available to the text 
to-speech reader, each voice type having a correspond 
ing voice type identi?er; 

identifying text elements Within the document, Wherein 
identifying text elements comprises marking gross 
structural subdivisions of text With a ?rst set of 
sequenced tags, marking individual paragraphs of the 
text With a second set of sequenced tags, and marking 
text elements With a third set of sequenced tags to gen 
erate a hierarchical tree identifying the text elements; 

grouping similar text elements together, Wherein the step of 
grouping comprises generating one or more clusters 
according to each identi?able topic of the document, 
syntactically parsing the document and subsequently 
performing text mining to determine Which text ele 
ments in the document are similar, Wherein similarity is 
based upon lexical a?inities among the text elements; 

classifying the grouped text elements according to voice 
types available to the text-to-speech reader; and 

marking the classi?ed grouped text elements Within the 
document With corresponding voice type identi?ers. 

2. The method as claimed in claim 1, Wherein the step of 
identifying text elements comprises breaking doWn the docu 
ment into elements and separating out the text elements. 

3. The method as claimed in claim 1, Wherein the step of 
grouping similar text elements together comprises parsing for 
structural features of the text elements. 

4. The method as claimed in claim 3, Wherein the structural 
features of the text elements include at least one of the posi 
tion of the text element in the document, the syntax of the text 
element, and text features Within the text element. 

5. The method as claimed in claim 3, Wherein the step of 
grouping similar text elements further comprises parsing for 
thematic features of the text elements. 
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6. The method as claimed in claim 1, wherein the step of 8. The method as claimed in claim 6, Wherein the step of 
classlfylng the text elements accordlng to the avallable V0106 classifying the text elements according to the characteristics 
types Compnses ?ndmg the bes? match betweén the grouped of the available Voice types comprises identifying similar 
text elements and the characteristics of the Voice types. - - - - - 

1ntent1ons Within the text elements and Voice types. 
7. The method as claimed in claim 6, Wherein the step of 5 

classifying the text elements according to the characteristics 
of the available Voice types comprises identifying similar 
themes Within the text elements and Voice types. * * * * * 


