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REAL COMPOSITE OBJECTS FOR 
PROVIDING HIGH AVAILABILITY OF 

RESOURCES ON NETWORKED SYSTEMS 

REFERENCED APPLICATIONS 

This application claims bene?t of priority to a US. Provi 
sional Application having Ser. No. 60/334,349, ?led Nov. 30, 
2001, entitled “Rapid Recovery Events, Virtual Composite 
Objects, And Enable/DisableAttributes For Simple and Com 
posite Resources For Use InA HighAvailability Framework,” 
naming Colrain et. al as inventors; and to US. Provisional 
Application having Ser. No. 60/426,587, ?led Nov. 15, 2002, 
entitled “Virtual Composite Objects for Providing High 
Availability of Resources on Networked Systems”. The 
aforementioned priority applications are hereby incorporated 
by reference. 

FIELD OF THE INVENTION 

The present invention relates to resource management of 
networked systems. In particular, the present invention relates 
to a real composite object for managing a networked system. 

BACKGROUND OF THE INVENTION 

In a cluster of nodes, availability of resources is an impor 
tant consideration. As a result, some of the resources in the 
cluster are made redundantly available in order to increase the 
reliability and availability of the cluster. When one node or 
resource fails, a mechanism typically exists to enable the use 
of a similar resource on another one of the nodes. 

Current systems stack the resources of a node. In a stack, 
resources develop dependencies on one another. Thus, a mid 
tier resource may have a dependency on a lower-tier resource, 
while an application or other top-level program may have a 
dependency on the lower-tiered resources. In the past, man 
aging the dependencies of the resources on the stack has been 
problematic when failure occurs. 
One solution has been to reconstruct the stack of a node 

where failure has occurred entirely on a different node. Even 
when only one resource has failed, the solution typically 
provided is to reconstruct the entire stack elsewhere. As a 
result, the failure of the resource on one node causes a delay 
in the system’s ability to provide redundant services for the 
node where failure occurred. The delay is often long enough 
to interrupt the quality and availability of the services being 
provided from the node cluster. 

Another solution that has been tried in the past is to use the 
framework to facilitate the switch-over between nodes when 
failure occurs. In this type of solution, the framework that 
interconnects the nodes of the cluster rebuilds the stack of a 
node where failure occurred. In such systems, the availability 
of the node cluster depends on the responsiveness of the 
framework, and the framework’s ability to reconstruct the 
stack of resources on a different node. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The present invention is illustrated by way of example, and 
not by way of limitation, in the ?gures of the accompanying 
drawings and in which like reference numerals refer to similar 
elements and in which: 

FIG. 1 describes a method for providing a service on a node 
cluster using a composite resource; 

FIG. 2 illustrates a basic system for establishing and using 
a real composite resource on a cluster of nodes; 
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2 
FIG. 3 illustrates another basic system for establishing and 

using a virtual composite resource on a cluster of nodes; 
FIG. 4 illustrates a method for managing a plurality of 

members of a composite resource based on service level; 
FIG. 5 illustrates a system that is con?gured to immedi 

ately detect events of interest; 
FIG. 6 illustrates a basic technique for managing a com 

posite resource when a member fails; 
FIG. 7 illustrates another technique for using the composite 

resource after a node is disabled; and 
FIG. 8 is a block diagram that illustrates a computer system 

upon which an embodiment of the invention may be imple 
mented. 

DETAILED DESCRIPTION OF THE INVENTION 

A method and apparatus for providing high availability of 
resources on networked systems is described. In the follow 
ing description, for the purposes of explanation, numerous 
speci?c details are set forth in order to provide a thorough 
understanding of the present invention. It will be apparent, 
however, that the present invention may be practiced without 
these speci?c details. In other instances, well-known struc 
tures and devices are shown in block diagram form in order to 
avoid unnecessarily obscuring the present invention. 

General Overview 

According to one embodiment, resources on a framework 
establish a composite resource that includes a plurality of 
members. Each of the members is capable of providing a 
comparable service. The framework agents monitor a state of 
each member in the composite resource. A component 
requests the service using resources such as the network IP 
address and listeners. Resources, such as network listeners, 
arrange for the service to be provided to the component by 
one or more members of the composite resource. When the 
particular member ceases to be active, the service is automati 
cally provided to the component by other members of the 
composite resource. A state of the composite resource is 
maintained independently of the state of each member in the 
composite resource. 

According to another embodiment, components are man 
aged on a framework by establishing a composite resource 
that includes multiple members on a cluster of nodes. Each 
member is operable to provide a comparable service. A set of 
distributed logic resides on the cluster, and on the nodes. The 
logic is executable on the by the framework agents. The logic 
may be con?gured so that it continues to function upon failure 
of any one node in the plurality of nodes. Information is 
collected about a state of each member using the logic. A 
service level is determined for the service from the state of 
each of the members. The set of distributed logic arranges for 
the service to be provided to a requesting component by one 
or more of the members, until the level of the service corre 
sponds with the service being unavailable. 

In one embodiment, the distributed logic enables each of 
the members of the composite resource to perform actions for 
starting that member, stopping that member, or checking a 
status of the composite resource. Other actions that may be 
performed by the distributed logic include actions relating to 
a status of the member being one of enabled or disabled. 

In another embodiment, events of interest are proactively 
provided to a high availability framework. In a framework in 
which a plurality of components are executing, the compo 
nents are periodically polled to detect occurrence of the event 
of interest. A monitor is also established for one or more of the 
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components. After a component causes the event of interest to 
occur, the monitor proactively communicates the event of 
interest to the framework without waiting for the framework 
to poll the ?rst component. 

In another embodiment, components are managed within a 
framework by establishing a composite resource from mem 
bers residing on different nodes. Each of the members are 
capable of providing a comparable service. A message may 
be received by the framework to disable a member on any in 
the plurality of nodes. In response to receiving the message, 
that member is no longer available as a candidate for the 
composite resource. The member being unavailable may cor 
respond to that member being off-line. 

Terminology 

A “composite resource” is a composition of a plurality of 
members that provide a common service. The service may 
correspond to one of many functions performed by a member. 
A “homogeneous” composite resource corresponds to a com 
posite resource having nearly identical members, either by 
function or structure. Alternatively, a composite resource may 
have “heterogeneous” attributes, where differences exist in 
the function or structure of the members. Therefore, the ser 
vice provided by each member of the composite resource 
need not be identical, or even equivalent. 
A “member” is a resource on a node of a networked system 

that can be used to perform some function or service de?ned 
by the composite resource. Examples of members include 
applications, instances of applications, and other resources to 
enable and facilitate internal and external communications on 
a node. 

As used herein, a “framework” refers to software or other 
logic for minimiZing the delay experienced by the recipients 
of services provided by components within a system when 
those components fail. A framework may be distributed so as 
to be shared by multiple nodes at different locations. 

The expression “substantially equivalent” means that one 
comparison point (quantity, function, or result) is the same or 
slightly deviated from another comparison point. Two 
resources are said to be substantially equivalent if the func 
tions performed by the respective resources have a 90% cor 
relation with one another. 

Throughout this application, the terms “?rst”, “second”, 
and “third” are used as identi?ers to distinguish one item from 
another. When these terms are used as identi?ers for items, 
the terms do not refer to a timing sequence. For example, the 
terms a “?rst component” is meant to be a component that is 
different than “a second component”, but not necessarily a 
component that is ?rst-in-time relative to the second compo 
nent. As another example, a ?rst member may correspond to 
a member that is active, and a second member may corre 
spond to a member that is a spare to one or more other active 
members. 

Method for Using a Composite Resource to Provide 
a Service 

In FIG. 1, a method is described for providing a service on 
a node cluster using a composite resource. The node cluster 
may be a part of a networked system that includes other 
devices and components. In one embodiment, the composite 
resource is formed by members that reside on the cluster of 
nodes. An example of a system that includes a composite 
resource on a cluster of nodes is provided with FIGS. 2 and 3. 

In step 110, the composite resource is established from 
members that reside on the cluster of nodes. The members 
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4 
may be associated with one another so that each member 
provides a comparable service to a component that requests 
the service. The members may be interchangeable so that the 
comparable service may be provided by any of the plurality of 
members. The structure and functionality of the member is 
determined by the service being provided by the composite 
resource. For example, a database application service may 
have a composite resource that is formed by members that are 
instances of a database application. 

In an embodiment, a service provided by a composite 
resource has the image of a single system. As a result, the 
complexity required to provide the service is hidden from a 
client, user or other entity requesting the service. The service 
allows the requesting entity to bene?t from redundant parts 
being set up on the node cluster. The member that provides the 
service may be switched to another members in the composite 
resource transparently, even though the members may reside 
on different nodes. 
The composite resource also enables the members to be 

more effectively managed when the members are providing 
functionality of the service. For example, the composite 
resource may be used to plan maintenance on a cluster of 
nodes, without having to individually schedule members of 
the composite resource. Thus, when one member or mem 
ber’s node is taken down for maintenance, the service pro 
vided from that node is transparently and automatically pro 
vided from another member residing on another node. 
A composite resource may be established to provide vari 

ous types of services. Examples of service types include a 
database service, a functional service, a data-dependent ser 
vice, and a pre-connect service. The database service may 
correspond to functions performed by execution of an 
instance of a database server. Functional services may refer to 
speci?c functions that are grouped together when database 
applications are executed. Data-dependent services refer to 
processes that route sessions to services and resources. A 
particular session may declare use of a particular resource, 
and the data-dependent services rout the session to the loca 
tion where it can receive the service. The pre-connect services 
correspond to applications or other resources that support 
other services in the event of failure. 

According to one embodiment, a user provides the instruc 
tions and/ or data required to establish the composite resource. 
The formation of the composite resource may be based on the 
service desired by the user. For example, the user may enter a 
list of instances that correspond to preferred locations where 
the service is to be received. The user may also specify addi 
tional instances at other locations where the service is to be 
provided as support. In the example, the composite resource 
is formed by the instances of the components used to provide 
the service, so that each instance is a member of the composite 
resource. 

In step 120, the service is provided to a requesting compo 
nent from one of the members in the composite resource. The 
requesting component may be a client terminal that is external 
to the nodes where the members reside. Alternatively, the 
requesting component may reside on one of the nodes, and 
require the service in order to execute. Accordingly, one 
embodiment provides that the selection of the member that is 
to provide the comparable resource may be based on the 
location of the requesting component. The location may be 
transparent to the mid-tier application or to the client termi 
nal. 

In step 13 0, the member providing the service is detected as 
becoming unable to provide the service. This may correspond 
to various situations. The member may fail when its node 
fails. Alternatively, the member may fail by itself, while the 
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node remains operational. As another example, both the node 
and the member may be stopped for planned maintenance. 

In step 140, the composite resource re-evaluates itself to 
determine its status and the status of its members. The deter 
mination may include determining whether another member 
of the composite resource is available to provide the service. 
Therefore, in one embodiment, this determination requires 
that at least one other member forming the composite 
resource is identi?ed as being active or operational. In addi 
tion, a determination may be made as to whether the other 
member is available or otherwise capable of providing the 
service. 

As an alternative, step 140 may determine whether a speci 
?ed cardinality of the composite resource is satis?ed once the 
member that was providing the service fails. While one com 
mon case assumes that the cardinality of a member on the 

cluster of nodes is “one”, other embodiments may specify a 
higher cardinality. For example, the cardinality may be 
“three”, in which case three members of the composite 
resource must be alive for the composite resource to be con 
sidered alive. 

If the determination in step 140 is that another member 
forming the composite resource is able to provide the service, 
then step 150 provides that the requesting component 
receives the service from that member. In one embodiment, 
transition of the service being provided to one user will con 
tinue from a new location that is transparent to the user. The 
user may receive an interruption of services before the trans 
fer of services to one or more other members offering the 
service. Alternatively, when the member providing the ser 
vice fails, the service is transferred amongst other active 
members so that the user receives continuous service. In such 
an embodiment, the members of the composite resource may 
be homogeneous in nature. As a result, the service provided to 
the requesting component is not interrupted. In addition, 
other components on the node where the service is being 
provided may also depend on the service. The performance of 
these components is not noticeable affected when the transi 
tion is made from one member to another. Thus, embodiments 
such as described in FIG. 1 enable the service to be provided 
continuously, without delay when a transition is made 
between the members of the composite resource. 

In the instance where the composite resource is formed 
from heterogeneous members, the service provided by each 
member may be different in quality or nature. But the com 
mon functionality that de?nes the service of the composite 
resource is provided continuously, and to the extent possible, 
provided transparently. 

If the determination in step 140 is that no other member 
forming the composite resource is able to provide the service, 
then in step 160, the service provided by the composite 
resource is stopped. In one embodiment, the composite 
resource is only made available if a certain number or desig 
nated few members are able to restart. 

System for Using a Composite Resource 

FIG. 2 illustrates a basic system for establishing and using 
a real composite resource on a cluster of nodes. The compos 
ite resource provides a service for other components, which 
may reside either internally or externally to the node cluster. 
In an embodiment such as described with FIG. 2, the com 
posite resource is said to be “real” in that the composite 
resource has a physical dependence on at least one of the 
nodes in the cluster. Other embodiments, such as described 
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6 
with FIG. 3, provide for a composite resource that is “virtual”, 
in that the composite resource has no physical dependence on 
any individual node. 

In an embodiment, a system 200 includes a ?rst node 210, 
a second node 220, and a third node 230. The ?rst node 210 
includes a ?rst resource 212, a ?rst member 214, and a ?rst 
component 216. The second node 220 includes a second 
resource 222, a second member 224, and a second component 
226. Likewise, third node 230 includes a third resource 232, 
a third member 234, and a third component 236. The ?rst 
member 214, second member 224, and third member 234 
may be established to form a real composite resource 240. 

In an embodiment, the system 200 includes a ?rst node 
210, a second node 220, and a third node 230. The ?rst node 
210 includes a ?rst resource 212, a ?rst member 214, and a 
?rst component 216. The second node 220 includes a second 
resource 222, a second member 24, and a second component 
226. Likewise, third node 230 includes a third resource 232, 
a third member 234, and a third component 236. The ?rst 
member 214, second member 224, and third member 234 
may be established to form a real composite resource 240. 

A framework 260 exists on each of the ?rst node 210, 
second node 220, and third node 230. While framework 260 
is illustrated as being in the form of partitions residing on 
different nodes, one embodiment provides that the framework 
260 may form a single logical entity that exists on all of the 
nodes. The framework 260 may exist on each node in the form 
of framework agents 266, which perform the functions on 
behalf of the resources at the local nodes. The framework 260 
may include functionality to restack applications and 
resources of failed nodes on other nodes. In an embodiment, 
the framework 260 executes code to establish the composite 
resource 240 and to provide services to other components. A 
registry 262 may be used by framework 260 and/or coordi 
nator 250 to store state information about the members of the 
composite resource 240. This state information may indicate 
whether a member of the composite resource 240 is active or 
non-active. The registry 262 may be part of the framework 
260, or alternatively, the registry may reside external to the 
framework. 

Real Composite Resource 

In a system such as described in FIG. 2, the composite 
resource 240 is considered to be “real” because the composite 
resource is viewed by the framework 260 as directly operating 
and being dependent on one of the nodes in the system. The 
particular node that the framework 260 views as the location 
of composite resource 240 is arbitrary, and may change sev 
eral times over the course of the composite resource 240 
being in operation. Thus, the nodes 210, 220 and 230 are 
equal in that either one of those nodes may be viewed as 
containing the composite resource 240 at a particular 
moment. 

In FIG. 2, the manner in which the composite resource 240 
is viewed as having a presence on one of the nodes is illus 
trated by a coordinator 250. In one embodiment, coordinator 
250 is actually code that executes on the framework 260 in 
order to evaluate the composite resource 240. The composite 
resource 240 may actually be a representation of framework 
agents and resources that are distributed amongst all of the 
nodes. But when the framework 260 executes instructions 
corresponding to functions that are to be performed by the 
composite resource 240, the functions (as well as the com 
posite resource 240) are viewed as being performed on one 
node. 
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Thus, the “real” composite resource 240 is node-indepen 
dent, and the particular node that the composite resource is 
dependent on may be arbitrarily determined and subject to 
change. If at a particular time, the node viewed as where the 
composite resource 240 resides fails, the composite resource 
is restarted transparently on another node. The members of 
the composite resource 240 may remain in operation to func 
tion outside of the composite resource 240 with no change to 
the service. The composite resource 240 is re-started and 
re-evaluated based on the members that are in operation. 

For purpose of this application, the coordinator 250 refers 
to framework resources, such as framework agents 266, 
which execute to perform the coordinating activities for all 
resources in the framework. As will be described in greater 
detail below, these functions include starting members to 
provide the service, stopping members from providing the 
service, recovering the composite resource 240, and relocat 
ing particular composite resource jobs of a member that fails 
to the other members of the composite resource 240. When, 
for example, the member providing the service to component 
205 fails, the coordinating activities arrange for one (or more) 
of the other members to provide the same service to that 
component. 

In FIG. 2, the coordinator 250 is described as residing on 
one node to illustrate the point that the “real” composite 
resource 240 may be dependent on one of the nodes in the 
cluster where members of the composite resource 240 reside. 
The node of the coordinator 250 may be assumed to corre 
spond to the node where the composite resource 240 is 
viewed as residing by the framework 260. As mentioned, the 
particular node where the composite resource 240 is viewed 
as residing on is randomly selected and subject to change. 
Accordingly, the position of the coordinator 250 should not 
be viewed as an indication that one node is more important 
than another node. 
One reason why the framework 260 may treat the compos 

ite resource 240 as having a physical presence on one of the 
nodes is the framework’s own existing limitations. These 
limitations may preclude the framework 260, in some 
instances, from dis-associating the functions performed by 
the composite resource 240 from anyone particular node. 
Thus, an embodiment described by FIG. 2, illustrating the 
coordinator 250 as having a location on one node, accounts 
for such possible limitations of the framework 260. An 
embodiment such as shown by FIG. 2 is effective in continu 
ously providing the service of the composite resource 240 
provided that the particular node where the composite 
resource is viewed as residing at a particular instance by the 
framework 260 does not fail. If such failure occurs, the com 
posite resource 240 may have to be recovered. The process of 
recovery may include re-starting the composite resource 240, 
and re-evaluating the composite resource to determine a sta 
tus of its individual members. But in most cases, there are 
many nodes that provide members for the composite resource 
240. Since all of the nodes may be viewed as being where the 
composite resource 240 resides, the occurrence of one node 
failing and thus causing the composite resource 240 to stop is 
uncommon. 

The composite resource 240 accounts for the limitations of 
the framework 260 while providing many features to improve 
performance and usability of its members. For example, 
members operating within the composite resource 240 may 
provide automated framework operations and transparent 
load sharing topologies. Other services that may be provided 
as a result of the composite resource 240 include connection 
and runtime workload management for the many clients that 
can be serviced with the composite resource. The composite 
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8 
resource also facilitates providing additional capacity on 
demand. For example, the cardinality of the composite 
resource 240 may automatically be increased in response to 
certain preconditions on the amount of work being performed 
by the composite resource. The work that can be performed 
by the composite resource may also be commoditiZed. 

Coordinator 

As mentioned, the coordinator 250 represents framework 
resources and agents that perform coordination activities. In 
one embodiment, the coordinator 250 may also include 
resources of the members of the composite resource 240, 
which perform such coordination activities instead of or in 
addition to the framework resources. In one embodiment, the 
coordination activities include starting individual members 
of the composite resource 240, stopping the individual mem 
bers, and recovering individual members of the composite 
resource 240. The manner in which the composite resource is 
recovered may be according to a predetermined protocol that 
for example, re-starts the service of the composite resource 
240, and re-evaluates the status of the composite resource 
members. 

In one embodiment, the load management software 
arranges for a particular member of the composite resource 
240 to provide the service to an entity requesting the service. 
When the member providing the service ceases to provide the 
service(i.e. member or node failure), the coordinator 250 
arranges for another member in the composite resource 240 to 
provide the service to that entity. All active members of the 
composite share the workload at runtime and rebalance work 
load at recovery and at repair for the components that were 
receiving the service from the failed member. 
Whenever a member of the composite resource stops or 

fails, the composite resource is re-evaluated. Members of the 
composite resource 240 continue operations outside of the 
composite resource until the composite resource is re-evalu 
ated. Functions for recovering the composite resource 240 are 
performed by resources of the framework 260 and/or the 
framework agents 266. The recovery of the composite 
resource 240 is performed by individual members, particular 
framework resources, and/ or other resources that are not part 
of the set of resources using to perform the coordination 
activities. 

In an embodiment, the coordinator 250 arranges for the 
service to be provided to a requesting component that resides 
on one of the nodes. Alternatively, the requesting component 
may correspond to an external component such as client 
component 205. The coordinating activities executed by the 
framework agents 266 are active as long as the composite 
resource 240 is available. The resources used in providing the 
coordinator 250 may also be used to provide an interface for 
an administrator to interact with the composite resource 240 
and its members 214, 224, 234. 
As one example of system in operation, ?rst component 

216 requests the service being provided by the composite 
resource 240. The request from ?rst component 216 may be 
made to resources represented by coordinator 250. The coor 
dinator 250 arranges for ?rst member 214 to provide the 
service. Since ?rst component 216 resides on ?rst node 210, 
the coordinator 250 may arrange for the service to be pro 
vided to the ?rst component 216 by ?rst member 214, 
although the service may be provided to the component 216 
from any of the other members forming the composite 
resource. To provide the service, the ?rst member 214 may 
depend on use of ?rst resource 212. For example, ?rst 
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resource 212 may correspond to an interface, or a loWer-tiered 
application for communicating With other computers or to the 
database. 

According to one embodiment, a system as described in 
FIG. 1 provides availability of the service When a member of 
the composite resource 240 ceases to provide the service. If 
?rst member 214 fails, another member of the composite 
resource 240 may provide the service in a comparable fashion 
to the ?rst member. The ?rst component 216 may transpar 
ently sWitch to receiving the service from the another mem 
ber, Without noticeable interruption in receiving the service. 
The quality of level of the service provided by the other 
member may be of a comparable or equivalent level. Thus, if 
?rst member 214 fails, coordinator 250 may automatically 
arrange for second member 224 to provide the service to 
component 216. 

The failure that results in the service sWitching from one 
member to another may be because the entire node failed. The 
failure may also be isolated to the member failing, While the 
node remains operational. In addition, the resource of the 
node may fail, so that the composite resource 240 is unable to 
operate. 

In an example such as described With FIG. 2, the type of 
failure shoWn is only the ?rst member 214 failing, While node 
210 and ?rst resource 212 remain operational. In response to 
detecting the failure, the coordinator 250 automatically 
arranges for the service to be provided to the ?rst component 
216 from second member 224 on second node 220. The 
sWitch is transparent, in that the recipient of the service is not 
aWare of a neW location from Where the service is being 
provided. HoWever, it is possible for the recipient’s compo 
nents to receive an interruption. The interruption may on a 
loWer level of netWork activities, so that the effect of the 
interruption to the user is transparent. 

In one embodiment, second member 224 uses the second 
resource 222 to provide the service, Where the second 
resource provides a comparable function as ?rst resource 212. 
In such an embodiment, there may be a local dependency 
betWeen the member 224 and the second resource 222. But it 
is also possible to have a global dependency, Where the mem 
ber 224 is on one node, but functions of second resource 222 
are provided from another node. 

Managing Resources that are Dependent on the 
Service 

In one embodiment, the ?rst component 216 is dependent 
on the service provided by the composite resource 240. The 
?rst component 216 may be a “Weakly dependent” applica 
tion that requires the service of composite resource 240 to 
start, but does not require the service for its subsequent execu 
tion. As a result, ?rst component 216 may request the service 
from the composite resource 240 each time a request to start 
the ?rst component 216 is received. 
As another example, the component requesting the service 

may be client component 205, Which is external to the nodes 
Where the members reside. In this example, the ?rst compo 
nent 216 may correspond to an application that is dependent 
on the service provided by the composite resource 240. The 
client component 205 may require use of the service, along 
With functions provided by ?rst component 216. 

If there is member failure on ?rst node 210, and ?rst com 
ponent 216 is dependent on the service of the composite 
resource 240, then ?rst component 216 may be stopped, or 
otherWise inactive. The service may be provided to the com 
ponent 205 from any other node Where the service is supplied. 
For example, the service may already be available from the 
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10 
second member 224, so that the coordinator 250 may arrange 
for the second member to provide the service to the particular 
component that Was receiving the service from the ?rst mem 
ber 214. Thus, service of the composite resource 240 may be 
provided to the component 205 from the second member 224 
on second node 220. In fact, all of the jobs performed by the 
?rst member 214 as part of the composite resource 240 may 
be distributed to the other members equally once the failure to 
?rst member 214 occurs. Either the ?rst resource 212 or the 
second resource 222 may be used by the second member 224 
as it provides the service to component 205. If second com 
ponent 226 is needed by client component 205, and second 
component 226 is dependent on the service, then the second 
component 226 is executed after the service is started on 
second member 224. 

If the ?rst component 216 is Weakly dependent on ?rst 
member 214, or if the ?rst component is independent of ?rst 
member 214, the ?rst component 216 may be maintained 
operational on ?rst node 210 When the ?rst member fails. The 
?rst resource 212 is not dependent on ?rst member 214, so it 
may also remain in operation for use With other applications 
or components of ?rst node 210 When there is member failure. 

In the event the failure is that of the ?rst node 210 failing 
entirely, the Work performed by the ?rst member 214 is shared 
amongst the other active members of the composite resource 
240. The service for the client component 205 may continue 
to be provided after the ?rst node’s failure by causing the 
second member 224 on second node 220 to provide the ser 
vice to the client component 205. The second member 224 
uses the second resource 222 to provide the service. If second 
component 226 is needed, it too can start performing Work for 
use in providing the service to the component 205. Other 
resources may be started as necessary on second node 220. 
The order in Which the other resources are started is based on 
the dependency established betWeen the resources on second 
node 220, including betWeen the composite resource 240 and 
the other resources of the second node. 

In the event of a second failure of second node 220 or the 
second member 224, the load management softWare arranges 
for the Work performed by the second member to be distrib 
uted to the other active members of the composite resource 
240. In an example provided by FIG. 2, all Work performed by 
the ?rst member 214 and second member 224 may be per 
formed by third member 234 of third node 230 once the ?rst 
and second members fail. In an embodiment, the failure of 
any one member in the composite resource 240 causes the 
composite resource to be re-evaluated. The re-evaluation may 
be performed by resources represented by coordinator 250, or 
by other resources on the framework 260 or With the members 
of the composite resource 240. Recovery of the composite 
resource 240 may be initiated When the composite resource 
240 fails as a Whole. In one embodiment, this corresponds to 
When no other member remains alive to provide the service. 
In another embodiment, a minimum cardinality is speci?ed 
for the composite resource, and as long as the number of 
active members satis?es the cardinality, the composite 
resource is considered to be running. 

In one embodiment, initiating recovery of the composite 
resource 240 may require verifying that each member 214, 
224, and 234 is stopped. Initiating recovery of the composite 
resource 240 may require that each member 214, 224, and 234 
that forms the composite resource is started. Alternatively, 
initiating recovery for the composite resource 240 may 
require verifying that a speci?ed cardinality for the composite 
resource 240 is satis?ed by the number of members that have 
started. The members that are started may start on their oWn, 
or through some action from another resource associated With 
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the composite resource 240. According to one embodiment, 
the members recover independently and the composite 
resource is re-evaluated each time one or more members fail 

and/ or recover. The composite needs no recovery (unless the 
physical node it is running on fails.) 

Virtual Composite Resource 

FIG. 3 illustrates another embodiment in which a system 
300 is con?gured to include a virtual composite resource for 
providing a service. Similar to the real composite resource 
described with FIG. 2, a system is described where a virtual 
composite resource 340 provides a service for entities that 
reside internally or externally to a cluster of nodes. One 
characteristic of the virtual composite resource is that it has 
no physical dependence on any one node. Rather, the virtual 
composite resource distributes processes, in the form of logic 
or software, on the various nodes equally, without any treat 
ment from the framework or other component that the com 
posite resource has a physical location on one of the nodes. 
The processes are distributed so that the processes are still 
executable upon failure of any one of the nodes in the cluster. 
Thus, an embodiment where a virtual composite resource is 
used addresses the physical limitations of the real composite 
resource, while offering the same basic functionality and 
features. 

In an embodiment, the system 300 includes a ?rst node 
310, a second node 320, and a third node 330(representing an 
nth node). The ?rst node 310 includes a ?rst resource 312, a 
?rst member 3 14, and a ?rst component 3 1 6. The second node 
320 includes a second resource 322, a second member 324, 
and a second component 326. Likewise, third node 330 
includes a third resource 332, a third member 334, and a third 
component 336. The ?rst member 314, second member 324, 
and third member 334 form a virtual composite resource 340. 

Framework agents 366 reside on each of the ?rst node 310, 
second node 320, and third node 330. The framework agents 
366 communicate with a framework 360. A registry 362 is 
provided with the framework 360. The registry 362 is acces 
sible to the framework agents 366. The framework agents 366 
allow for the framework 360 to be considered as a single 
logical entity that spans the nodes where the members of the 
composite resource 340 reside. 

Virtual Composite 

In FIG. 3, logic for performing the coordination activities is 
shown by a virtual composite manager (V C) 350 that resides 
on the framework 360. The VC 350 is only a representation of 
the processes, resources and logic for performing manage 
ment and/or coordination activities for the composite 
resource 340. The VC 350 is shown to reside on the frame 
work 360, but it is possible for code used to execute the VC to 
reside on the nodes. In one embodiment, the VC 350 is 
executable on the framework 360, or by framework agents 
366, equally by all nodes. Furthermore, the virtual composite 
resource 340 is not viewed by the framework 360 as being 
located on any one node, so that the virtual composite 
resource 340 may be operated independent of the nodes. 
However, the VC 350 may in fact comprise code that is 
executed by the framework 360, framework agents 366 and/ 
or composite resource members. The failure of one node in 
the cluster will not affect the activities and functions per 
formed by the resources that comprise VC 350. 

Functions performed by resources that comprise VC 350 
include assisting or managing member functions. The mem 
ber functions may include a member being restarted after a 
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failure. The VC 350 may also re-evaluate the composite 
resource based on a status of its members. The re-evaluation 
may be done in response to one of the members failing. The 
VC 350 may trigger recovery of the composite resource 340 
when the members of the composite resource 340 fail. The 
VC 350 may also relocate work or jobs performed by one 
member to one or more other members of the composite 
resource 340. 

In one embodiment, VC 350 executes code to collect state 
information about the members 314, 324 and 334, as well the 
corresponding nodes 310, 320, and 330. The VC 350 may 
collect state information when the state of one of the members 
314, 324 and 334 changes. The state information may indicate 
whether any of the members 314, 324 and 334 are alive, or 
whether a particular one of the members has ceased providing 
the service because of failure. The state information may be 
collected in registry 362, which can be located internal or 
external to framework 360. Because VC 350 is executable on 
the framework 360 from all of the nodes, the VC is insulated 
against failure of a particular member of the composite 
resource 340, regardless of whether the node failure is attrib 
utable to the node or to the member. 
The composite resource 340 may be con?gured for use on 

the system by user-input. Input from an administrator or other 
user may specify con?guration information for the composite 
resource 340. The con?guration data may be used to declare 
the composite resource 340 when the framework 360 include 
preexisting processes to establish the composite resource 
340, and to execute VC for that composite resource. As a 
result, one embodiment provides that an administrator can 
establish and manage the composite resource 340 by entering 
con?guration data, without having to provide any code. 
The operations of composite resource 340 and VC 350 are 

similar to that described in FIG. 2 for the real composite 
resource 240. One difference is that in FIG. 2, the composite 
resource 240 is disabled should the node where coordinator 
250 resides fail. In a system described with FIG. 3, the failure 
of any one node, or even some of the nodes in the cluster, does 
not disable the composite resource 340. As a result, the virtual 
composite resource 340 is more reliable. 
When a request for a service of the composite resource 340 

is made, the VC 350 arranges for one of the members 314, 
324, 334 to provide the requesting component the service. 
Thus, as shown in FIG. 3, in response to ?rst component 316 
requesting the service, VC 350 arranges for ?rst member 314 
to provide the service. When ?rst member 314 fails, the VC 
350 arranges for the second member 324 to provide the ser 
vice. If the composite resource 340 is dependent on one of the 
resources 312, 322, 332 to provide the service, the VC 350 
may provide for the second member to use either ?rst 
resource 312 or second resource 322. 

In the case where there is node failure, the resources rep 
resented by the VC 350 arrange for the service to be provided 
from the second member 324 on second node 320. An exter 
nal component 305, such as a client, may receive the service 
from the second member 324 if node or member failure 
occurs. If, for example, ?rst component 316 is dependent on 
the composite resource 340 and ?rst member 314 fails , the 
service may be provided to the ?rst component by second 
member 324. Alternatively, the functionality provided by ?rst 
component 316 on ?rst node 310 may be replaced by second 
component 326 on second node 320. 
The composite resource 340 facilitates use of models that 

simplify con?guration and use of the individual members that 
form the composite resource. More speci?cally, the distrib 
uted logic provided by the composite resource 340 facilitates 
the use of concepts of “anonymity” and “cardinality” in 
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enabling users to use and con?gure the composite resource. 
Both anonymity and cardinality are described in greater detail 
below. While the concepts of anonymity and cardinality are 
described in the context of the virtual composite resource 
340, the concepts may also be implemented on a real com 
posite resource such as shoW in FIG. 2. But the concepts are 
facilitated With virtual composite resource 340 because its 
members are not dependent on any particular node to coordi 
nate the service amongst the members, so that all nodes may 
be treated equally for purpose of providing availability. Mem 
bers operating on those nodes need only be identi?ed by their 
association With the composite resource 340 and by the par 
ticular address or identi?cation of the node Where that mem 
ber resides. Both anonymity and cardinality favor alloWing 
the user or administrator to address the composite resource as 
a Whole, Without need for individual member identi?cation. 

Anonymity 

According to one embodiment, anonymity is achieved by 
alloWing components that use the services of a composite 
resource (Whether “real” or “virtual”) to use those resources 
Without having to knoW the exact identify of any individual 
member in the composite resource. Anonymity enables the 
user or administrator of system to more easily manage mem 
bers of composite resource 340. Anonymity is further 
enhanced in the virtual composite model because the mem 
bers 314, 324 and 334 are not required to have unique name 
identi?cations, at least to a user or administrator. Also, mem 
bers 314, 324, 334 are not required to be individually addres 
sable. For example, an administrator does not have to indi 
vidually address each node When seeking to implement a 
particular con?guration for the composite resource 340. 

According to one embodiment, the user or administrator 
identi?es members of the virtual composite resource 340 by 
their association With the composite resource. For example, 
an instruction to con?gure the composite resource 340 may 
specify a particular service, and this Would be su?icient to 
apply the instructions to a speci?c member that provides the 
service. This is in contrast to more traditional Ways of man 
aging each application, including the members of the com 
posite resource 340, using a unique identi?cation and by 
address. 
Anonymity may be achieved by declaring a resource, such 

as an application or instance, as a “local” resource. A resource 

that is “local” may belong to a set, and the resource may be 
identi?ed by the name of the set and an identi?cation of the 
node Where the local resource resides. For example, a set of 
resources may correspond to multiple instances of an appli 
cation, and the instances may be identi?ed by application 
name. 

In a system Where numerous members exist, the adminis 
trator’s task of managing the members becomes labor-inten 
sive, as the administrator is required to manage the members 
by specifying each member’s identi?cation and address. But 
anonymity enables the administrator to manage the applica 
tion by specifying the composite resource (rather than its 
individual members) and the node Where the member of 
interest resides. 

In an embodiment, the framework 360 may be con?gured 
to include mapping logic that maps unique node identi?cation 
and address information to the composite resource 340 and 
the addresses of nodes that support the composite resource. 
This simpli?es the manner in Which the administrator man 
ages the members of composite resource 340. 

Therefore, in a system such as shoWn by FIG. 3, a local 
resource may be de?ned by a single identi?cation, and 
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implanted cluster-Wide on some or all of the nodes that form 
the composite resource 340. In this Way, the members may be 
individually operated, con?gured or otherWise managed sim 
ply by identifying the composite resource 340 and the node 
Where that member resides. This solution is in contrast to hoW 
resources are currently managed in node clusters, Where each 
resource is identi?ed by its oWn unique identi?cation and by 
the identi?cation and/ or address of its node and its infrastruc 
ture. 

Cardinality 

According to one embodiment, cardinality refers to the 
number of active members of a composite resource. When the 
particular members of a composite resource are not more 
important than others, the cardinality of the composite 
resource is su?icient to specify one level of service provided 
by the composite resource. 

In another embodiment, cardinality may be measured by 
some performance criteria. For example, the cardinality may 
correspond to the service time provided by the virtual com 
posite resource 340. 

In one embodiment, cardinality is used to determine 
Whether a minimum service level is being provided by a 
composite resource. For example, an administrator may 
specify that the composite resource is considered to be alive 
as long as the number of members that are alive is equal to or 
greater than “one”, or some other number. 

In another embodiment, cardinality may be used during the 
con?guration of the composite resource 340. For example, 
the administrator may con?gure the composite resource 340 
by specifying con?guration information that is to be imple 
mented on a designated number of members. 
As another example, cardinality may be used to expand 

services provided by the composite resource 340. A designa 
tion of the cardinality may be increased in order to increase 
the Work performed by the composite resource 340. An 
administrator may use the designation of the cardinality With 
out specifying any information about the particular members 
or nodes providing the service. Thus, cardinality and ano 
nymity may facilitate each other. 

Managing Composite Resource Members Based on 
Service Level 

FIG. 4 illustrates a method for managing a plurality of 
components of a composite resource based on service level.A 
method such as illustrated by FIG. 4 may be implemented on 
a system such as shoWn by either FIG. 2 or FIG. 3. For 
purpose of illustration, reference is made to elements of FIG. 
3 When describing the steps of the method. 

In step 410, composite resource 340 is established using 
the members 314,324 and 334 residing on node 310, 320, and 
330 respectively. Each member forming composite resource 
340 is capable of providing a comparable service. The com 
posite resource 340 may be homogeneous, in that each mem 
ber 314, 324, and 334 provides substantially equivalent ser 
vices. Alternatively, the composite resource 340 may be 
heterogeneous, or have heterogeneous attributes that may 
correspond to a difference in the quality of service, or the 
manner Which the service is performed. 

In step 420, the composite resource 340 is con?gured by 
data entered by the administrator. In one embodiment, the 
con?guration may specify a service level for the composite 
resource 340. Speci?cally, the con?guration data may specify 
the cardinality of the composite resource 340, the overall 
service level measured by the service time, or the overall 
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service level measured by throughput, or some other charac 
teristic. Still further, the con?guration data may specify other 
information about hoW the composite resource 340 and its 
members 314, 324 and 334 are to operate or recover. For 

example, the con?guration data may specify the dependen 
cies (Weak and strong) that are to be assumed as existing With 
respect to What resources the composite resource 340 

requires, as Well as Which components require composite 
resource 340. 

Step 430 provides that state information is collected from 
each ofthe members 314, 324, and 334 ofcomposite resource 
340. This step may be performed by executing a check action 
for the composite resource 340. The state information may be 
collected by the logic elements or processes that forms VC 
350. For example, each node may contain logic as part of the 
VC 350. That logic may collect state information about the 
member on that particular node. The state information may be 
stored in registry 362. In one embodiment, the state informa 
tion corresponds to Whether a particular member is alive or 
ceased operations. The state information may also be col 
lected in response to a particular member changing state. 

In step 440, a determination is made to compare a service 
level of composite resource 340 to a designated level that 
corresponds to the composite resource 340 being inactive. In 
one embodiment, the designated level is speci?ed by the 
administrator. For example, the service level may correspond 
to a user-speci?ed cardinality, Where the number of opera 
tional members must be equal to or exceed the cardinality. As 
another example, the service level may correspond to a per 
centage or ratio of the maximum service quantity that can be 
performed by composite resource 340. 

If the determination in step 440 is that the composite 
resource 340 is available, then in step 450, the VC 350 
arranges for the service to be provided to a requesting com 
ponent by one or more of the members in the composite 
resource 340. The service is provided until the level of the 
service is determined to correspond to the service being 
unavailable. As long as the service exceeds the designated 
level, the VC 350 ensures that at least one of the members 314, 
324, 334 is providing the service of the composite resource 
340 to a requesting component. If the member arranged to 
provide the service fails, then the VC 350 may arrange for 
another member that is active to provide the requesting com 
ponent the service. As previously described, the transition of 
the members may performed seamlessly, so that the sWitch 
betWeen members is not determinable from the perspective of 
the requesting component. 

If the determination in step 440 is that the composite 
resource 340 is not available, then the composite resource 240 
goes off-line. The members may be restarted, Which causes 
the composite resource 340 to be re-evaluated. Thus, the 
composite resource 340 Will exist as a function of the mem 

bers existing. 
As an alternative, the composite resource 340 may be 

expanded to provide additional services that Would make the 
composite resource 340 available. For example, a cardinality 
of the composite resource may be expanded. For example, the 
composite resource may establish a set of inactive members 

that serve as spare nodes for the active members of the com 

posite resource 340. In the event that services of the compos 
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ite resource 340 are to be expanded, the resources of the VC 
350 activate one or more members from the spare or inactive 
members. 

Monitoring Events of Interest 

FIG. 5 illustrates a system that is con?gured to immedi 
ately detect and proactively communicate to the framework 
events of interest. A system such as illustrated With FIG. 5 
may be implemented With systems illustrated in FIGS. 2 and 
3. Reference to elements of FIG. 3 are intended to illustrate 
exemplary components for practicing an embodiment such as 
described by FIG. 5. 
A system 500 includes an application instance 510 that 

executes on a node 530. The node 530 includes framework 
agents 540 Which communicate With a frameWork shared by 
the cluster of nodes. According to an embodiment, a monitor 
520 is associated With the application instance 510 to detect 
events of interest immediately after the events occur. The 
monitor 520 communicates an event noti?cation 522 When an 
event of interest 524 occurs. The frameWork agents 540 per 
form a poll operation 526 on the application instance 510 at 
predetermined intervals, in order to determine the state of the 
application instance. The event of interest 524 may change 
the state of the application instance 510, so that the occur 
rence of the event may cause the monitor 520 to provide the 
frameWork agents540 the same information that it Would have 
otherWise acquired through polling. Thus, the poll operation 
526 and the monitor 520 may perform overlapping functions. 
The redundancy ensures the system 500 is reliable. It may be 
learned during operation of node 530 that the monitor 520 is 
reliable for the application instance 510, in Which case polling 
can be replaced entirely by the event system and application 
level monitors. OtherWise, polling and monitoring may be 
used together to make detection of events of interest fast and 
reliable. 

In one embodiment, the events of interest cover the states 
utiliZed by frameWork agents 540. Accordingly, an event may 
correspond to the folloWing: (i) When the application instance 
510 starts; (ii) When the application instance 510 is relocated 
to another node; (iii) When the application instance 510 is 
stopped, but not failed; (iv) When the application instance 510 
is stopped and failed; and (v) When the application instance is 
checked to be operational. Detection of one of these events 
may initiate the frameWork agent 3 62 to perform some action. 
The action may also trigger VC 350 to perform one of its 
activities, such as initiate check or initiate recovery. 

In a con?guration such as shoWn by FIG. 3, monitor 520 is 
established for each member 314, 324, 334. The monitor 520 
detects When, for example, the ?rst member 314 ceases, or is 
about to cease, providing the service of the composite 
resource 340 in response to a request from another compo 
nent. The event noti?cation 522 sent from monitor 520 com 
municates the failure to frameWork 360. In response to being 
provided the communication, VC 350, Which resides on 
frameWork 360, arranges for the second member 324 in the 
composite resource 340 to provide the service. 
The selection of Which member is to provide the service 

may be executed by frameWork agents 540, executing as part 
of the VC 350. In the event of member failure, the selection of 
Which member is to provide the service for a particular job is 
determined according to recovery policies. The state of each 
member may be based on Whether that member has started for 
another component (and thus not available), failed, stopped 
but not failed, checked to be alive, or relocated. 
Some or all of the state information may alternatively be 

acquired through the poll operation 526 of the frameWork 
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agents 540. It is possible for monitors 520 to not always be 
reliable. For example, the monitor 520 may fail with the 
application instance (e.g., a member) 510 or with the node. In 
such cases, the framework agents 540 performing the poll 
function may provide a reliable backup. 

Enable/Disable Feature 

The members of a composite resource are subject to 
planned and unplanned failures. The planned failures may be 
performed for maintenance. Unplanned failures may occur 
when a member fails, or when it is dependent on another 
resource that has failed. In such cases, it is bene?cial to take 
the member out of the system. In a system such as described 
with FIGS. 2 and 3, it is bene?cial to take the member out of 
the control of the framework. This means that the member 
should not be able to restart automatically when it fails. 
Rather, the member should remain disabled until corrective 
action is taken to repair the member or the resources that is 
depends on. 

FIG. 6 illustrates a basic technique for managing a com 
posite resource when a member fails. FIG. 7 illustrates 
another technique for managing the composite resource after 
a node is disabled. In the descriptions provided, reference to 
numerals of FIG. 3 are intended to illustrate exemplary com 
ponents for use with a technique being described. 

In FIG. 6, step 610 provides that a composite resource is 
established from the plurality of members 314, 324, 334 on 
the cluster of nodes 310, 320, 330. For purpose of explana 
tion, it is assumed that ?rst member 314 is initially providing 
the service. 

In step 620, a determination is made that the ?rst member 
314 has ceased to provide the service. The determination may 
be made by, for example, by the framework agents 540 in 
consultation with ?rst member 510 via monitor 520 or 
through the polling function. 

Step 630 provides that the member is disabled in order to 
perform maintenance functions on that member. The mainte 
nance function may be either manual or automatic. If the ?rst 
node 310 is disabled, the ?rst member 314 cannot restart. The 
?rst member 314 remains disabled and inactive until subse 
quently enabled. In other words, the disabling of the ?rst 
member 314 is persistent. Thus, if the member is disabled and 
the the ?rst node is taken down, restarting the ?rst node will 
not automatically cause the ?rst member 314 to restart. 

The member or its node may be disabled as part of a 
planned maintenance. Thus, a member failure is not neces 
sary to trigger the node into being disabled. In one embodi 
ment, a failure does not cause a member to be disabled. 
Rather, disable is a planned actioniused for extended repair 
and planned operations at a node. 

In a method of FIG. 7, step 710 provides that a request is 
received to restart the ?rst member 314. The request is 
received after the ?rst member 314 has ceased to perform the 
service of the composite resource 340. 

In step 720, a determination is made as to whether a par 
ticular member is enabled or disabled. The status may be 
retrieved from the registry 362, or from another memory 
component associated with framework 360. Thus, registry 
362 may record that the member 314 was enabled or disabled 
just prior to it ceasing to provide the services. 

If the determination in step 720 is that the ?rst member 314 
is disabled, then step 730 provides that the ?rst member 314 
is not restarted. This may occur when the ?rst member 314 is 
subject to a planned maintenance. In an embodiment, this 
may trigger VC 350 to arrange for the service to be provided 
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to the requesting component from another one of the mem 
bers in composite resource 340. 

If the determination in step 720 is that the ?rst member 314 
is enabled, then step 740 provides that an attempt is made to 
automatically restart the ?rst member 314. If the ?rst member 
can be restarted, the ?rst member may rejoin the composite 
resource 340. 

As described with FIG. 7, the enable/disable status of the 
members of the composite resource may be made to be per 
sistent, and determinative of whether an attempt will be made 
to restart that member. The member may be disabled, so that 
it would not be restarted automatically during a boot up 
process. 
The disable/enable status may be extended to the compos 

ite resource. The composite resource may be disabled as a 
whole, so that all members are disabled. Alternatively, the 
composite resource may be enabled, which would cause all 
members that are not disabled to be enabled. Thus, the dis 
abling of an individual member would override the enabling 
of the composite resource. As a result, the failed member may 
be managed without disabling the entire composite resource. 

Hardware Overview 

FIG. 8 is a block diagram that illustrates a computer system 
800 upon which an embodiment of the invention may be 
implemented. Computer system 800 includes a bus 802 or 
other communication mechanism for communicating infor 
mation, and a processor 804 coupled with bus 802 for pro 
cessing information. Computer system 800 also includes a 
main memory 806, such as a random access memory (RAM) 
or other dynamic storage device, coupled to bus 802 for 
storing information and instructions to be executed by pro 
cessor 804. Main memory 806 also may be used for storing 
temporary variables or other intermediate information during 
execution of instructions to be executed by processor 804. 
Computer system 800 further includes a read only memory 
(ROM) 808 or other static storage device coupled to bus 802 
for storing static information and instructions for processor 
804. A storage device 810, such as a magnetic disk or optical 
disk, is provided and coupled to bus 802 for storing informa 
tion and instructions. 

Computer system 800 may be coupled via bus 802 to a 
display 812, such as a cathode ray tube (CRT), for displaying 
information to a computer user. An input device 814, includ 
ing alphanumeric and other keys, is coupled to bus 802 for 
communicating information and command selections to pro 
cessor 804.Another type of user input device is cursor control 
816, such as a mouse, a trackball, or cursor direction keys for 
communicating direction information and command selec 
tions to processor 804 and for controlling cursor movement 
on display 812. This input device typically has two degrees of 
freedom in two axes, a ?rst axis (e.g., x) and a second axis 
(e.g., y), that allows the device to specify positions in a plane. 
The invention is related to the use of computer system 800 

for implementing the techniques described herein. According 
to one embodiment of the invention, those techniques are 
performed by computer system 800 in response to processor 
804 executing one or more sequences of one or more instruc 

tions contained in main memory 806. Such instructions may 
be read into main memory 806 from another computer-read 
able medium, such as storage device 810. Execution of the 
sequences of instructions contained in main memory 806 
causes processor 804 to perform the process steps described 
herein. In alternative embodiments, hard-wired circuitry may 
be used in place of or in combination with software instruc 
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tions to implement the invention. Thus, embodiments of the 
invention are not limited to any speci?c combination of hard 
Ware circuitry and softWare. 

The term “computer-readable medium” as used herein 
refers to any medium that participates in providing instruc 
tions to processor 804 for execution. Such a medium may take 
many forms, including but not limited to, non-volatile media, 
volatile media, and transmission media. Non-volatile media 
includes, for example, optical or magnetic disks, such as 
storage device 810. Volatile media includes dynamic 
memory, such as main memory 806. Transmission media 
includes coaxial cables, copper Wire and ?ber optics, includ 
ing the Wires that comprise bus 802. Transmission media can 
also take the form of acoustic or light Waves, such as those 
generated during radio-Wave and infra-red data communica 
tions. 

Common forms of computer-readable media include, for 
example, a ?oppy disk, a ?exible disk, hard disk, magnetic 
tape, or any other magnetic medium, a CD-ROM, any other 
optical medium, punchcards, papertape, any other physical 
medium With patterns of holes, a RAM, a PROM, and 
EPROM, a FLASH-EPROM, any other memory chip or car 
tridge, a carrier Wave as described hereinafter, or any other 
medium from Which a computer can read. 

Various forms of computer readable media may be 
involved in carrying one or more sequences of one or more 

instructions to processor 804 for execution. For example, the 
instructions may initially be carried on a magnetic disk of a 
remote computer. The remote computer can load the instruc 
tions into its dynamic memory and send the instructions over 
a telephone line using a modem. A modern local to computer 
system 800 can receive the data on the telephone line and use 
an infra-red transmitter to convert the data to an infra-red 
signal. An infra-red detector can receive the data carried in the 
infra-red signal and appropriate circuitry can place the data 
on bus 802. Bus 802 carries the data to main memory 806, 
from Which processor 804 retrieves and executes the instruc 
tions. The instructions received by main memory 806 may 
optionally be stored on storage device 810 either before or 
after execution by processor 804. 

Computer system 800 also includes a communication 
interface 818 coupled to bus 802. Communication interface 
818 provides a tWo-Way data communication coupling to a 
netWork link 820 that is connected to a local netWork 822. For 
example, communication interface 818 may be an integrated 
services digital netWork (ISDN) card or a modem to provide 
a data communication connection to a corresponding type of 
telephone line. As another example, communication interface 
818 may be a local area netWork (LAN) card to provide a data 
communication connection to a compatible LAN. Wireless 
links may also be implemented. In any such implementation, 
communication interface 818 sends and receives electrical, 
electromagnetic or optical signals that carry digital data 
streams representing various types of information. 
NetWork link 820 typically provides data communication 

through one or more netWorks to other data devices. For 
example, netWork link 820 may provide a connection through 
local netWork 822 to a host computer 824 or to data equip 
ment operated by an Internet Service Provider (ISP) 826. ISP 
826 in turn provides data communication services through the 
World Wide packet data communication netWork noW com 
monly referred to as the “Internet” 828. Local netWork 822 
and Internet 828 both use electrical, electromagnetic or opti 
cal signals that carry digital data streams. The signals through 
the various netWorks and the signals on netWork link 820 and 
through communication interface 818, Which carry the digital 
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data to and from computer system 800, are exemplary forms 
of carrier Waves transporting the information. 
Computer system 800 can send messages and receive data, 

including program code, through the netWork(s), netWork 
link 820 and communication interface 818. In the Internet 
example, a server 830 might transmit a requested code for an 
application program through Internet 828, ISP 826, local 
netWork 822 and communication interface 818. 
The received code may be executed by processor 804 as it 

is received, and/or stored in storage device 810, or other 
non-volatile storage for later execution. In this manner, com 
puter system 800 may obtain application code in the form of 
a carrier Wave. 

In the foregoing speci?cation, the invention has been 
described With reference to speci?c embodiments thereof. It 
Will, hoWever, be evident that various modi?cations and 
changes may be made thereto Without departing from the 
broader spirit and scope of the invention. The speci?cation 
and draWings are, accordingly, to be regarded in an illustrative 
rather than a restrictive sense. 
What is claimed is: 
1. A method of managing a plurality of components from a 

frameWork, the method comprising the steps of: 
establishing a composite resource that includes a plurality 

of members residing on a plurality of nodes in a net 
Worked system, Where each member of said plurality of 
said members is capable of providing a common service, 
Wherein said composite resource is con?gured to remain 
active as long as speci?ed conditions are satis?ed, 
Wherein said speci?ed conditions correspond to a user 
speci?ed minimum number of active members in the 
composite resource or to a user-speci?ed minimum ser 
vice level for the composite resource; 

monitoring, using frameWork resources, a state of each 
member of said composite resource; 

causing a component that requires said common service to 
request said common service from said frameWork 
resources; 

providing said common service to said component by: 
arranging, by said frameWork resources, for said common 

service to be provided to said component by a member of 
said composite resource, Wherein any active member of 
the composite resource can be used to provide the com 
mon service to the component; 

When said member arranged to provide the common ser 
vice ceases to be active, automatically causing said com 
mon service to be provided to said component by 
another member of said plurality of members, Wherein 
any active member can be used to provide the common 
service to the component; 

maintaining a state of the composite resource indepen 
dently of the state of each member of said composite 
resource such that the state of the composite resource 
remains active so long as said speci?ed conditions are 

satis?ed; 
continuously providing the common service from a mem 

ber of the composite resource after the composite 
resource ceases to be active; 

in response to detecting that said speci?ed conditions are 
satis?ed, said composite resource ceasing to be active; 
and 

While not active, the composite resource continuing to be 
executed but no longer servicing requests for said com 
mon service. 

2. The method of claim 1, Wherein the plurality of members 
includes a set of active members and a set of inactive mem 
bers, Wherein members in the set of active members provide 










