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Figure 1: Symmetric-Connectionless File Transfer Protocol Primitive 
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Figure 2: Broadcast/Multicast File Transfer Process Layout 
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Figure 3: Transfer Error Recovery and File Replication Process Layout 
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Figure 4: User Interface Process Protocol Finite State Machine 
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Figure 5: File Transfer Master Process Protocol Finite State Machine 
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Figure 6: File Transfer Slave Process Protocol Finite State Machine 
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Figure 7: Multicast/Broadcast Master Process Protocol Finite State Machine 
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Figure 8: Forwarder Slave Process Protocol Finite State Machine 
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Figure 9: Transfer Error Recovery Slave Process Protocol Finite State Machine 
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Figure 10: File Replication Slave Process Protocol Finite State Machine 
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Figure 11: Distributed Selection Mechanism 
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ASYNCHRONOUS AND AUTONOMOUS 
DATA REPLICATION 

RELATED APPLICATION 

This application claims a priority bene?t of European 
Patent Application Number EP 020113106 ?led May 23, 
2002, the contents of Which are herein incorporated by 
reference. 

FIELD OF THE INVENTION 

The present invention relates to transferring and replicat 
ing data among geographically separated computing 
devices, and, in particular, to implementing a multicast ?le 
transfer protocol to transfer ?les more rapidly, robustly and 
to more computing devices than current methods permit. In 
addition, the invention can be used to asynchronously main 
tain a set of replicated ?les throughout computer failures and 
introduction of neW computers into the netWork. 

BACKGROUND OF THE INVENTION 

Grid Computers, Computer Farms and similar Computer 
Clusters are being used to deploy a novel type of parallel 
applications based on concurrent independent tasks related 
only by their individual contribution to a global problem’s 
resolution. Until noW all parallel applications Were based on 
splitting a single task into a multitude of collaborating 
subtasks (i.e. OpenMP, PVM, MPI, etc). HoWever, in some 
application areas users have recently started to split single 
large problems into a multitude of sub problems Which can 
be resolved independently of one another. This methodology 
alloWs higher scalability and permits the use of Grid Com 
puting techniques and the use of cost ef?cient computing 
solutions (i.e. clusters), but requires that the necessary data 
?les ?rst be replicated to the remote nodes prior to the 
computation taking place. It is this problem of replicated 
data transfers that our invention addresses. 

Existing art to address data ?le transfer falls into three 
categories. 

First, tasks can make use of on-demand ?le transfer 
apparatus, better knoWn as ?le servers. For problems Where 
?le access is minimal, this type of solution Works as long as 
the cluster siZe (i.e. number of remote computers) is limited 
to a feW hundred. For large and frequent ?le accesses, this 
solution does not scale beyond a handful of nodes. More 
over, if entire data ?les are accessed by all nodes, the total 
amount of data transfer Will be N times that of a single ?le 
transfer (Where N is the number of nodes). This Waste of 
netWork bandWidth limits scalability and penaliZes compu 
tational performance as the nodes are blocked Waiting for 
remote data. 

Second, users or tasks can manually transfer ?les prior to 
execution through a point-to-point ?le transfer protocol. 
There are three types of point-to-point protocols. Standard 
?le transfer protocols (i.e. ftp, tftp) Where one ?le is trans 
ferred to one remote node, one packet at a time. Sliding 
WindoW ?le transfer protocols, such as the “parallel ?le 
transfer protocol” from Donald J. FaboZZi II Where multiple 
packets transit concurrently on their Way to a single remote 
node. And parallel ?le transfer protocols (ex HPSS PFTP) 
Where multiple point-to-point ?le transfers operate concur 
rently. While these methods improve netWork bandWidth 
utiliZation over demand based schemes, the ?nal result is the 
same: a ?le is transferred “N” times over the netWork When 
replicating information unto “N” remote computers. More 
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2 
over, additional ?le transfers must continually be initiated to 
cope With the constantly varying nature of large computer 
netWorks (i.e. neW nodes being added to increase a cluster or 
Grid siZe or to replace failed or obsolete nodes). 

Third, users or tasks can manually transfer ?le prior to 
execution through a multicast (or broadcast) ?le transfer 
protocol (ex StarBurst SMFTP). In this scheme each ?le 
fragment sent over the netWork is simultaneously read by all 
participating remote computers. Hence netWork bandWidth 
usage is limited to the same amount of data traf?c as for a 

single point-to-point ?le transfer. This is currently the most 
frequent scheme used to resolve problems having been split 
into multiple concurrent independent tasks as described 
above. HoWever, this form of apparatus is imperfect. For 
instance, error recovery is concurrent to the multicast phase. 
This imposes an increased Workload on the master ?le server 
node and eventually Will limit scalablity. These schemes also 
are based on the notion of node registration, Where prior to 
the multicast phase, all active and participating remote 
computers must register to participate in a transfer request. 
Hence, neW nodes being booted during or after the multicast 
transfer phase Will not be participating in the effort to 
replicate ?les. Another draWback is that registered comput 
ers Which crash during the multicast phase cannot join back 
the transfer group after reboot. Finally, these schemes cannot 
survive through a crash on the master ?le server (i.e. the 
computer Which performs the multicast ?le transfer). These 
sum of these limitations is that current multicast ?le transfer 
art Work fail at their task of insuring correct ?le replication 
among all participating remote computers in a normal setup 
of dynamic and error prone netWork of computers. They lack 
the fault-tolerance, ability to handle dynamic registration, 
scalability to tens of thousands of nodes and capability to 
persist With the ?le replication effort once the master transfer 
process terminates. 

SUMMARY OF THE INVENTION 

The object of the present invention is to implement a 
multicast data transfer apparatus Which keeps operating 
through computer failures, alloWs data replication scalability 
to very large siZe netWorks, and, Which persists transferring 
data to neWly introduced nodes even after the master data 
transfer process has terminated. 

The terms “computer” and “node” used in the description 
of the present invention must be understood in the broadest 
sense, as they can include any computing device or any 
electronic appliance including a computing device, such as 
for example a personal computer, a cellular phone, a PDA, 
etc., Which is or can be connected to any one type of 
netWork. 

The term data transfer used in the description of the 
present invention must be understood in the broadest sense, 
as it can include full and partial data transfers. That is, it 
relates to transfers Where an entire data entity (e.g. ?le) is 
transferred at once, as Well as situations Where selected 
segments of a data entity are transferred at some point. An 
example of the latter case is a data entity being transferred 
in its entirety and at a later time, selected segments of the 
data entity are being updated. 

Brie?y stated, the present invention ensures the correct 
replication of sets of ?les or any other data, for instance in 
a netWork of computers, in spite of netWork failures, com 
puter crashes, or the introduction of neW computers in the 
netWork. 
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The present invention innovates in the following areas: 
1. symmetric-connectionless data transfer protocol alloW 

ing stateless data transfers (i.e. no need for a centralized 
master data transfer engine to maintain individual state 
information about participating nodes); 

2. separation of the multicast data transfer phase and the 
point-to-point error recovery phase performed by tWo inde 
pendent protocol engines; 

3. distributed data transfer protocol Where all participating 
remote computers can collaborate in the error recovery and 
data replication phases; 

4. use of the recovery phase protocol to enable crashed 
computers to complete data transfers upon reboot; 

5. use of the recovery phase protocol to enable neWly 
introduced nodes to perform asynchronously recent data 
transfers having occurred before they became operational 
(i.e. data replication); 

6. automatic removal of replicated data once they reach 
their pre-set life span; 

7. fault-tolerance of the master data transfer process; 
8. dynamically adaptable peer process selection mecha 

nism through a random number and modulus calculation 
scheme; 

9. full and partial (i.e. segments of ?les) data transfers are 
supported through the same apparatus. 
The apparatus and method according to the invention 

improve the speed, scalability, robustness and dynamism of 
multicast data transfers to remote computers. Many Grid 
Computing applications, such as Genomics, Proteomics, 
Seismic, Risk Management, etc, require a priori transfer of 
sets of ?les or other data to remote computers prior to 
processing taking place. Existing multicast and data transfer 
protocols are static and can not guarantee that all nodes Will 
contain a copy of the replicated data or ?les. The fully 
distributed data transfer and data replication protocol of the 
invention permits transfers Which minimize processing 
requirements on master transfer nodes by spreading Work 
across the netWork. The result is higher scalability than 
current centralized protocols, more dynamism and alloWs 
fault-tolerance by distribution of functionality. The ability to 
distribute the protocol is simpli?ed through our innovative 
symmetric-connectionless data transfer protocol. 

In particular, the present invention is preferably embodied 
by a method to using a ?le transfer protocol to transfer, 
Without regards to a user’s privilege, ?les betWeen remote 
computers, comprising: 

1. segmenting a ?le into a number of data packets to be 
multicast (or broadcasted) over a netWork of computers; 

2. recording in a log at each receiving computer the 
segments of the transferred ?le already received and those 
still missing; 

3. rebuilding the transferred ?le by Writing received data 
packets at their original respective location in the ?le using 
direct access IO; 

4. transmitting by a multicast, or broadcast, apparatus said 
packets over a netWork of computers; 

5. recovering of missing, incomplete or corrupted data 
packets by means of a distributed transfer recovery appara 
tus independent from the transfer apparatus used initially to 
multicast the data packets; 

6. completing of interrupted ?le transfers by cause of node 
failure upon reboot by means the recovery apparatus; 

7. pursuing ?le transfers in spite of root transfer node 
failure by the automatic selection of an alternate multicast 
root transfer node; 
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4 
8. synchronizing replicated ?les upon reboot, or the 

addition in the netWork, of a node by means of the recovery 
apparatus; 

9. removing partially transferred ?les on the remote nodes 
upon canceling or aborting the ?le transfer request by the 
user, an operator or a system crash of the requesting node; 

10. determining the number of operational nodes Which 
are in the process of completing an in-progress ?le transfer 
or have already completed a ?le transfer; 

11. removing automatically replicated ?les Which have 
exceeded their preset life-span; 

l2. selecting peer processes (transfer master selection, 
transfer error recovery and ?le replication) through a 
dynamically adaptable random number and modulus calcu 
lation scheme. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates the symmetric-connectionless ?le trans 
fer protocol primitive; 

FIG. 2 illustrates the layout of the broadcast/multicast ?le 
transfer process; 

FIG. 3 depicts the layout of the transfer error recovery and 
?le replication process; 

FIG. 4 shoWs the user interface process protocol ?nite 
state machine; 

FIG. 5 shoWs the ?le transfer master process protocol 
?nite state machine; 

FIG. 6 illustrates the ?le transfer slave process protocol 
?nite state machine; 

FIG. 7 shoWs the multicast/broadcast master process 
protocol ?nite state machine; 

FIG. 8 depicts the forWarder slave process protocol ?nite 
state machine; 

FIG. 9 shoWs the transfer error recovery slave process 
protocol ?nite state machine; 

FIG. 10 illustrates the ?le replication slave process pro 
tocol ?nite state machine; 

FIG. 11 shoWs the distributed selection mechanism. 

DETAILED DESCRIPTION OF THE 
INVENTION 

FIG. 1 summarizes the protocol primitive used to imple 
ment the symmetric-connectionless ?le transfer protocol. 
This protocol primitive is said to be connectionless (i.e. 
redundant) because it contains all information required to 
perform a ?le transfer in every data packet exchange. Indeed 
?le name, ?le ?ags, life span, ?le size, etc are duplicated in 
each data packet. This information redundancy consumes 
less than 5% of packet space (Ethernet MTU of 1500 bytes), 
but alloWs remote computers to easily “jump in” to any ?le 
transfer multicast phase Without prior registration phase. 
Moreover, it alloWs simple and e?icient error recovery and 
?le synchronization for neWly introduced nodes and out-of 
order processing of data packets. The data transfer primitive 
is further said to be symmetric because it can be used by the 
master ?le transfer process (during the multicast transfer 
phase) or by any other participating nodes (for error recov 
ery or ?le replication purposes). 

FIG. 2 shoWs the different processes layout to complete a 
multicast ?le transfer. A user interface process is launched 
by a user or automated tool to reach all active ?le transfer 
master processes and initiate the multicast ?le transfer. The 
scope of interaction betWeen these tWo process types is 
de?ned by the geographic coverage of the ?rst multicast/ 
broadcast group. One ?le transfer master process is selected 
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to proceed to the actual multicast to all active ?le transfer 
slave processes reachable by in the second multicast/broad 
cast group. 

FIG. 3 depicts the types of peer-to-peer (i.e. symmetric) 
exchanges among ?le transfer slave processes during a ?le 
transfer error recovery phase or a ?le replication phase. The 
geographic scope is delimited by the second multicast/ 
broadcast group coverage. 

FIGS. 4 through 10 shoW the ?nite state machines used to 
implement the multicast/broadcast ?le transfer and ?le rep 
lication protocols for the user interface, ?le transfer master 
and ?le transfer slave processes and their related sub 
processes. The mode of operation can alloW multiple con 
current multicast/broadcast ?le transfers and overlapping of 
multicast/broadcast ?le transfer, transfer error recovery and 
?le replication phases. Fault-tolerance, scalability and dyna 
mism are achieved through real-time peer selection and 
communication persistence. 

Referring to FIG. 1, all preceding File Transfer Protocol 
art is based on the notion of client-server connections or 
registrations. This requirement prevents dynamic client par 
ticipation in ?le transfer activities. It further enforces strict 
delivery packet ordering. Finally, it necessitates a complex 
reconnection mechanism. Our ?le transfer protocol is, by 
opposition, based on a connectionless model Where, Without 
any preceding protocol exchange, ?le fragments can be 
exchanged among cooperating processes. Hence at the 
receiving end processes can jump into any ongoing ?le 
transfer exchange at any moment in time, and count on the 
transfer error recovery protocol to retrieve earlier packets, or 
missing packets alike. Furthermore, by splitting multicast 
transfer and recovery transfer phases, connectionless data 
exchanges alloW any cooperating process to participate in 
error recovery and ?le replication, thus the symmetric nature 
of our apparatus. Symmetry also inherently implies higher 
scalability, since any number of processes may contribute to 
the recovery phase (the bottleneck of preceding point-to 
point recovery arts), and fault-tolerance. Finally, a symmet 
ric protocol alloWs asynchronous activities, past the normal 
termination of the multicast ?le transfer phase. This feature 
alloWs the implementation of a ?le replication mechanism 
Where neWly added or rebooted nodes may contact cooper 
ating processes to synchroniZe With past ?le transfer activi 
ties. 

FIG. 2 represents the interconnection of processes in our 
apparatus. There are three process level components: the 
user interface, the ?le transfer master and the ?le transfer 
slave processes. 
The user interface is mandated With establishing, and 

maintaining established, a link With any one of the active ?le 
transfer masters and sending the ?le fragments. The link is 
established by multicasting (or broadcasting) a request on a 
prede?ned communication port (socket port number) and 
selecting one of the active ?le transfer master. The presence 
of multiple ?le transfer masters and our communication 
protocol alloWs fault-tolerance, that is, the multicast ?le 
transfer Will continue through ?le transfer master processes 
failures as long as there is still at least one active ?le transfer 
master. Moreover redundant ?le transfer master alloWs for 
concurrent multicast ?le transfers. A serialiZation or token 
mechanism may be added to prevent netWork saturation by 
limiting the number of simultaneous ?le transfers. 
Once a ?le transfer master is selected to perform the 

multicast ?le transfer, it forks a child process to take over the 
multicast (or broadcast) transfer phase, alloWing a single ?le 
transfer master to handle multiple transfer requests simul 
taneously. The child process then forWards all ?le fragments 
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6 
over the netWork to pre-determined communication port for 
the bene?t of all participating ?le transfer slave processes. 
Active ?le transfer slaves pick up the ?le fragments from the 
netWork and Write them at their appropriate location in the 
target replicated ?le. 

FIG. 3 shoWs the sort of activities, among ?le transfer 
slave processes, Which may persist after the multicast trans 
fer phase has terminated. For instance, cooperating ?le 
transfer slaves may assist each other in an error recovery 
phase, forWarding ?le fragments to other slaves having 
missed some ?le fragments or received corrupted ?le frag 
ments. A simple extension of this error recovery protocol 
alloWs for neWly introduced nodes, running a ?le transfer 
slave, to catch up on earlier ?le transfers and (re)build their 
set of locally replicated ?les. 
The selection mechanism, FIG. 11, used by a user inter 

face process to elect a ?le transfer master or by a ?le transfer 
slave process to choose another ?le transfer slave process to 
perform ?le replication or error recovery is based on a novel 
random number and modulus calculation scheme. Prior 
distributed computing methods to perform election are based 
on N><N message exchanges. This N><N problem resolution 
creates netWork communication bottlenecks in large net 
Works With many elections to process and physically pre 
vents scaling to tens of thousands of nodes. Moreover it 
requires an a priori knoWledge of the netWork topology and 
number of participants. In our scheme, a partner selection, 
among a large set of cooperating candidates, is performed by 
performing a multicast (or broadcast) of a random number 
and a modulus number. Upon reception, likely candidates 
calculate tWo neW random numbers. The ?rst random num 
ber is applied the received modulus number and if the result 
matches the received random number, the second generated 
random number is sent back. The election originator accu 
mulates returned ansWers for a limited amount of time and 
selects the candidate With the smaller returning random 
number. This scheme is made adaptative by varying the 
modulus number in order to reduce or increase the number 
of respondents. The modulus number to use for a neW 
election round is based on the number or respondents from 
past requests, and initially is set to “l” (forces everybody to 
respond). 

FIG. 4 depicts the user interface process protocol ?nite 
state machine. The initial step is to select a ?le transfer 
master process to send ?le fragments to. This phase fails if 
no ?le transfer master processes are reachable. The transfer 
of ?le fragments begins and proceeds until all fragments 
have been transferred. Should the selected ?le transfer 
master process stop responding, a neW election round is 
initiated and transfer may proceed from Where it Was inter 
rupted. 

The ?le transfer master process protocol ?nite state 
machine, FIG. 5, is quite minimal; it replies to selection 
requests and, once selected, spaWns a child process to 
conduct the actual multicast (or broadcast) ?le transfer 
phase. The multicast (or broadcast) ?le transfer process 
protocol ?nite state machine (FIG. 7) consists in forWarding 
all ?le fragments received from the user interface process to 
all participating ?le transfer slave processes. Should the user 
interface process stop responding, the multicast ?le transfer 
process noti?es all ?le transfer slave processes and termi 
nates. The protocol may be extended to perform a ?le 
transfer completion check With all remote ?le transfer slave 
processes. 
The ?le transfer slave process protocol ?nite state 

machine shoWn in FIG. 6 implements the multicast ?le 
transfer reception side, the transfer error recovery mecha 
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nism and further contains two optional protocol extensions 
for ?le transfer completion and ?le replication. Single mes 
sage exchange requests, such as completion check, transfer 
abort request, ?le replication or error recovery selection 
requests and reception of ?le fragments are handled directly 
by the slave process. All other tasks, such as assisting 
another slave to recover ?le fragments, or initiating a 
recovery procedure or ?le replication upon boot are handled 
in individual sub-processes. Consequently, a single ?le 
transfer slave process can handle multiple simultaneous ?le 
transfers and ?le transfer recovery procedures or can assist 
concurrently more than one slave process to recover missing 
or corrupted ?le fragments. The optional protocol extensions 
are ?le completion check and ?le replication procedure. 

The ?le transfer forwarding process, FIG. 8, consists in 
forwarding requested ?le fragments to the originating ?le 
transfer slave process until no further requests are received 
during a preset period of time. 

FIG. 9 shows the ?le transfer recovery process protocol 
?nite state machine. After an initial selection phase, to locate 
a cooperating ?le transfer slave process, requests to forward 
missing (or corrupted) ?le fragments are sent out to the 
selected slave process. Cooperating processes respond to a 
forwarding request only if they possess a proper copy of the 
?le fragment requested. If no cooperating slave process can 
be selected (i.e. no other slave process contains the 
requested ?le fragment) the incomplete ?le is removed and 
the recovery terminates. Forwarded ?le fragments, once 
received, are written in their correct location in the target 
?le. 

The overall multicast ?le transfer and recovery mecha 
nism described so far can be further extended to perform 
automatic ?le replication as depicted in FIG. 10 (?le repli 
cation process protocol ?nite state machine). Upon startup a 
?le transfer slave process can spawn a sub-process to 
perform asynchronously the ?le replication procedure. File 
replication serves two purposes: complete upon boot inter 
rupted ?le transfers and perform ?le transfers that have 
occurred while the ?le transfer slave process was non 
operational. The protocol starts by initiating a selection 
procedure to locate a cooperating ?le transfer slave process. 
This cooperating process serves the purpose to determine 
which ?le transfers occurred while the requesting slave 
process was non operational. Afterwards each ?le transfer 
missed, or interrupted (these can be determined locally from 
the ?le fragments stored) is completed using the normal ?le 
recovery protocol engine (either in an independent sub 
process or not, depending on the implementation). 

The combination of persistent connectionless requests 
and distributed selection procedure allows for scalability and 
fault-tolerance since there is no need for global state knowl 
edge to be maintained by a centraliZed entity (or replicated 
entities). Furthermore it allows to build a light weight 
protocol which can be implemented ef?ciently even on 
appliance type devices. The use of multicast (or broadcast) 
minimiZes network utiliZation, allowing higher aggregate 
?le transfer rates and enabling the use of lesser expensive 
networking equipment (which in turn allows the use of 
lesser expensive nodes). The separation of multicast ?le 
transfer and recovery ?le transfer phases allows the deploy 
ment of a distributed ?le recovery mechanism that further 
enhances scalability and fault-tolerance properties. Finally, 
the independent ?le transfer recovery mechanism can be 
used to implement an asynchronous ?le replication appara 
tus, where newly introduced nodes (or rebooted nodes) can 
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8 
perform ?le transfers which occurred while they were non 
operational and after the completion of the multicast ?le 
transfer phase. 

In its preferred embodiment, the present invention is 
applied to ?le transfer and ?le replication. The one skilled in 
the art will however recogniZe that the present invention can 
be applied to the transfer, replication and/ or streaming of any 
type of data. 
A computer program product, directly loadable into the 

internal memory of a computing device, or any electronic 
appliance including a computing device, such as for 
example a personal computer, a cellular phone, a PDA, etc. 
comprising software code portions may perform the meth 
ods claimed herein. 
What is claimed is: 
1. A method for transferring data between networked 

computing devices, comprising: 
transferring data using a broadcast transfer protocol, 

wherein the transfer protocol is sessionless; and 
symmetrically recovering corrupted or missing data from 

any one of the networked computing devices, wherein 
the recovery of the corrupted or missing data is fully 
asynchronous and autonomous relative to the transfer 
of the data. 

2. The method of claim 1, wherein the symmetrically 
recovering further comprises transferring previously trans 
ferred data from at least one of the networked computing 
devices to a computing device introduced to the network 
subsequent to the previous data transfer. 

3. The method of claim 1, wherein the symmetrically 
recovering completes interrupted data transfers between 
networked computing devices. 

4. The method of claim 3, further comprising removing 
partially transferred ?les during the interrupted data transfer 
from at least one of the networked computing devices. 

5. The method of claim 4, wherein removing the partially 
transferred ?les occurs once the ?les have reached a pre-set 
life span. 

6. The method of claim 4, wherein the partially transferred 
?les are a result of aborting or canceling a transfer of data. 

7. The method of claim 6, wherein the aborting or 
canceling of the transfer of data results from a user request. 

8. The method of claim 6, wherein the aborting or 
canceling of the transfer of data results from a system crash. 

9. The method of claim 1, wherein the transferred data 
comprises subsets of a ?le and wherein subsequent data 
transfers of the ?le will comprise the transfer of only data 
subsets modi?ed since a previous data transfer. 

10. The method of claim 9, further comprising recording 
a received log of deltas of modi?ed data at each of the 
networked computing devices receiving transferred data. 

11. The method of claim 9, wherein the subsequent data 
transfer of data subsets comprises transferring the data 
subsets using a broadcast transfer protocol. 

12. The method of claim 9, wherein the subsequent data 
transfer of data subsets comprises transferring the data 
subsets using symmetric recovery. 

13. The method of claim 1, further comprising allowing 
multiple concurrent data transfers through a single instance 
of data transfer and symmetric recovery. 

14. The method of claim 1, wherein the symmetrically 
recovering comprises at least one point-to-point data 
exchange processes. 

15. The method of claim 1, further comprising throttling 
network traf?c to prevent network saturation by limiting a 
number of simultaneous ?le transfers or number of data 
packets transferred per second. 
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16. The method of claim 1, wherein the transferring of 
data further comprises launching a fault-tolerant client inter 
face to initiate the transfer of data. 

17. The method of claim 16, Wherein the client interface 
is launched by a user. 

18. The method of claim 16, Wherein the client interface 
is launched by an automated tool. 

19. The method of claim 1, further comprising generating 
constant and con?gurable netWork traf?c using an adaptive 
distributed selection mechanism. 

20. A computing device con?gured to: 
transfer data using a broadcast transfer protocol, Wherein 

the transfer protocol is sessionless; and 
symmetrically recover corrupted or missing data from any 

one of a plurality of netWorked computing devices, 
Wherein the recovery of the corrupted or missing data 
is fully asynchronous and autonomous relative to the 
transfer of the data. 

21. The computing device of claim 20, Wherein the 
computing device is further con?gured to generate constant 
and con?gurable netWork traf?c using an adaptive distrib 
uted selection mechanism. 

22. The computing device of claim 20, Wherein at least 
one of the plurality of netWorked computing devices com 
prises a personal computer. 

23. The computing device of claim 20, Wherein at least 
one of the plurality of netWorked computing devices com 
prises a PDA. 
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24. The computing device of claim 20, Wherein at least 

one of the plurality of netWorked computing devices com 
prises a cellular phone. 

25. A computer-readable storage medium having embod 
ied thereon a program, the program being executable by a 
computer to perform a method for transferring data betWeen 
netWorked computing devices, the method comprising: 

transferring data using a broadcast transfer protocol, 
Wherein the transfer protocol is sessionless; and 

symmetrically recovering corrupted or missing data from 
any one of the netWorked computing devices, Wherein 
the recovery of the corrupted or missing data is fully 
asynchronous and autonomous relative to the transfer 
of the data. 

26. The computer-readable storage medium of claim 25, 
Wherein at least one of the netWorked computing device 
comprises a personal computer. 

27. The computer-readable storage medium of claim 25, 
Wherein at least one of the netWorked computing device 
comprises a cellular phone. 

28. The computer-readable storage medium of claim 25, 
Wherein at least one of the netWorked computing device 
comprises a PDA. 


