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PROCESSOR, DATA PROCESSING SYSTEM 
AND METHOD FOR SYNCHRONZING 

ACCESS TO DATA IN SHARED MEMORY 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

The present application is related to the following appli 
cations, which are ?led on even date herewith, assigned to 
the same assignee, and incorporated herein by reference in 
their entireties: 

(1) US. patent application Ser. No. 10/965,113; 
(2) US. patent application Ser. No. 10/965,144. 

BACKGROUND OF THE INVENTION 

1. Technical Field 
The present invention relates in general to data processing 

system and, in particular, to managing accesses to shared 
data in a data processing system. Still more particularly, the 
present invention relates to a processor, data processing 
system and method for synchronizing accesses to data in 
shared memory. 

2. Description of the Related Art 
In shared memory multiprocessor (MP) data processing 

systems, each of the multiple processors in the system may 
access and modify data stored in the shared memory. In 
order to synchroniZe access to a particular granule (e.g., 
cache line) of memory between multiple processing units 
and threads of execution, load-reserve and store-conditional 
instruction pairs are often employed. For example, load 
reserve and store-conditional instructions have been imple 
mented in the PowerPC® instruction set architecture with 
operation codes (opcodes) associated with the LWARX and 
STWCX mnemonics, respectively (referred to hereafter as 
LARX and STCX). The goal of load-reserve and store 
conditional instruction pairs is to load and modify data and 
then to commit the modi?ed data to coherent memory only 
if no other thread of execution has modi?ed the data in the 
interval between the load-reserve and store-conditional 
instructions. Thus, updates to shared memory can be syn 
chroniZed without the use of an atomic update primitive that 
strictly enforces atomicity. 

With reference now to FIG. 1, a block diagram of a 
conventional MP computer system supporting the use of 
load-reserve and store-conditional instructions to synchro 
niZe updates to shared memory is illustrated. As shown, 
computer system 100 includes multiple processing units 
10211410219 for processing data and instructions. Processing 
units 102 are coupled for communication to a system bus 
104 for conveying address, data and control information 
between attached devices. In the depicted embodiment, the 
attached devices include a memory controller 106 providing 
an interface to a system memory 108 and one or more host 

bridges 110, each providing an interface to a respective 
meZZanine bus 112. MeZZanine bus 112 in turn provides 
slots for the attachment of additional devices, which may 
include network interface cards, I/O adapters, non-volatile 
storage device adapters, additional bus bridges, etc. 
As further illustrated in FIG. 1, each processing unit 102 

includes a processor core 120 containing an instruction 
sequencing unit 122 for fetching and ordering instructions 
for execution by one or more execution units 124. The 
instructions and associated data operands and data results 
are stored in a multi-level memory hierarchy having at its 
lowest level system memory 108, and at its upper levels L1 
cache 126 and L2 cache 130. The data within the memory 
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2 
hierarchy may generally be accessed and modi?ed by mul 
tiple processing units 102a, 1021). 

L1 cache 126 is a store-through cache, meaning that the 
point of cache coherency with respect to other processing 
units 102 is below the L1 cache (e.g., at L2 cache 130). L1 
cache 126 therefore does not maintain true cache coherency 
states (e.g., Modi?ed, Exclusive, Shared, Invalid) for its 
cache lines, but only maintains valid/invalid bits. Store 
operations ?rst complete relative to the associated processor 
core 120 in the L1 cache and then complete relative to other 
processing units 102 in L2 cache 130. 
As depicted, in addition to the L2 cache array 140, L2 

cache 130 includes read-claim (RC) logic 142 for managing 
memory access requests by the associated processor core 
120, snoop logic 144 for managing memory access requests 
by other processing units 102, and reservation logic 146 for 
recording reservations of the associated processor core 120. 
Reservation logic 146 includes at least one reservation 
register comprising a reservation address ?eld 148 and a 
reservation ?ag 150. 

FIG. 2A depicts the manner in which a load-reserve (e. g., 
LARX) instruction is processed in data processing system 
100 of FIG. 1. As shown, the process begins at block 200, 
which represents the execution of a LARX instruction by 
execution units 124 of processing unit 10211 in order to 
determine the target address from which data is to be loaded. 
Following execution of the LARX instruction, L1 cache 126 
invalidates the cache line containing the target address at 
block 202. The cache line is invalidated in L1 cache 126 to 
prevent the LARX instruction from binding to a potentially 
stale value in L1 cache 126. The value is potentially stale 
because another processing unit 102 may have gained own 
ership of the target cache line in order to modify it. 

Following block 202, the process passes to block 204, 
which illustrates processor core 120 issuing a LARX opera 
tion corresponding to the LARX instruction to RC logic 142 
within L2 cache 130. As depicted at bock 206, RC logic 142 
stores the address of the reservation granule (e.g., cache line) 
containing the target address in reservation address ?eld 148 
and sets reservation ?ag 150. Reservation logic 146 then 
begins monitoring for an indication by snoop logic 144 that 
another processing unit 102 has updated the cache line 
containing the target address. As illustrated at block 208, RC 
logic 142 obtains the load data from L2 cache array 140, 
system memory 108 or another processing unit 102 and then 
returns the requested load data to processor core 120. In 
response to receipt of the load data, processor core 120 
stores the load data in an internal register, but not in L1 
cache 126. 

Processor core 120 thereafter attempts to perform an 
atomic update to the load data through the execution of a 
store-conditional (e.g., STCX) instruction in accordance 
with the process depicted in FIG. 2B. As shown, the process 
begins at block 220, which represents execution units 124 
executing the store-conditional instruction to determine the 
target address of the store-conditional operation. Next, as 
depicted at block 222, the cache line containing the target 
address is invalidated in L1 cache 126, if valid. Although the 
cache line was invalidated earlier at block 202, the invali 
dation is still performed at block 222 because an intervening 
load operation to another address in the cache line may have 
caused the cache line to be loaded back into L1 cache 126. 

Following block 222, processor core 120 issues a store 
conditional (e.g., STCX) operation corresponding to the 
store-conditional instruction to RC logic 142 within L2 
cache 130, as shown at block 224. RC logic 142 obtains 
owner permission for the target cache line and then deter 
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mines at block 226 whether or not reservation ?ag 150 is still 
set (i.e., whether or not any other processing unit 102 has 
modi?ed the reservation granule). If reservation ?ag 150 is 
still set, indicating that no other processing unit 102 has 
modi?ed the reservation granule, RC logic 142 updates L2 
cache array 140 with the store data and resets reservation 
?ag 150, as shown at block 228. Reservation logic 146 then 
sends a pass indication to processor core 120, as shown at 

block 230. Thereafter, the process ends at block 234. 

Returning to block 226, in response to a determination 
that reservation ?ag 150 is reset, indicating that another 
processing unit 102 has modi?ed the reservation granule in 
the interval between execution of the load-reserve and 
store-conditional instructions, the store-conditional opera 
tion fails in L2 cache 130, and reservation logic 146 trans 
mits a fail indication to processor core 120, as depicted at 
block 232. Thereafter, processing of the store-conditional 
operation terminates at block 234. 

FIG. 2C illustrates the conventional operation of snoop 
logic 144 in support of shared memory updates utiliZing 
load-reserve and store-conditional instructions. As depicted, 
the process begins at block 240 and thereafter proceeds to 
block 242, which illustrates the process iterating until snoop 
logic 144 snoops an operation on system bus 104. When 
snoop logic 144 snoops an operation on system bus 104, 
snoop logic 144 allocates a snooper to handle the operation 
at block 244. The snooper determines at block 246 whether 
or not the snooped operation is a storage-modifying opera 
tion. If not, the process passes to block 252 for other 
processing and thereafter terminates at block 254. If, how 
ever, the snooper determines that the snooped operation is a 
storage-modifying operation, the snooper makes a further 
determination at block 248 whether the address of the 
modifying operation matches the contents of reservation 
address ?eld 148. If so, the snooper resets reservation ?ag 
150 to cause any subsequent store-conditional operation to 
the address speci?ed in reservation address ?eld 148 to fail, 
as shown at block 250. Following block 250 or following a 
determination at block 248 that the address of the snooped 
modifying operation matches the contents of reservation 
address ?eld 148, the snooper performs other processing at 
block 252 (e.g., updating the directory of L2 cache array 
140). The process thereafter terminates at block 254. 

SUMMARY OF THE INVENTION 

The present invention appreciates that the above-de 
scribed conventional technique of updating shared memory 
utiliZing load-reserve and store-conditional instructions has 
a number of drawbacks. For example, the conventional 
methodology described with respect to FIGS. 2Ai2B is 
subject to signi?cant communication latency in that it 
always requires two separate “round trip” communications 
between processor core 120 and L2 cache 130. The ?rst 
“round trip” includes the issuance of a load-reserve opera 
tion to L2 cache 130 at block 204 and the return of the load 
data at block 208, and the second “round trip” includes the 
issuance of a store-conditional operation to L2 cache 130 at 
block 224 and the return of a pass/fail indication at block 
230. 

In addition, the conventional technique of updating shared 
memory utiliZing load-reserve and store-conditional instruc 
tions disadvantageously results in the invalidation of the 
target cache line in L1 cache 126. As will be appreciated, one 
advantage of caching data is that software often exhibits 
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4 
locality of reference, meaning that data within the same 
cache line as the data updated by the load-reserve/store 
conditional pair is frequently referenced by other nearby 
instructions. Unfortunately, the invalidation of the cache line 
in L1 cache 126 delays the execution of such instructions 
until the cache line is loaded back into L1 cache 126 from 
L2 cache 130. 

In view of these and additional shortcomings in the prior 
art, the present invention provides improved processors, data 
processing systems and methods for synchronizing updates 
to a shared memory utiliZing load-reserve and store-condi 
tional instructions. According to one embodiment, a pro 
cessing unit for a multiprocessor data processing system 
includes a processor core including a store-through upper 
level cache, an instruction sequencing unit that fetches 
instructions for execution, a data register, and at least one 
instruction execution unit. The instruction execution unit, 
responsive to receipt of a load-reserve instruction from the 
instruction sequencing unit, executes the load-reserve 
instruction to determine a load target address. The processor 
core, responsive to the execution of the load-reserve instruc 
tion, performs a corresponding load-reserve operation by 
accessing the store-through upper level cache utiliZing the 
load target address to cause data associated with the load 
target address to be loaded from the store-through upper 
level cache into the data register and by establishing a 
reservation for a reservation granule including the load 
target address. 

All objects, features, and advantages of the present inven 
tion will become apparent in the following detailed written 
description. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The novel features believed characteristic of the invention 
are set forth in the appended claims. However, the invention, 
as well as a preferred mode of use, will best be understood 
by reference to the following detailed description of an 
illustrative embodiment when read in conjunction with the 
accompanying drawings, wherein: 

FIG. 1 is a high level block diagram of a conventional data 
processing system that utiliZes load-reserve and store con 
ditional instructions to update shared memory; 

FIG. 2A is a ?owchart of a conventional method of 
processing a load-reserve instruction; 

FIG. 2B is a ?owchart of a conventional method of 
processing a store-conditional instruction; 

FIG. 2C is a ?owchart of a conventional method of 
processing operations snooped on a system bus; 

FIG. 3 is a high level block diagram of an illustrative data 
processing system in accordance with the present invention; 

FIG. 4A is a high level logical ?owchart of an exemplary 
method of processing a load-reserve instruction in accor 
dance with the present invention; 

FIG. 4B is a high level logical ?owchart of an exemplary 
method of processing a store-conditional instruction and 
corresponding store-conditional operation in a processor 
core in accordance with the present invention; 

FIG. 4C is a high level logical ?owchart of an exemplary 
method of processing a store-conditional operation in lower 
level cache in accordance with the present invention; and 

FIG. 4D is a ?owchart of an exemplary method of 
processing operations snooped on a system bus in accor 
dance with the present invention. 
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DETAILED DESCRIPTION OF ILLUSTRATIVE 
EMBODIMENT 

With reference again to the ?gures and in particular With 
reference to FIG. 3, there is illustrated a high level block 
diagram of an exemplary embodiment of a multiprocessor 
data processing system in accordance With the present 
invention. As shoWn, data processing system 300, Which 
may be, for example, a server or Workstation computer, 
includes multiple processing units 302a, 3021) for processing 
data and instructions. Processing units 302 are coupled for 
communication to a system interconnect 304 for conveying 
address, data and control information betWeen attached 
devices. The attached devices include not only processing 
units 302, but also a memory controller 306 providing an 
interface to a shared system memory 308 and one or more 

host bridges 310, each providing an interface to a respective 
meZZanine bus 312. MeZZanine bus 312 in turn provides 
slots for the attachment of additional unillustrated devices, 
Which may include netWork interface cards, I/O adapters, 
non-volatile memory, non-volatile storage device adapters, 
additional bus bridges, etc. 

As further illustrated in FIG. 3, each processing unit 302, 
Which may be realiZed as a single integrated circuit, includes 
one or more processor cores 320a, 3201) for processing 
instructions and data. Each processor core 320 includes 
execution units 324 for executing instructions and an 
instruction sequencing unit (ISU) 322 for fetching and 
ordering instructions for execution by the execution units 
324. In accordance With the present invention, the instruc 
tions executed by execution units 324 include load-reserve 
and store-conditional instructions, Which are utiliZed to 
synchroniZe access to shared memory betWeen a particular 
thread of execution and other concurrent threads of execu 
tion, Whether executing in the same processor core 320, a 
different processor core 320 in the same processing unit 302, 
or in a different processing unit 302. In a preferred embodi 
ment, execution units 324 execute at least load-reserve and 
store-conditional instructions in-order (other instructions 
may or may not be executed out-of-order). 

Each processor core 320 further includes an L1 store 
queue (STQ) 327 and a load unit 328 for managing the 
completion of store and load operations, respectively, cor 
responding to executed store and load instructions (includ 
ing load-reserve and store-conditional instructions). In a 
preferred embodiment, Ll STQ 327 is implemented as a 
First-In, First-Out (FIFO) queue containing a plurality of 
queue entries. Store operations are accordingly loaded in the 
“top” entry of L1 STQ 327 at execution of the corresponding 
store instruction to determine the target address, and are 
initiated When the store operation reaches the “bottom” or 
“commit” entry of L1 STQ 327. 

It is important to note that the present application makes 
a distinction betWeen “instructions”, such as load-reserve 
and store-conditional instructions, and “operations”. Load 
and store “instructions” (including load-reserve and store 
conditional instructions) are de?ned herein as inputs to an 
execution unit that include an operation code (opcode) 
identifying the type of instruction and one or more operands 
specifying data to be accessed and/or its address. Load and 
store “operations”, including load-reserve and store-condi 
tional operations, are de?ned herein as data and/or signals 
generated folloWing instruction execution that specify the 
address of data to be accessed. Thus, load-reserve and 
store-conditional operations may be transmitted from a 
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6 
processor core 320 to loWer level memory to initiate data 
accesses, While load-reserve and store-conditional instruc 
tions are not. 

The operation of processor core 320 is supported by a 
multi-level volatile memory hierarchy having at its loWest 
level shared system memory 308, and at its upper levels tWo 
or more levels of cache memory, Which in the illustrative 
embodiment include L1 cache 326 and L2 cache 330. In the 
particular embodiment shoWn in FIG. 3, L2 cache 330 is 
shared by all processor cores 320 Within a processing unit 
302. As in other shared memory MP data processing sys 
tems, the contents of the memory hierarchy may generally 
be accessed and modi?ed by threads of execution executing 
in any processor core 320 in any processing unit 302 of data 
processing system 300. 

In accordance With the present invention, L1 cache 326, 
Which may include bifurcated Ll data and instruction 
caches, is implemented as a store-through cache, meaning 
that the point of cache coherency With respect to other 
processor cores 320 is located beloW L1 cache 326 and, in 
the depicted embodiment, is located at L2 cache 330. 
Accordingly, as described above, L1 cache 326 does not 
maintain true cache coherency states (e.g., Modi?ed, Exclu 
sive, Shared, Invalid) for its cache lines, but only maintains 
valid/invalid bits. Because L1 cache 326 is implemented as 
a store-through cache, store operations (including store 
conditional operations) ?rst complete relative to the associ 
ated processor core 120 in L1 cache 326 and then complete 
relative to other processing units 302 at a point of system 
Wide coherency, Which in the depicted embodiment is L2 
cache 330. 
As further illustrated in FIG. 1, L2 cache 330 contains a 

storage array and directory 340 that store cache lines of 
instructions and data in association With their respective 
memory addresses. L2 cache 330 also includes a number of 
instances of read-claim (RC) logic 342ai342n for managing 
memory access operations received from the associated 
processor cores 320. RC logic instances 342ai342n receive 
load operations from LD unit 328 in processor core 320 via 
load bus 360 and command bus 362, and receive store 
operations from L1 STQ 327 in processor core 320 via store 
bus 364, an in-order L2 STQ 366, and command bus 362. 
L2 cache 330 further includes a number of instances of 

snoop (SN) logic 344ai344n for managing memory access 
and other operations received from other processing units 
302 via system interconnect 304 and snoop bus 370. Snoop 
logic instances 344 and RC logic instances 342 are each 
connected to a back-invalidation bus 372 by Which any 
snoop logic instance 344 or RC logic instance 342 can signal 
the invalidation of a cache line to processor core 320. 
L2 cache 330 ?nally includes reservation logic 346 for 

recording reservations of the associated processor core(s) 
320. Speci?cally, reservation logic 346 includes, for each 
thread that may be concurrently executed by the processor 
core(s) 320 in its processing unit 302, a respective reserva 
tion register comprising a reservation address ?eld 348 and 
a reservation ?ag 350. For example, in the depicted example, 
Which assumes that processor cores 320a and 3201) can each 
execute a single thread, reservation logic 346 includes tWo 
reservation registers: reservation address ?eld 348a and 
reservation ?ag 35011 for processor core 320a and reserva 
tion address ?eld 34819 and reservation ?ag 35019 for pro 
cessor core 32%. When set (e.g., to ‘l’), a reservation ?ag 
350 indicates that the associated processor core 320 holds a 
reservation for the address contained in reservation address 
?eld 348 and otherWise indicates no reservation is held. 
Reservation logic 346 supplies pass/fail indications indicat 



US 7,197,604 B2 
7 

ing the outcomes of store-conditional operations to proces 
sor cores 320a, 3201) via respective pass/fail buses 374a, 
3741). 

Referring now to FIG. 4A, there is depicted a high level 
logical ?owchart of an exemplary method by which data 
processing system 300 processes a load-reserve instruction 
in accordance with the present invention. As shown, the 
process begins at block 400 and thereafter proceeds to block 
402, which illustrates execution units 324 receiving a load 
reserve instruction, referred to hereinafter as a LARX 
instruction, from ISU 322 and then executing the LARX 
instruction to calculate the load target address. In a preferred 
embodiment, execution units 324 execute LARX instruc 
tions within a hardware thread in-order and without pipe 
lining, meaning that the data words(s) requested by a LARX 
instruction must be loaded to one or more registers 323 in 
processor core 320 before the next LARX instruction begins 
execution. These restrictions simplify the management of 
reservations by reservation logic 346 in L2 cache 330. 

Following execution of the LARX instruction, the load 
target address is received from execution units 324 by LD 
unit 328. As illustrated at block 404, LD unit 328 then 
accesses the directory of L1 cache 326 to determine whether 
a cache line containing the data word(s) associated with the 
load target address resides in L1 cache 326. If not, L1 cache 
326 signals a cache miss to LD unit 328, which responds by 
issuing a LARX operation to an RC logic instance 342 via 
load bus 360 and command bus 362, as shown at block 410. 

Next, at block 412, the RC logic instance 342 initiates an 
access to L2 storage array and directory 340 to retrieve the 
cache line of data identi?ed by the load target address and 
returns the requested cache line to processor core 320. 
Processor core 320 loads the entire cache line of data within 
L1 cache 326 and transfers the data word(s) associated with 
the load target address in a core register 323. Thus, unlike 
prior art processors that only load the data word(s) associ 
ated with the load target address in core register(s) and do 
not cache the target cache line, processor core 320 of data 
processing system 300 establishes the target cache line in L1 
cache 326 to permit subsequent loads, and particularly 
subsequent load-reserve operations, to hit in L1 cache 326. 
Next, as illustrated at block 414, the RC logic instance 342 
establishes a reservation for the load target address in L2 
cache 330 by placing the load target address in a reservation 
address ?eld 348 and setting the associated reservation ?ag 
350. Thereafter, reservation logic 346 begins monitoring for 
an indication that the reservation granule has been updated, 
and the process terminates at block 416. 

Returmng to block 404, in response to LL) unit 328 
determining that the load target address hit in L1 cache 326, 
LD unit 328 issues an address-only LARXA operation to an 
RC logic instance 342 via load bus 360 and command bus 
362 to inform L2 cache 330 that the load-reserve has bound 
to a (potentially stale) value in L1 cache 326. If processing 
unit 302 implements multiple processor cores 320 and/or 
processor core(s) 320 capable of executing multiple concur 
rent threads of execution, the LARXA operation preferably 
includes not only the load target address, but also the core ID 
and thread ID that executed the LARX instruction. 
As shown at block 408, L1 cache 326 loads the data 

word(s) associated with the load target address into one or 
more core registers 323 associated with execution units 324. 
Thereafter, the process passes to block 414, which has been 
described. 

In order to ensure that the reservation established at block 
414 is properly subject to any snoop operations that may 
cancel the reservation, the interval between processing of the 
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LARXA operation by LD unit 328 at block 404 to the 
presentation of the LARXA operation on load bus 360 as 
depicted at block 406 must be a short, bounded time. It is not 
required, however, that this interval be ?xed to a particular 
number of cycles. To ensure the time to presentation of a 
LARXA operation is bounded, execution units 324 ensure 
that no other load (including load-reserve) instructions are 
executed in any thread in the same processor core 320 within 
one L2 (not core) cycle of the execution of the load-reserve 
instruction. This condition guarantees that load bus 360 will 
be available for LD unit 328 to transmit the LARXA 
operation to L2 cache 330 in a non-blocking fashion. In 
addition, LD unit 328 ignores any busy signals on load bus 
360 for purposes of presenting LARXA operations because 
LARXA operations are processed only by reservation logic 
346 (and not RC logic instances 342) and therefore do not 
need to be delayed, even if RC logic instances 342 are all 
busy. 

With reference now to FIG. 4B, there is a high level 
logical ?owchart of an exemplary method of processing a 
store-conditional instruction in a processor core in accor 

dance with the present invention. As depicted, the process 
begins at block 420 and thereafter proceeds to block 422, 
which illustrates execution units 324 receiving a store 
conditional instruction, referred to hereinafter as a STCX 
instruction, from ISU 322 and then executing the STCX 
instruction to calculate the store target address. As with 
LARX execution described above, execution units 324 also 
preferably execute STCX instructions within the same hard 
ware thread in-order and without pipelining. Upon execution 
of the STCX instruction, execution units 324 place a cor 
responding STCX operation including the store target 
address within Ll STQ 327, which is preferably imple 
mented as a FIFO queue for buffering store operations that 
is shared by all threads executing within a processor unit 
302. 

Following block 422, the process proceeds to block 424, 
which depicts Ll STQ 327 issuing a STCX operation to L2 
STQ 366 via store bus 364 when the STCX operation 
reaches the bottom (or “commit”) entry of L1 STQ 327. In 
addition, as depicted at block 426, L1 STQ 327 determines, 
when the STCX operation reaches the commit entry of L1 
STQ 327, whether the STCX operation hit in L1 cache 326. 
If the store target address misses in L1 cache 326 at the 
commit entry of L1 STQ 327, the process passes to block 
430, which depicts Ll STQ 327 awaiting a pass/fail indi 
cation indicating whether or not the STCX operation suc 
ceeded at L2 cache 330 (i.e., with respect to all other threads 
and cache coherent processing units 302). In response to 
receipt of the pass/fail operation, processor core 320 pro 
vides the pass/fail indication to execution units 324 (e.g., to 
indicate whether the path of execution should change), as 
shown at block 432, but does not write to L1 cache 326. 
Thereafter, the STCX operation is deallocated from L1 STQ 
327, and the process terminates at block 434. 

Returning to block 426, in response to L1 STQ 327 
determining that the store target address of the STCX 
operation hit in L1 cache 326 at the commit entry, the 
process proceeds to block 440. Block 440 illustrates Ll STQ 
327 initiating sequencer logic 325 to manage the conditional 
update to L1 cache 326. That is, because the success of the 
STCX operation is conditioned on the absence of other store 
operations to the same reservation granule following the 
point in time that the associated LARX operation binds to a 
value, the store data of the STCX operation cannot be placed 
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in the L1 cache until the L2 has processed the STCX 
operation and ensured that it has completed successfully 
system-Wide. 
As noted above, Ll STQ 327 is preferably implemented 

as a FIFO queue, meaning that until the STCX operation in 
the bottom or “commit” entry of L1 STQ 327 has ?nished 
and Written to L1 cache 326 (if necessary), Ll STQ 327 is 
blocked and other store operations cannot make forWard 
progress. In order to avoid a potential deadlock and/or 
performance degradation, sequencer logic 325 of L1 STQ 
327 preferably implements at least one mechanism by Which 
sequencer logic 325 can discontinue Waiting for the pass/fail 
indication from L2 cache 330 in order to update L1 cache 
326 and can instead invalidate the target cache line in L1 
cache 326. 

In a preferred embodiment, sequencer logic 325 of L1 
STQ 327 implements tWo “escape” mechanisms to cause 
sequencer logic 325 to stop Waiting for the pass/fail indica 
tion from L2 cache 330 in order to update L1 cache 326. The 
?rst of these mechanism is a respective cancel (or latency) 
signal from L2 cache 330 for each processor core 320 and 
thread that, When asserted, indicates that L2 cache 330 is 
likely to delay returning the pass/fail indication (e.g., 
because of an L2 cache miss, the target cache line is held in 
Shared state, etc.). As shoWn at blocks 442 and 444, When 
sequencer logic 325 of L1 STQ 327 receives the cancel 
(latency) signal, sequencer logic 325 of L1 STQ 327 invali 
dates the target cache line in L1 cache 326 if the target cache 
line is still valid. 

The other mechanism by Which sequencer logic 325 can 
abandon the update to L1 cache 326 is an optional timeout 
counter (T) 329. If implemented, Ll STQ 327 starts timeout 
counter 329 in response to issuance of a STCX operation to 
L2 cache 330, and in response to a predetermined, program 
mable number of cycles elapsing prior to receipt of a 
pass/fail indication from L2 cache 330 (as indicated by a 
latency signal generated by timeout counter 329), sequencer 
logic 325 similarly invalidates the target cache line in L1 
cache 326, as shoWn at block 442 and 444. By abandoning 
the Writeback of the store data to L1 cache 326 in this 
manner, Ll STQ 327 can continue to make forWard progress 
on other store operations. The process thereafter proceeds 
from block 444 to block 430, Which has been described. 

Still referring to FIG. 4B, folloWing a determination at 
block 442 that no cancel signal has been received from L2 
cache 330 and no timeout has occurred, the process passes 
to block 450. Block 450 illustrates Ll STQ 327 determining 
Whether L1 cache 326 has deallocated the target cache line 
of the STCX operation or has invalidated the target cache 
line of the STCX operation, for example, in response to 
receipt of a back-invalidate signal on back-invalidation bus 
372. If so, the process passes to block 430, Which has been 
described. If not, Ll STQ 327 determines Whether a pass/fail 
indication has been received from L2 cache 330 via pass/fail 
bus 374. If not, the process returns to block 442, represent 
ing sequencer logic 325 of L1 STQ 327 Waiting until a 
pass/fail signal or cancel signal is received or a timeout, 
invalidation or deallocation occurs. In response to a deter 
mination at block 452 that a pass/fail indication has been 
received, sequencer logic 325 of L1 STQ 327 takes the 
appropriate action. Namely, if the pass/fail indication is a fail 
indication, the process passes to block 432, Which has been 
described. If, on the other hand, the pass/fail indication is a 
pass indication, sequencer logic 325 of L1 STQ 327 updates 
L1 cache 326 With the store data from the STCX operation, 
as depicted at block 456. Thereafter, the process passes to 
block 432, Which has been described. 
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Referring noW to FIG. 4C, there is depicted a high level 

logical ?owchart of an exemplary method of processing a 
store-conditional operation in loWer level cache in accor 
dance With the present invention. As described above, STCX 
operations are received by L2 cache 330 Within L2 STQ 366 
via store bus 364. L2 STQ 366, like Ll STQ 327, may be 
implemented as a FIFO queue. Store operations, including 
STCX operations, pass from the bottom entry of L2 STQ 
366 to RC logic instances 342 for processing. As shoWn at 
block 462, When processing a STCX operation, an RC logic 
instance 342 determines by reference to the L2 directory 
Within storage array and directory 340 Whether or not L2 
cache 330 holds the target cache line in an “oWner” cache 
state, such as Modi?ed or Exclusive, in Which the target 
cache line can be updated Without ?rst obtaining modi?ca 
tion (“oWner”) rights from another processing unit 302. If 
not, the RC logic instance 342 optionally issues a cancel 
signal to the processor core 320, as shoWn at block 464, to 
indicate that L1 STQ 327 should abandon the STCX update 
to L1 cache 326. In addition, RC logic instance 342 obtains 
the target cache line in an “oWner” state, for example, by 
issuing a read-With-intent-to-modify transaction on system 
interconnect 304. The process shoWn in FIG. 4C then 
proceeds to block 468. 

Block 468 illustrates the RC logic instance 342 determin 
ing Whether or not a reservation ?ag 350 for the store target 
address is set (i.e., Whether or not any other processing core 
320 or thread has modi?ed the reservation granule). If not, 
reservation logic 346 transmits a fail indication to processor 
core 320 via pass/fail bus 374, as shoWn at block 470. 
Thereafter, the process terminates at block 476. If, on the 
other hand, a determination is made at block 468 that 
reservation ?ag 350 is still set, indicating that no other 
processor core 320 or thread has modi?ed the reservation 
granule, RC logic instance 342 updates the L2 cache array 
Within storage array and directory 340 With the store data of 
the STCX operation and resets reservation ?ag 350, as 
shoWn at block 472. Reservation logic 346 also sends a pass 
indication to processor core 320 at block 474. Thereafter, the 
process ends at block 476. 

With reference noW to FIG. 4D, there is illustrated a 
?owchart of an exemplary method of processing operations 
snooped on a system bus in accordance With the present 
invention. As depicted, the process begins at block 480 and 
thereafter proceeds to block 481, Which illustrates the pro 
cess iterating until L2 cache 330 snoops an operation on 
system interconnect 304. When L2 cache 330 snoops an 
operation on system interconnect 304, L2 cache 330 allo 
cates a snoop logic instance 344 to handle the operation at 
block 482. The snoop logic instance 344 determines at block 
484 Whether or not the snooped operation is a storage 
modifying operation. If not, the process passes to block 486 
for other processing (e.g., an L2 directory update) and 
thereafter terminates at block 498. 

If, hoWever, the snoop logic instance 342 determines at 
block 484 that the snooped operation is a storage-modifying 
operation, snoop logic instance 344 makes a further deter 
mination Whether the target address of the storage-modify 
ing operation matches the contents of a reservation address 
?eld 348. If not, the process passes to block 486, Which has 
been described. If, hoWever, the target address of the 
snooped storage-modifying operation matches an address 
contained in a reservation address ?eld 348, snoop logic 
instance 344 resets the associated reservation ?ag 350 to 
cause any subsequent STCX operation to the address speci 
?ed in reservation address ?eld 348 to fail, as shoWn at block 
490. In addition, the snoop logic instance 344 issues a 
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back-invalidate signal specifying the target address of the 
snooped storage-modifying operation to processor core 320 
(e. g., L1 cache 326) via back-invalidation bus 372, as shoWn 
at block 492. The back-invalidate signal clears the associ 
ated cache line from L1 cache 326, thus preventing subse 
quent LARX operations from hitting in the cache line. It 
should be noted that While the back-invalidation is under 
Way, RC logic instances 342 and snoop logic instances 344 
prevent any STCX or LARX (not LARXA) operations from 
proceeding until reservation ?ag 350 is reset and the cache 
line is invalidated in L1 cache 326. 

Following issuance of the back-invalidate signal, the 
snoop logic instance 344 Waits a ?xed interval of time, as 
illustrated at block 494, to ensure that all (noW stale) 
LARXA operations currently in ?ight to the given cache line 
have set a reservation ?ag 350 in reservation logic 346. This 
Wait interval is accordingly equal to or greater than the 
bounded interval in Which LD unit 328 issues LARXA 
operations to L2 cache 330 via load bus 360. In response to 
the Wait interval elapsing, the snoop logic instance 344 
resets the reservation ?ag 350, if any, associated With a 
reservation address ?eld 348 containing an address matching 
the target address of the snooped storage-modifying opera 
tion. In a preferred embodiment, the signal that resets the 
reservation ?ag 350, if necessary, is a directory Write opera 
tion that updates the L2 directory Within storage array and 
directory 340 in response to the snooped operation. Thus, 
reservation ?ags 350 set by stale LARXA operations are 
reset in order to satisfy the architectural requirement that a 
STCX operation conditioned upon a stale LARX must fail. 
The process thereafter terminates at block 498. 

It should be noted that in embodiments of the present 
invention in Which multiple processor cores 320 share an L2 
cache 330, as shoWn in FIG. 3, reservations established by 
LARX and LARXA operations by processor core 320a can 
be canceled (i.e. reset) not only by storage-modifying opera 
tions snooped by L2 cache 330 on system interconnect 304, 
but also by storage-modifying operations by another pro 
cessor core 320!) sharing L2 cache 330. In such embodi 
ments, the RC logic instance 342 receiving the storage 
modifying operation from processor core 320!) performs the 
steps depicted in FIG. 4D in the same manner described 
above, as Well as the storage update speci?ed by the storage 
modifying operation. 
As has been described, the present invention provides 

improved processing units, data processing systems, and 
methods for synchroniZing updates to shared memory uti 
liZing load-reserve and store-conditional instructions. In 
accordance With the present invention, load-reserve opera 
tions are permitted to bind to possibly stale values in the L1 
cache prior to determining Whether the values are stale. If it 
is determined that the value to Which the load-reserve 
operation bound in the L1 cache is stale, a subsequent 
store-conditional operation to the same reservation granule 
fails. If the value is determined to not be stale, the subse 
quent store-conditional operation succeeds, and the cache 
line containing the value to Which the load-reserve operation 
bound is advantageously retained in the L1 cache. 

While the invention has been particularly shoWn as 
described With reference to a preferred embodiment, it Will 
be understood by those skilled in the art that various changes 
in form and detail may be made therein Without departing 
from the spirit and scope of the invention. For example, 
although the invention has been described With reference to 
a particular embodiment of a memory hierarchy in Which L1 
and L2 caches are incorporated Within a processing unit, 
those skilled in the art Will appreciate that additional levels 
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12 
of in-line or lookaside caches may be employed and that, in 
some embodiments of the invention, one or more levels of 
cache may be off chip. 

What is claimed is: 
1. A processing unit for a multiprocessor data processing 

system, said processing unit comprising: 
a processor core including: 

a store-through upper level cache; 
an instruction sequencing unit that fetches instructions 

for execution; 
a data register; 
at least one instruction execution unit coupled to said 

instruction sequencing unit, Wherein the at least one 
instruction execution unit, responsive to receipt of a 
load-reserve instruction from said instruction 
sequencing unit, executes said load-reserve instruc 
tion to determine a load target address; and 

Wherein the processor core, responsive to the execution 
of the load-reserve instruction, performs a corre 
sponding load-reserve operation by accessing said 
store-through upper level cache utiliZing said load 
target address to cause data associated With said load 
target address to be loaded from said store-through 
upper level cache into said data register and by 
establishing a reservation for a reservation granule 
including the load target address. 

2. The processing unit of claim 1, Wherein the multipro 
cessor data processing system includes a loWer level cache 
supporting the processing unit, Wherein said processor core 
issues a load-reserve operation to the loWer level cache to 
establish the reservation for the load target address. 

3. The processing unit of claim 2, and further comprising 
the loWer level cache. 

4. The processing unit of claim 1, Wherein said store 
through upper level cache, responsive to said load target 
address hitting in said store-through upper level cache, 
retains in a valid state in the store-through upper level cache 
a cache line containing the data associated With the load 
target address. 

5. The processing unit of claim 1, and further comprising: 
a store queue, coupled to said at least one execution unit, 

for bu?fering a store-conditional operation to a store 
target address matching the load target address, 
Wherein said store queue permits said store-conditional 
operation to succeed only in response to receipt of a 
pass indication indicating that no con?icting store 
operation targeting the reservation granule has been 
performed since the load-reserve operation. 

6. The processing unit of claim 5, and further comprising 
a loWer level cache coupled to said store queue, said loWer 
level cache including a reservation register that stores an 
address of said reservation granule in association With a 
reservation ?ag, Wherein said loWer level cache, responsive 
to a store operation from said store queue, transmits the pass 
indication to the store queue if the reservation ?ag is set. 

7. The processing unit of claim 6, Wherein said loWer level 
cache, responsive to detecting a storage-modifying opera 
tion that hits in the reservation granule, transmits a back 
invalidation to the upper level store-through cache to cause 
invalidation of the cache line containing the load target 
address and resets the reservation ?ag after an interval has 
elapsed. 

8. A data processing system, comprising: 
a system memory; 

a system interconnect; and 
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a plurality of processing units coupled to the system 
interconnect, at least a particular processing unit among 
said plurality of processing units including: 

a processor core including: 
a store-through upper level cache; 
an instruction sequencing unit that fetches instructions 

for execution; 
a data register; 
at least one instruction execution unit coupled to said 

instruction sequencing unit, Wherein the at least one 
instruction execution unit, responsive to receipt of a 
load-reserve instruction from said instruction 
sequencing unit, executes said load-reserve instruc 
tion to determine a load target address; and 

Wherein the processor core, responsive to the execution 
of the load-reserve instruction, performs a corre 
sponding load-reserve operation by accessing said 
store-through upper level cache utiliZing said load 
target address to cause data associated With said load 
target address to be loaded from said store-through 
upper level cache into said data register and by 
establishing a reservation for a reservation granule 
including the load target address. 

9. The data processing system of claim 8, and further 
comprising a loWer level cache coupled to the system 
interconnect, Wherein said processor core issues a load 
reserve operation to the loWer level cache to establish the 
reservation for the load target address. 

10. The data processing system of claim 8, Wherein said 
store-through upper level cache, responsive to said load 
target address hitting in said store-through upper level cache, 
retains in a valid state in the store-through upper level cache 
a cache line containing the data associated With the load 
target address. 

11. The data processing system of claim 8, and further 
comprising: 

a store queue, coupled to said at least one execution unit, 
for buffering a store-conditional operation to a store 
target address matching the load target address, 
Wherein said store queue permits said store-conditional 
operation to succeed only in response to receipt of a 
pass indication indicating that no con?icting store 
operation targeting the reservation granule has been 
performed since the load-reserve operation. 

12. The data processing system of claim 11, and further 
comprising a loWer level cache coupled to said store queue, 
said loWer level cache including a reservation register that 
stores an address of said reservation granule in association 
With a reservation ?ag, Wherein said loWer level cache, 
responsive to a store operation from said store queue, 
transmits the pass indication to the store queue if the 
reservation ?ag is set. 

13. The data processing system of claim 12, Wherein said 
loWer level cache, responsive to detecting a storage-modi 
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fying operation that hits in the reservation granule, transmits 
a back invalidation to the upper level store-through cache to 
cause invalidation of the cache line containing the load 
target address and resets the reservation ?ag after an interval 
has elapsed. 

14. A method of data processing in a data processing 
system including a memory hierarchy including a store 
though upper level cache, a loWer level cache and a system 
memory, said method comprising: 

in response to receipt of a load-reserve instruction, an 
execution unit executing said load-reserve instruction 
to determine a load target address; 

in response to execution of the load-reserve instruction, 
performing a corresponding load-reserve operation, 
Wherein performing the load-reserve operation 
includes: 
accessing the store-through upper level cache utiliZing 

said load target address to cause data associated With 
said load target address to be loaded from the store 
through upper level cache into a data register; and 

establishing, at the loWer level cache, a reservation for 
a reservation granule including the load target 
address. 

15. The method of claim 14, Wherein establishing the 
reservation comprises issuing a load-reserve operation to the 
loWer level cache to establish the reservation for the load 
target address. 

16. The method of claim 14, and further comprising: 
said store-through upper level cache, responsive to said 

load target address hitting in said store-through upper 
level cache, retaining in a valid state in the store 
through upper level cache a cache line containing the 
data associated With the load target address. 

17. The method of claim 14, and further comprising: 
in response to execution of a store-conditional instruction, 

buffering a corresponding store-conditional operation 
having a store target address matching the load target 
address; and 

permitting said store-conditional operation to succeed 
only in response to receipt from the loWer level cache 
of a pass indication indicating that no con?icting store 
operation targeting the reservation granule has been 
performed since the load-reserve operation. 

18. The method of claim 17, and further comprising: 
in response to detecting a storage-modifying operation 

that hits in the reservation granule, the loWer level 
cache transmitting a back invalidation to the upper 
level store-through cache to cause invalidation of the 
cache line containing the load target address and can 
celing the reservation for the reservation granule. 


