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METHOD AND APPARATUS FOR HEADER 
SPLITTING/SPLICING AND AUTOMATING 
RECOVERY OF TRANSMIT RESOURCES ON 

A PER-TRANSMIT GRANULARITY 

BACKGROUND 

Network processing functions generally include parsing 
and examination of netWork packet headers, lookups based 
on the content of those headers, removal of headers (decap 
sulation), addition of headers (encapsulation), and/or modi 
?cations of headers. LoWer-level netWork protocols succes 
sively encapsulate higher-level protocols, that is, a loW-level 
protocol places a header prior to the start of the header for 
a higher-level protocol, and treats the higher-level protocol 
along With the rest of the frame as a payload for the 
loW-level one. Depending on hoW deep into the protocol 
stack an application goes, a certain amount of the leading 
data is of interest to the classi?cation portion of that appli 
cation, and the rest of the frame is merely an “opaque 
capsule” that is passed from a receive port to some exit port. 

DESCRIPTION OF DRAWINGS 

FIG. 1 is a block diagram of a communication system 
employing a processor having multi-threaded microengines 
to support multiple threads of execution. 

FIG. 2 is a depiction of the high-level processing How of 
the processor. 

FIG. 3 is a block diagram of a receive unit of the 
processor. 

FIG. 4 is a depiction of an exemplary receive data path. 
FIG. 5 is a depiction of data movement during a receive 

operation. 
FIG. 6 is a block diagram of a transmit unit of the 

processor. 
FIG. 7 is a depiction of an exemplary transmit data path. 
FIG. 8 is a depiction of data movement during a transmit 

operation. 
FIG. 9 is a block diagram of a pointer retirement unit 

Within the transmit unit. 
FIG. 10 is a block diagram of an exemplary embodiment 

of the DRAM bulfer freelist and related bulfer control logic 
(from FIG. 1) using a tWo-headed allocation ring structure. 

FIG. 11 is a detailed block diagram of the ring translation 
unit and associated ring prefetcher (shoWn in FIG. 1). 

DETAILED DESCRIPTION 

Referring to FIG. 1, a communication system 10 includes 
a processor 12 coupled to one or more I/O devices, for 
example, netWork devices 14 and 16, as Well as a memory 
system 18. The processor 12 is multi-threaded processor 
and, as such, is especially useful for tasks that can be broken 
into parallel subtasks or functions. In one embodiment, as 
shoWn in the ?gure, the processor 12 includes multiple 
microengines 20, each With multiple hardWare controlled 
program threads 22 that can be simultaneously active and 
independently Work on a task. Each of the microengines 20 
is connected to and can communicate With adjacent 
microengines. 

The processor 12 also includes a general purpose proces 
sor (GPP) 24 that assists in loading microcode control for the 
microengines 20 and performs other general purpose com 
puter type functions such as handling protocols and excep 
tions, as Well as providing support for higher level process 
ing tasks that cannot be handled by the microengines. The 
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2 
GPP 24 has an operating system through Which it can call 
functions to operate on the microengines 20. The GPP 24 
can use any supported operating system, preferably a real 
time operating system. 

The microengines 20 each operate With shared resources 
including the memory system 18, a bus interface 26, and one 
or more media blocks 26 and 28. The bus interface 26 
provides an interface to an external bus 30, e. g., the PCI bus. 
The media blocks 26, 28 are responsible for controlling and 
interfacing the processor 12 to the netWork devices 14, 16, 
respectively. The memory system 18 includes a Dynamic 
Random Access Memory (DRAM) 34, Which is accessed 
using a DRAM controller 36, and a Static Random Access 
Memory (SRAM) 38, Which is accessed using an SRAM 
controller 40. The memory system 19 also includes a non 
volatile memory 42 such as a PROM and corresponding 
interface 44 to support boot operations. The DRAM 34 and 
DRAM controller 36 are typically used for processing large 
volumes of data, e.g., processing of payloads from netWork 
packets. The DRAM controller 36 includes a DRAM inter 
face 45 for accessing bulfer memory 46 Within the DRAM 
34. The bulfer memory is used to store packet data, either 
payloads or complete packets. The SRAM 38 and SRAM 
controller 40 are used in a netWorking implementation for 
loW latency, fast access tasks, e.g., accessing look-up tables, 
memory for the processor 24, and so forth. The SRAM 38 
stores DRAM bulfer freelists (lists of pointers to available 
bulfers in the bulfer memory 46) 48, descriptors 50 and 
descriptor freelists 52 and communication rings 54 for 
passing information, e.g., descriptor pointers, betWeen the 
processor’s resources, such as the microengine threads 22, 
GPP 24 and media blocks. The SRAM controller 40 includes 
an SRAM interface 56 that is used for accessing data stored 
in the SRAM 38, and bulfer control logic 58 to support 
allocation of the DRAM bulfers represented in the freelist 48 
to requesting resources. Also included in the SRAM con 
troller 40 is a Ring Translation Unit 60 Which, in conjunction 
With a ring prefetcher 62, is used by the resources to access 
the rings 54, as Will be described in further detail later. The 
microengines 20 can execute memory reference instructions 
to either the DRAM controller 36 or the SRAM controller 
40. 
The devices 14 and 16 can be any netWork devices 

capable of transmitting and/ or receiving netWork traf?c data, 
such as framing/media access control devices, e.g., for 
connecting to 10/ lOOBaseT Ethernet, Gigabit Ethernet, 
ATM or other types of netWorks, or devices for connecting 
to a sWitch fabric. The media blocks 26, 28 therefore 
supports one or more types of interfaces, such as an interface 
for packet and cell transfer betWeen a PHY device and a 
higher protocol layer (e.g., link layer), or an interface 
betWeen a tra?ic manager and a sWitch fabric for Asynchro 
nous Transfer Mode (ATM), Internet Protocol (IP), Ethernet, 
and similar data communications applications. The media 
blocks 26, 28 each include a separate receive (RX) unit 64 
and transmit (TX) block 66, each being separately con?g 
urable for a particular interface supported by the processor 
12. 

Other devices, such as a host computer and/ or bus periph 
erals (not shoWn), Which may be coupled to the bus 30 
controlled by the bus interface 26, or a coprocessor (also not 
shoWn), Which may coupled to a coprocessor bus 68 con 
trolled by a coprocessor interface 70, are also serviced by the 
processor 12. 

In general, as a netWork processor, the processor 12 can 
interface to any type of communication device or interface 
that receives/ sends large amounts of data. The processor 12 
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functioning as a network processor could receive units of 
packet data from a network device like network device 14 
and process those units of packet data in a parallel manner, 
as will be described. The unit of packet data could include 
an entire network packet (e. g., Ethernet packet) or a portion 
of such a packet, e.g., a cell or packet segment. 

Each of the functional units 20, 24, 26, 36, 40, 44 and 70 
of the processor 12 is coupled to a ?rst bus structure 72. The 
functional units 20, 26, 28, 36, 40 are coupled to a second 
bus structure 74. Memory busses 78, 80 couple the memory 
controllers 36 and 40, respectively, to respective memory 
units DRAM 34 and SRAM 38 of the memory system 18. 
Memory bus 82 couples the PROM interface 44 to the 
PROM 42 of the memory system 18. The media blocks 26, 
28 each are coupled to their respective network devices 14 
and 16 via separate I/O bus lines 84a and 84b, respectively. 

Although not shown in detail, each microengine 20 
includes a write transfer register ?le and a read transfer 
register ?le. The write transfer register ?le stores data to be 
written to a resource external to the microengine (for 
example, the DRAM memory or SRAM memory). The read 
transfer register ?le is used for storing return data from a 
resource external to the microengine 20. 

Referring to FIG. 2, an exemplary software model 90 of 
the processor 12 is shown. The processor 12 supports three 
levels of processing or stages: a receive processing stage 92, 
a higher-level processing stage 94 and a transmit processing 
stage 96. In the receive processing stage, such operations as 
re-assembly pointer search, re-assembly information update, 
receive packet processing and queue management are per 
formed. Thus, the processing during the receive processing 
stage begins with data arriving in a receive unit of the I/O 
interface media blocks and ends with storing descriptors in 
SRAM and moving payload data to DRAM. In the transmit 
processing stage, a number of functions are performed, 
including transmit scheduling, queue management and data 
transmit. 

The receive thread 98 parses packet headers and perform 
lookups based on the packet header information. Once the 
packet has been processed, it is either forwarded as an 
exception to be further processed by the core GPP 24, 
another thread 100 or coprocessor 102 for higher-level 
processing, or is stored in the DRAM 34 and queued for 
transmit by placing a descriptor for it in a transmit queue 
associated with the transmit (forwarding) port indicated by 
the header/look-up. The descriptors are stored in the SRAM 
38. At the transmit processing stage 96, the TX thread 104 
performs the transmit data processing, that is, sending the 
packet out onto a forwarding port indicated by the header/ 
lookup information during the receive processing. 

Collectively, the various functions form a functional pipe 
line. The functional pipeline uses multiple microengines 20 
in parallel, and each thread in each ME is assigned a single 
packet for processing. 

Cells and frames generally need to be kept in order within 
a ?ow for either reassembly into frames or for transmission. 
Since groups of thread are used to provide parallelism and 
improve throughput, order is maintained by careful sequenc 
ing of cooperative threads. 

Referring to FIG. 3, the functional units and data struc 
tures of the media block receive (RX) unit 64 are shown. 
This unit is replicated in the media block 0 and media block 
1 of FIG. 1. The RX unit 64 includes an RX manager 110, 
which includes a channel management block 111 to manage 
multiple channels 112. In one embodiment, these channels 
can operate independently as 8-bit UTOPIA or POS, or as 
Ethernet MAC. Pairs of channels can be combined to 
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4 
provide 16-bit UTOPIA or POS, or all four channels can be 
combined into a 32-bit UTOPIA, 32-bit POS or 8/ l6/32-bit 
MPHY UTOPIA. In MPHY mode, all resources of the entire 
media block are allocated independently of the MPHY bus 
width. The RX unit 64 also includes a receive bulfer array 
(RBUF) 114 and an array of status 116. The status array 116 
stores status context associated with each entry in the RBUF 
114. Each entry is identi?ed by an index which is delivered 
to an assigned RX thread as part of the RX status, and is 
returned by the RX thread to an RBUF freelist 118. Data is 
placed in RBUF 116 by an RBUF controller 120, and can be 
read by a thread using an instruction that speci?es an offset 
into the array, a number of units to read, and the ?rst transfer 
register into which the data is to be moved. 
A thread indicates to the receive unit that it is ready to 

process received cells or frames by writing its thread ID into 
a thread freelist 122. This is done by issuing a CSR write to 
the thread freelist register CSR for the list it is using. The 
presence of the thread ID on the thread freelist 122 indicates 
that the thread has reserved its SRAM read transfer registers 
to receive the RX status words. 

Receive hardware assigns threads to cell/packets in the 
same order that the threads were enqueued onto the freelist. 

There can be multiple thread freelists in the receive unit, 
each with its own CSR addresses. Each channel in the 
channel management block 110 is con?gured to use a 
particular thread freelist. This allows a single freelist to 
serve one or multiple channels as desired by the system 
programmer. 

There can also be multiple RBUF freelists. Each channel 
is con?gured to use one of them, so each RBUF freelist 118 
could serve one or several channels as desired. The RBUF 
controller 120 assigns an RBUF element from the RBUF 
freelist 118 to hold received data, and passes the RBUF 
number (index) to a thread as part of the receive status. Once 
the thread is done reading the contents of the RBUF element, 
it returns the entry to the RBUF freelist 118 by issuing a CSR 
write to the associated RBUF freelist CSR address. 
The RX unit allocates the RBUF elements to hold the ?rst 

64 bytes of a received frame or an entire cell by reading it 
from the RBUF freelist bound to that RX channel. 
Any channel that is con?gured for frames automatically 

uses a DMA engine 124 to store the body of the frame 
(everything after the ?rst 64 bytes) into a buffer in DRAM 
34. The data is written into a DRAM bulfer starting at an 
offset of 64 bytes from the 64-byte aligned bulfer pointer, 
leaving room for a processing thread to insert the edited 
headers at a later point. 
The RX unit 64 includes a prefetcher 126 to pre-allocate 

pointers to DRAM bulfers from the DRAM bulfers freelist 
48 in the SRAM 38. For ef?ciency, the pointers can be 
prefetched from the DRAM bulfer freelist 48 in bursts. The 
prefetcher can also receive pointers to bulfers retired by the 
TX unit from the TX unit directly. That is, the TX unit can 
recirculate DRAM buffers directly to the RX prefetcher 126 
instead of returning them to the DRAM bulfers freelist 48 
upon completion of a transmit operation. 

Also included is a ready-element list 128, which is used 
by the RRBUF controller 120 to post a cell or frame as 
completed and ready for assignment to a thread, and a 
dispatcher 129 which does those assignments. 

Four RX thread freelists enable groups of threads to 
assign themselves in FIFO order to service a port or a group 
of ports. Each media channel is statically con?gured to use 
thread ID’s from one of these lists, and each list could be 
serving more than one channel. Similarly, there are four 
RBUF freelists into which retired RBUF entries are 
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returned. These represent up to four closed pools of buffers 
assigned to a port or group of ports, With a similar static 
binding of each channel to one of the lists, such that a list can 
serve one or many channels. The RBUF pools alloW system 
softWare to partition the 64 buffers as desired among dif 
ferent ports possibly running at radically different arrival 
rates. Since each media block can be partitioned into up to 
4 channels, these pools alloW for ?exible division of 
resources and independent queueing among the different 
channels. 

Referring to FIG. 4, an exemplary sequence of events in 
receiving a cell or frame 130 is as folloWs. The media RX 
interface 110 starts to receive a frame or receives a cell into 
its internal buffers (transaction 1, as indicated by the arroW 
labeled “I”). If the received data unit is a frame, the interface 
110 allocates a buffer prefetched from the DRAM buffer 
freelist (transaction 2). It also allocates a free RBUF element 
from the receiving channel’s RBUF freelist (transaction 3). 
The interface 110 moves the cell or packet from the media 
RX interface (transaction) 4. The ?rst 64 bytes is moved into 
the allocated RBUF entry (transaction 4a). If a frame, the 
remainder of the frame is Written into the DRAM buffer 
starting at an offset of 64 bytes (transaction 4b). When the 
entire cell or frame has been received, the status is complete 
and the element is posted on the ready elements list for the 
channel (transaction 5). A thread is allocated from the 
channel’s thread freelist (transaction 6). The dispatcher 
pushes the status to that thread’s read transfer registers 
(transaction 7). Status includes such information as frame 
length, media speci?c bits (including speci?c status, the 
VCI/V PI if a cell, and the Ethernet CRC if an Ethernet 
frame), the channel ID, the timestamp and the buffer pointer. 

The assigned thread issues a read of the contents of RBUF 
(transaction 7a). The thread receives the data from RBUF 
into the SRAM read transfer registers (transaction 7b). In the 
case of a cell, it might only read the payload since it has the 
VCI/V PI already from the receive status Word. Optionally, 
the thread may also allocate a descriptor from the descriptor 
freelist for the frame (transaction 70). 

The thread parses the headers, does lookups and com 
parisons (transaction 8). If a frame, the thread edits the 
headers as appropriate (transaction 8a). If performing a SAR 
of cells, the thread assembles the payload into a frame buffer, 
and also computes the incremental CRC for this cell (fetch 
ing, modifying and the Writing back the CRC residue in 
progress for this frame) (transaction 8b). If the thread is 
forWarding cells, it allocates a cell buffer and Writes the 
modi?ed cell into it (transaction 80). 

If a frame, the thread Writes the edited headers into the 
DRAM buffer to complete the frame image in DRAM 
(transaction 9). The headers Written to the DRAM buffer 
could be longer, shorter or identical to the headers that Were 
received. 

If forWarding frames or cells, When a frame is complete, 
the thread places the buffer pointer or an associated descrip 
tor pointer into one of the hardWare-managed rings 54, thus 
passing it to either a TX thread, or to further processing on 
another thread or on the GPP 24. If a descriptor Was 
allocated, it is ?lled in SRAM before it is forWarded. When 
done, the thread posts itself as available by Writing its 
Thread ID to the thread freelist (transaction 11). The thread 
returns the RBUF element to its RBUF (transaction 1111). It 
Will be appreciated that a thread could choose to return the 
RBUF element any time after transaction 7b. 

The decoupling of packet receive from thread assign 
ments provides for better elasticity if transient events cause 
temporary sloW doWns in the thread processing for this 
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6 
channel. A ready-elements list per channel is needed to 
prevent sloW threads on one channel from blocking progress 
on receive for another channel. 
Group of threads provide parallelism for processing a 

single stream of packets or cells coming from a channel, but 
need to access certain per-channel and per-?oW information 
in sequential fashion, in arrival order for the cells or frames 
being processed. They also need to sequentially enqueue 
themselves on the freelist to maintain receive order. The 
sequencing among the threads uses the concept of sequential 
exclusion locks, or s_mutexes, to implement this sequenc 
1ng. 
On the receive path, as noted earlier, the processor 12 

implements “header-splitting”. The mechanics of the header 
splitting mechanism 140 are shoWn in FIG. 5. Referring to 
FIG. 5, a leading portion (shoWn as the ?rst 64 bytes) 142 
of a frame (or an entire ATM cell) 144 is captured in an 
RBUF entry 146. The remaining portion 150 (of the frame) 
is DMA’ed into a DRAM buffer 152 allocated by the TX 
unit 66. When the tail of the frame or cell is received, a 
thread is allocated from a freelist bound to the media port, 
and status about the received cell or frame is pushed into the 
read transfer registers of the thread. The thread parses the 
status, fetches the cell or leading portion of the frame from 
RBUF 146 and processes it. If the contents of the RBUF are 
part of a frame, the thread prepends the processed leading 
portion onto the rest of the frame in the DRAM buffer. If the 
RBUF stores a cell, the thread either allocates a buffer for 
cell forWarding, or appends the cell to a frame assembly 
buffer if further frame processing is required. If more than 64 
bytes are needed for classi?cation, the thread fetches the rest 
from the packet buffer in DRAM. A pointer for that cell or 
frame is passed either to the core or to another thread for 
further processing, or to a thread for transmit. HardWare 
managed rings are used for this communication, as dis 
cussed earlier. 

Referring to FIG. 6, details of the TX unit 66 are shoWn. 
The functional units of the TX unit 66 include a TX manager 
160, a descriptor pointer forWarding unit 162 and a pointer 
retirement unit 164. The TX manager 160 includes a DMA 
engine 166, an align and splice unit 168, a transmit control 
unit 170 and a channel management block 171. The channel 
management block 171 manages multiple channels 172 for 
transmitting data. Also include are various data structures 
used by the TX unit 66. The data structures include a 
transmit buffer array (TBUF) 173 a transmit command array 
(TCMD) 174 and TBUF freelists 176. The TBUF 173 
includes 64 entries of 64 bytes each. The TCMD 176 stores 
a l6-byte command context associated With each entry in the 
TBUF 172. Each entry in the TBUF 172 is identi?ed by an 
index that is delivered to a thread When the thread is reading 
the TBUF 173, and is returned to the appropriate TBUF 
freelist 176 When the entry is retired. Data is placed in the 
TBUF 173 by a thread using a command that speci?es an 
offset into the array With 8-byte granularity, a number of 
8-byte units to Write, and the ?rst transfer register from 
Which the data is to be moved. The TBUF freelists are 
implemented as up-counters that have information on the 
last valid number that can be allocated. 

Although the data is Written into TBUF at an 8-bytes 
alignment, it is possible to instruct the TX unit to skip up to 
7 leading bytes in the TBUF entry before starting to transmit 
the data. The transmit command also speci?es the number of 
bytes to transmit from TBUF up to 64-bytes including the 
skip ?eld, and a byte-arbitrary address in DRAM plus a 
DRAM byte count indicating Which data to splice to the data 
from TBUF, if any. This mechanism alloWs for prepending 
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arbitrary headers onto an arbitrarily aligned payload. Flags 
indicate if data is present in TBUF and in DRAM. 

Writes to the TBUF 173 are ordered With respect to Writes 
to the TCMD 174. The TX manager 160 ensures that if one 
or more Writes are issued to the TBUF 173, they completed 
prior to a subsequent Write to the TCMD 174. 

Each TBUF element has a corresponding Transmit Com 
mand (TCMD) entry, Which is accessed With the same 
TBUF index number that Was allocated from the TBUF 
freelist 176. Writes into the command section is completed 
as a single l6-byte transaction. The Write into a TCMD entry 
commits the transmit operation to occur. TCMD entries are 
processed in FIFO order by index number, so hardWare only 
looks for the ‘committed’ status on the next entry. A thread 
allocates a TBUF element, Writes prepend data (if any) into 
TBUF at that index, then Writes the commands to TCMD at 
that index. The hardWare guarantees that these tWo Writes 
complete in order. Writing into a TCMD entry marks it as 
ready for processing. The TX hardWare processes the 
TCMD entries in order by index number, so TCMD behaves 
as a FIFO. By using an s-mutex around allocation, the unit 
guarantees ordered transmit among a group of cooperating 
threads if desired. 
Any channel that is con?gured for frames automatically 

uses the DMA engine 166 to fetch the DRAM portion of the 
frame if instructed to do so in the transmit command. That 
is, the DMA engine is driven by the command descriptors 
issued into the TCMD 174. The DMA engine 166 can fetch 
data starting at any arbitrary byte address and splice it to the 
TBUF “prepend” data, if any. 

After the TX manager 160 completes a transmit, it takes 
a 32-bit opaque cookie from the TCMD command and treats 
it as either a buffer pointer (Which may be different from the 
pointer to the ?rst byte to transmit) to retire, or as a token 
such as a descriptor pointer to pass to a thread or to the GPP 
24 for further processing. 

Referring to FIG. 7, the TX bulfer retirement unit 164 
receives as inputs 180 and 182 from TX control unit 170 
DRAM bulfer pointers and descriptor pointers, respectively. 
The unit 164 has three outputs, output 184, output 186 and 
output 188. At output 184 the unit 164 provides retired 
descriptor pointers to the descriptor freelists 52 in SRAM 
38. More speci?cally, the unit 164 uses a ring in SRAM to 
communicate the return of the descriptor to the correspond 
ing freelist. Alternatively, the retirement unit can use a 
different designated ring to forWard the closer pointer to a 
selected thread for post-TX processing. With respect to the 
DRAM bulfer pointers, the unit 164 can operate in tWo 
modes. It includes a burst packing unit 190 and a forWard 
to-receive unit 192. At output 186 the burst packing unit 190 
returns the retired DRAM bulfer pointers to the DRAM 
bulfer freelist in SRAM. The burst packing unit 190 packs 
the retired bulfer pointers into groups (e.g., groups of 16 
pointers) and returns the groups of pointers to the DRAM 
bulfer freelist 48 (in SRAM 38) in a burst, or returns each 
buffer pointer individually. Thus, the burst packing unit has 
the ability to accumulate a plurality of descriptor pointers 
and/or buffer pointers Which are directed to a particular 
freelist, so that multiple entities may be returned in a single 
transaction. 

Alternatively, as an option to enhance performance, via 
output 188, Which connect the unit 164 to the RX unit’s RX 
bulfer prefetcher 126, the forWard-to-receive unit 192 recir 
culates the DRAM bulfer pointers (and therefore allocates 
the DRAM buffers) to the RX buffer prefetcher 126. The 
forWard-to-receive unit therefore has the ability to forWard 
retired resources such as descriptors and/or buffers to an 
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8 
associated receiving I/O device, for use by that device in 
buffering received data, and generating descriptors for that 
data to be set to a post-receive processing element. 

Thus, it is the goal of the retirement unit to determine if 
a particular transfer requires softWare post-processing and 
forWard the resources to a designated processor if so, or 
recover the resources to freelists automatically if softWare is 
not required in the loop. By eliminating unnecessary soft 
Ware intervention, processing cycles are freed up for more 
important Work. 
A ?eld in the descriptors indicates if the descriptor should 

be forWarded to post-processing or if the resources should be 
recovered by hardWare to the freelists. Another ?eld in the 
descriptors can be used to indicate the freelist to receive the 
retired resources. 

Alternatively, the retirement unit could include a con?gu 
ration mechanism to statically con?gure the target rings and 
freelists for the hardWare recovery and forWarding func 
tions. 

The recovery unit reduces softWare overheads for buffer 
management in devices such as netWorking interfaces, stor 
age devices and generic DMA engines by enabling the 
transmit (send) hardWare to recover retired bulfers and/or 
descriptors back to freelists Without softWare intervention, 
and further to make a determination on a transfer-by-transfer 
basis as to Whether the resources of a particular transmit 
should be sent to softWare for post-processing and eventual 
recovery, or Whether the hardWare can do the recovery. 

It also alloWs the transmit hardWare to provide retired 
resources such as buffers and descriptors to an associated 
receive unit in order to optimiZe receive performance and to 
reduce memory traf?c to and from the freelists. 

Referring to FIG. 8, an exemplary sequence of events in 
transmitting a cell or frame (transmit How) is shoWn. For the 
model Where a thread is servicing a ring, the thread Wakes 
up on a signal indicating there is Work to do (at least one 
frame buffer pointer or descriptor in the ring) (transaction 
1a). The thread reads the ring to obtain the pointer (trans 
action 1b). If descriptors are used, the thread reads it from 
memory (transaction 10). 
The thread allocates a TBUF and TCMD entry by reading 

an index from the TBUF freelist for the destination channel. 
If all TBUF elements for that channel are currently in use, 
the index indicates ‘invalid’ and the thread polls until one 
becomes available. If the thread is part of a group of 
sequenced threads, the allocation is done inside of a serial 
mutex (transaction 2). 

Optionally, the thread Writes up to 64 bytes of data into the 
TBUF{index} to be prepended, that is, to be transmitted ?rst 
(transaction 3). If performing a SAR operation, the CRC of 
the frame can be computed incrementally as each cell moves 
through a thread, and the ?nal cell can be modi?ed or 
generated as needed to carry the CRC. 
The thread Writes the transmit descriptor to 

TCMD{index}, Which includes the siZe ((L64 bytes) and 
alignment (W7 bytes) of the data just Written into TBUF, and 
information about the rest of the frame coming from 
memory (transaction 4). The descriptor includes the folloW 
ing: 
A) “SOP in TBUF” ?ag to indicate if a prepend is to be 

executed; 
B) an associated “skip bytes” value of 047, to select the 

alignment of the start of the prepend data, and the byte 
count of valid bytes in the TBUF to be transmitted; 

C) “EOP in TBUF” ?ag to indicate if there is no further 
packet data from memory to fetch. OtherWise, the 
descriptor includes: 
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D) DRAM starting address With arbitrary alignment, 
allowing for skipping some of the packet in memory; 

E) Memory byte count; 
F) A 32-bit opaque cookie Which contains either the buffer 

pointer for return to the freelist, or some other pointer 
(e.g., to a descriptor) to place on a ring for post 
processing; 

G) Buifer pointer retirement information, either a ring 
number to schedule the cookie for post-TX processing, 
or a ?ag indicating that the cookie is to be returned to 
the DRAM buffer freelist. 

If a descriptor is used and it is not being retired post 
transmit by the TX unit, the post-TX processing thread 
retires the descriptor back to its allocation pool (transaction 
4a) sometime later. 
When ready for the next frame, the channel in the TX 

manager Waits until the TCMD command associated With 
the next index is valid, then reads the transmit descriptor 
from TCMD (transaction 5). If the command indicates that 
there is are prepend data in the TBUF, the channel fetches 
data from the associated TBUF element (transaction 6) and 
returns the TBUF element to the TBUF freelist (transaction 
7). If there is data in a memory buffer, the TX manager 
channel fetches and transmits that data (transaction 8). 
Buffer and descriptor retirement occur. The retirement unit 
does one or the other of the folloWing. It enqueues the cookie 
onto a designated ring for post-TX processing by a 
microengine or the GPP (in Which case softWare is eventu 
ally responsible for returning the bulfer(s) to the DRAM 
buffer freelist) (transaction 9a), or retires the buffer pointer 
to the DRAM buffer freelist by Way of the burst packer (or 
tries to recirculate to the RX prefetcher) (transaction 9b). 

The mechanics of the header splicing data movement 210 
are shoWn in FIG. 9. A thread 212 can Write up to 64 bytes 
of prepend data (or an entire cell or small packet) 214 into 
a TBUF entry 216 that it has allocated, then pushes a 
command descriptor into the TCMD. The transmit unit then 
prepares a cell or frame 217 for transmit. The transmit unit 
processes the command descriptor and transmits the TBUF 
contents (a precise number of bytes, after skipping up to 7 
bytes as instructed) 218 and then fetches the remainder of 
the frame 219, if any, from an arbitrary byte address in 
DRAM and splices that to the prepend data as a body portion 
220 of the frame 217. The retirement unit is instructed in the 
command descriptor to either recover the buffer to a buffer 
freelist upon retirement, or to forWard a descriptor pointer 
via a hardWare ring to a thread or to the GPP for post 
processing. 

The TX header splicing thus optimizes the movement of 
data required to form netWork frames for transmit. Headers 
to be prepended to a frame are generated by a processing 
element into a fast transmit buffer memory, While the 
remainder of the frame resides in a larger, more distant 
frame buffer memory. The transmit hardWare places these 
elements together to form a frame as it is being sent to the 
media. The header splicing is done in order to minimize the 
memory traffic to and from the large, sloW buffer memory 
and to minimize the processor cycles spent copying, merg 
ing and realigning data. 

It is desirable for the RX DMA to allocate pointers to 
buffers from the DRAM buffer freelist in a burst so as to 
minimize the number of memory transactions required on 
average to service a receive operation, and also to make the 
most ef?cient use of each memory access. At the same time, 
it is also desirable to allocate a single buffer When needed, 
thus avoiding the need for the softWare to keep track of 
additional, prefetched buffers that Would happen if the 
softWare allocated a burst of pointers. Similarly, When 
returning required buffers, it is desirable to have the hard 
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10 
Ware batch them into bursts for the same reasons, While 
alloWing the softWare to return only single entities and not 
have to track accumulating a burst of them. 

FIG. 10 shoWs hoW the tWo different access behaviors are 
optimized in a single freelist ring structure With appropriate 
hardWare support. In one embodiment, the buffer freelist 
data structure 48 is implemented as a ring buffer Which 
behaves as tWo LIFO stacks, one end of the ring used for 
allocating and returning single entries and the other end of 
the ring used for allocating and returning burst of these 
entities. Thus, With this implementation, the media receive 
unit 64 allocates buffers in bursts and the transmit unit 66 
packs up the retired buffers and returns them in bursts as 
Well. Other users such as the GPP and the microengine 
threads can allocate and return a single buffer at a time, to 
and from the same pool of buffer pointers. 

In the embodiment of FIG. 10, the buffer freelist 48 
includes a memory array 232 having a contiguous valid 
region 233. The buffer control 58 includes hardWare index 
registers 235 and 236 for storing pointers to tWo heads-of 
queue, the register 234 providing an index for burst access 
and the register 236 providing a pointer for single access. 
These registers locate the next address to read or Write. 
The buffer control 58 also includes monitors 238 and 240 

for the values of the pointers 235 and 236, respectively, so 
as to implement the “Wrapping” feature of a ring buffer, and 
access size monitors 242 to enforce correct use of the tWo 
access points to the ring. Also included is a mapping from 
tWo register addresses 244, 246 to the indirect memory 
location currently pointed to by the index registers. These 
register addresses are indirected through in order to access 
the associated head-of-queue for single or burst access. As 
With traditional ring buffer implementations, accesses Wrap 
When high or loW bound of the memory range for this ring 
is exceeded. The burst- and single-access index registers 
(including a hidden “Wrap” bit) are compared to associated 
thresholds in order to detect under?oW and over?oW con 
ditions. Since burst accesses to DRAM is aligned to the size 
of the burst, the burst index is alWays size-aligned (e.g., on 
a 64-byte boundary for 64-byte burst accesses). 
The “Wrap” bit is an extension to the index counter. 

Basically, in a standard hardWare implementation of a ring, 
“full” or “empty” is determined by comparing the “produce” 
(“Write”) and “consume” (“read”) index pointers. In order to 
disambiguate betWeen “full” and “empty”, the index 
counters have one additional high-order bit beyond those 
necessary to index into the ring array in memory. If the 
indexes are equal including this Wrap bit the ring is empty, 
While if the indexes are equal except for the Wrap bit then the 
ring is full. 

While the ?gure shoWs the “valid” region as being 
contiguous, it can be in tWo pieces, one at the bottom of the 
ring array in memory and the other at the topithey are 
virtually contiguous since the addresses Wrap. 
The ring base address register 238 de?nes the start of the 

stack, and the ring bounds register 240 stores the highest 
address to Which the stack is alloWed to groW. The stack 
groWs to a higher address and shrinks toWards the loWer 
address of the base address. 

There are no ordering rules among the reads and Writes to 
the buffer freelist 48. Since it is a pool of available entries, 
there is no reason to enforce order. This alloWs for hardWare 
optimizations. 
The buffer prefetcher (in the RX unit 64) caches one or 

more bursts of entries fetched from the allocation pool using 
the burst access index 235, and the retirement burst packer 
(in the TX unit 66) accumulates single retired entries until an 
entire burst is present, at Which time it can be recovered back 
to the freelist, again using the burst access index 235 to the 
pool. 
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The retirement unit can also recirculate retired bulfers 
back to the bulfer prefetcher’s cache so as to minimize the 
number of times it accesses the pool in memory to allocate 
and receive buffers. The key concept is that the transmit (or 
send) unit processes a descriptor and bulfer, and then retires 
them, While the RX unit allocates a bulfer and usually 
descriptor in order to have some location in Which to place 
received data and its status. In a traditional design, the 
softWare is involved in retiring receive bu?‘ers/descriptors 
back to the freelist after it is done With them, and is involved 
in recovering retired transmit bu?‘ers/descriptors after the 
transmit hardWare has noti?ed the softWare that they are 
retired. As discussed above, the TX/RX hardWare recovers 
the transmit resources Without software intervention. By 
alloWing the TX unit to recirculate retired transmit resources 
to the RX unit, the media blocks are able to maintain a cache 
of resources and reduce trips to the shared bulfer freelist of 
resources. 

A possible extension of this concept is to enable variable 
number-of-entry burst accesses using the (alignment-insen 
sitive) single index path. 

To get an entry from a ring, a processing element parses 
one or more status registers to determine that rings need 
service, and to identify Which particular ring. It issues a read 
to the memory system in Which the rings reside, and Waits 
for the memory system to translate the “ring consume” 
address to the address of the current head-of-queue for that 
ring, and to dequeue and return the data from the ring. The 
processing agent Will generally stall While Waiting for read 
data to return from the status registers and from the ring. If 
the frequency of messages sent via the ring is loW, this cost 
is not signi?cant. If, hoWever, the messaging rate is high, the 
cost of stalling While Waiting to service rings can become a 
signi?cant portion of the processor’s time budget per mes 
sage. Also, if the processor arbitrates for a system bus to 
access the registers and/or rings, then the latency may 
increase due to contention delay from other system activity. 

FIG. 11 shoWs a ring access mechanism 250 that includes 
the Ring Translation Unit (RTU) 60 and associated ring 
prefetcher 62 for accessing the communication rings 54 
(shoWn in dashed lines) (from FIG. 1). For simpli?cation, a 
single prefetcher is shoWn as being resident in the SRAM 
memory controller. HoWever, each agent Wishing to access 
a ring may have its oWn local prefetcher capability for 
optimiZed use. The prefetcher 62 includes a prefetch control 
unit 252, as Well as one or more con?guration registers 254. 
The con?guration registers are used to select Which rings are 
to be prefetched by the prefetch control unit 252. Alterna 
tively, the prefetcher 62 can maintain a list (e. g., a bit vector) 
from Which to select individual rings to prefetch, or a high 
and loW bound of ring ID numbers to prefetch. 

The RTU 60 includes a ring control unit 256 to read the 
rings 54 and ring status registers 258, set by the ring control 
unit 256, to provide status signals for indicating per ring if 
the ring contains at least one valid element (“ring not 
empty”). The status registers pack multiple such signals into 
a Word that is accessible by a processor as a system register. 
Optionally provided are ring status enable registers 260. One 
enable register for each status register provides a bit-Wise 
select of Which bits in the status register contribute to a 
summary status signal 262 Which indicates that this register 
has at least one of the selected bits asserted. Such a summary 
status signal is likely seen as a bit in a higher-level status 
register in an interrupt or status register hierarchy. The use 
of the enables is to select only those rings that are not being 
prefetched to contribute to the summary status, since those 
are the only bits in the register that indicate the need for 
service. 
The ring prefetcher 62 includes a memory or set of 

registers uses as a ring prefetch cache 264. Although shoWn 
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in FIG. 1 as being located in the SRAM controller, the ring 
prefetch cache 264 (as Well as other portions of the 
prefetcher 62) could be located close to GPP or 
microengines to provide signi?cantly loWer read access 
latency than either system registers or system memory. One 
entry of the ring prefetch cache 264 is assigned to each of the 
rings being prefetched. An example of the close/fast inter 
face is the “coprocessor register” port on many commer 
cially available embedded microprocessors. Thus, the 
prefetch control unit 254 initiates a ring read operation to the 
ring control unit 256, Which places the resulting data into the 
ring prefetch cache 264. 
The ring prefetcher 62 also includes ring prefetch status 

registers 266, each corresponding to a different ring status. 
These registers are managed by the prefetch control unit 252 
and are read by the various resources (e.g., microengine 
thread, GPP) via a processor read path 268. Optionally, the 
ring prefetcher 62 can include ring prefetch status enable 
registers 270. The registers 270 include an enable register 
for each of the ring prefetch status registers 266, thus 
providing the same type of functionality as described for the 
status register enables 260. The use of these enables is to 
select only those rings Which are being prefetched to con 
tribute to a prefetch summary status 272 for the ring prefetch 
status registers. 
The prefetch control unit 252 tracks the “valid” status of 

each of the ring prefetch cache entries, and signals that status 
to the processor via the ring prefetch status registers 266 
along the read path 268. It also detects When the processor 
reads an entry in the ring prefetch cache and, if the entry is 
valid, provides the data to the processor and deasserts the 
corresponding status. If the entry is invalid, the prefetch 
control unit 252 provides “0x0” (null) to the processor so as 
to mimic the behavior of the ring. For each ring selected for 
prefetch in the con?guration registers 254, the prefetch 
control unit 252 monitors the status of that ring by exam 
ining that ring’s status in the ring status registers 258. It 
detects if the ring-not-empty status for that ring is asserted, 
and that the corresponding entry in the ring prefetch cache 
is not valid. If both conditions are true, the prefetch control 
unit 252 issues a read of the head-of-queue of that ring (a 
“consume access”). It places the read data into that ring’s 
entry in the ring prefetch cache and asserts that ring’s bit in 
the associated ring prefetch status register. 

With appropriate memory system support, the prefetch 
control unit can issue multiple outstanding read requests in 
order to provide optimal system performance. Since there is 
a time lag betWeen a read of the ring and clearing of “ring 
not empty” status in the shadoW copy of that status, the 
prefetch control unit enforces a rule such that it does not 
issue fetches to a particular ring betWeen the time it reads 
from the ring and the time correct updated status for that ring 
is re?ected in the shadoW. There are many techniques for 
enforcing such a rule, Which should be obvious to one 
skilled in the art. 
The prefetcher can be designed to prefetch and cache 

multiple valid ring entries at a time. 
Support for a local or shadoW copy of the ring status may 

be included in the prefetcher 62. Thus, the prefetch control 
unit 252 could examine its oWn local copy of the ring status 
instead of having the ring status delivered to the prefetch 
control unit 252 from the ring status registers 258 in the RTU 
60. 

There may be other applications of the status- and con 
tent-prefetching portions that are unrelated to rings, for 
example, by prefetching mailbox contents. 

Often a communications mechanism such as hardWare 
managed rings spends a signi?cant amount of the per 
message time budget just getting the message. The ring 
prefetching technique can accelerate common and knoWn 
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overheads in such a system in order to free up more 
processing cycles per message time budget, thus allowing an 
increase in either the supportable throughput or the com 
puter-per-message capabilities in such systems Without 
changing the processor speed. 

Other embodiments are Within the scope of the folloWing 
claims. 
What is claimed is: 
1. A method comprising: 
receiving a unit of protocol data from a netWork device at 

a receive interface of a processing device; 
storing a leading portion of the unit of protocol data into 

a receive bulfer located in the receive interface; 
providing a pointer to a ?rst location in a DRAM buffer 
memory coupled to the receive device; 

storing any remaining portion of the protocol unit of data 
into the DRAM buffer memory at a second location that 
is offset from the ?rst location by an amount corre 
sponding to the siZe of the leading portion; 

processing the leading portion; and 
storing the processed leading portion into the DRAM 

buffer memory at the ?rst location. 
2. The method of claim 1 Wherein the leading portion 

comprises a frame header. 
3. The method of claim 1 Wherein the leading portion 

comprises a cell. 
4. The method of claim 1 Wherein the leading portion 

includes a pre-pad portion added to the protocol data unit by 
the receive interface for data alignment. 

5. The method of claim 1 Wherein processing comprises 
examining the leading portion. 

6. The method of claim 5 Wherein processing further 
comprises modifying the leading portion. 

7. The method of claim 5 Wherein processing further 
comprises table searches using information found during the 
examination. 

8. The method of claim 1 Wherein the leading portion 
comprises 64 bytes of data. 

9. The method of claim 1 further comprising Writing the 
pointer into a data structure shared by the receive interface 
and a transmit interface in the processing device to indicate 
that the leading portion and any remaining portion in the 
DRAM buffer memory is ready for transmit processing by 
the transmit interface. 

10. The method of claim 9 Wherein the data structure is a 
hardWare-managed ring. 

11. The method of claim 1 Wherein a storage area pre 
ceding the ?rst location is used to store information asso 
ciated With the protocol data unit. 

12. The method of claim 1 further comprising: 
placing a portion of the processed leading portion in a 

transmit buffer and an associated transmit command in 
a command buffer in the transmit interface, the transmit 
command specifying an amount of the remaining por 
tion and a location; 

splicing the portion of the processed leading portion to the 
speci?ed amount of the remaining portion beginning at 
the speci?ed location to form a frame for transmit. 

13. The method of claim 12 Wherein providing comprises 
allocating the pointer from a freelist of pointers by storing 
the pointer in a buffer pointer prefetch cache, further com 
prising returning the pointer to the buffer prefetch cache 
When the splicing has occurred. 

14. The method of claim 13 Wherein returning comprises 
returning a burst of pointers to the buffer pointer prefetch 
cache. 
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15. The method of claim 12 further comprising returning 

the pointer to the freelist of pointers When the splicing has 
occurred; 

Wherein providing comprises allocating the pointer from 
a freelist of pointers. 

16. The method of claim 1, further comprising: 
forWarding a descriptor to post processing. 
17. A netWork processor comprising: 
a receive interface to receive a unit of protocol data from 

a netWork device; 
logic in the receive interface to store a leading portion of 

the unit of protocol data into a receive bulfer located in 
the receive interface; 

logic in the receive interface to provide a pointer to a ?rst 
location in a DRAM buffer memory coupled to the 
receive device; 

logic in the receive interface to store any remaining 
portion of the protocol data unit into the DRAM buffer 
memory at a second location that is offset from the ?rst 
location by an amount corresponding to the siZe of the 
leading portion; and 

a processing device coupled to the receive interface to 
process the leading portion and store the processed 
leading portion into the DRAM buffer memory at the 
?rst location. 

18. The netWork processor of claim 17, further compris 
ing: 

a transmit interface; 
a processing device coupled to the receive interface and 

the transmit interface to place a portion of the pro 
cessed leading portion in a transmit buffer and an 
associated transmit command in a command buffer in 
the transmit interface, the transmit command specify 
ing an amount of the remaining portion and a location; 
and 

logic in the transmit interface to splice the portion of the 
processed leading portion to the speci?ed amount of the 
remaining portion beginning at the speci?ed location to 
form a frame for transmit. 

19. The netWork processor of claim 18 Wherein receive 
interface operates to allocate the pointer from a freelist of 
pointers by storing the pointer in a buffer prefetch cache, and 
the transmit interface operates to return the pointer to the 
buffer prefetch cache When the splicing has occurred. 

20. A method comprising: 
receiving a unit of protocol data from a netWork device at 

a receive interface of a processing device; 
storing a leading portion of the unit of protocol data into 

a receive bulfer located in the receive interface; 
providing a pointer to a ?rst location in a DRAM buffer 
memory coupled to the receive device; 

storing any remaining portion of the protocol unit of data 
into the DRAM buffer memory at a second location that 
is offset from the ?rst location by an amount corre 
sponding to the siZe of the leading portion; 

processing the leading portion; and 
storing the processed leading portion into the DRAM 

buffer memory at a second location so that the remain 
ing portion and the leading portion are contiguous. 

21. The method of claim 20 Wherein the leading portion 
comprises multiple encapsulated headers. 

22. The method of claim 1 Wherein the leading portion 
comprises multiple encapsulated headers. 


