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DISCOVERY OF NODES IN AN 
INTERCONNECTION FABRIC 

BACKGROUND OF THE INVENTION 

Data communication between components of a computer 
system can be provided in a number of ways. In many large 
storage systems, for example, the interconnection solutions 
may be based on bus architectures such as the small com 
puter system interconnect (SCSI) or ?bre channel (FC) 
standards. In these architectures, multiple storage devices 
such as hard disk drives may share a single set of wires or 
a loop of wires for data transfers. 

Such architectures may be limited in terms of perfor 
mance and fault tolerance. Since all of the devices share a 
common set of wires, only one data transfer may take place 
at any given time, regardless of whether the devices have 
data ready for transfer. Also, if a storage device fails, it may 
be possible for that device to render the remaining devices 
inaccessible by corrupting the bus. Additionally, in systems 
that use a single controller on each bus, a controller failure 
may leave all of the devices on its bus inaccessible. In a large 
storage array, component failures can occur with signi?cant 
frequency. As the number of components in a system is 
increased, the probability that any one component will fail 
at any given time increases, and, accordingly, the mean time 
between failures (MTBF) for the system is decreased. 

It may be desirable to minimiZe the effect of errors on data 
transmission between components by routing messages over 
an interconnection fabric. Multi-path interconnection fabrics 
can provide failover capabilities to networks. For example, 
in certain PC systems, two FC loops are connected into each 
hard disk drive so that the drives remain accessible, even if 
one of the FC loops is severed. Because the redundant path 
can be used when an error occurs in the ?rst path, the system 
is one-fault tolerant. However, these multi-path interconnec 
tion fabrics should be provided with the capability to reli 
ably identify and access the various components connected 
by to the fabric. 

BRIEF SUMMARY OF THE INVENTION 

In accordance with aspects of the present invention, a 
method for discovering nodes in an M><N torus intercon 
nection fabric of nodes is provided. The method comprises 
probing an M><N torus interconnection fabric, wherein M 
and N are integer values and said interconnection fabric 
includes a ?rst plurality of nodes forming an x-axis and a 
second plurality of nodes forming a y-axis; and identifying 
a location of a ?rst node relative to the x and y axes. 

In accordance with other aspects of the present invention, 
a computer system is provided. The computer system com 
prises an M><N array of nodes, wherein M and N are integer 
values; and a plurality of interconnects connecting the M><N 
array. A ?rst plurality of nodes in the M><N array form an 
x-axis in the M><N array, a second plurality of nodes in the 
M><N array form a y-axis in the M><N array, and a ?rst node 
in the M><N array is con?gured to probe the M><N array to 
identify a location of the ?rst node relative to the x-axis and 
the y-axis. 

In accordance with other aspects of the present invention, 
an article of manufacture including code for discovering 
nodes is provided. The code causes operations to be per 
formed, comprising probing an M><N torus interconnection 
fabric, wherein M and N are integer values and said inter 
connection fabric includes a ?rst plurality of nodes forming 
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2 
an x-axis and a second plurality of nodes forming a y-axis; 
and identifying a location of a ?rst node relative to the x and 
y axes. 

In accordance with other aspects of the present invention, 
a method for discovering nodes is provided. The method 
comprises probing an M><N torus interconnection fabric, 
wherein M and N are integer values and said probing 
comprises sending probe messages from a ?rst node to query 
a ?rst set of nodes in the interconnection fabric to identify 
at least one of a ?rst plurality of nodes forming an x-axis and 
at least one of a second plurality of nodes forming a y-axis. 
The method further comprises identifying a location of the 
?rst node relative to the x and y axes, wherein each of the 
nodes in the interconnection fabric has an associated origin 
code and said identifying comprises, in response to sending 
the probe messages from the ?rst node to query the ?rst set 
of nodes, receiving the origin codes from the ?rst set of 
nodes; generating an observed mapping of the nodes in the 
interconnection fabric showing a location of a ?rst node 
relative to an x-axis of the fabric and relative to a y-axis of 
the fabric based on the origin codes received from the ?rst 
set of nodes; comparing the observed mapping of the nodes 
to a set of expected mappings; and identifying the expected 
mapping which is most similar to the observed mapping. 

Other features and aspects of the invention will become 
apparent from the following detailed description, taken in 
conjunction with the accompanying drawings which illus 
trate, by way of example, the features in accordance with 
embodiments of the invention. The summary is not intended 
to limit the scope of the invention, which is de?ned solely 
by the claims attached hereto. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 shows a functional block diagram of a computer 
system including a 4x4 torus interconnection fabric in 
accordance with embodiments of the present invention. 

FIG. 2 shows a functional block diagram of multiple 
communication paths in an interconnection fabric in accor 
dance with embodiments of the present invention. 

FIG. 3 shows a functional block diagram of a node in 
accordance with embodiments of the present invention. 

FIG. 4 shows a ?owchart of a method for discovering 
nodes in an interconnection fabric in accordance with 
embodiments of the present invention. 

FIGS. 5ai5d show ?owcharts of methods for discovering 
nodes in an interconnection fabric in accordance with 
embodiments of the present invention. 

FIG. 6 shows a functional block diagram of an intercon 
nection fabric in accordance with embodiments of the 
present invention. 

FIG. 7 shows exemplary origin code tables in accordance 
with embodiments of the present invention. 

FIG. 8 shows an origin code table having two errors in 
accordance with embodiments of the present invention. 

FIG. 9 shows a set of expected origin code mappings in 
accordance with embodiments of the present invention. 

FIG. 10 shows a ?owchart of a method of handling errors 
in the discovery of nodes in an M><N interconnection fabric 
in accordance with embodiments of the present invention. 

FIG. 11 shows a comparison between an observed map 
ping and a set of expected origin code mappings in accor 
dance with embodiments of the present invention. 

In the following description, reference is made to the 
accompanying drawings which form a part thereof, and 
which illustrate several embodiments of the present inven 
tion. It is understood that other embodiments may be utiliZed 
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and structural and operational changes may be made Without 
departing from the scope of the present invention. The use 
of the same reference symbols in different drawings indi 
cates similar or identical items. 

DETAILED DESCRIPTION OF THE 
INVENTION 

Some portions of the detailed description Which folloWs 
are presented in terms of procedures, steps, logic blocks, 
processing, and other symbolic representations of operations 
on data bits that can be performed on computer memory. A 
procedure, computer executed step, logic block, process, 
etc., are here conceived to be a self-consistent sequence of 
steps or instructions leading to a desired result. The steps are 
those utiliZing physical manipulations of physical quantities. 
These quantities can take the form of electrical or magnetic 
signals capable of being stored, transferred, combined, com 
pared, and otherWise manipulated in a computer system. 
These signals may be referred to at times as bits, values, 
elements, symbols, characters, terms, numbers, or the like. 
Each step may be performed by hardWare, softWare, or 
combinations of the tWo. 

FIG. 1 shoWs a diagram of a torus interconnection fabric 
100 having a 4x4 array of nodes l02ail02p in accordance 
With various embodiments of the present invention. The 
fabric 100 can be provided as part of a computer system 101. 
Each node 102 may support one or more different types of 
components in the computer system. In the illustrated 
embodiment, computer system 101 is a data storage system, 
such as one incorporating redundant array of inexpensive 
disks (RAID) technology, and can connect to a host 110 via 
a host/ storage connection 108. Host/storage connection 108 
can be, for example, a local bus, a netWork connection, 
another interconnection fabric, or other communication 
channel. In some embodiments, a plurality of hosts 110 can 
be in communication With computer system 101 via host/ 
storage connection 108, or a plurality of storage systems 101 
can be in communication With one or more hosts 110. 

As used herein, computer system refers to any of a variety 
of systems for processing data, such as, for example, storage 
subsystems, direct attached storage (DAS) systems, netWork 
attached storage (NAS) systems, servers, and mainframe 
computer systems, or any combination thereof. Interconnec 
tion fabric refers to a mesh of multiple point-to-point 
interconnects linking a plurality of nodes. In various 
embodiments, an interconnection fabric can provide mul 
tiple simultaneous data communications betWeen the nodes, 
and may be capable of routing data Without arbitration. 

Each of the nodes 102 is labeled With one of the letters C, 
H, S, M, and R, indicating the type of component supported 
by that node. Node C (nodes 102a, 102l, and 102m in FIG. 
1) indicates that the node is con?gured to support a storage 
controller Which provides, for example, RAID processing 
capability. Node C can be provided With the circuitry and 
memory used to generate and transmit messages to the other 
nodes in fabric 100, and may be further con?gured to 
process and store data from the other nodes. For this reason, 
node C can also be referred to as a CPU (“central processing 
unit”) node. Node H (nodes 102b, 102e, 102k, and 102k) 
indicates that the node is con?gured With a host interface or 
line card that may serve as an interface to host/storage 
connection 108. Node S (nodes 1020, 102d, 102g, 102I, 
10211, and 1020) indicates that the node is con?gured as a 
storage node and may be connected to or be provided With 
one or more storage devices, such as hard disk drives. Node 
M (nodes 102f and 102p) indicates that the node is con?g 
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4 
ured as a storage cache memory node that provides, for 
example, a storage cache for one or more of the storage 
nodes S. Node R (node 102j) indicates that the node is 
con?gured as a routing node and merely expands the com 
munication paths available betWeen other nodes. 

It is noted that While the nodes 102 are con?gured and 
labeled in the embodiment shoWn in FIG. 1, this is only an 
exemplary draWing. In other embodiments, each of the 
nodes 102 may support any combination of features and 
components. Also, other con?gurations may have a greater 
or feWer number of nodes 102, and the nodes 102 may be 
con?gured and used differently. 
As shoWn in FIG. 1, torus interconnection fabric 100 uses 

a tWo-dimensional (2D) array topology With the beginning 
nodes 102 connected to the endpoint nodes of each roW and 
column. For example, if the 2D array is an M><N array, 
Where M and N are positive integers, then the ?rst node in 
roW 1 (the node in the bottom left comer in FIG. 1) Would 
be connected to the last node in roW 1 (the node in the 
bottom right comer in FIG. 1). LikeWise, from a column 
perspective, the ?rst node in roW 1 is also connected to the 
?rst node in the top roW (the node in the upper left corner in 
FIG. 1). Each node 102 is con?gured to transmit data along 
four point-to-point interconnects 104 to four adjacent nodes 
102. Using these interconnects 104, each node 102 may 
transfer data to and from other nodes 102 in the fabric 100 
using multiple communication paths, each path being par 
tially or completely independent of the other paths. To 
transfer data from a source node 102 in the fabric 100 to a 
destination node 102, the data may have to travel through 
multiple interconnects 104 and multiple nodes 102 before 
reaching the destination node 102. 

It is noted that fabric 100 is shoWn in FIG. 1 as a ?at 2D 
array With longer connections betWeen the endpoints, or 
“edges” of the array. The illustrated embodiment shoWs a 
logical layout of nodes 102 and interconnects 104. HoWever, 
the physical layout of the devices and structures forming 
array 100 may be different. For example, each roW may be 
physically oriented in the shape of a ring, such that the 
distance from the last node to the ?rst node may be approxi 
mately equal to the distance betWeen the other nodes. 

FIG. 2 illustrates four communication paths 206ai206d 
betWeen source node 202 and destination node 204. Many 
other communication paths (not shoWn) are possible. As can 
be seen, paths 206a, 206b, and 2060 are completely inde 
pendent of each other (i.e., the data transmitted along these 
communication paths do not pass through any of the same 
interconnects 104 or nodes 102 While traveling betWeen 
source node 202 and destination node 204). Communication 
path 206d is an alternate communication path Which is not 
independent of path 206a because data transmitted along 
either of paths 206a and 206d passes through node 208 and 
the interconnect betWeen node 208 and node 204. Therefore, 
if node 208 has failed and can no longer transmit data, then 
both paths 206a and 206d Will become inoperative. Having 
multiple independent communication paths 206 can enable 
a source node and a destination node to continue commu 

nicating With each other even if one or more interconnects 
and nodes betWeen the source and destination nodes 
becomes inoperative. 

FIG. 3 is a functional block diagram shoWing a node 302, 
Which is an embodiment of node 102 in FIG. 1. Node 302 
can be con?gured to operate in the C, H, S, M, and R modes, 
as described above. In the embodiment shoWn, node 302 
includes a routing unit 312 connected to an interface con 
troller 314, Which is, in turn, connected to an origin code 
memory 315. Routing unit 312 may be con?gured to com 
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municate through multiple ports connected to interconnects 
104. In the embodiment shoWn, there are four bi-directional 
ports, so routing unit 312 may communicate With four 
neighboring nodes using four independent communication 
paths. 

In some embodiments, node 302 comprises a printed 
circuit board (PCB) containing a chip or chips and circuitry 
to perform the functions of routing unit 312 and interface 
controller 314. Computer system 101 may include a PCB 
main board containing an M><N array of interfaces (e.g., 
PCB edge connectors) to Which each PCB-based node 302 
can be connected. This modular approach can enable the 
system 101 to be recon?gured to include different types of 
nodes, such as nodes l02ail02e in FIG. 1, to optimiZe 
system 101 for different situations and demands. Each node 
302 may be dedicated to one of the various functions 
described above, or may be con?gurable to support all of the 
functions and/or other functions as Well. In yet other 
embodiments, each node can be provided in a portion of the 
PCB main board of computer system 101. 

Interface controller 314 may be con?gured to communi 
cate With one or more storage devices 306. It is noted that 
the storage devices 306 may be hard disk drives or any other 
device for storing data in non-volatile form, such as optical 
disks, ?oppy disks, or tape storage. In some embodiments, 
interface controller 210 may be con?gured to communicate 
With a host or a RAID controller through a communication 
port 308, such as, for example, a peripheral component 
interface (PCI) bus. In some embodiments, interface con 
troller 314 may be con?gured to communicate With one or 
more memories 310, such as a DRAM cache memory or 
other type of memory or memory controller. Interface con 
troller 210 may be con?gured to perform all of these 
functions or any combination of these or other functions. In 
other embodiments, interface controller 210 may not have 
any devices attached or interface controller 210 may be 
omitted altogether. In these embodiments, node 102 may 
simply connect to neighboring nodes through routing unit 
205. Thus, node 102 may be used as a routing node R 102e 
to increase the number of possible communication paths 
available. In other embodiments, one or more storage 
devices 306, communication ports 308, and memories 310 
may be included Within node 102. 
A computer system Which employs a torus interconnec 

tion fabric, such as fabric 100, may include a Way to 
uniquely identify each node 102, so that any computation 
running on the system can easily distinguish betWeen the 
various source and destination nodes for each data trans 
mission. In some embodiments, the system should also 
knoW the siZe of the fabric, so that it may, for example, 
distribute the Workload or data storage intelligently among 
the nodes of the system. It may be possible to precon?gure 
the system With a preset siZe and arrangement of nodes 102 
by embedding this information into the ?rmWare or hard 
Ware of system 101. HoWever, if the siZe or arrangement of 
nodes 102 changes, the system may not be able to recogniZe 
the updated nodes. 

FIG. 4 is a ?owchart of a method for discovering nodes 
in a torus interconnection fabric in accordance With embodi 
ments of the present invention. In accordance With this 
method, in step 410, nodes in an M><N interconnection fabric 
are probed. The interconnection fabric includes a ?rst plu 
rality of nodes de?ned as forming an x-axis in the fabric and 
a second plurality of nodes are de?ned as forming a y-axis 
in the fabric. In step 420, the location of a ?rst node relative 
to these x and y axes is identi?ed. In other embodiments, the 
invention may also include step 400, in Which the x and y 
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6 
axes are de?ned prior to the probing step 410, and step 430, 
in Which the origin code values received by multiple sources 
are reconciled. These methods can be further understood 
With reference to the description beloW. This discovery 
process can be performed, for example, When system 101 is 
?rst booted up or reset. 

FIGS. 5ai5d are ?oWcharts of more detailed methods for 
discovering nodes in a torus interconnection fabric in accor 
dance With embodiments of the present invent ion. FIG. 5a 
shoWs steps 400ai400d, Which correspond to one embodi 
ment for performing step 400 in FIG. 4. In step 40011, the 
?rst plurality of nodes are de?ned as forming the x-axis by 
setting an origin code associated With each node in the ?rst 
plurality of nodes to “1”. In step 400b, a second plurality of 
nodes are de?ned as forming the y-axis by setting an origin 
code associated With each node to “1”. In step 4000, the node 
located at (0,0) has its origin code set to “0”. Finally, in step 
400d, all other nodes have their origin codes set to “0”. 
These steps can be more easily understood With reference to 
FIG. 6, Which shoWs an interconnection fabric 600 contain 
ing a 4x4 array of nodes. 

In FIG. 6, nodes (1,0), (2,0), and (3,0) are de?ned as 
forming the x-axis in fabric 600. Nodes (0,1), (0,2), and (0,3) 
are de?ned as forming the y-axis in fabric 600. The de?ning 
of the nodes as axes can be performed in a variety of Ways. 
Each node can comprise a PCB provided With origin code 
memory 315, such as a select pin or a DIP sWitch, Which can 
be a constant one-bit register set at either “1” or “0”. Each 
of the nodes forming the x and y axes ((1,0), (2,0), (3,0), 
(0,1), (0,2), and (0,3)) have their origin codes set to “1”, 
While the node located at (0,0) and all other nodes have their 
origin codes set to “0”. It is noted that the selection of Which 
nodes form the x and y axes may be arbitrary and used 
simply to provide a constant frame of reference for address 
ing and locating the nodes in fabric 600, as Will be described 
in more detail beloW. The selection of the x and y axes and 
the setting of the origin codes can be performed, for 
example, by a technician at the time computer system is 
assembled. These settings can also be changed if the 
arrangement or number of nodes in the fabric are modi?ed 
at a later point. 
As described above, fabric 600 can include one or more 

CPU nodes. In FIG. 6, the CPU nodes are located at (1,1) 
and (3,2). Each of these CPU nodes can be used to perform 
steps 410 and 420 in FIG. 4 to probe fabric 600 and identify 
the location of the CPU node relative to the nodes de?ned as 
forming the x and y axes. FIG. 5b shoWs steps 410a*410c, 
Which represent one embodiment for performing the probing 
step 410 in FIG. 4. FIG. 5c shows steps 420ai420b, Which 
represent one embodiment for performing the identifying 
step 420. Because there are tWo CPU nodes in fabric 600, 
each CPU node performs steps 410 and 420. CPU nodes 
(1,1) and (3,2) can perform these steps in parallel or serially. 
If additional CPU nodes Were provided in fabric 600, these 
additional CPU nodes could also perform identical steps 
410a, 410b, 4100, 420a, and 42019. 

In steps 4l0ai4l0b, the CPU nodes discover the dimen 
sions of fabric 600. In step 410a, CPU node (1,1) determines 
the number of nodes in fabric 600 in the x-direction by 
sending out probe messages to increasingly distant nodes in 
a single direction (the x-direction). Because of the torus 
nature of interconnection fabric 600, eventually CPU node 
(1,1) Will send a probe message to itself, at Which point CPU 
node (1,1) Will recogniZe that it has traveled the length of the 
x-dimension of fabric 600. In some embodiments, each CPU 
node in the system is provided With a unique serial number. 
All non-CPU nodes can be provided With unique serial 
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numbers as Well, or can be provided With a null serial 
number. When the CPU node sends out the probe message, 
the probe message requests that the receiving node respond 
With its serial number. When the responding node transmits 
back a serial number Which the CPU node recognizes as 
identical to its oWn, the CPU node can conclude that the 
length of the x-dimension has been traversed. 

In FIG. 6, CPU node (1,1) sends a probe message to a 
neighboring node in a ?rst direction (e.g., to the right) 
requesting that node’s serial number. This probe message is 
received by node (2,1), Which then transmits a message back 
to CPU node (1,1) indicating that its serial number is null (or 
some value different from CPU node (1,1)’s serial number). 
Next, CPU node (1,1) sends a probe message to the node 
located tWo increments out in the same direction. This probe 
message is received by node (3,1), Which also transmits its 
serial number back to CPU node (1,1). Next, CPU node (1,1) 
sends a probe message to the node located three increments 
out in the same direction. As can be seen in the torus routing 
shoWn in FIG. 1, this message Would pass through nodes 
(2,1) and (3,1), and Would reach its destination at node (0,1), 
Which Would then transmit its serial number back to CPU 
node (1,1). Finally, CPU node (1,1) Would transmit a probe 
message the node located four increments out in the same 
direction, Which Would result in CPU node (1,1) transmitting 
a probe message to itself. CPU node (1,1) Would respond to 
the probe message With its unique serial number. When CPU 
node (1,1) receives this response, CPU node (1,1) Will 
conclude that it has traversed the entire length of the 
x-direction for fabric 600, thereby establishing that M:4 for 
the M><N fabric 600. 

In step 410b, the process described With respect to step 
41011 is repeated, only in the y-direction. Here, CPU node 
(1,1) Will send probe messages to nodes (1,2), (1,3), (1,0), 
and ultimately Will send a probe message to itself. CPU node 
(1,1) Will then conclude that it has traversed the length of the 
y-direction for fabric 600, thereby establishing that N:4. 

In some embodiments, the process for discovering the 
dimensions of fabric 600 can tolerate failures in some of the 
nodes. For example, if node (2,1) Was faulty and could not 
transmit probe messages to node (3,1), CPU node (1,1) 
could use an alternative communication path to transmit the 
probe message to node (3,1). For example, CPU node (1,1) 
could go around node (2,1) and send probe messages 
through nodes (1,2), (2,2), and (3,2) in order to reach node 
(3,1) and continue With its discovery process. 

In step 4100, CPU node (1,1) sends probe messages to 
query the origin codes for the various nodes in the fabric. 
These probe messages are transmitted in much the same Way 
as for steps 4l0ai4l0b, except that the probe messages 
request the node’s origin code instead of the node’s serial 
number. Each of the queried nodes Will respond With their 
origin codes, Which are received by CPU node (1,1) in step 
42011. In step 420b, CPU node (1,1) may store these origin 
codes in an origin code table. 

In accordance With various embodiments, the number of 
nodes queried and the methodology used to query the nodes 
for their origin codes may vary. In some embodiments, CPU 
node (1,1) may send these probe messages to a larger 
number of nodes, possibly to all of the nodes in fabric 600. 
By increasing the number of nodes queried for their origin 
codes, the accuracy of the discovery process may be 
increased. 

In some embodiments, the CPU node may strategically 
target nodes in order to identify its location relative to the x 
and y axes While minimiZing the number of nodes to be 
queried. For example, the CPU node may sequentially 
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8 
transmit probe messages to nodes along the same roW as the 
CPU node. If the CPU node receives more than one “0” 
origin codes, then When a “1” origin code is returned, the 
CPU node can deduce that the “1” corresponds to the 
location of the y-axis. Next, the CPU node Will transmit 
probe messages to nodes along the same column. In the 
same Way, if the CPU node receives multiple “0” origin 
codes, then the ?rst “1” origin code received Will correspond 
to the x-axis. A unique situation occurs When the CPU node 
is located on one of the axes. Therefore, as the CPU node 
transmits probe messages along that axis, it Will repeatedly 
receive “1” origin codes from each queried node. In this 
case, When the CPU node ?nally receives a “0” origin code 
response, the CPU node can conclude that it has reached the 
(0,0) node and can deduce the location of the x and y axes. 

In embodiments Where all or a signi?cant portion of the 
nodes are queried for their respective origin codes, it may be 
unnecessary to assign the (0,0) node With a “0” origin code 
because a su?icient number of nodes Will be probed to 
accurately locate the tWo axes. The (0,0) node can be 
identi?ed as being in both the x and y axes, and can be 
assigned an origin code of “1”. Accordingly, step 4000 in 
FIG. 511 can be omitted. 

FIG. 7 illustrates origin code mappings or tables produced 
by the discovery process of steps 410 and 420. Because of 
the symmetry of the torus fabric 600, the same origin code 
data can be represented in different Ways, depending on the 
reference point chosen. Origin code table 700 corresponds to 
the origin codes retrieved by CPU node (1,1), and origin 
code table 704 corresponds to the origin codes retrieved by 
CPU node (3,2). As can be seen in FIG. 7, the origin codes 
re?ect the relative location of the CPU nodes (1,1) and (3,2), 
from the perspective of CPU nodes (1,1) and (3,2), respec 
tively. By locating the nodes corresponding to the x and y 
axes, a CPU node located anyWhere in the fabric can obtain 
a constant frame of reference for locating itself and other 
nodes in the fabric. 

In FIG. 5d, steps 430ai430b represent one embodiment 
for performing step 430 in FIG. 4. Step 430 addresses the 
possibility of con?icts in the origin codes retrieved by 
multiple CPU nodes. In step 43011, the origin codes received 
by each of the CPU nodes during the discovery process are 
compared. If this comparison step identi?es a disagreement 
betWeen CPU nodes (1,1) and (3,2) regarding the retrieved 
origin codes of the nodes in fabric 600, various methodolo 
gies can be utiliZed to resolve this disagreement. In some 
embodiments, each CPU node is provided With a unique 
priority level. Therefore, in step 430b, the CPU node having 
the higher priority level takes precedence and the identi? 
cation codes generated by that hi gher-priority CPU node are 
assigned to each node. The priority level for the CPU nodes 
can be established in a variety of Ways, such as, for example, 
by basing the priority level on the serial number associated 
With each CPU node so that the CPU node having the 
highest serial number Will be granted the highest priority 
level. 

In some embodiments, each CPU node generates its oWn 
origin code mapping and independently proceeds With gen 
erating unique identi?cation codes based on that mapping. 
These identi?cation codes are then transmitted to the other 
nodes in the fabric. Each identi?cation code includes a 
reference to the priority level of the transmitting CPU node. 
Therefore, When there are multiple CPU nodes, each node in 
the fabric may receive multiple assignments of identi?cation 
codes. Each node is con?gured to compare the priority level 
associated With each neW identi?cation code, and Will adopt 
that neW identi?cation code only if the associated priority 
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level is higher than the priority level associated With the 
previously-received identi?cation code. 

In other embodiments, the multiple CPU nodes may 
compare their respective priority levels and determine in 
advance Which CPU node has the highest priority level. The 
CPU node having the highest priority level Will be the only 
CPU node to assign identi?cation codes to the other nodes 
in the fabric. 

After all of the CPU nodes in the fabric agree upon the 
identi?cation codes used to identify the nodes in the fabric, 
each CPU node can proceed With independently transmitting 
instructions and data to the nodes in the fabric. The identi 
?cation codes can be used, as described above, so that any 
computation running on system 101 can easily distinguish 
betWeen the various source and destination nodes of their 
communications. 

In accordance With other aspects of the present invention, 
each CPU node can perform an error handling process to 
identify and correct errors in the retrieved origin codes. TWo 
kinds of failures can potentially cause problems during the 
origin code discovery process: (a) one or more of the nodes 
may be broken and unable to transport or respond to probe 
message; and (b) the origin code on one or more of the nodes 
may be corrupted to produce an incorrect value. 

FIG. 8 shoWs the retrieved origin codes Where tWo of the 
nodes, (0,1)) and (3,1), have an error. Node (0,1) is part of 
the y-axis for the fabric 600 and should have its origin code 
set at “1”. HoWever, due to some error, node (0,1) responds 
to the origin code probe messages With a “0”. Node (3,1) has 
failed and is unable to provide any response to probe 
message from the CPU nodes. Therefore, the received origin 
code for that node is a null value. The received origin codes 
can be represented in observed mappings 800a and 800b, 
corresponding to CPU nodes (1,1) and (3,2), respectively. 
These observed mappings represent the locations of CPU 
nodes (1,1) and (3,2) relative to the origin codes of the other 
nodes in the fabric 600. In each of the observed mappings 
800a and 800b, the “0” in the bottom left-hand comer 
represents the origin code for the CPU node performing the 
discovery process. The “X” in the mapping 800 indicates the 
unresponsive node (3,1). 

FIG. 9 shoWs a set 902 of expected mappings 900ai900p 
of origin codes. These sixteen expected mappings 900 
represent the set of legitimate origin codes Which can be 
expected to be received given the sixteen possible locations 
of the CPU node Within a 4x4 fabric. In order to reliably 
deduce its location relative to the x and y axes, each CPU 
node can use the observed mapping 800 of origin values for 
all reachable nodes in fabric 600, and compare that observed 
mapping 800 With the set 902 of expected mappings 900 that 
the CPU node can expect to observe. The expected mapping 
900 Which most closely matches the observed mapping 800 
of origin codes represents the most likely con?guration of 
the fabric. 

FIG. 10 is a ?owchart of a method of handling errors in 
the discovery of nodes in an M><N interconnection fabric in 
accordance With embodiments of the present invention. In 
step 1001, the CPU node probes the nodes in the fabric to 
identify its location relative to the x and y axes of the fabric. 
This can be accomplished, for example, using the probe 
messages described above With respect to steps 410, 420. In 
response to the probe messages, each functioning node 
returns their respective origin codes. In step 1002, the CPU 
node generates an observed mapping, such as, for example, 
observed mapping 80011 in FIG. 8. As described above, 
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10 
observed mapping 800a re?ects the origin codes Which 
Would be received by CPU node (1,1), given the faulty nodes 
(0,1) and (3,1). 

In step 1003, observed mapping 80011 is compared to the 
set 902 of expected mappings 900ai900p. The results of this 
comparison are shoWn in set 902' in FIG. 11. For each 
expected mapping 900a'i900p', the origin codes are com 
pared to the origin codes in observed mapping 800a and the 
origin codes Which differ are underlined. The total number 
of differences betWeen the observed mapping 800a and the 
expected mapping 900 is A. For example, in FIG. 11, 
expected mapping 900a‘ differs from observed mapping 
80011 in seven places (AI7), expected mapping 900b' differs 
from observed mapping 80011 in ten places (AIIO), and 
expected mapping 9000' differs from observed mapping 
80011 in eight places (AI8). By comparing each expected 
mapping 900 to observed mapping 800a, it can be seen that 
expected mapping 900j' differs from observed mapping 
80011 in only tWo places (AI2), Which the smallest A in the 
set 902 of expected mappings 900. Therefore, in step 1004, 
expected mapping 900j is identi?ed as being most similar to 
observed mapping 800a. 

Because A:2 for expected mapping 900j, the CPU node 
can then assume that tWo of the origin codes in observed 
mapping 80011 are in error, and that this identi?ed mapping 
(expected mapping 900j') represents the actual arrangement 
of nodes. In step 1005, expected mapping 900j' is adopted by 
CPU node (1,1) as being the correct mapping and is used to 
assign identi?cation codes to each of the nodes in the fabric. 

For the embodiments in Which each node is assigned an 
origin code according to the described methodology (i.e., 
“l” for each of the nodes forming an axis and “0” for the 
(0,0) node and all other nodes), in an M><N array of nodes, 
there Will be M times N number of possible expected 
mappings, and each expected mapping Will differ from the 
other expected mappings in at least tWo times the lesser of 
M and N number of locations (i.e., A:2><min(M, N)). 

For example, in the described 4><4 array of nodes, there 
are sixteen possible expected mappings 900. Because 
M:N:4 in this case, each of these expected mappings 900 
differs from the other expected mappings in exactly eight 
locations. In this situation, any observed mapping Which 
contains three or feWer origin code errors Will alWays be 
most similar to the expected mapping Which represents the 
actual arrangement of nodes. If the observed mapping con 
tains four origin code errors, then the observed mapping may 
be most similar to more than one of the expected mappings 
(i.e., tWo of the expected mappings Will have a AI4). Finally, 
if the observed mapping contains ?ve or more origin code 
errors, then the observed mapping may appear to be most 
similar to one of the expected mappings, When the actual 
arrangement of nodes is represented by another expected 
mapping. 

In other Words, in situations Where the number of errors 
in the observed mapping is less than the lesser of M and N 
(i.e., A<min(M, N), then the expected mapping Which rep 
resents the actual layout of origin codes is the one having 
A<min(M, N). In situations Where the number of errors in 
the observed mapping is greater than min(M, N), this 
methodology may not result in the selection of the expected 
mapping Which accurately represents the actual layout of 
nodes. 
The set 902 of expected mappings 900 may be stored in 

a memory accessible to the CPU nodes in the fabric. This 
memory may also contain other sets of expected mappings, 
each set corresponding to one of the types of arrays Which 
the CPU node can be expected to encounter. For example, 
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set 902 corresponds to a 4x4 array of nodes, so the memory 
may also contain sets corresponding to arrays of various 
dimensions, such as 5x6, 5x7, 5x8, 6x6, 6x7, etc. Once the 
CPU node has determined the dimensions of the fabric, it 
can then select the set of expected mappings Which corre 
sponds to those dimensions. 

In another embodiment, the set 902 of expected mappings 
900 is generated dynamically by a CPU node after the CPU 
node has determined the dimensions of the fabric. Once the 
CPU node has determined the M+N dimensions, it can 
generate all possible expected mappings 900 based on preset 
rules for hoW the origin codes for the nodes are de?ned. 

The described node discovery process and architecture 
may be implemented as a method, apparatus, or article of 
manufacture using standard programming and/or engineer 
ing techniques to produce software, ?rmware, hardWare, or 
any combination thereof. The term “article of manufacture” 
as used herein refers to code or logic implemented in 
hardWare logic (e.g., an integrated circuit chip, Field Pro 
grammable Gate Array (FPGA), Application Speci?c Inte 
grated Circuit (ASIC), etc.) or a computer readable medium 
(e.g., magnetic storage medium (e.g., hard disk drives, 
?oppy disks, tape, etc.), optical storage (CD-ROMs, optical 
disks, etc.), volatile and non-volatile memory devices (e.g., 
EEPROMs, ROMs, PROMs, RAMs, DRAMs, SRAMs, 
?rmware, programmable logic, etc.)). Code in the computer 
readable medium is accessed and executed by a processor. 
The code in Which some embodiments are implemented may 
further be accessible through a transmission media or from 
a ?le server over a netWork. In such cases, the article of 
manufacture in Which the code is implemented may com 
prise a transmission media, such as a network transmission 
line, Wireless transmission media, signals propagating 
through space, radio Waves, infrared signals, etc. Of course, 
those of ordinary skill in the art Will recogniZe that many 
modi?cations may be made to this con?guration Without 
departing from the scope of the present invention, and that 
the article of manufacture may comprise any information 
bearing medium knoWn in the art. 

While the invention has been described in terms of 
particular embodiments and illustrative ?gures, those of 
ordinary skill in the art Will recogniZe that the invention is 
not limited to the embodiments or ?gures described. For 
example, the method by Which the nodes are de?ned as 
forming the x and y axes can vary and need not be performed 
exactly as described above. In some embodiments, each 
node can have its origin code hard-Wired into the main board 
forming system 101, instead of being set by a pin on the 
node’s PCB. Also, different origin coding systems can be 
utiliZed. For example, in the above-described embodiment, 
the origin code is stored in a single-bit select pin and both 
the x and y axes have their select pins set to the same value 
(e.g., “1”). This arrangement can minimize the number of 
pins that are needed for the discovery process. HoWever, in 
other embodiments, the origin code can be stored in a tWo 
or more bit register, thereby providing a higher degree of 
precision in identifying the node. For example, Where the 
origin code is stored as a tWo-bit value (using, for example, 
tWo select pins), the x-axis nodes can be set at “01”, the 
y-axis nodes set at “10”, the (0,0) node set at “00”, and all 
other nodes set at “11”. 

In addition, in the description above, the probing of fabric 
600 is performed by CPU nodes located Within fabric 600. 
In other embodiments, this probing may be performed by a 
device or module residing elseWhere, such as on host 110. In 
other embodiments, system 101 can include a separate 
processing module not residing on the M><N interconnection 
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fabric, but in electrical communication With the nodes in the 
fabric, such that the separate processing module can probe 
the entire fabric to identify the location of one of the nodes 
relative to the x and y axes. 
The description above corresponds to a method in Which 

in step 4l0ai4l0b, probe messages querying the nodes for 
their serial numbers are ?rst transmitted to determine the x 
and y dimensions of fabric 600. Next, in step 410e, probe 
messages are transmitted to query the nodes for their origin 
codes in order to locate the x and y axes. In other embodi 
ments, the probing for the serial numbers and the origin 
codes can be performed simultaneously With the same query. 
In yet other embodiments, the x and y dimensions can be 
preset or prede?ned such that the dimension discovery 
process is not necessary. Therefore, the CPU nodes can omit 
steps 4l0ai4l0b and proceed With step 4100. 

In addition, although the embodiments described above 
discuss implementations using a 2D torus interconnection 
fabric, other variations are possible. For example, multiple 
layers of 2D fabrics can be connected such that each node 
can be provided With six interconnects (four as shoWn in 
FIG. 3, one connecting to a node directly above and one 
connecting to a node beloW). It is understood that While the 
discussion herein refers to x and y dimensions, various 
embodiments of the invention can be applied to the Z-di 
mension as Well. 

Therefore, it should be understood that the invention can 
be practiced With modi?cation and alteration Within the 
spirit and scope of the appended claims. The description is 
thus to be regarded as illustrative instead of limiting on the 
invention. 

What is claimed is: 
1. A method of discovering nodes, comprising: 
probing an M><N torus interconnection fabric, Wherein M 

and N are integer values, Wherein the interconnection 
fabric includes a ?rst plurality of nodes forming an 
x-axis and a second plurality of nodes forming a y-axis, 
Wherein each of the nodes in the interconnection fabric 
has an associated origin code, Wherein each of said ?rst 
plurality of nodes forming the x-axis has the associated 
origin code set to a ?rst value, Wherein each of said 
second plurality of nodes forming the y-axis has the 
associated origin code set to the ?rst value, Wherein 
each of the nodes not forming either the x or y axes has 
the associated origin code set to a second value, and 
Wherein probing the interconnection fabric comprises 
sending probe messages from a ?rst node to query a 
?rst set of nodes in the interconnection fabric to iden 
tify at least one of the ?rst plurality of nodes forming 
the x-axis and at least one of the second plurality of 
nodes forming the y-axis; and 

identifying a location of the ?rst node relative to the x and 
y axes, comprising, in response to sending the probe 
messages from the ?rst node to query the ?rst set of 
nodes, receiving the origin codes from the ?rst set of 
nodes. 

2. The method of claim 1, Wherein said probing the M><N 
torus interconnection fabric further comprises: 

determining the number of nodes in the x-direction of the 
interconnection fabric; and 

determining the number of nodes in the y-direction of the 
interconnection fabric. 

3. The method of claim 1, further comprising: 
after identifying the location of the ?rst node relative to 

the x and y axes assigning an identi?cation code to each 
of the nodes in the interconnection fabric. 
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4. The method of claim 1, wherein: 
at least one of the nodes in the interconnection fabric is 

connected to a storage device. 
5. The method of claim 1, Wherein: 
said identifying the location of the ?rst node relative to the 
X and y axes comprises storing the received origin 
codes from the ?rst set of nodes in a ?rst origin code 
mapping. 

6. The method of claim 1, Wherein each of the nodes in the 
interconnection fabric includes a one-bit memory for storing 
the associated origin code. 

7. The method of claim 1, Wherein a node at an intersec 
tion of the X and y axes forms an origin node and has the 
associated origin code set to the second value. 

8. The method of claim 7, Wherein: 
said sending probe messages from the ?rst node to query 

the ?rst set of nodes in the interconnection fabric 
comprises: 
sending probe messages from the ?rst node to query 

nodes in a roW of the interconnection fabric; and 
sending probe messages from the ?rst node to query 

nodes in a column of the interconnection fabric; and 
said identifying the location of the ?rst node relative to the 
X and y aXes comprises: 
receiving the origin codes from the nodes in the roW of 

the interconnection fabric to identify a change of 
origin code indicating the location of the y aXis; and 

receiving the origin codes from the nodes in the column 
of the interconnection fabric to identify a change of 
origin code indicating the location of the X aXis. 

9. The method of claim 1, further comprising: 
probing of the interconnection fabric by sending probe 

messages from a second node to query a second set of 
nodes in the interconnection fabric to identify at least 
one of the ?rst plurality of nodes forming the X-aXis and 
at least one of the second plurality of nodes forming the 
y-aXis; and 

identifying a location of the second node relative to the X 
and y aXes by receiving the origin codes from the 
second set of nodes. 

10. The method of claim 9, further comprising: 
comparing the origin codes received from the ?rst set of 

nodes to the origin codes received from the second set 
of nodes. 

11. The method of claim 9, further comprising: 
using the origin codes received by the node having a 

higher priority level to assign an identi?cation code to 
each of the nodes in the interconnection fabric. 

12. A computer system, comprising: 
an M><N array of nodes, Wherein M and N are integer 

values, Wherein each of the nodes in the M><N array 
includes an associated origin code; and 

a plurality of interconnects connecting the M><N array; 
Wherein a ?rst plurality of nodes in the M><N array form 

an X-aXis in the M><N array, Wherein each of the ?rst 
plurality of nodes forming the X-aXis have the origin 
code set to a ?rst value; 

Wherein a second plurality of nodes in the M><N array 
form a y-aXis in the M><N array, Wherein each of the 
second plurality of nodes forming the y-aXis have the 
origin code set to the ?rst value; 

Wherein each of the nodes in the M><N array not de?ned 
as forming either the X or y aXes has the origin code set 
to a second value; and 

Wherein a ?rst node in the M><N array is con?gured to: 
probe the M><N array by sending probe messages to 

query a ?rst set of nodes in the M><N array to identify 
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14 
at least one of the ?rst plurality of nodes forming the 
X-aXis and at least one of the second plurality of 
nodes forming the y-aXis; 

receive the origin codes from the ?rst set of nodes in 
response to the probe messages; and 

identify a location of the ?rst node relative to the X-aXis 
and the y-aXis. 

13. The system of claim 12, Wherein: 
the ?rst node is further con?gured to determine the 
number of nodes in the X-direction of the M><N array 
and to determine the number of nodes in the y-direction 
of the M><N array. 

14. The system of claim 12, Wherein: 
the ?rst node is further con?gured to, after probing the 
M><N array to identify the location of the ?rst node 
relative to the X and y aXes, assign an identi?cation 
code to each of the nodes in the M><N array. 

15. The system of claim 12, Wherein: 
at least one of the nodes in the M><N array is connected to 

a storage device. 
16. The system of claim 12, Wherein: 
the ?rst node is further con?gured to store the received 

origin codes from the ?rst set of nodes in a ?rst 
mapping. 

17. The system of claim 12, Wherein: 
each of the nodes in the M><N array include a one-bit 
memory to store the origin code. 

18. The system of claim 12, further comprising: 
a node at an intersection of the X and y aXes is de?ned as 

an origin node by setting the origin code for the origin 
node to the second value. 

19. The system of claim 18, Wherein: 
said ?rst node is further con?gured to send probe mes 

sages to query the ?rst set of nodes in the interconnec 
tion fabric by sending probe messages to query nodes 
in a roW of the interconnection fabric, and sending 
probe messages to query nodes in a column of the 
interconnection fabric; and 

said ?rst node is further con?gured to identify the location 
of thc ?rst nodc relative to the X and y aXcs by receiving 
the origin codes from the nodes in the roW of the 
interconnection fabric to identify a change of origin 
code indicating the location of the y aXis, and receiving 
the origin codes from the nodes in the column of the 
interconnection fabric to identify a change of origin 
code indicating the location of the X aXis. 

20. The system of claim 12, further comprising: 
a second node in the M><N array con?gured to probe the 
M><N array to identify a location of the second node 
relative to the X and y aXes by sending probe messages 
to query a second set of nodes in the M><N array to 
identify at least some of the ?rst plurality of nodes 
forming the X-aXis and at least some of the second 
plurality of nodes forming the y-aXis, and receiving the 
origin codes from the second set of nodes. 

21. The system of claim 20, Wherein: 
the ?rst node is further con?gured to transmit to the 

second node the origin codes received from the ?rst set 
of nodes; the second is further con?gured to transmit to 
the ?rst node the origin codes received from the second 
set of nodes; and 

the ?rst and second nodes are con?gured to compare the 
origin codes received from the ?rst set of nodes to the 
origin codes received from the second set of nodes. 

22. The system of claim 20, Wherein: 
each of the ?rst and second nodes have a priority level, 

and the node having the higher priority level uses the 
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origin codes received by the node having the higher 
priority level to assign an identi?cation code to each of 
the nodes in the M><N array. 

23. The system of claim 12, Wherein the ?rst node is a 
CPU node. 

24. An article of manufacture including code for discov 
ering nodes, Wherein the code causes operations to be 
performed comprising: 

probing an M><N torus interconnection fabric, Wherein M 
and N are integer values, Wherein the interconnection 
fabric includes a ?rst plurality of nodes forming an 
X-aXis and a second plurality of nodes forming a y-aXis, 
Wherein each of the nodes in the interconnection fabric 
has an associated origin code, Wherein each of said ?rst 
plurality of nodes forming the X-aXis has the associated 
origin code set to a ?rst value, Wherein each of said 
second plurality of nodes forming the y-aXis has the 
associated origin code set to the ?rst value, Wherein 
each of the nodes not forming either the X or y axes has 
the associated origin code set to a second value, and 
Wherein probing the interconnection fabric comprises 
sending probe messages from a ?rst node to query a 
?rst set of nodes in the interconnection fabric to iden 
tify at least one of the ?rst plurality of nodes forming 
the X-aXis and at least one of the second plurality of 
nodes forming the y-aXis; and 

identifying a location of the ?rst node relative to the X and 
y axes, comprising, in response to sending the probe 
messages from the ?rst node to query the ?rst set of 
nodes, receiving the origin codes from the ?rst set of 
nodes. 

25. The article of manufacture of claim 24, Wherein the 
code causes further operations to be performed comprising: 

determining the number of nodes in the X-direction of the 
interconnection fabric; and 

determining the number of nodes in the y-direction of the 
interconnection fabric. 

26. The article of manufacture of claim 24, Wherein the 
code causes further operations to be performed comprising: 

after identifying the location of the ?rst node relative to 
the X and y aXes, assigning an identi?cation code to 
each of the nodes in the interconnection fabric. 

27. The article of manufacture of claim 24, Wherein: 

at least one of the nodes in the interconnection fabric is 
connected to a storage device. 

28. The article of manufacture of claim 24, Wherein: 

said identifying the location of the ?rst node relative to the 
X and y aXes comprises storing the received origin 
codes from the ?rst set of nodes in a ?rst origin code 
mapping. 

29. The article of manufacture of claim 24, Wherein: 
a node at an intersection of the X and y aXes forms an 

origin node and has the associated origin code set to the 
second value; 

said sending probe messages from the ?rst node to query 
the ?rst set of nodes in the interconnection fabric 
comprises: 
sending probe messages from the ?rst node to query 

nodes in a roW of the interconnection fabric; and 

sending probe messages from the ?rst node to query 
nodes in a column of the interconnection fabric; and 
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said identifying the location of the ?rst node relative to the 
X and y aXes comprises: 

receiving the origin codes from the nodes in the roW of 
the interconnection fabric to identify a change of 
origin code indicating the location of the y aXis; and 

receiving the origin codes from the nodes in the column 
of the interconnection fabric to identify a change of 
origin code indicating the location of the X aXis. 

30. The article of manufacture of claim 24, Wherein the 
code causes further operations to be performed comprising: 

probing of the interconnection fabric by sending probe 
messages from a second node to query a second set of 
nodes in the interconnection fabric to identify at least 
one of the ?rst plurality of nodes forming the X-aXis and 
at least one of the second plurality of nodes forming the 
y-aXis; and 

identifying a location of the second node relative to the X 
and y aXes by receiving the origin codes from the 
second set of nodes. 

31. The article of manufacture of claim 30, Wherein the 
code causes further operations to be performed comprising: 

comparing the origin codes received from the ?rst set of 
nodes to the origin codes received from the second set 
of nodes. 

32. The article of manufacture of claim 31, Wherein the 
code causes further operations to be performed comprising: 

using the origin codes received by the node having a 
higher priority level to assign an identi?cation code to 
each of the nodes in the interconnection fabric. 

33. A method of discovering nodes, comprising: 
probing an M><N torus interconnection fabric, Wherein M 

and N are integer values and said probing comprises 
sending probe messages from a ?rst node to query a 
?rst set of nodes in the interconnection fabric to iden 
tify at least one of a ?rst plurality of nodes forming an 
X-aXis and at least one of a second plurality of nodes 
forming a y-aXis; 

identifying a location of the ?rst node relative to the X and 
y aXes, Wherein each of the nodes in the interconnection 
fabric has an associated origin code and said identify 
ing comprises, in response to sending the probe mes 
sages from the ?rst node to query the ?rst set of nodes, 
receiving the origin codes from the ?rst set of nodes; 

generating an observed mapping of the nodes in the 
interconnection fabric shoWing a location of a ?rst node 
relative to an X-aXis of the fabric and relative to a y-aXis 
of the fabric based on the origin codes received from 
the ?rst set of nodes; 

comparing the observed mapping of the nodes to a set of 
eXpected mappings; 

identifying the eXpected mapping Which is most similar to 
the observed mapping; and 

assigning identi?cation codes to each of the nodes based 
on the identi?ed mapping Which is most similar to the 
observed mapping. 

34. The method of claim 33, Wherein: 
the set of eXpected mappings contains a set of all possible 

valid mappings of origin codes for the M><N fabric; and 
said comparing the observed mapping of the nodes to the 

set of eXpected mappings comprises comparing the 
received origin codes in the observed mapping to the 
origin codes in each eXpected mapping in the set of 
eXpected mappings. 


