
US006971041B2 

(12) United States Patent (10) Patent N0.: US 6,971,041 B2 
DeSota et al. (45) Date of Patent: Nov. 29, 2005 

(54) CACHE ENTRY ERROR-CORRECTING 5,666,513 A * 9/1997 Whittaker ................. .. 711/118 
CODE (ECC) BASED AT LEAST ON CACHE 6,038,693 A * 3/2000 Zhang ..... .. 714/768 
ENTRY DATA AND MEMORY ADDRESS 6,226,763 B1 * 5/2001 Fu et al. . . . . . . . . . . . . . . .. 714/53 

6,772,383 B1 * 8/2004 Quach et al. 714/746 
. _ 2002/0124143 A1* 9/2002 Barroso et al. 711/145 

(75) Inventors‘ $823251}; 138:3’ 31;: 2003/0084369 A1 * 5/2003 Kane et a1. .................. .. 714/5 

OTHER PUBLICATIONS 
(73) Assignee: International Business Machines _ 

Corporation, Armonk, NY (Us) Computer Glossary, 1995-2001, ESC Technologies, ECC 
Memory de?mt1on.* 

( * ) Notice: Subject to any disclaimer, the term of this * - - 
patent is extended or adjusted under 35 cued by exammer 

U.S.C. 154(b) by 633 days. Primary Examiner—Robert Beausoliel 
Assistant Examiner—Marc Duncan 

(21) Appl- NO-I 09/ 683,931 (74) Attorney, Agent, or Firm—Abdy Raissinia 

(22) Filed: Mar. 4, 2002 (57) ABSTRACT 

(65) Prior Publication Data Determining an error-correcting code (ECC) for a cache 
Us 2003/0167437 A1 Sep 4, 2003 entry based at least on the data stored in the cache entry and 

the memory address at Which the data is permanently stored 
(51) Int. c1.7 ............................................. .. G06F 11/00 is disclosed A Cache entry for a desired memory address is 
(52) us. Cl. ......................... .. 714/6; 714/768; 714/805 retrieved The Cache entry includes data and a Stored ECC 
(58) Field of Search .......................... .. 714/6 768 763 based on the data and a memory address' A“ ECC is 

71452 53 mg 805’ 807’ determined based at least on the data of the cache entry and 
’ ’ ’ ’ the desired memory address. If the ECC at least based on the 

(56) References Cited cache entry data and the desired memory address equals the 
stored ECC, then the cache entry caches the desired memory 

U.S. PATENT DOCUMENTS address Without error. 

5,345,582 A * 9/1994 Tsuchiya ................... .. 714/53 

5,455,834 A * 10/1995 Chang et a1. ............. .. 714/768 16 Claims, 5 Drawing Sheets 

5110 

\ 502 COUNTER = 0 

RETRIEVE CACHE ENTRY FOR 
COUNTER FOR DESIRED MEMORY 
ADDRESS INCLUDING DATA AND T 

No STORED ECC 

T 
DETERMINE ECC BASED ON DATA 
OF CACHE ENTRY FOR COUNTER 

503 AND DESIRED MEMORY ADDRESS 

503 ECC? 

CACHE LOCATIONS \ YES DIFFERENTMEMORY 
' < FOR DESIRED /\ ’ ADDREssoR DESIRED 

MEMORY / MEMORYADDRESS 
ADDRESS? WITH ERROR 

516 \ 

5Z0 REI'RIEVE PRIMARY 
L/L ENTRY FOR DESIRED 

MEMORY ADDRESS 0R 

DETERMINED 
ECC = STORED 

INCREMENT 
COUNTER 

/ OTAL NUMBER 0 

£10 
CACHE ENTRY 

CACHES 
YES DESIRED 

MEMORY 
ADDRESS 
WITHOUT 
ERROR 

g8 
DETERMINE WHETHER 
CACHE ENTRIES CACHE 

CORRECT DATA 



U.S. Patent Nov. 29,2005 Sheet 1 of5 US 6,971,041 B2 

FIG 1 

RETRIEVE CACHE 
ENTRY FOR DESIRED 

102W MEMORY ADDRESS 
INCLUDING DATA AND 

STORED ECC 

100 

DETERMINE ECC 
104 BASED ON CACHE 
W ENTRY DATA AND 

DESIRED MEMORY 
ADDRESS 

{0 
I 

CACHE ENTRY l 
DOES NOT CACHE I 

I 
I 

DETERMINED 
ECC = 

STORED ECC? 
106 DESIRED MEMORY 

ADDRESS 
WITHOUT ERROR 

CACHE ENTRY DOES 
108 CACHE DESIRED 

MEMORY ADDRESS 
WITHOUT ERROR 



U.S. Patent Nov. 29,2005 Sheet 2 of5 US 6,971,041 B2 

:- _________________________________ __P_L;III;6R_I\H I 
I 

I 5 BUILDING BLOCK 1 202a m: 
I i | 
I I I 
E I PROCEssOR(s) SOFTWARE I 
s I 2% 206a : 

: I I 
l I 

I I OTHER HARDWARE : 
I I 208a I 
I l 

I II I 
I I 
' : 
I I BUILDING BLOCK 2 202b I 
I 
I I 

I I PROCESSOR(S) SOF‘IWARE I 
I I 2mg 20Gb : 
I I INTER~ I 
I I CONNECT I 
I I OTHER HARDWARE 210 i 
| I 208b — I 
I I 

: I : 
l I 
| I 
| I 
l I 
| I 
' I 
' I I 

I I BUILDING BLOCK n 2021 I 
l I 

I I I 

I I PROCESSOR(S) SOFTWARE I 
' I Eiu 206n I 
I : 
I 

I OTHER HARDWARE I 
| 208n I 

I : 
I I 



U.S. Patent Nov. 29,2005 Sheet 3 of5 US 6,971,041 B2 

BUILDING BLOCK 1 202a BUILDING BLOCK 2 202b 
I 

I I 
CTRLR CACHE I CTRLR CACHE ’ 
302a 304a i f 302D 304b 

SHARED MEMORY SHARED MEMORY I 

306a 306b I 

200 

INTERCONNECT 
All 

BUILDING BLOCKS 2 2c BUILDING BLOCK1 202d 
I 

CTRLR CACHE CTRLR CACHE 
302C I 3046 I 302d 304d 

I 
SHARED MEMORY I I SHARED MEMORY 

306C 2 I 306d 
I I 

I I 



U.S. Patent Nov. 29,2005 Sheet 4 of5 US 6,971,041 B2 

RETRIEvE CACHE FIG 4 
ENTRY FOR DESIRED 4G0 

402% MEMORY ADDRESS 
INCLUDING DATA AND 

STORED ECC 

DETERMINE ECC 
404 BASED ON CACHE 
I/v ENTRY DATA AND 

DESIRED MEMORY 
ADDRESS 

f 408 
I 
I 
I 

DETERMINED CACHE ENTRY I 

I ECC = 

STORED ECC? 

CACHES DESIRED I 
MEMORY ADDRESS 
WITHOUT ERROR I 

406 

DETERMINE WHETHER 
CACHE ENTRY CACHES 

410 DIFFERENT MEMORY 
L/P ADDRESS, OR DESIRED 

MEMORY ADDRESS WITH 
ERROR 

RETRIEvE PRIMARY 
412 MEMORY ENTRY FOR 

L/‘V DESIRED MEMORY 
ADDRESS OR 
CORRECT DATA 



U.S. Patent Nov. 29,2005 Sheet 5 of5 US 6,971,041 B2 

500 ' ' ' ' 502/» COUNTER =0 t FIG 5 

I 
RETRIEVE CACHE ENTRY FOR 

COUNTER FOR DESIRED MEMORY 
—> ADDRESS INCLUDING DATAAND 504 
NO STORED ECC *’ 

I 
DETERMINE ECC BASED ON DATA 
OF CACHE ENTRY FOR COUNTER 

506 AND DESIRED MEMORY ADDRESS 

<10 
CACHE ENTRY 

CACHES 
YES DESIRED 

MEMORY 
ADDRESS 
WITHOUT 
ERROR 

DETERMINED 
ECC = STORED 

INCREMENT 
514 A/ COUNTER 

if 
DETERMINE WHETHER 
CACHE ENTRiES CACHE 
DIFFERENT MEMORY 

ADDRESS, OR DESIRED 
MEMORY ADDRESS 

WITH ERROR 

I 
520 RETRIEVE PRIMARY 
C/L ENTRY FOR DESIRED 

MEMORY ADDRESS OR 
CORRECT DATA 

CACHE LOCATIONS 
FOR DESIRED 
MEMORY 
ADDRESS? 

516 



US 6,971,041 B2 
1 

CACHE ENTRY ERROR-CORRECTING 
CODE (ECC) BASED AT LEAST ON CACHE 
ENTRY DATA AND MEMORY ADDRESS 

BACKGROUND OF THE INVENTION 

This invention relates generally to a cache for remote or 
primary memory, and more particularly to determining 
Whether a cache entry in the cache actually caches a desired 
memory address of the remote or primary memory. 

There are many different types of multi-processor com 
puter systems. A symmetric multi-processor (SMP) system 
includes a number of processors that share a common 
memory. SMP systems provide scalability. As needs dictate, 
additional processors can be added. SMP systems usually 
range from tWo to thirty-tWo or more processors. One 
processor generally boots the system and loads the SMP 
operating system, Which brings the other processors online. 
Without partitioning, there is only one instance of the 
operating system and one instance of the application in 
memory. The operating system uses the processors as a pool 
of processing resources, all executing simultaneously, Where 
each processor either processes data or is in an idle loop 
Waiting to perform a task. SMP systems increase in speed 
Whenever processes can be overlapped. 
A massively parallel processor (MPP) system can use 

thousands or more processors. MPP systems use a different 
programming paradigm than the more common SMP sys 
tems. In an MPP system, each processor contains its oWn 
memory and copy of the operating system and application. 
Each subsystem communicates With the others through a 
high-speed interconnect. To use an MPP system effectively, 
an information-processing problem should be breakable into 
pieces that can be solved simultaneously. For example, in 
scienti?c environments, certain simulations and mathemati 
cal problems can be split apart and each part processed at the 
same time. 

A non-uniform memory access (NUMA) system is a 
multi-processing system in Which memory is separated into 
distinct banks. NUMA systems are similar to SMP systems. 
In SMP systems, hoWever, all processors access a common 
memory at the same speed. By comparison, in a NUMA 
system, memory on the same processor board, or in the same 
building block, as the processor is accessed faster than 
memory on other processor boards, or in other building 
blocks. That is, local memory is accessed faster than distant 
shared memory. NUMA systems generally scale better to 
higher numbers of processors than SMP systems. The term 
building block is used herein in a general manner, and 
encompasses a separable grouping of processor(s), other 
hardWare, such as memory, and softWare that can commu 
nicate With other building blocks. 
Many multi-processor systems, as Well as single-proces 

sor systems, employ a cache to improve performance. For 
instance, in a NUMA multi-processor system, each building 
block may have a cache to temporarily store data perma 
nently stored on the remote shared memories of other 
building blocks. Types of caches include one-Way, or direct 
mapped, caches, in Which each memory address can be 
cached at only a given location in the cache, as Well as the 
more general multi- or n-Way caches, in Which each memory 
address can be cached at n different locations in the cache. 
When a processor Wishes to access the data stored at a given 
memory address, the processor or another component deter 
mines Whether the cache currently stores this data. If so, then 
there is no need to access the data at its remote or otherWise 

primary memory. 
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2 
The data in a cache is normally managed in ?xed siZed 

blocks, typically betWeen 32 and 128 bytes long. With 
32-byte blocks, the loW ?ve bits of the address (25:32) 
determine Which byte Within a block is desired. The remain 
ing bits of an address are called the block address. The block 
address is further split into an index portion and a tag 
portion. The index portion, Which is typically the loW-order 
portion of the block address, determines Where the block can 
be held in the cache The tag portion, typically the high order 
portion of the block address, is used to identify Which block 
actually is stored at a given cache location. The number of 
bits used as the tag determines hoW many different memory 
addresses can be cached in the same location in the cache. 
As a simple example, for a four-bit memory address having 
the three trailing bits 111, the leading bit can be either 0 or 
1. If the tag is only this ?rst leading bit, this means that for 
the cache location corresponding to the bits 111, either the 
memory address 0111 or the memory address 1111 can be 
stored. To ensure that using a cache improves performance, 
the process of determining Whether the cache holds the data 
for the desired memory address should be performed 
quickly. One Way to accomplish this is to use a fast tag 
lookup operation. 
A fast tag lookup operation determines Whether a desired 

tag is stored at a given location in the cache. In some 
systems, a cache controller passes a request for performing 
this operation to another component in the system, While 
concurrently or immediately thereafter reading the cache. 
This other component should perform the fast tag lookup 
operation and its results should be received by the controller 
before or at the same time the controller completes its cache 
read operation. In this Way, the controller knows Whether the 
cache stores the desired memory address before or at the 
same time the data from the cache is retrieved. If the fast tag 
lookup operation is not performed quickly enough, the 
controller Will have already retrieved the cache entry for the 
memory address, and Will have to Wait to learn Whether the 
cache entry actually caches the memory address. 

To ensure that the fast tag lookup operation is performed 
fast enough, the memory that the fast tag lookup operation 
uses must be sufficiently fast, typically faster than the 
memory being used as the cache. HoWever, such fast 
memory can be expensive. To decrease costs, system design 
ers may limit cache siZe to so that the siZe of the memory 
used for the fast tag lookup can also be limited. HoWever, 
decreasing cache siZe usually leads to performance degra 
dation of the system. Therefore, system designers may have 
to choose betWeen performance and cost in developing their 
systems. For these described reasons, as Well as other 
reasons, there is a need for the present invention. 

SUMMARY OF INVENTION 

The invention relates to determining an error-correcting 
code (ECC) for a cache entry based at least on the data stored 
in the cache entry and the memory address at Which the data 
is permanently stored. A method of the invention ?rst 
retrieves a cache entry for a desired memory address. The 
cache entry includes data and a stored ECC based at least on 
the data and a memory address. An ECC is determined based 
at least on the data of the cache entry and the desired 
memory address. If the ECC based at least on the cache entry 
data and the desired memory address equals the stored ECC, 
then the method concludes that the cache entry caches the 
desired memory address Without error. 
A system of the invention includes a primary memory, a 

cache, and a controller. The primary memory has a number 
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of memory entries corresponding to memory addresses. 
Each memory entry has data and a primary ECC based on 
only the data. The cache has a number of cache entries less 
than the number of memory entries. Each cache entry has 
data and a stored ECC based at least on the data and a 
memory address to Which the cache entry corresponds. The 
controller, to retrieve desired memory addresses, determines 
Whether the cache entries for the desired memory addresses 
actually cache them. This is accomplished by determining 
ECCs based at least on the data of the cache entries and the 
desired memory addresses, and then comparing the ECCs 
determined to the stored ECCs of the cache entries. 

An article of manufacture of the invention includes a 
computer-readable medium and means in the medium. The 
means is for determining Whether a cache entry for a desired 
memory address caches the desired memory address Without 
error. This is accomplished by determining an ECC based at 
least on data stored in the cache entry and the desired 
memory address, and comparing the ECC to a stored ECC 
of the cache entry. Other features and advantages of the 
invention Will become apparent from the folloWing detailed 
description of the presently preferred embodiment of the 
invention, taken in conjunction With the accompanying 
draWings. 

BRIEF DESCRIPTION OF DRAWINGS 

FIG. 1 is a ?oWchart of a method according to a preferred 
embodiment of the invention, and is suggested for printing 
on the ?rst page of the patent. 

FIG. 2 is a diagram of an eXample platform having a 
number of eXample building blocks connected by an inter 
connect, in accordance With Which embodiments of the 
invention may be practiced. 

FIG. 3 is another diagram of the eXample platform of FIG. 
2, in Which different components of the building blocks and 
the interconnect are illustrated, and in accordance With 
Which embodiments of the invention may be practiced. 

FIG. 4 is a ?oWchart of a method for performance in 
conjunction With a one-Way cache, according to an embodi 
ment of the invention. 

FIG. 5 is a ?oWchart of a method for performance in 
conjunction With an n-Way cache, according to an embodi 
ment of the invention. 

DETAILED DESCRIPTION 

OvervieW 

FIG. 1 shoWs a method 100 according to a preferred 
embodiment of the invention. Parts of the method 100 may 
be implemented as means Within a computer-readable 
medium of an article of manufacture. The computer-read 
able medium may be a recordable data storage medium, such 
as a ?oppy disk, a CD-ROM, a hard disk drive, and so on, 
as Well as a modulated carrier signal. Furthermore, the 
method 100 may also include other steps and/or acts, but 
only those steps and/or acts that preferably illustrate perfor 
mance of the method 100 are explicitly depicted in FIG. 1. 

A cache entry for a desired memory address is retrieved 
(102). The desired memory address is With respect to a 
remote or a primary memory that a cache can cache in the 
cache entry. HoWever, because the cache entry is also 
responsible for caching other memory addresses, besides the 
desired memory address, the method 100 determines 
Whether the cache entry is currently actually caching the 
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4 
desired memory address. The cache entry includes the data 
of a memory address that is being cached, and a stored 
error-correcting code (ECC). 
An ECC, Which may also stand for error-correction code, 

is a generated checksum, Which, as an eXample only, for a 
32-bit Word may typically add seven bits to the Word. These 
bits of correcting code are determined for every 32 bits of 
data placed in memory. An ECC may also be generated by 
algorithms other than a simple checksum, and can be imple 
mented in conjunction With Words of lengths other than 32 
bits, such as 64-bit and 128-bit Words. When data is 
retrieved from the memory, the checksum is recomputed to 
determine if any of the data bits have been corrupted. In the 
case of the stored ECC of the cache entry, the stored ECC 
is based both on the data of the cache entry, as Well as on the 
memory address that is being cached by the cache entry. 
That is, the stored ECC is not based only the data of the 
cache entry, but also the memory address that is currently 
being cached, such as all or part of the memory address, the 
tag of the memory address, and so on. 

NeXt, an ECC is determined based on the data of the cache 
entry and the desired memory address (104). The ECC is 
said to be based on the data and the desired memory address 
in that it can be based on the data and all bits of the desired 
memory address, the data and some bits of the desired 
memory address, the data and a tag of the desired memory 
address, and so on. If the determined ECC equals the stored 
ECC (106), then this means that the cache entry caches the 
desired memory address Without error (108). If the deter 
mined ECC does not equal the stored ECC (106), then this 
means that the cache entry does not cache the desired 
memory address Without error (110). That is, Where the 
determined ECC equals the stored ECC, since the deter 
mined ECC is based on the cache entry data and the desired 
memory address, this means that the stored ECC is also 
based on the cache entry data and the desired memory 
address. Because the stored ECC is also based on the 
memory address of the data being cached by the cache entry, 
this means that the cache entry caches the desired memory 
address. 

HoWever, the determined ECC not equaling the stored 
ECC can result from tWo different situations occurring. First, 
the memory address being cached by the cache entry may 
not be the desired memory address. Since the determined 
ECC is based on the cache entry data and the desired 
memory address, and the stored ECC is based on the cache 
entry and the memory address being cached by the cache 
entry, the determining ECC being different than the stored 
ECC may mean that the memory address being cached by 
the cache entry is not the desired memory address. 

Second, the memory address being cached by the cache 
entry may actually be the desired memory address, but the 
cache entry does not cache the desired memory address 
Without error. That is, such a difference betWeen the deter 
mined ECC and the stored ECC can result from the more 
standard usage of ECCs, namely, detecting data errors. In 
this instance, the data of the desired memory address is in 
fact cached by the cache entry, but the cache entry did not 
correctly store this data, such that the data as stored in the 
cache entry has an error. 

Technical Background 
FIG. 2 shoWs an eXample platform 200 in conjunction 

With Which embodiments of the invention may be practiced. 
The platform 200 includes a number of eXample building 
blocks 202a, 202b, . . . 20211, that are connected to one 

another via an interconnect 210. Each eXample building 
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block has one or more processors, software, as well as other 

hardware, such as memory. For instance, the building block 
202a has processor(s) 204a, software 206a, and other hard 
ware 208a, whereas the building block 202b has processor 
(s) 204b, software 206b, and other hardware 208b. The 
building block 20211 has processor(s) 204n, software 20611, 
and other hardware 20811. A building block can be non 
restrictively de?ned as a grouping of at least one or more 
processors and memory, although the invention is not so 
limited. 

The platform 200 itself can be a non-uniform memory 
access (NUMA) system, such as a cache-coherent (CC 
NUMA) system, a NUMA-quad (NUMA-Q) system, and so 
on. Where the platform 200 is a NUMA-Q system, each 
eXample building block is a quad, or quad building block 
(QBB), having up to four processors, local memory, and 
input/output (I/O) hardware. The interconnect 210 may be a 
link, such as an IQ-link or a CC-link. The invention can also 
be implemented in conjunction with other systems, such as 
symmetric multi-processor (SMP) systems, and so on. The 
term platform as used herein is synonymous with the term 
system. 

FIG. 3 shows another view of the platform 200 of FIG. 2, 
speci?cally the case where there are four building blocks 
202a, 202b, 202c, and 202d, connected to an interconnect 
210. Each building block has a controller, a cache, and 
shared memory. That is, the building blocks 202a, 202b, 
202c, and 202d have controllers 302a, 302b, 302c, and 302d, 
respectively, caches 304a, 304b, 304c, and 304d, respec 
tively, and shared memories 306a, 306b, 306c, and 306d, 
respectively. For descriptive convenience, the term building 
block 202 refers to any of the building blocks 202a, 202b, 
202c, and 202d. Similarly, the term controller 302 refers to 
any of the controllers 302a, 302b, 302c, and 302d, and the 
term cache 304 refers to any of the caches 304a, 304b, 304c, 
and 304d. Likewise, the term shared memory 306 refers to 
any of the shared memories 306a,306b, 306c, and 306d. 

The controller 302 is a processor or an I/O object, 
component, or other module that can determine whether a 
desired memory address is cached in the cache 304, in 
accordance with methods of various embodiments of the 
invention as described in other sections of the detailed 
description. The controller 302 may be a special-purpose 
application-speci?c integrated circuit (ASIC). The shared 
memory 306 is the memory of the building block 202 that is 
shared with all the other building blocks preferably as a 
single memory map. That is, a single memory map encom 
passes all the shared memories 306a, 306b, 306c, and 306d, 
such that an address within the memory map refers to only 
one shared memory 306. The shared memories 306a, 306b, 
306c, and 306d constitute primary memory, in distinction to 
cache memory. 

The local or remote cache 304 is meant to temporarily 
store the data for a limited number of memory addresses of 
the shared memories. The cache 304 may be a one-way 
cache or a multi- or n-way cache. The cache 304 has a 
number of cache entries less than the number of memory 
entries of the sum of the shared memories 306a, 306b, 306c, 
and 306d. Each cache entry has data and a stored error 
correcting code (ECC), the latter which is based on the data 
stored in the cache entry and the memory address to which 
the data corresponds. Likewise, the shared memories 306a, 
306b, 306c, and 306d preferably have for each of its memory 
addresses a memory entry that includes data and an ECC 
referred to as a primary ECC. The primary ECC is based on 
the data stored by the memory entry. 
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One-Way Cache Embodiment 

FIG. 4 shows a method 400 for performance in conjunc 
tion with a one-way cache, according to an embodiment of 
the invention. As has been indicated, in a one-way cache, a 
memory address within a primary or shared memory can be 
cached in the cache in only one cache location. Thus, for a 
memory address having bits n10, the lower bits b:0 may 
indicate a location within a cache block, bits X:b+1 may 
indicate where in the cache the memory address is to be 
cached, such that the higher bits n:X+1 are the tag. Where 
there are y such higher bits, each cache entry can cache any 
of 2’ different memory addresses. The error-correcting 
codes (ECCs) in this embodiment of the invention are 
generally based on data and a memory address, and more 
particularly are based on the data and the tag the y higher bits 
n:X+1 of the memory address. 

The method 400 ?rst retrieves a cache entry for a desired 
memory address (402). The cache entry includes the data 
stored in the cache entry for a given memory address, which 
may not necessarily be the desired memory address, and a 
stored ECC. The stored ECC is based on the data and the 
given memory address to which the data relates. Next, the 
method 400 determines an ECC based on the cache entry 
data and the desired memory address (404). If the deter 
mined ECC equals the stored ECC (406), then this means 
that the cache entry caches the desired memory address 
without error (408), such that the data of the cache entry is 
the data stored in a memory entry within the primary 
memory at the desired memory address. 

If, however, the determined ECC does not equal the stored 
ECC (406), then the method 400 optionally determines 
either whether the cache entry caches a different memory 
address other than the desired memory address, or whether 
the cache entry does in fact cache the desired memory 
address but with error (410). In either case a slow tag storage 
is eXamined to determine which case is, in fact, true. If the 
tag bits retrieved from the slow tag store match the tag bits 
of the desired address, then a data error has occurred, and 
can be corrected as is known within the prior art. If the tag 
bits retrieved from the slow tag store do not match the tag 
bits of the desired address, then normal cache miss process 
ing can cause the correct data to be fetched from the primary 
memory store for the desired address. Ultimately, then, the 
method 400 retrieves the desired memory address from the 
primary memory or corrects the data retrieved from the 
cache (412). 

Multi-Way Cache Embodiment 
FIG. 5 shows a method 500 for performance in conjunc 

tion with a multi- or n-way cache, according to an embodi 
ment of the invention. As has been indicated, in an n-way 
cache, a memory address within a primary or shared 
memory can be cached in the cache in more than one 
location of the cache. Thus, for a memory address having 
bits n:0, the lower bits X:b+1 may only partially indicate 
where in the cache the memory address is to be cached. 

One or more other bits may be added to the front end of 
these lower bits for complete indication as to where in the 
cache the memory address can be cached. Because the one 
or more other bits can have different values, and where there 
are Z such bits, each memory address can be cached in 22 
different cache entries. For instance, if there are two such 
additional bits, and there are three lower bits X:0 of the 
memory address equal to 111, the memory address can be 
cached in the cache entry indicated by 00111, 01111, 10111, 
and 11111, for a total of 2F2=4 such cache entries. 
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The higher bits n:x+1 of the memory address still indicate 
the tag of the memory address. Where there are y such 
higher bits, each cache entry can cache any of 2y different 
memory addresses. The error-correcting codes (ECCs) in 
this embodiment are generally based on data and a memory 
address, and more particularly are based on the data and the 
tag the y higher bits n:x+1 of the memory address. 

The method 500 sets a counter to Zero (502). The counter 
speci?es Which of the cache entries that can possibly be 
caching the desired memory address is to be examined. 
Next, the cache entry indicated by the current value of the 
counter is retrieved (504). The ?rst time 504 is performed, 
in other Words, the ?rst cache entry that can possibly be 
caching the desired memory address is retrieved. The cache 
entry includes data for a given memory address, Which may 
not necessarily be the desired memory address, and a stored 
ECC that is based on the data and the given memory address. 
An ECC based on the data of this cache entry and the 

desired memory address is determined (506). If the deter 
mined ECC is equal to the stored ECC (508), then this means 
that the current cache entry caches the desired memory 
address Without error (510). The data of the cache entry is 
the data stored in a memory entry Within the primary 
memory at the desired memory address. The method 500 is 
then ?nished. 

HoWever, if the determined ECC does not equal the stored 
ECC (508), then the counter is incremented by one (514). If 
the counter is not equal to the total number of locations in 
the cache that is, the total number of cache entries that can 
possibly cache the desired memory address (516), then there 
are more cache entries to investigate. The method 500 
proceeds back to 504 to retrieve another cache entry for the 
desired memory address, as has been described. 

HoWever, if the counter is equal to the total number of 
cache entries that can possibly cache the desired memory 
address (516), then there are no more cache entries to 
investigate, such that no cache entry for the desired memory 
address caches the desired memory address Without error. 
The method 500 therefore optionally determines either 
Whether all of the cache entries cache a different memory 
address other than the desired address, or Whether one of the 
cache entries does in fact cache the desired memory address 
but With error (518). In either case a sloW tag storage is 
examined to determine Which case is, in fact, true. If the tag 
bits retrieved from the sloW tag store match the tag bits of 
the desired address, then a data error has occurred, and can 
be corrected as is knoWn Within the prior art. If the tag bits 
retrieved from the sloW tag store do not match the tag bits 
of the desired address, then normal cache miss processing 
can cause the correct data to be fetched from the primary 
memory store for the desired address. Ultimately, then, the 
method 500 retrieves the desired memory address from the 
primary memory or corrects the data retrieved from the 
cache (520). 

Alternative Embodiment: Encoding Cache State in ECC 
Embodiments of the invention have been described as 

generating an ECC based on the data stored in a cache entry 
as Well as the memory address to Which the data relates. 
Alternatively, cache state may also be encoded in the ECC, 
in addition to the data store in the cache entry and the 
memory address to Which the data relates. Furthermore, the 
memory that stores the tag of the memory address can store 
the cache state. There are typically four cache states: invalid, 
shared, modi?ed, and exclusive. 
An invalid state speci?es that a given memory address is 

not stored in the cache. A shared state indicates that a copy 
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8 
of the data at the memory address is stored in the cache, and 
may be stored in another cache as Well. The value of the data 
stored in these caches is identical to that stored at the 
memory address. A modi?ed state indicates that only the 
cache in question caches the memory address, and that the 
value of the data has been modi?ed as stored in the cache as 
compared to the value of the data as stored at the memory 
address. An exclusive state indicates that only the cache in 
question caches the memory address, but that the value of 
the data has not been modi?ed as stored in the cache as 
compared to the value of the data as stored at the memory 
address. 
Based on the cache state, a processor may or may not be 

able to read or Write a cache entry from the cache. Generally, 
a processor is alloWed to read data from the cache only if the 
state is modi?ed, shared, or exclusive as to the memory 
address in question. The processor is alloWed to Write data 
to the cache generally only if the state is modi?ed or 
exclusive as to the memory address in question. 

Advantages over the Prior Art 
Embodiments of the invention alloW for advantages over 

the prior art. By encoding the memory address, such as the 
tag thereof, being cached in the error-correcting code (ECC) 
of a cache entry, embodiments of the invention do not 
require the fast tag lookup operations of the prior art. That 
is, a cache entry retrieved by a controller itself provides the 
necessary information for the processor to determine 
Whether the cache entry caches a desired memory address. 
The controller does not have to retrieve the cache entry and 
perform or request to be performed a fast tag lookup 
operation to determine Whether the entry caches the desired 
memory address. This means that the fast memory that may 
be needed for the fast tag lookup operation in the prior art 
can be replaced by sloWer, less expensive memory. Since 
fast memory is generally more expensive than other types of 
memory, system designers can loWer the costs of their 
systems, or develop systems at the same cost but Which have 
a greater amount of cache to increase performance. 

Other Alternative Embodiments 
It Will be appreciated that, although speci?c embodiments 

of the invention have been described herein for purposes of 
illustration, various modi?cations may be made Without 
departing from the spirit and scope of the invention. 
Whereas the invention has been substantially described in 
relation to a multi-processor system, it can also be imple 
mented in conjunction With a single-processor system. For 
instance, the shared memories Within a multi-processor 
system may constitute primary memory that is cached by the 
cache. HoWever, Within a single-processor system, there 
otherWise is still primary memory that is cached by the 
cache. Accordingly, the scope of protection of this invention 
is limited only by the folloWing claims and their equivalents. 

We claim: 
1. A method comprising: 
retrieving a cache entry for a desired memory address, the 

cache entry including data and a stored error-correcting 
code (ECC) based at least on the data and a memory 
address; 

determining an ECC based on at least the data of the cache 
entry and the desired memory address; 

upon determining that the ECC based at least on the data 
of the cache entry and the desired memory address 
equals the stored ECC, concluding that the cache entry 
caches the desired memory address Without error; 

otherWise, 
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retrieving a second cache entry for the desired memory 
address the cache entry including second data and a 
second stored ECC based at least on the second data 
and a second memory address; 

determining a second ECC based at least on the second 
data of the second cache entry and the desired 
memory address; and, 

upon determining that the second ECC based at least on 
the second data of the second cache entry and the 
desired memory address equals the second stored 
ECC, concluding that the second cache entry caches 
the desired memory address Without error. 

2. The method of claim 1, further comprising, otherWise, 
retrieving a primary memory entry for the desired memory 
address. 

3. The method of claim 1, further comprising determining 
Whether the cache entry caches the desired memory address 
With error. 

4. The method of claim 1, further comprising determining 
Whether the cache entry caches a memory address other than 
the desired memory address. 

5. The method of claim 1, farther comprising, otherWise, 
retrieving the desired memory address from primary 
memory. 

6. The method of claim 1, further comprising, otherWise, 
retrieving a third cache entry for the desired memory 

address, the cache entry including third data and a third 
stored ECC based on the third data and a third memory 

address; 
determining a third ECC based at least on the third data 

of the third cache entry and the desired memory 
address; and, 

upon determining that the third ECC based at least on the 
third data of the third cache entry and the desired 
memory address equals the third stored ECC, conclud 
ing that the third cache entry caches the desired 
memory address Without error. 

7. The method of claim 1, Wherein determining the ECC 
comprises determining the ECC based on the data of the 
cache entry and a tag of the desired memory address. 

8. The method of claim 1, Wherein determining the ECC 
based on at least the data of the cache entry and the desired 
memory address comprises determining the ECC also based 
on a state of the cache as to the cache entry. 

9. A system comprising: 
a primary memory having a number of memory entries 

corresponding to a plurality of memory addresses, each 
memory entry having data and a primary error-correct 
ing code (ECC) based on the data; 

a cache having a number of cache entries less than the 
number of memory entries, each cache entry having 
data and a stored ECC based at least on the data and a 
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memory address to Which the cache entry corresponds, 
the cache also storing a number of second cache entries 
less than the number of memory entries each second 
cache entry having second data and a second stored 
ECC based at least on the second data and a second 
memory address to Which the second cache entry 
corresponds; and, 

a controller to retrieve desired memory addresses, the 
controller determining Whether the cache entries for the 
desired memory addresses cache the desired memory 
addresses by determining ECCs based at least on the 
data of the cache entries and the desired memory 
addresses and comparing the ECCs determined to the 
stored ECCs of the cache entries, 

Wherein the controller, upon determining that the ECCs 
based on at least the data of the cache entries and the 
desired memory addresses equal the stored ECCs con 
cludes that the cache entries cache the desired memory 
addresses Without error, and 

Wherein otherWise the controller retrieves second cache 
entries for the desired memory addresses, and deter 
mines second ECCs based at least on the second data of 
the second cache entries and the desired memory 
addresses. 

10. The system of claim 9, Wherein the cache comprises 
a one-Way cache, such that each memory entry of the 
primary memory can be cached in only one of the number 
of cache entries. 

11. The system of claim 9, Wherein the cache comprises 
a multi-Way cache, such that each memory entry of the 
primary memory can be cached in more than one of the 
number of cache entries. 

12. The system of claim 9, Wherein the controller, for each 
desired memory address, retrieves the memory entry for the 
desired memory address from the primary memory upon 
concluding that the ECC determined for the desired memory 
address does not equal the stored ECC for the cache entry for 
the desired memory address. 

13. The system of claim 9, Wherein each of the stored 
ECC and the ECC determined is based on at least the data 
and a tag of the memory address. 

14. The system of claim 9, Wherein each of the stored 
ECC and the ECC determined is also based on a cache state. 

15. The system of claim 9, Wherein the system comprises 
a plurality of processors, such that the system is a multi 
processor system. 

16. The system of claim 9, Wherein the system comprises 
a single processor, such that the system is a single-processor 
system. 


