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COMPUTER METHOD AND APPARATUS 
FOR MANAGING NETWORK PORTS 

CLUSTER-WIDE USING A LOOKASIDE LIST 

BACKGROUND OF THE INVENTION 

Generally speaking, computer systems typically include 
one or more central processor nodes, referred to simply as 
“processor nodes” or “nodes”. Each of those processor 
nodes includes one or more netWork interface modules, 
connected to a computer netWork, for communicating With 
other processor nodes. Each netWork interface module has 
an associated netWork layer address or IP address to Which 
packets of information can be directed. The netWork layer 
address alloWs processor nodes to communicate With one 
another by sending those packets of information across the 
computer netWork. Each packet includes a header that 
contains the netWork layer addresses of the originating, or 
source, processor node and of the destination processor 
node. Groups of processor nodes can be connected in an 
arrangement referred to as a “cluster”. Generally, processor 
nodes Within a cluster are more tightly coupled than in a 
general netWork environment and act in concert With one 
another. For example, all of the processor nodes Within a 
cluster can share a common ?le system such that they are 
able to access the same ?les. Also, each of the processor 
nodes Within the cluster can use the same security domain 
?les such that common user names and passWords may be 
utiliZed to log on to any of the processor nodes. 

A cluster should appear as a single processor node to 
clients accessing that cluster. In other Words, a cluster should 
present a common set of softWare services that can be 
executed by any of the associated processor nodes. 
Therefore, regardless of Which processor node is accessed 
by a client, the same services Will be provided. Because of 
that con?guration, processor nodes can be seamlessly added 
to the cluster to increase the capacity of those services 
Without the cluster looking any different to the client. 

To make a cluster appear to be a single processor node, it 
should have a single netWork layer address. Such a netWork 
layer address is referred to as a “cluster alias address”. That 
cluster alias address should not be tied to one speci?c node 
Within the cluster but rather should be collectively associ 
ated With all the processor nodes. To that end, the cluster’s 
netWork layer address must be accessible regardless of What 
the current membership of the cluster is. The current mem 
bership of a cluster is de?ned by the nodes that are “up” and 
capable of running the softWare services required by any 
client accessing the cluster. Accordingly, a client accessing 
the cluster over a netWork does not need to knoW Which 
nodes Within the cluster are currently up and running in 
order to access the softWare services that the cluster pro 
vides. 

In order to direct incoming data packets, each processor 
node Within the cluster has the ability to distribute those 
packets to the appropriate processor node for servicing. The 
processor node receiving the data packet from the netWork 
Will hereinafter be referred to as the “receiving processor 
node” for that transaction. When a data packet is received by 
the cluster, the receiving processor node determines What 
type of data packet it is. For example, most data packets 
correspond to the TCP/IP or UDP netWork protocols. Data 
packets that are associated With a connection correspond to 
the TCP/IP protocol. Data packets using the UDP/IP proto 
col are all treated similar to neW connection requests for the 
purposes of this invention, since the UDP protocol is con 

10 

15 

25 

35 

45 

55 

65 

2 
nectionless. The receiving processor node further deter 
mines Whether the data packet is associated With an existing 
connection to an application running on one of the processor 
nodes Within the cluster or Whether a neW connection should 
be established. Generally, When a connection is established, 
it means that an application running on one of the processor 
nodes of the cluster is dedicated to servicing data packets 
sent by an associated client application. Also, data can be 
returned to the client application via the connection. 

If the data packet is associated With an existing connec 
tion to an application running on a processor node Within the 
cluster, the receiving processor node performs an operation 
for determining the identity of that processor node. To that 
end, data packets typically include a header portion that 
contains information about the existing connection to Which 
it is associated. That header portion includes the netWork 
layer address of the processor node from Which it Was sent, 
the TCP port number of the application from Which it Was 
sent, the netWork layer address of the destination processor 
node, the TCP port number of the application running on the 
destination processor node and the protocol type to Which 
the data packet conforms. The receiving processor node 
maintains a look-up table of that information for each 
existing connection Within the cluster. That look-up table is 
referred to as the “connection registration database” or CRD. 
Each time a neW connection is established, the details of that 
connection are registered in the connection registration 
database. Typically, the details of a connection stored in the 
connection registration database are indexed according to a 
combination of the netWork layer address of the source 
processor node and the TCP port number of the source 
application that is running on that processor node. The index 
also includes the destination network layer address and the 
TCP port number of the destination application. 
The cluster alias address associated With the source pro 

cessor node can be identi?ed as the source address in the 
header portion of a data packet. Such a practice is typically 
used to simplify the authentication process at the destination 
processor node When an application running in the cluster is 
acting as a client to a service on some other node in the 
netWork. When the cluster alias address is used as the source 
address, the authentication table maintained by the destina 
tion node needs to include only a single entry for each 
cluster, as opposed to a single entry for each processor node 
Within that cluster. 

When the cluster alias address is identi?ed as the source 
address, the destination processor can accurately reference 
the associated connection information in the connection 
registration database only When the source TCP port number 
is not being used by any other application running on a 
processor node Within the source cluster. If the same source 
TCP port number is being used With the cluster alias by 
another application accessing the same destination node and 
port number, the index into the connection registration 
database Will not be unique. Accordingly, the information 
for the associated connections Will occupy the same location 
in the connection registration database and the tWo connec 
tions Will look the same to the destination processor node. In 
that situation, competent passing of data packets betWeen 
the source cluster and destination node is prevented. 

SUMMARY OF THE INVENTION 

The foregoing problems of indexing into a connection 
registration database are overcome by the present invention. 
In accordance With the invention, a method is provided for 
managing TCP port numbers used by applications running 
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on a cluster. Using that method, ranges of TCP port numbers 
are locked by a processor node of a cluster. An application 
running on one of those processor nodes uses a locked TCP 
port number When issuing a data packet that includes the 
cluster alias address as the source address. With such an 
invention, applications-running on each processor node 
Within a cluster Will use unique TCP port numbers. 
Therefore, connections betWeen a source and destination 
application can be uniquely registered at the destination 
processor node using an indeX that includes a combination 
of the source address and the TCP port number. 
More speci?cally, the method for managing port numbers 

includes a lock application that locks, or effectively reserves, 
a range of port numbers for use by an associated processor 
node. The port numbers are locked through registration in a 
lookaside list such that information regarding those locked 
port numbers is accessible to all of the processor nodes of 
the cluster. When a lock application begins to lock a range 
of port numbers, it accesses the lookaside list to determine 
Which ranges of port numbers have already been locked. 

The lock application also monitors the number of locked 
port numbers that have not been allocated to applications. 
When the number of un-allocated locked port numbers 
reaches a predetermined threshold, the lock application 
locks an additional range of port numbers. 

With such an invention, a given port number Will be used 
With the cluster alias address by only one application run 
ning on the cluster. Accordingly, each combination of port 
number and cluster alias address is unique to that cluster. 
Therefore, a TCP connection associated With that applica 
tion can be uniquely identi?ed by a combination of the 
cluster alias address and the utiliZed port number. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing and other objects, features and advantages 
of the invention Will be apparent from the folloWing more 
particular description of preferred embodiments of the 
invention, as illustrated in the accompanying draWings in 
Which like reference characters refer to the same parts 
throughout the different vieWs. The draWings are not nec 
essarily to scale, emphasis instead being placed upon illus 
trating the principles of the invention. The draWings are not 
meant to limit the invention to particular mechanisms for 
carrying out the invention in practice, but rather, are illus 
trative of certain Ways of performing the invention. Other 
Ways of performing the invention Will be readily apparent to 
those skilled in the art. 

FIG. 1 is a schematic draWing of a single processor node 
coupled to a netWork; 

FIG. 2 is a schematic draWing depicting a number of 
processor nodes of FIG. 1 arranged in a cluster; 

FIG. 3 is a block diagram of a TCP/IP header of a data 
packet issued from the cluster of FIG. 2; 

FIG. 4 is an illustration of TCP port ranges used by 
applications running on the cluster shoWn in FIG. 2; 

FIG. 5 is a block diagram of a connection registration 
database; 

FIG. 6 is a block diagram of a resource management 
infrastructure application and the associated lookaside lists 
residing in the memory subsystem of the processor node of 
FIG. 1; and 

FIGS. 7A and 7B are How diagrams depicting the opera 
tion of the present invention running on a processor node of 
the cluster shoWn in FIG. 2. 

DETAILED DESCRIPTION OF THE 
INVENTION 

Generally, the present invention provides a method for 
effectively reserving or so called “locking” ranges of TCP 
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port numbers such that they can be allocated for use by a 
designated processor node Within a cluster. Those locked 
TCP port numbers can only be used by applications running 
on the processor node that locked them. Locked TCP port 
numbers are used by respective applications that indicate the 
cluster alias address as the source address When sending data 
packets to other nodes in the netWork. Because connections, 
over Which the data packets are sent, are identi?ed by a 
combination of source address and TCP port number, using 
a locked TCP port number uniquely identi?es that connec 
tion for purposes of the destination processor node. 
Accordingly, a processor, node receiving the data packet is 
able to easily determine Which connection, Within the des 
tination processor node, is associated With the data packet. 

I. Single Processor Node 

Referring noW to the draWings, FIG. 1 illustrates a single 
processor node 10. Processor node 10 includes a central 
processing unit (CPU) 12 coupled to a cache memory 14, a 
main memory 16 and an I/O device driver 18. The processor 
node 10 is coupled to a computer netWork 22 via netWork 
interface module 20. The netWork interface module 20 has 
an associated netWork layer address to Which packets of 
information, transferred on the computer netWork by other 
processor nodes, can be directed. The netWork layer address 
therefore alloWs remote processor nodes to communicate 
With one another through the passing of packets of infor 
mation across the computer netWork 22. Each packet 
includes a header that contains the netWork layer addresses 
of the originating processor node and the destination pro 
cessor node. 

II. Clusters of Processor Nodes 

Referring noW to FIG. 2, a group of processor nodes are 
shoWn connected in an arrangement referred to as a “cluster” 
24. A cluster 24 is a collection of processor nodes tightly 
coupled via a computer netWork and acting in concert With 
one another. Processor nodes 10a—10c are shoWn connected 
together via netWork interfaces 20a—20c and via the com 
puter netWork 22. The indicated portion of computer net 
Work 22 is referred to as a subnet, and in this case “subnet 
1”. Each of the processor nodes 10a—10c are referred to as 
Processor nodes A—C and, for illustration purposes, have 
thirty-tWo bit netWork layer (or IP) addresses S1.A, S1.B 
and S1.C, respectively. Further, a client processor node 26 is 
also shoWn connected to computer netWork 22 via an 
intermediate connection module 25, such as a netWork 
router. 

Cluster 24 is associated With a single netWork layer 
address such that it appears as a single processor node to a 
node 26 located outside the cluster, ie on the other side of 
connection module 25. That netWork layer address is asso 
ciated With all the processor nodes 10a—10c in the cluster 24 
and is referred to as a “cluster alias address”. Using the 
cluster alias address, data packets can be directed to a 
speci?c cluster of processor nodes. HoWever, the cluster 
alias address does not specify the processor node Within the 
cluster to Which the data packet should be directed. 
Therefore, in order to direct incoming data packets to the 
processor nodes that have established connections With the 
associated source applications, each processor node has the 
ability to distribute those data packets Within the cluster. The 
processor node and application receiving the data packets 
Will hereinafter be referred to as the “receiving processor 
node” and “receiver application,” respectively. 

III. Data Transfer VIA a Connection 

Data packets that are transferred betWeen processor nodes 
Within a netWork are typically associated With a virtual 
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circuit referred to as a connection. A connection is a con 
struct that is established by both the source processor node 
and the destination processor node for exchanging data via 
data packets. More speci?cally, the connection is established 
by applications running on the source and destination pro 
cessor nodes. When an application program running on the 
source processor node requires a service provided by 
another node, it sends an initial data packet to that node’s IP 
address. Such data packets that arrive at node 26 include a 
TCP/IP header portion 30 which contains information 
regarding an associated connection to a processor node, if 
such connection exists. For the purposes of this document, 
assume that cluster 24 is acting as a client and establishing 
a connection with node 26. 

Referring now to FIG. 3, the con?guration of the TCP/IP 
header information is depicted. In a ?rst portion 32 of 
TCP/IP header 30, the aforementioned connection is iden 
ti?ed by several ?elds, collectively referred to as the “?ve 
tuple”. The source IP address ?eld 34 identi?es the thirty 
two bit network layer address of the processor node, or 
cluster alias address of the cluster, that sent the associated 
data packet to node 26. The destination IP address ?eld 38 
identi?es the thirty-two bit network layer address of the 
intended destination processor node or node 26. The next 
portion of the TCP/IP header 30 is referred to as the source 
port ?eld 36. The source port ?eld 36 identi?es the TCP port 
number associated with the application on the source pro 
cessor node that generated and sent the data packet. The 
source port ?eld 36 contains a port number that is assigned 
only for as long as the connection exists. When the connec 
tion is closed, such as when an entire data ?le has been 
successfully transferred, the port number is deallocated. 
Likewise, the TCP port number used by the application 
running on the destination processor node is stored in the 
destination port ?eld 40. Also, the protocol being used by the 
associated data packet is represented by an eight bit value 
that is stored in the “Protocol” ?eld 42. 

The TCP/IP header 30 further includes an incoming 
sequence number ?eld 52 and an acknowledgment, or out 
going sequence number ?eld 44, collectively referred to as 
the “sequence number ?elds.” The sequence number ?elds 
52 and 44 are typically used to order data packets that are 
associated with a fragmented data transfer. In addition, the 
sequence number ?elds 52 and 44 are used to con?rm that 
all such data packets successfully arrived at the destination 
processor node. 
More speci?cally, data to be transferred from one node or 

cluster to another will be fragmented into many data packets 
that are independently transferred. Sequential numbers are 
stored in the sequence number ?elds 52 and 44 of each data 
packet header to indicate the relative position of that data 
packet within the transfer. Although some packets may 
arrive at the destination processor node out of order, the total 
number of data packets must arrive for a successful data 
transmission to occur. By monitoring the sequence numbers 
from the sequence number ?elds 52 and 44 of each data 
packet, a destination processor node can determine whether 
all the data has been transferred that was intended to be 
transferred. 

The header also includes a number of code bits, one of 
which is referred to as the “synchronize sequence numbers” 
or “SYN” bit 54. The source processor node sets the SYN bit 
54 before it sends the initial data packet to the destination 
node address to request establishment of a new connection. 
Another code bit, referred to as the “acknowledgment valid” 
or “ACK” bit 56 is also included in the header. 

When the source application initiates the connection, it 
selects or “binds” to a TCP port number. Responsively, when 
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the receiver application is started and listens for incoming 
connection requests, it also binds to a TCP port number that 
corresponds to the service being provided. The TCP port 
numbers essentially help to designate queues into which 
arriving data packets are placed for service by an application 
running on that processor node. 

Referring now to FIG. 4, a block diagram is shown that 
illustrates several categories of TCP port numbers main 
tained by each node. Those categories are associated with 
contiguous ranges of TCP port numbers. In the computer 
system of the present invention, TCP port numbers from 1 
to 511 are referred to as “privileged” 80 and TCP port 
numbers in the range from 512 to 1024 are referred to as 
“dynamic and privileged” 82. Only applications that have 
been assigned root privileges by the operating system can 
bind to TCP port numbers in those ranges. Finally, TCP port 
numbers from 1025 to 65 K are referred to as being in the 
“user space” 84. TCP ports that are within the user space can 
be bound by applications having user privileges, to establish 
new connections. An application can designate a speci?c 
TCP port within that range or can request that a TCP port 
number is selected for it. 
A user application requests the selection of a TCP port 

number by executing a bind application, which is actually a 
system service or API, and issuing a request to bind to TCP 
port number Zero. Because TCP port Zero does not exist, the 
bind application chooses a TCP port number from a move 
able range within the user space 84. That moveable range, 
referred to as the “ephemeral port space” 86, typically 
contains TCP port numbers from 1025—5 K. An ephemeral 
port number is used by an application only for the duration 
of an associated connection. Once that connection is closed, 
the ephemeral port number is relinquished. For perspective 
purposes, it should be noted that while ephemeral port 
numbers are used for transitory connections, other TCP port 
numbers, considered “well-known” ports, can be perma 
nently reserved such as the port numbers used for electronic 
mail and FTP applications. 
When a connection is established which uses a cluster 

alias address, each processor node in the cluster maintains 
information identifying that connection in a connection 
registration database. Information contained in the connec 
tion registration database includes the local port, the local IP 
address (the cluster alias), the remote port, the remote IP 
address, and a Host ID indicating which processor node in 
the cluster owns the connection. 

Referring now to FIG. 5, such a connection registration 
database 88 is illustrated. More speci?cally, the destination 
processor node stores the aforementioned ?ve-tuple 32 at a 
location 90 within the connection registration database 88. 
That location 90 is identi?ed by an index 92 that includes a 
combination of the source IP address 34 (FIG. 3) and the 
TCP port number 36 (FIG. 3) to which the source application 
is bound. Accordingly, when a data packet is sent to a cluster 
alias address, a receiver application running on a processor 
node within that cluster accesses the connection registration 
database 88 as follows. The receiver application extracts the 
header from the received data packet and uses the local and 
remote IP addresses and port numbers to match the same 
?elds with entries in the connection database 88. When the 
matching entry is found, the Host ID from the connection 
database entry is used to transfer that data packet to the 
processor node in the cluster that is running the copy of the 
application that has an established connection with the 
source application. 

This operation requires that the combination of local IP 
address, local port, remote IP address, and remote port be 
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unique. In the absence of a cluster alias address, this 
combination is unique because the source port is uniquely 
assigned to the connection on the source node, so that only 
one connection associated With the source IP address Will be 
paired With that port number. By contrast, the destination 
port number is usually a “Well-known” port number identi 
fying the application being requested, so that the pairing of 
the destination port number and destination IP address is 
generally not unique. 

Such an operation eXecutes properly When the netWork 
layer address of the source processor node, rather than its 
cluster alias address, is included in the source IP address 
?eld 34 (FIG. 3) of the data packet used to establish the 
connection. In other Words, since each processor node has a 
unique netWork layer address, the combination of the net 
Work layer address of the source processor node and any 
TCP port number Will be unique, ie it Will identify a single 
location in the connection registration database 88. 

By contrast, the source processor node’s cluster alias 
address is not unique since it is associated With all processor 
nodes Within the cluster. Therefore, When a cluster alias 
address is included in the source IP address ?eld 34 of a data 
packet that is used to establish a neW connection, the indeX 
into the destination cluster’s connection registration data 
base is only unique if the TCP port number is unique among 
all processor nodes in the cluster. 

Accordingly, the present invention locks or reserves a 
portion of the ephemeral TCP port numbers 86, such that 
they can only be utiliZed by applications running on the 
associated processor node. Therefore, those locked ephem 
eral TCP port numbers can only be used by one processor 
node Within a cluster at a time. Hence, as formed by the 
combination of the source IP address ?eld 34 and one of the 
locked ephemeral TCP port numbers, the associated indeX 
92 into the connection registration database 88 is unique. 

IV. Maintaining TCP Port Numbers in a Lookaside 
List 

Each processor node Within the cluster has a background 
application, or thread, that is used to lock ranges of ephem 
eral TCP port numbers 86 for exclusive use by applications 
running on that processor node. When a user application 
attempts to bind to TCP port Zero, the bind application 
allocates a TCP port number from the locked range of 
ephemeral TCP port numbers 86. 

The above mentioned background thread operates in 
conjunction With a “resource management infrastructure 
application” 94 to lock those TCP port numbers. Every 
cluster includes a resource management infrastructure appli 
cation 94 for tracking resources that are used cluster-Wide. 
That resource management infrastructure application alloWs 
each processor node Within the cluster to retrieve informa 
tion regarding resources that are shared betWeen processor 
nodes. For eXample, in the present embodiment of the 
invention, the locked ephemeral TCP port numbers are 
designated as shared resources. Once a range of port num 
bers is locked, every other processor node in the cluster Will 
be able to retrieve information regarding that range via the 
resource management infrastructure application 94. When 
information concerning a shared resource is maintained by 
that application, the shared resource is referred to as being 
registered in a lookaside list 96. 

It should be noted that, in the present embodiment, Digital 
UMX is running on the processor nodes of the cluster. 
Therefore, the resource management infrastructure applica 
tion 94 is the “kernel group services” application. However, 

10 

15 

25 

35 

45 

55 

65 

8 
the present invention is not limited to operating With the 
“kernel group services” application but rather may be used 
With any resource management infrastructure application 
Which provides for reliable updating of shared information 
among multiple nodes, such as a tWo-phase commit trans 
action management system. 
When a source application, running on a processor node 

Within the cluster, attempts to bind to TCP port Zero, the bind 
application allocates a previously un-allocated ephemeral 
TCP port number from those registered in the associated 
lookaside list 96. The number of un-allocated ephemeral 
TCP port numbers contained in the lookaside list 96 is 
tracked by the background thread. When the number of 
un-allocated ephemeral TCP port numbers is decreased to a 
predetermined threshold, the background thread locks and 
registers another range for applications running on the 
associated processor node to use. It should be noted that a 
cluster-Wide distributed semaphore is utiliZed such that tWo 
background threads cannot lock the same range of ephem 
eral TCP port numbers 86. Accordingly, When a background 
thread needs to lock a neW range of ephemeral TCP port 
numbers, it issues a cluster Wide message indicating that it 
is about to perform a lock operation. The lock operation is 
performed only after every other processor node acknoWl 
edges that message. Allocating multiple ports as a back 
ground operation substantially reduces the per-port overhead 
associated With this distributed semaphore processing. 

FIGS. 7A and 7B are How diagrams illustrating the 
handling of an outgoing data packet. For illustration 
purposes, consider that a source application running in 
cluster 24 determines that data should be sent to a destina 
tion application running on a destination processor node 
(Step 100). The source application intends to use the cluster 
alias address as the source IP address 34 in the data packet 
header 30. Accordingly, the source application issues a 
command to bind to TCP port Zero, indicating that the bind 
application should choose a locked ephemeral TCP port 
number (Step 102). The bind application responsively allo 
cates one of the locked ephemeral TCP port numbers to the 
source application (Step 104). After that TCP port number is 
allocated, the background thread determines if the number of 
un-allocated ephemeral TCP port numbers in the associated 
lookaside list has reached a preselected threshold (Step 106). 
If the threshold has been reached, the background thread 
issues a message to the other processor nodes in the cluster 
indicating that it is ready to lock a range of ephemeral TCP 
port numbers (Step 108). When those processor nodes 
acknoWledge the message (Step 110), the background thread 
locks and registers the chosen range of ephemeral TCP port 
numbers in a lookaside list (Step 112). While the back 
ground thread performs the lock operations, the source 
application con?gures the header for the outgoing data 
packet. The source application sets the SYN bit 54, incor 
porates the associated cluster alias address in the source IP 
address ?eld 34, incorporates the cluster alias of the desti 
nation processor node in the destination IP address ?eld 38 
and includes the selected TCP port in the source port ?eld 36 
(Step 114). Once the header is con?gured, the source appli 
cation sends the data packet to the netWork layer address of 
the destination node (Step 116). The source processor node 
in the cluster also causes the 5-tuple designating the con 
nection being requested to be registered in the cluster’s 
connection registration database. This is to alloW returning 
data packets (such as those used to con?rm the connection) 
to be correctly directed to the source processor node Within 
the cluster. 
The destination processor node determines Whether the 

SYN bit 54 in the data packet header is set (Step 118) as 



US 6,549,538 B1 

illustrated in FIG. 7B. When the SYN bit 54 is set, as in the 
present situation, a neW connection needs to be established. 
Responsively, an application running on the destination 
processor node copies the source IP address 34 and source 
port number 36, contained in the received data packet header 
30, into the corresponding ?elds of an outgoing data packet. 
That application further includes its netWork layer address in 
the source IP address ?eld 34 and the associated port number 
in the source port ?eld 36 of the outgoing data packet header 
(Step 124). The processor node also sets the ACK bit 56 
(Step 126). 

The data packet is returned, via the netWork, to cluster 24. 
Because multiple processor nodes in the cluster may respond 
to the cluster alias address, the data packet may not arrive at 
the same processor node that originated the connection. 
Accordingly, the receiving processor node Will use the 
information contained in the source IP address ?eld 34 and 
the source port ?eld 36 of the header 30 to access the 
connection registration database 88, and forWard the packet 
to the source processor node Within the cluster. The source 
application responds by issuing a data packet that has both 
the SYN 54 and ACK 56 bits set (Step 128). Subsequently, 
the SYN bit 54 Will be cleared to indicate that an associated 
connection has been established (Step 132). 
When any subsequent data packet that is part of this 

connection is sent to the source processor node’s cluster 
alias address, the receiving processor node must determine 
Which processor node Within the cluster should handle the 
packet. Accordingly, the receiving processor node Will use 
the information contained in the source IP address ?eld 34 
and the source port ?eld 36 of the header 30 to access the 
connection registration database 88 (Step 134). Because the 
source application’s ephemeral TCP port Was uniquely 
allocated, the connection information is accurately indexed 
and the data packet can be forWarded to the appropriate 
processor node for servicing (Step 136). 

Therefore, locking a range of ephemeral TCP port num 
bers 86 for exclusive use by applications executing on an 
associated processor node alloWs source applications to use 
cluster alias addresses as source IP addresses for data 
packets sent from the cluster to other nodes in the netWork. 
In such a manner, data packets can be competently handled 
by receiving processor nodes that maintain a connection 
registration data base 88. Therefore, When a connection 
using a locked port is terminated, the locked port is entered 
into a lookaside list of ports to be unlocked. A background 
thread executes periodically, taking the list of ports to be 
unlocked and using a cluster-Wide semaphore to inform the 
other processor nodes in the cluster that this set of ports is 
no longer locked by this processor node. Additionally, if a 
locked port is assigned to an application, and that application 
subsequently binds that port to a connection that does not 
use the cluster alias IP address as its source address, the 
locked port Will be “unlocked” by entering it into the 
lookaside list of ports to be unlocked. This is because a 
connection using a local IP address of the processor node 
instead of the cluster alias is not at risk of con?icting With 
another node in the cluster using the same port number, since 
the local IP address is unique for each processor node. 

While this invention has been particularly shoWn and 
described With references to preferred embodiments thereof, 
it Will be understood by those skilled in the art that various 
form changes and details may be made therein Without 
departing from the spirit and scope of the invention as 
de?ned by the appended claims. 
What is claimed is: 
1. A method for managing port numbers designated for 

use by applications executing on processor nodes of a 
cluster, said method including the steps of: 
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10 
providing a range of available port numbers; 
registering a subset of the port numbers, from the range of 

available port numbers, in a lookaside list such that the 
subset forms a locked range of port numbers and 
Wherein information regarding the locked range of port 
numbers is accessible by all of the processor nodes of 
the cluster through the lookaside list, said information 
indicating Which locked port numbers can only be used 
by applications running on a certain processor node of 
the cluster; and 

selecting port numbers from the locked range of port 
numbers using a lock application running on a proces 
sor node of the cluster. 

2. A method for managing port numbers as described in 
claim 1, further including the steps of: 

issuing a selection request, by a ?rst application executing 
on a ?rst processor node of the cluster; and 

allocating a ?rst locked port number, from the locked 
range of port numbers, to the ?rst application running 
on said ?rst processor node of the cluster in response to 
the selection request from said ?rst application, said 
?rst locked port number being allocated to said ?rst 
application such that said ?rst application can use an 
associated cluster alias address as a source address for 
a data packet that is to be issued by said ?rst applica 
tion. 

3. A method for managing port numbers as described in 
claim 2, further including the steps of: 

establishing a connection betWeen the ?rst application 
running on said ?rst processor node of the cluster and 
a second application running on a second processor 
node outside of the cluster by issuing the data packet to 
the second application; and 

storing information identifying the connection in a data 
base maintained by the second processor node, said 
information being stored at a location that is indexed by 
a combination of said source address of the data packet 
and the ?rst locked port number. 

4. A method for managing port numbers as described in 
claim 3, further including the steps of: 

monitoring, by the lock application, a number of the 
locked port numbers that have not been allocated to the 
applications executing on the processor nodes of the 
cluster, said number being a number of un-allocated 
port numbers; and 

locking, by the lock application, an additional range of the 
available port numbers When the number of 
un-allocated port numbers is reduced to a predeter 
mined threshold number. 

5. A method for managing port numbers as described in 
claim 4, Wherein said ?rst locked port number is allocated to 
the ?rst application executing on said ?rst processor node in 
response to the ?rst one of said applications issuing an 
allocation request for a speci?ed port number. 

6. A method for managing port numbers as described in 
claim 5, Wherein the speci?ed port number is port Zero. 

7. A method for managing port numbers as described in 
claim 1 Wherein the range of available port numbers is a 
portion of the TCP ephemeral port number space. 

8. A method for managing port numbers as described in 
claim 1 Wherein each of the processor nodes of the cluster 
are running the Digital UNIX operating system. 

9. A method for managing port numbers as described in 
claim 8 Wherein the locked port numbers are registered in 
the lookaside list by a cluster resource management appli 
cation in response to a request from the lock application. 
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10. A method for managing port numbers as described in 
claim 9 Wherein the cluster resource management applica 
tion is the kernel group services application of the Digital 
UNIX operating system. 

11. A computer program product for managing port num 
bers of a cluster having a plurality of system resources 
including processor nodes, shared memory and I/O circuitry 
through Which the plurality of system resources are electri 
cally connected and through Which data packets can be 
exchanged With other clusters, the computer program prod 
uct comprising a computer usable medium having computer 
readable program code thereon, including: 

program code that establishes a group of unique port 
numbers dedicated for use by an associated one of the 
processor nodes of the cluster, the group of unique port 
numbers being registered in a lookaside list such that 
the group forms a locked range of port numbers; 

program code that allocates a port number from the 
locked range of port numbers to an application execut 
ing on the one processor node; 

program code for establishing a connection betWeen the 
application running on the one processor node and an 
application running on a processor node of another 
cluster; and 

program code for storing information identifying the 
connection in a database location that is indexed by a 
combination of an address of the one processor node 
and the allocated port number, such that a data packet 
returning across that connection can be delivered to the 
application executing on the one processor node by any 
processor node of the cluster receiving the data packet. 

12. A computer program product according to claim 11 
further including: 

program code for monitoring a number of the locked 
range of port numbers that are not allocated to appli 
cations executing on the one processor node, said 
number being a number of un-allocated port numbers; 
and 

program code for adding additional unique port numbers 
to the group of unique port numbers When the number 
of un-allocated port numbers is reduced to a predeter 
mined threshold. 

13. A computer program product according to claim 12 
Wherein the program code that establishes the group of 
unique port numbers stores that group of unique port num 
bers in a lookaside list, the lookaside list being accessible by 
each of the processor nodes of the cluster. 

14. A computer program product according to claim 13 
Wherein the program code that allocates a port number from 
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the locked range of port numbers does so in response to the 
application issuing a request for a speci?ed port number to 
be allocated to it. 

15. A computer program product according to claim 14 
Wherein the speci?ed port number is port number Zero. 

16. A computer system, comprising 
a plurality of processor nodes, comprising a cluster; 
a database, accessible by each of the processor nodes of 

the cluster, including a range of available port numbers; 
and 

a ?rst processor node, of the plurality of processor nodes, 
for executing a ?rst application that registers a subset of 
the port numbers, from the range of available port 
numbers, in a lookaside list such that the subset forms 
a locked range of port numbers and Wherein informa 
tion regarding the locked range of port numbers is 
accessible by all of the processor nodes of the cluster 
through the lookaside list, said information indicating 
Which locked port numbers can only be used by appli 
cations running on a certain processor node of the 
cluster. 

17. The computer system described in claim 16, Wherein 
the ?rst application executing on the ?rst processor node, 
allocates a ?rst locked port number, from the locked range 
of port numbers, to a second application executing on the 
?rst processor node in response to a selection request issued 
by the second application, the ?rst locked port number being 
allocated to the second application such that the second 
application can use an associated cluster alias address as a 

source address for a data packet that is to be issued by the 
second application. 

18. The computer system described in claim 17, Wherein 
the ?rst application monitors a number of the locked port 
numbers that have not been allocated to applications execut 
ing on the ?rst processor node and registers an additional 
subset of the available port numbers When the number of 
un-allocated port numbers is reduced to a predetermined 
threshold number. 

19. The computer system described in claim 18, Wherein 
the ?rst locked port number is allocated to the second 
application executing on the ?rst processor node in response 
to the second application issuing an allocation request for 
TCP port Zero. 

20. The computer system described in claim 19, Wherein 
each of the plurality of processor nodes is running the 
Digital UNIX operating system. 

* * * * * 


