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(57) ABSTRACT 

A system and method for generating itemset associations in 
a memory storage system comprising many transactions, 
With each transaction including one or more items capable of 
forming the itemset associations. The method involves gen 
erating a lexicographic tree structure having nodes repre 
senting itemset associations meeting a minimum support 
criteria. In a recursive manner, for each lexicographic least 
itemset (node) P of the lexicographic tree structure, candi 
date extensions of the node P are ?rst determined. Then, the 
support of each of the candidate extensions is counted to 
determine frequent extension itemsets of that node P, While 
those itemsets not meeting a predetermined support criteria 
are eliminated. Child nodes corresponding to the frequent 
extensions and meeting the predetermined support criteria 
are created. For each frequent child of node P, all itemset 
associations for all descendants of node P are generated ?rst. 
Thus, the lexicographic tree structure is generated in a depth 
?rst manner. By projecting transactions upon the lexico 
graphic tree structure in a depth-?rst manner, the CPU time 
for counting large itemsets is substantially reduced. 

32 Claims, 9 Drawing Sheets 
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DEPTH FIRST METHOD FOR GENERATING 
ITEMSETS 

BACKGROUND OF THE INVENTION 

1. Field of the Invention 
The present invention relates generally to the ?eld of data 

mining, and more particularly, a novel data mining system 
and depth ?rst search methodology for generating associa 
tions among items in a large database. 

2. Discussion of the Prior Art 
The problem of ?nding association rules Was introduced 

in a reference entitled “Mining Association Rules BetWeen 
Sets of Items in Very Large Databases,” Proceedings of the 
ACM SIGMOD Conference on Management of Data, pages 
207—216, 1993 authored by AgraWal R., Imielinski T., and 
SWami A. The problem identi?ed in the reference Was 
directed to ?nding the relationships betWeen different items 
in a large database, e.g., a database containing customer 
transactions. Such information can be used for many sales 
purposes such as target marketing, because the buying 
patterns of consumers can be inferred from one another. 

As described in the above-mentioned reference, there is 
?rst identi?ed a set {I} comprising all items in the database 
of transactions. Atransaction {T} Which is a subset of {I} is 
de?ned to be a set of items Which are bought together in one 

operation. An association rule betWeen a set of items Which is a subset of {I} and another set {Y} Which is also 

a subset of {I} is expressed as {X}Q{Y}, and indicates that 
the presence of the items X in the transaction also indicates 
a strong possibility of the presence of the set of items Y. The 
measures used to indicate the strength of an association rule 
are support and con?dence. The support of the rule X—>Y is 
the fraction of the transactions containing both X and Y. The 
con?dence of the rule X—>Y is the fraction of the transac 
tions containing X Which also contain Y. In the association 
rule problem, it is desired to ?nd all rules above a minimum 
level of support and con?dence. The primary concept behind 
most association rule algorithms is a tWo phase procedure: 
In the ?rst phase, all frequent itemsets (or large itemsets) are 
found. An itemset is “frequent” or large if it satis?es a 
user-de?ned minimum support requirement. The second 
phase uses these frequent itemsets in order to generate all the 
rules Which satisfy the user speci?ed minimum con?dence. 

Since its initial formulation, considerable research effort 
has been devoted to the association rule problem. A number 
of algorithms for large itemset generation have been 
proposed, such as those found in AgraWal R., Mannila H., 
Srikant R., Toivonen H., and Verkamo A. I. “Fast Discovery 
of Association Rules.” Advances in Knowledge Discovery 
and Data Mining, AAAI/MIT Press, Chapter 12, pages 
307—328. Proceedings of the 20th International Conference 
on Very Large Data Bases, pages 478—499, 1994. and Brin 
S., MotWani R. Ullman J. D. and Tsur S., “Dynamic Itemset 
Counting and Implication Rules for Market Basket Data.” 
Proceedings of the ACM SIGMOD, 1997. pages 255—264. 
Variations of association rules such as generaliZed associa 
tion rules, quantitative association rules and multilevel asso 
ciation rules have been studied in Srikant R., and AgraWal 
R., “Mining Generalized Association Rules.” Proceedings of 
the 21st International Conference on Very Large Data Bases, 
1995, pages 407—419, and, Srikant R., and AgraWal R. 
“Mining Quantitative Association Rules in Large Relational 
Tables,” Proceedings of the ACM SIGMOD Conference on 
Management of Data, 1996, pages 1—12. 

Although there are many previously proposed methods 
and systems, there is no efficient method Which can generate 
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large itemsets for very large scale problems. For these 
problems, current techniques require too much time to be of 
any practical use. The importance of solving such large scale 
problems is quite great, given the fact that most databases 
containing customer transaction data are quite large. 

SUMMARY OF THE INVENTION 

The present invention is directed to a computer 
implemented system and method for mining long patterns in 
databases, Which relies on a depth-?rst search technique in 
order to construct a lexicographic tree of itemsets. The depth 
?rst traversal of a tree is de?ned to be the process of 
traversing the nodes in the tree in such a Way that after 
examining a node, all of that nodes descendants are exam 
ined before examining any other node. In depth-?rst 
strategy, the nodes of the lexicographic tree are examined in 
depth-?rst order in order to count the supports of their 
candidate extensions. In other Words, all descendant itemsets 
of a node are examined before examining other nodes of the 
lexicographic tree. By projecting transactions upon the lexi 
cographic tree structure in a depth-?rst manner, the CPU 
time for counting large itemsets is substantially reduced. 

Novel and innovative counting methods are implemented 
including byte-Wise counting and postprocessing for higher 
level nodes in the lexicographic tree structure; and, a tWo 
phase bucketing procedure, for counting support at loWer 
level nodes. Use of these counting methods ef?ciently 
optimiZes processing time and database storage utiliZation. 

BRIEF DESCRIPTION OF THE DRAWINGS 

Further features and advantages of the invention Will 
become more readily apparent from a consideration of the 
folloWing detailed description set forth With reference to the 
accompanying draWings, Which specify and shoW preferred 
embodiments of the invention, Wherein like elements are 
designated by identical references throughout the draWings; 
and in Which: 

FIG. 1 depicts a lexicographic tree Which is an example 
of a graph structure used in order to count the itemsets 
according to the method of the invention. 

FIG. 2 is a description of the user-interface Which is 
implemented in the present invention. 

FIG. 3 illustrates the overall process of creating the 
lexicographic tree according to the invention. 

FIG. 4 illustrates the detailed process for projecting the 
database onto a node according to step 330 of FIG. 3. 

FIG. 5 illustrates the process for determining the candi 
date children of the CurrentNode. 

FIG. 6 illustrates the detailed process for creating bitvec 
tors used for counting support in the lexicographic tree 
according to step 320 of FIG. 3. 

FIG. 7 illustrates the “bucketing” process used for count 
ing at the loWer levels of the tree. 

FIG. 8 is an algorithmic description of the bucketing 
technique. 

FIG. 9 is an illustration of the application of the bucketing 
technique to a speci?c example. 

DETAILED DESCRIPTION OF THE 
INVENTION 

FIG. 1 is an example of the lexicographic tree structure 10 
representing items in a large database de?ned as existing in 
a lexicographic ordering. As described in greater detail in 
commonly-oWned, co-pending US. patent application Ser. 
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No. 09/183,410 entitled SYSTEM AND METHOD OF 
GENERATING ASSOCIATIONS. As shown in FIG. 1, the 
tree 10 includes: (1) A vertex corresponding to each large 
itemset With the root of the tree corresponding to the null 
itemset; and, (2) nodes I={i1. . . . ,ik} representing a large 
itemset, Where i1, i2 . . . ,ik are listed in a lexicographic 

order. The parent of the node I is the itemset {i1, . . . i(k—1)}. 
Since the nodes in the lexicographic tree have a one-to-one 
correspondence With itemsets, the term node and itemset 
Will be interchangeably referred to in this invention. Various 
levels are indicated in the lexicographic tree of FIG. 1 that 
correspond to the siZes of the corresponding itemsets. Thus, 
for the example lexicographic tree 10 in FIG. 1, levels 0—4 
are indicated, With level 0 being the empty or “null” node. 

Additionally de?ned is a “frequent lexicographic tree 
extension” or, “tree extension” of an itemset Which com 
prises those items that contribute to the extension and 
forming an edge in the lexicographic tree 10. In the example 
illustrated in FIG. 1, the frequent lexicographic extensions 
of node a are b, c, d, and f. For purposes of discussion, the 
set of frequent lexicographic tree extensions of a node P is 
denoted as Additionally de?ned is the immediate 
ancestor Q of the itemset P in the lexicographic tree. 

The set of “candidate branches” of a node P is de?ned to 
be those items in E(Q) Which occur lexicographically after 
the node P. These are the possible frequent lexicographic 
extensions of P in a set denoted as R(P). Thus, in vieW of 
FIG. 1, the folloWing relationships are de?ned: E(P) is a 
subset of R(P), Which is a subset of The value of E(P) 
in FIG. 1, When P=ab is {c,d}. The value of R(P) for P=ab 
is {c, d, f}, and for P=af, R(P) is empty. 

For purposes of discussion, a node P is said to be 
“generated” When for the ?rst time its existence is discov 
ered by virtue of an extension of its immediate parent. A 
node is further said to have been “examined” When its 
frequent lexicographic tree extensions have been deter 
mined. Thus, the process of examination of a node P results 
in generation of further nodes, unless the set E(P) for that 
node is empty. Thus, a node can be examined only after it 
has been generated. 

Furthermore, an itemset is de?ned to be a FREQUENT 
MAXIMAL ITEMSET, if it is frequent, and no superset of 
it is frequent. Thus, in FIG. 1, the itemset acdf is maximal. 
An itemset is de?ned to be lexico-maximal, if the corre 
sponding node is a leaf in the lexicographic tree. Clearly, all 
maximal nodes are lexico-maximal, but not vice-versa. For 
example, the node acf is lexico-maximal, but not maximal. 

Let P be a node in the lexicographic tree corresponding to 
a frequent k-itemset. Then, for a transaction T, a projected 
transaction T(P) is de?ned as being equal to (T (intersection) 

Where “intersection” refers to the set intersection 
operation. For a set or block of transactions “Tau,” the 
projected transaction set Tau(P) is de?ned as the set of 
projected transactions in Tau With respect to its frequent 
extensions E(P) at P. For example, consider a transaction 
abcdefghk applied to the illustrative lexicographic tree 10 of 
FIG. 1, the projected transaction at node “null” Would be {a, 
b, c, d, e, f, g, h, k} (intersection) {a, b, c, d, f}=abcdf. The 
projected transaction at node a Would be bcdf. For the 
transaction abdefg, its projection on node ac is null because 
it does not contain the required itemset ac. 

In the description of the invention as folloWs, the folloW 
ing points are emphasiZed: (1) For a given transaction T, the 
information required to count the support of any itemset 
Which is a descendant of a node P is completely contained 
in T(P); (2) The number of items in a projected transaction 
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4 
T(P) is typically much smaller than the original transaction; 
and, (3) For a given transaction set Tau and node P the ratio 
of the number of transactions in Tau(P) and Tau is approxi 
mately determined by the support of P. 
The present invention is a methodology that enables the 

construction of a lexicographic tree in depth-?rst order by 
starting at the null node (FIG. 1) and successively generating 
nodes until all nodes have been generated and subsequently 
examined. 
The depth ?rst traversal of a tree is de?ned to be the 

process of traversing the nodes in the tree in such a Way that 
after examining a node, all of that nodes descendants are 
examined before examining any other node. In depth-?rst 
strategy, the nodes of the lexicographic tree are examined in 
depth-?rst order in order to count the supports of their 
candidate extensions. In other Words, all descendant itemsets 
of a node are examined before examining other nodes of the 
lexicographic tree. Among a given set of children of a 
particular node, the lexicographically least item is alWays 
extended ?rst. Thus, the order in Which a depth-?rst search 
method Would examine the nodes in FIG. 1 is null, a, ab, abc, 
abd, ac, acd, acdf, acf, ad, adf, af, b, bc, bcd, bd, c, cd, cdf, 
cf, d, df, e, and f. At any point in the search, the projected 
transaction sets for some of the nodes are maintained on the 
path from the root to the node Which is currently being 
extended. A pointer is maintained at each node P to the 
projected transaction set Which is available at the nearest 
ancestor of P. Since the projected database is substantially 
smaller than the original database both in terms of the 
number of transactions, and the number of items per 
transaction, the process of ?nding the support counts is sped 
up substantially. 

The folloWing information is stored at each node during 
the process of construction of the lexicographic tree: (1) The 
itemset P at that node; (2) The set of lexicographic tree 
extensions at that node Which are E(P); (3) A pointer to the 
projected transaction set Tau(Q), Where Q is an ancestor of 
P (including itself). This transaction set Tau(Q) is used in 
order to perform the counting at node P. The root of the tree 
points to the entire transaction database; and, (4) Abitvector 
containing the information about Which transactions contain 
the itemset corresponding to node P as a subset. The length 
of this bitvector is equal to the total number of transactions 
in Tau(Q). The value of a bit for a transaction is equal to 1, 
if the itemset P is a subset of the transaction. OtherWise it is 
equal to Zero. Thus, the number of 1-bits in this set is equal 
to the number of transactions Which project to the node P. 
The bitvectors are used in order to make the process of 
support counting at a node more ef?cient. 

Once all of the projected transactions at a given node are 
identi?ed, then ?nding the subtree rooted at that node is a 
completely independent itemset generation problem With a 
substantially reduced transaction set. As Was mentioned 
earlier, the number of transactions at a node is proportional 
to the support at that node. An important fact about projec 
tions is the folloWing: by using hierarchical projections, the 
information from counting k-itemsets is reused in order to 
count (k+1)-itemsets. Thus, if a transaction T does not 
contain a k-itemset I as a subset, then the projection strategy 
ensures that T Will not be used in order to count any of the 
extensions of I. This is important in reducing the running 
time, since a large fraction of the transactions Will not be 
relevant in counting the support of an itemset. 
The methodology for depth-?rst construction of a lexico 

graphic tree structure representing associated items of a 
large database that meets minimum support requirements is 
noW described in greater detail. 
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FIG. 2 illustrates a computing system implementing a 
CPU and providing a user-interface device having entry 
?elds 220 and 230 enabling users to specify values of 
minimum support and minimum con?dence, respectively. In 
response to these entries, large itemsets and rules are gen 
erated in accordance With the method of the invention for 
display in screen display area 210. Associated With each 
large itemset is a minimum support value, While associated 
With each rule is a minimum con?dence value. A database, 
memory storage system or ?at ?le storage 240 is addition 
ally provided that is populated With records of all commer 
cial transactions, e.g., customer retail purchases collected 
over a particular time period. Each transaction record 
includes: a transaction id, and a number of corresponding 
actual item ids, comprising as SKU codes, for example, 
pertaining to a customer’s transaction or purchase. As Will 
be described, the transactions from this database 240 and 
subsets thereof, are projected onto the active nodes of the 
tree 10 in the node examination process. 

The process of performing depth-?rst search is illustrated 
in FIG. 3. As mentioned earlier, the lexicographic tree is 
created in depth-?rst order, i.e., starting at the root node of 
the tree, nodes are successively created at the loWer levels of 
the tree, While examining the leftmost branches ?rst. As Will 
be described in greater detail, the methodology is recursive, 
in that the process calls itself repeatedly in order to generate 
the frequent itemsets. Accordingly, in vieW of the ?oWchart 
of FIG. 3, each call to the process has three parameters: a 
transaction database Tau, node N, and a bitvector B at the 
parent of node N. In each call, the frequent extensions of 
node N (if any) are determined, and then recursively perform 
the process for each child N‘ of N in lexicographic order. 
During this process, any frequent itemsets Which Were 
generated are tracked. The ?rst call to the ?oWchart is from 
the null node, With the entire transaction database, and the 
bitvector comprising all ones (l’s). The candidate branches 
from the null node is the entire set of items in the tree. The 
call to the ?oWchart from the null node is the ?rst call 
according to the method of the invention. 
At step 310 of the depth-?rst search algorithm of FIG. 3, 

the candidate extensions of the node N are ?rst determined. 
When N is null, the candidates are simply the set of all items. 
For the case of other nodes, the details of the process Will be 
described in greater detail With reference to FIG. 5. Next, at 
step 320, the bitvector B and database Tau are used in order 
to count the support of all candidate extensions of node N. 
Concurrently, the bitvector B(N) for the node N is calcu 
lated. The details of hoW the support counting may be 
performed and hoW bitvector B(N) is generated Will be 
described in greater detail With reference to FIG. 6. All those 
extensions Which form frequent extensions of N and meet 
the minimum speci?ed support criteria are used in order to 
create neW nodes of the lexicographic tree and any neWly 
generated frequent itemsets are Written to disk. 

According to the preferred embodiment, it is possible to 
be selective about the nodes at Which projected transactions 
may be maintained. For example, it is possible to use the 
heuristic rule that a projected transaction set may be main 
tained at a node only When the siZe of the projected database 
is less than a certain factor of the previous database siZe. 
Alternatively, it is possible to maintain a projected transac 
tion set at a node, only When the number of bits to represent 
the (projected) transaction at that node is less than a certain 

number, ie falls beloW a certain number, Where refers to the cardinality of the set The exact imple 

mentation for performing the projections Which provides the 
best performance may vary depending upon the nature of the 
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6 
underlying data. In order to perform the counting at a given 
node, use is made of the projected transactions Which are 
stored at the nearest ancestor of that node. 

Thus, as shoWn at step 325, a decision is made as to 
Whether database Tau may be projected at node N, With the 
projection expressed in terms of the frequent extensions of 
node N, Which Were determined in step 320. The advantage 
of projecting the database at node N is that since the siZe of 
the database is further reduced, the process of counting any 
frequent descendants of the node N is sped up substantially. 
On the other hand, more memory is required in order to hold 
the projected transactions. A natural technique of handling 
this is that it is pro?table to Write projected transactions at 
a node, When the (projected) database siZe reduces substan 
tially. 

Several criteria may be used in order to determine 
Whether the database Tau should be projected to the node N 
at step 325. In the preferred embodiment of the invention, 
the database Tau is projected to node N When the number of 
frequent extensions at node N is less than about 32. 
Alternately, if the database is not projected, then Tau(N) is 
simply a pointer to the original database Tau (no neW copies 
need to be created), as indicated at step 331. When Tau is 
projected onto node N at step 330, then all projected 
transactions in Tau(N) trivially project onto node N, and 
hence the bitvector B(N) at node N is replaced by a neW 
bitvector Whose length is equal to the number of transactions 
in Tau(N), and Which consists of all ones. Since, all frequent 
extensions of node N have been generated, it is possible to 
call the ?oWchart recursively for each frequent extension N‘ 
of N in order generate all itemsets Which are descendants of 
those nodes. This recursive call is made in made in step 340. 
The input parameters to the ?oWchart are: Database Tau(N), 
Bitvector B(N), and Node N‘. Thus, the number of times the 
?oWchart for FIG. 3 Would be called recursively by itself is 
equal to the number of frequent extensions of node N. After 
all of these recursive calls have been completed (and hence 
all itemsets rooted at node N have been found and Written to 
disk), the current call for node N by is completed by doing 
some memory management in step 350. Any neW nodes, 
bitvectors, and projected databases Which Were created 
during this call to the algorithm are removed in order to free 
the memory space. It should be understood that this memory 
space can then be reused by the other recursive calls to the 
procedure. 

The process of projecting a database on to a node as 
required at step 330, FIG. 3, is noW illustrated With respect 
to FIG. 4. The idea in projections is to reduce the number of 
transactions at each node, so that a feWer number of trans 
actions are used for the process of counting. At the same 
time, the number of ?elds in each transaction is reduced so 
that the counting can be performed more ef?ciently. Let Tau 
represent the database of transactions to be projected at a 
node. The output of the algorithm is the projected database 
Tau(N). The set of frequent extensions of the node N is 
denoted by As indicated at step 410, FIG. 4, the 
projected database Tau(N) is set to null. Transactions are 
projected one at a time and added to this database. At step 
420, the next transaction T is picked from the database Tau. 
In order to decide Whether N is a subset of T, a determination 
is made if the bit for T in the bitvector at N is one (1) as 
indicated at step 425. If the itemset N is a subset of T, then 
the projected transaction obtained by the intersection of T 
and E(N) is added to the database as indicated at step 430. 
In step 440, a check is made to determine if the entire 
database has been scanned. If the entire database has not 
been scanned, then the process repeats by returning to step 
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420. Otherwise, the neW bitvector B(N) is created at step 
445, Which consists of all ones and has a length equal to the 
number of transactions in Tau(N) and, the procedure termi 
nates at step 447. 

As the methodology of the invention is oriented for 
generating long patterns, performance of the algorithm is 
improved by implementing a bitstring representation of 
transactions in the database. In the bitstring representation 
each item in the database has one bit representing it. Thus, 
the length of each transaction in bits is equal to the number 
of items in the database. Such a representation is inef?cient 
When the number of items in each transaction is signi?cantly 
less than the total number of items. This is because of the 
fact that most of the bits take on the value of 0. In such a 
case, it is more ef?cient to maintain an explicit list of item 
ids. HoWever, the depth ?rst methodology described herein 
performs counting on the projected transactions Which are 
expressed in terms of Furthermore, for problems in 
Which the database contains long patterns, the ratio of the 
maximum pattern length to the total number of items is 
relatively high. 
As an example, When selectively determining Whether the 

database is to be projected at a particular node after imple 
mentation of the algorithm over several datasets, optimiZed 
performance is achieved When the database is projected only 
When is reduced to less than 32. In this case, projected 
transactions can be represented as, e.g., 32 bit Words. Thus, 
a projected database With one million transactions may be 
represented in only 4 MB, When is less than 32. This 
illustrates the considerable advantages of using the bitstring 
representation for holding the projected transactions. 

FIG. 5 illustrates the detailed process of determining the 
candidate children at a node in the lexicographic tree as 
illustrated With respect to step 310, FIG. 3. Letting all the 
frequent 1-extensions of the parent of itemset N be {i1, 
i2, . . . iK}, When arranged in lexicographic order. Of these 
1-extensions, let the ones Which are lexicographically larger 
than the itemset N be denoted by {ir . . . iK}. These 
1-extensions form the candidate branches of the node N. In 
step 510, all the frequent 1-extensions of the parent of node 
N are determined. It should be noted that these 1-extensions 
include the extension Which leads to the creation of node N). 
In step 520, only those items Which are lexicographically 
larger than all the items in N are retained. The items 
corresponding to these extensions are candidate extensions 
of N. The algorithm terminates at step 530. 

Carefully designed counting methods are critical in reduc 
ing the times for ?nding support counts and using the 
bitstring representation is helpful in reducing the times for 
?nding support counts. Consider a node P at Which it is 
desirable to count the support of each item in F(P), Q is the 
nearest ancestor of P at Which the projected database Tau(Q) 
is maintained and T is a transaction in Tau(Q). One method 
of counting is to maintain a counter for each item in F(P) and 
add one to the counter of each of those elements for Which 
the corresponding bit in T takes on the value of 1. HoWever, 
it is possible to reduce the counting times greatly by using 
a tWo phase bucket counting method. 

FIG. 6 illustrates the detailed process of performing the 
counting at a node in the lexicographic tree as performed at 
step 320, FIG. 3. In order to actually perform the counting, 
a byte counting technique is implemented as folloWs: Let ‘n’ 
be the number of bits in terms of Which the transaction 
database Tau is expressed. It is desired to ?nd the support of 
each of these n extensions in order to determine Which of 
them have high enough support. The idea in byte counting 
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is to break up the n bits into [n/8] chunks of 1 byte each, as 
indicated at step 610. In step 620, a set of 28 counters is 
constructed; one for each of the [n/8] bytes. These 28 
counters correspond to the 256 possibilities in a one-byte 
bitstring. Thus a total of 256*[n/8] counters are required in 
order to perform the counting. After this process, each 
projected transaction in the database is visited one by one in 
an iterative looping process, and the appropriate counters are 
updated, as indicated at steps 630—650. Step 655 is the 
postprocessing procedure in Which the counters for each of 
the [n/8] bytes are used in order to ?nd the support of each 
candidate extension. 
A ?rst step in the counting technique is to decide Whether 

the transaction T should be used in counting the support of 
the candidate extensions of node P, i.e., if T projects to the 
node P. The bit vector B maintained at the immediate parent 
of P provides the information as to Whether the immediate 
parent of P is a subset of T. In addition, a check is made to 
determine Whether the item representing the extension to P 
(lexicographically largest item of P) is contained in T. 
Particularly, at step 630, the next transaction T is picked 
from the database Tau and a determination is made as to 
Whether this transaction should be used in order to perform 
the counting at node N. Thus, at step 633, the bit value for 
the transaction T in the vector B is checked to determine if 
it is equal to 1, and Whether the lexicographically largest 
item of N is in T. If not, then the corresponding bit in the neW 
bit vector B(N) at that node is set to 0 (step 636). OtherWise, 
the corresponding bit in B(N) is set to 1 at step 638, and the 
counter corresponding to the appropriate counter in each of 
the [n/8] bytes is incremented (by 1) in step 640. The 
appropriate bucket for a byte is determined by ?nding the 
counter Whose bitstring is the same as the bitstring for the 
corresponding byte in the transaction. Thus, a total of [n/8] 
counters are updated during this process. In step 650, a 
determination is made as to Whether all the transactions in 
the database have been used for the purpose of counting. If 
all the transactions in the database have not been used for 
counting, then the process returns to step 630 to pick the next 
transaction. OtherWise, the process proceeds to step 655 in 
order to perform a postprocessing procedure implementing 
a function for converting these counts into support values of 
individual items. The method then terminates at step 660. 

In the subsequent postprocessing phase (step 655), the 
support of an item is determined by adding the counts of the 
256/2=128 counters Which take on the value of 1 for that bit. 
Particularly, in order to count the support value of an 
individual item, those counters Which have a 1 in the bit 
position corresponding to that item are aggregated, as indi 
cated at step 655, FIG. 6. Thus, for each of these candidate 
extensions of the node, an aggregation operation is per 
formed. Speci?cally, for the item corresponding to the i”1 
position in the bitstring (i may range betWeen 1 through n), 
the supports of those counters Which have a 1 bit at position 
i are added to obtain the support of the item corresponding 
to the position i. Thus, this phase requires 128*n addition 
operations, and is independent of the database siZe. The ?rst 
phase, (Which is the bottleneck) is the improvement over the 
?rst counting method, since it performs only 1 operation for 
each byte in the transaction, Which contains 8 items. Thus, 
the counting method of the invention is a factor of eight (8) 
times faster than the ?rst naive counting technique, as the 
need to scan the entire bitstring is obviated. 

It should be understood that the counting times are 
determined by the time spent at the loWer level nodes, at 
Which the projected transactions are inherently dense. 
HoWever, at the loWer levels of the tree, another specialiZed 
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technique herein referred to as “bucketing” may be used in 
order to perform the counting. 
As mentioned, most of the nodes in the lexicographic tree 

correspond to the loWer levels. Thus, the counting times at 
these levels may form the bottleneck operations for the 
algorithm. For these levels, a “bucketing” strategy is imple 
mented in order to substantially improve the counting times. 
The idea of bucketing is to change the counting technique at 
a node in the lexicographic tree, if is less than a certain 
value, for example. In this case, an upper bound on the 
number of distinct projected transactions is 2W1)“. Thus, for 
example, When is 9, then there are only 512 distinct 
projected transactions at a node P. Clearly, this is because the 
projected database contains several repetitions of the same 
(projected) transaction. The fact that the number of distinct 
transactions in the projected database is small is exploited to 
yield substantially more efficient counting algorithms. The 
process of performing bucket counting thus consists of tWo 
phases: 

(1) In the ?rst phase, a count is performed to determine 
hoW many of each distinct transaction are present in the 
projected database. This can be accomplished easily by 
maintaining 295(1))“ buckets or counters, scanning the 
transactions one by one, and adding counts to the 
buckets. The time for performing this set of operations 
is linear in the number of database transactions. 

(2) In the second phase, the 295(1)“ transaction counts are 
used to determine the aggregate support counts for each 
itemset. In general, the support count of an itemset may 
be obtained by adding the counts of all the supersets of 
that itemset to it. The algorithm for performing these 
operations is illustrated in FIG. 8, as Will hereinafter be 
further described in greater detail. 

The “bucketing” process is noW explained in greater 
detail in vieW of FIG. 7. As previously mentioned, bucketing 
is performed at the loWer levels of nodes in the tree. At these 
loWer levels, the number of candidate branches at the node 
is less than a certain prede?ned number, i.e., the prede?ned 
number |F|=n is such that the value of 2|F| is “relatively 
small”. A preferred embodiment for picking this prede?ned 
number is by choosing n such that 2” is at most equal to the 
number of transactions Which project to that node. Thus, as 
indicated at step 710, FIG. 7, a total of 2” possible buckets 
are created Which represent all possible combinations of 
these n items. Each of these buckets Will contain the count 
for the corresponding itemset. 

In the ?rst phase, as illustrated at steps 720—740, the 
counts of all the buckets are ascertained by scanning through 
the transaction database and adding to the bucket counts. In 
the second phase, a postprocessing technique is applied to 
these bucket counts in order to ?nd the ?nal support values. 
Speci?cally, in the ?rst phase of the bucketing procedure, the 
next transaction T in Tau is picked at step 720, and added to 
the counter of the appropriate bucket from the 2” possibili 
ties in step 730. The appropriate bucket is determined by 
matching the bitstring corresponding to the bucket With the 
bitstring corresponding to the projected transaction at that 
node. In step 740, a check is made to determine if all the 
transactions in the database have been scanned for the 
purpose of counting. If all the transactions in the database 
have not been scanned, then the process returns to step 720. 
OtherWise, if all the transactions in the database have been 
scanned, then the postprocessing procedure is commenced 
in step 743. 

FIG. 8 illustrates a detailed pseudo-code description of 
the post-processing procedure. The bucket counting is 
accomplished by adding the counts of the buckets to one 
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10 
another in a selective Way. The addition of the count of 
bucket?+2(i'1)] to bucket?] in the pseudo code description 
of FIG. 8 accomplishes this. At the end of the process, each 
of the 2” buckets contain the support for the corresponding 
itemset. Those buckets Whose count exceeds the required 
minimum support are used to generate the tree rooted at that 
node. 
More particularly, When a string is composed of 0, 1, 

and *, it refers to an itemset in Which the positions With 0 
and 1 are ?xed to those values (corresponding to presence or 
absence of items), While a position With a * is a “don’t care”. 
Thus, all itemsets can be expressed in terms of 1 and *, since 
itemsets are traditionally de?ned With respect to presence of 
items. Consider for example, the case When |E(P)|=4, and 
there are four items, numbered {1, 2, 3, 4}. An itemset 
containing items 2 and 4 is denoted by {*1*1}. Given the 
information about 24=16 bitstrings Which are composed of 0 
and 1 and represent all the possible distinct transactions. The 
algorithm aggregates the counts in iterations. The 
count for a string With a “*” in a particular position may be 
obtained by adding the counts for the strings With a 0 and 1 
in those positions. For example, the count for the string 
{*1*1} may be expressed as the sum of the counts of the 
strings {01*1} and {11*1}. 
The procedure in FIG. 8 starts With the counts of the 0—1 

strings, and then converts them to strings With 1 and * in 
iterations. In the i”1 iteration, it increases the counts of 

all those buckets With a 0 in the ith order bit is increased, so 
that the count noW corresponds to a case When that bucket 
contains a “*” in that position. This is achieved by adding 
the counts of the buckets With a ‘0’ in the i”1 order position 
to that of the bucket With a 1 in that position, With all other 
bits having the same value. For example, the count of the 
string {0*1*} is obtained by adding the counts of the 
buckets {001*} and {011*}. In FIG. 8, the process of adding 
the count of the bucket to that of the bucket Lj+2{i'1}] 
achieves this. 
An example of the second phase of bucketing in Which 

|E(P)|=3 is noW described in vieW of FIG. 9. The exact 
strings, i.e., bit patterns, and their corresponding counts in 
each of the |E(P)|=3 iterations are illustrated. In the ?rst 
iteration, all those bitstrings With 1 in the loWest order 
position have their counts added to the count of the unique 
bitstring Which has a Zero in the corresponding position, 
With all other bits identical. Thus, 295(1) 4'1) pairWise addition 
operations take place during this step. As an example, for the 
?rst iteration, the count of bit pattern {001} is added to the 
count of bit pattern {000}, the count of bit pattern {011} is 
added to the count of bit pattern {010}, etc. The same 
process is repeated tWo more times With the second and third 
order bits. As an example, for the second iteration, the count 
of bit pattern {01*} is added to the count of bit pattern 
{00*}, the count of bit pattern {011} is added to the count 
of bit pattern {001}, etc. For the third iteration, the count of 
bit pattern {1**} is added to the count of bit pattern {0**}, 
the count of bit pattern {1*1} is added to the count of bit 
pattern {0*1}, etc. At the end of the three passes, each 
bucket contains the support count for the appropriate 
itemset, Where the ‘0’ from the bit string is replaced by a 
“don’t care” Note that in this example, the total number 
of transactions is 27 (count total) and is represented by the 
string Only tWo transactions contain all the three 
items, and this is represented by the string {111}. 

While the invention has been particularly shoWn and 
described With respect to illustrative and preformed embodi 
ments thereof, it Will be understood by those skilled in the 
art that the foregoing and other changes in form and details 
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may be made therein Without departing from the spirit and 
scope of the invention Which should be limited only by the 
scope of the appended claims. 

Having thus described our invention, What We claim as 
neW, and desire to secure by Letters Patent is: 

1. Method for generating itemset associations in a 
memory storage system comprising a plurality of 
transactions, With each transaction including one or more 
items capable of forming said itemset associations, said 
method comprising: 

a) generating at least one node of a lexicographic tree 
structure having nodes representing itemset associa 
tions meeting a minimum support criteria; 

b) for a lexicographic least itemset of said lexicographic 
tree structure, determining candidate extensions of a 
node P; 

c) counting support of said candidate extensions to deter 
mine frequent extension itemsets of said node P, elimi 
nating those itemsets not meeting a predetermined 
support criteria, and creating child nodes corresponding 
to said frequent extensions meeting said predetermined 
support criteria; 

d) for each frequent child of node P, generating all 
itemsets associations for all descendants of node P, to 
thereby generate said lexicographic tree structure in 
depth ?rst manner. 

2. The method as claimed in claim 1, Wherein said step of 
generating all itemsets for all descendants of node P includes 
recursively performing steps a)—c), With each recursion 
starting at a next lexicographic least item of said tree 
structure. 

3. The method as claimed in claim 1, Wherein said step c) 
of counting support of said candidate extensions includes 
generating bit vector structure at a node for tracking those 
transactions in said memory storage system that include an 
itemset corresponding to node P as a subset. 

4. The method as claimed in claim 3, Wherein said 
generated bitvector at each node further indicates Whether 
the corresponding transactions project to that node, said bit 
vector having one bit corresponding to each transaction in a 
current projection of transactions, the bit having either a ?rst 
bit value When a transaction projects to the node P, and a 
second bit value When said transaction does not project to a 
node P. 

5. The method as claimed in claim 3, Wherein prior to step 
d) of generating all itemsets for a frequent child of a node, 
the step of determining Whether each said plurality of 
transactions in said memory storage system is to be pro 
jected at node P to compact a number of relevant transac 
tions and reduce processing time. 

6. The method as claimed in claim 5, Wherein When it is 
determined to project said plurality of transactions to said 
node, the further step of generating neW bit vector repre 
sentation of transactions that may be projected to a frequent 
child of said node P. 

7. The method as claimed in claim 6, further including 
step of utiliZing projected transactions and bitvectors to 
count the support at a node P or any of its subsequent 
extensions. 

8. The method as claimed in claim 3, Wherein said step of 
determining candidate extensions includes determining fre 
quent 1-extensions of said node P, and retaining those 
frequent 1-extensions lexicographically larger than node P. 

9. The method as claimed in claim 3, Wherein said 
memory storage is organiZed as a plurality of bitstrings each 
bitstring having bit corresponding to an item in a transaction. 

10. The method as claimed in claim 9, Wherein said 
counting support step b) includes step of counting on a 
byte-Wise basis. 
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11. The method as claimed in claim 10, Wherein said 

byte-Wise counting includes steps of: 
e) grouping said bitstring representation of said transac 

tion into 1-byte segments; 
f) constructing 28 counters, one for each bitstring in each 

of said 1-byte segments, an n-bitstring representation of 
each transaction de?ning n/8 1-byte segments; 

g) determining from said bitvector representation at a 
node P Whether said transaction projects onto said child 
node and, for each projection that projects, adding one 
to the corresponding counter in each of n/8 bytes; 

h) performing post processing procedure to ?nd support 
for each of the items represented by that byte. 

12. The method as claimed in claim 9, Wherein said step 
of determining Whether said transaction projects onto said 
node N, includes determining a bitvector at the parent of 
node N and the bit in a transaction projecting onto said node 
When an item representing node N extension is included in 
the transaction, and the corresponding bit value in said bit 
vector at said parent of node N is of said ?rst value. 

13. The method as claimed in claim 12, Wherein for each 
bit position in said transaction, the step of determining the 
counts of each tree extension by adding the counts of 28 
counters for each 1-byte segment Which have a 1 in a 
particular position. 

14. The method as claimed in claim 9, Wherein When said 
set of candidate extensions is less than pre-de?ned number 
n, said counting support step b) includes a step of imple 
menting bucket counting at a node to determine all of the 
frequent itemsets Which are descendants of a given node. 

15. The method as claimed in claim 14, Wherein said 
bucket counting step comprises steps of: 

a) constructing 2” counters, one for each 2” possible 
combinations of items; 

b) for each transaction in memory storage, adding to each 
counter of the appropriate bucket from said 2” possible 
combinations; and 

c) performing post processing procedure to ?nd support 
for all itemsets Which are descendants of that node. 

16. The method as claimed in claim 15, Wherein said 
adding step b) includes the step of matching a bitstring 
corresponding to the bucket With the bitstring corresponding 
to the projected transaction at that node. 

17. A program storage device readable by a machine, 
tangibly embodying a program of instructions executable by 
the machine to perform method steps for automatically 
generating associations of items in a system of transactions 
Wherein each transaction includes one or more items capable 
of forming said associations, said method steps comprising: 

a) generating at least one node of a lexicographic tree 
structure having nodes representing itemset associa 
tions meeting a minimum support criteria; 

b) for a lexicographic least itemset of said lexicographic 
tree structure, determining candidate extensions of a 
node P; 

c) counting support of said candidate extensions to deter 
mine frequent extension itemsets of said node P, elimi 
nating those itemsets not meeting a predetermined 
support criteria, and creating child nodes corresponding 
to said frequent extensions meeting said predetermined 
support criteria; 

d) for each frequent child of node P, generating all 
itemsets associations for all descendants of node P, to 
thereby generate said lexicographic tree structure in 
depth ?rst manner. 
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18. The program storage device readable by a machine as 
claimed in claim 17, Wherein said step of generating all 
itemsets for all descendants of node P includes recursively 
performing steps a)—c), With each recursion starting at a next 
lexicographic least item of said tree structure. 

19. The program storage device readable by a machine as 
claimed in claim 17, Wherein said step c) of counting support 
of said candidate extensions includes generating bit vector 
structure at a node for tracking those transactions in said 
memory storage system that include an itemset correspond 
ing to node P as a subset. 

20. The program storage device readable by a machine as 
claimed in claim 19, Wherein said generated bitvector at 
each node further indicates Whether the corresponding trans 
actions project to that node, said bit vector having one bit 
corresponding to each transaction in a current projection of 
transactions, the bit having either a ?rst bit value When a 
transaction projects to the node P, and a second bit value 
When said transaction does not project to a node P. 

21. The program storage device readable by a machine as 
claimed in claim 19, Wherein prior to step d) of generating 
all itemsets for a frequent child of a node, the step of 
determining Whether each said plurality of transactions in 
said memory storage system is to be projected at node P to 
compact a number of relevant transactions and reduce 
processing time. 

22. The program storage device readable by a machine as 
claimed in claim 21, Wherein When it is determined to 
project said plurality of transactions to said node, the further 
step of generating neW bit vector representation of transac 
tions that may be projected to a frequent child of said node 
P. 

23. The program storage device readable by a machine as 
claimed in claim 22, further including step of utiliZing 
projected transactions and bitvectors to count the support at 
a node P or any of its subsequent extensions. 

24. The program storage device readable by a machine as 
claimed in claim 19, Wherein said step of determining 
candidate extensions includes determining frequent 
1-extensions of said node P, and retaining those frequent 
1-extensions lexicographically larger than node P. 

25. The program storage device readable by a machine as 
claimed in claim 19, Wherein said memory storage is orga 
niZed as a plurality of bitstrings each bitstring having bit 
corresponding to an item in a transaction. 

26. The program storage device readable by a machine as 
claimed in claim 25, Wherein said counting support step b) 
includes step of counting on a byte-Wise basis. 

27. The program storage device readable by a machine as 
claimed in claim 26, Wherein said byte-Wise counting 
includes steps of: 
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e) grouping said bitstring representation of said transac 

tion into 1-byte segments; 

f) constructing 28 counters, one for each bitstring in each 
of said 1-byte segments, an n-bitstring representation of 
each transaction de?ning n/8 1-byte segments; 

g) determining from said bitvector representation at a 
node P Whether said transaction projects onto said child 
node and, for each projection that projects, adding one 
to the corresponding counter in each of n/8 bytes; 

h) performing post processing procedure to ?nd support 
for each of the items represented by that byte. 

28. The program storage device readable by a machine as 
claimed in claim 25, Wherein said step of determining 
Whether said transaction projects onto said node N, includes 
determining a bitvector at the parent of node N and the bit 
in a transaction projecting onto said node When an item 
representing node N extension is included in the transaction, 
and the corresponding bit value in said bit vector at said 
parent of node N is of said ?rst value. 

29. The program storage device readable by a machine as 
claimed in claim 28, Wherein for each bit position in said 
transaction, the step of determining the counts of each tree 
extension by adding the counts of 28 counters for each 
1-byte segment Which have a 1 in a particular position. 

30. The program storage device readable by a machine as 
claimed in claim 25, Wherein When said set of candidate 
extensions is less than pre-de?ned number n, said counting 
support step b) includes a step of implementing bucket 
counting at a node to determine all of the frequent itemsets 
Which are descendants of a given node. 

31. The program storage device readable by a machine as 
claimed in claim 30, Wherein said bucket counting step 
comprises steps of: 

a) constructing 2” counters, one for each 2” possible 
combinations of items; 

b) for each transaction in memory storage, adding to each 
counter of the appropriate bucket from said 2” possible 
combinations; and 

c) performing post processing procedure to ?nd support 
for all itemsets Which are descendants of that node. 

32. The program storage device readable by a machine as 
claimed in claim 31, Wherein said adding step b) includes the 
step of matching a bitstring corresponding to the bucket With 
the bitstring corresponding to the projected transaction at 
that node. 


