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REPLICA ADMINISTRATION WITHOUT 
DATA LOSS IN A STORE AND FORWARD 

REPLICATION ENTERPRISE 

BACKGROUND OF THE INVENTION 
1. The Field of the Invention 
The present invention relates to systems and methods for 

replication of data. that is. transferring changes (e.g. creation 
of new data. modi?cation of existing data or deletion of 
existing data) made locally at one server to a speci?ed list of 
other remote or locally connected servers. More speci?cally. 
the present invention relates to systems and methods for 
adding a copy of a data set to a server. moving a copy of a 
data set from one server to another and/or deleting a copy of 
a data set from a server without inadvertent data loss. 

2. The Prior State of the Art 
Today. business and technology trends are changing the 

way we use computers and information. The personal com 
puter or PC has become the standard business information 
tool as prices have decreased and computing power has 
increased. In record numbers. businesses are re-engineering 
their organizational structure and processes to become faster 
is and more competitive. in addition to being better able to 
use the wealth of information resources available today. 
Never before has there been so much information so readily 
available nor such high expectations for how much the 
individual will be able to accomplish by utilizing this 
information. The result is that people today need access to 
information everywhere. anytime. In June 1994. Microsoft 
announced a new product designed to meet these needs 
called Microsoft® Exchange. 
The main concept behind Microsoft® Exchange is to 

provide a product that integrates E-mail. scheduling. elec 
tronic forms. document sharing. and other applications such 
as customer tracking to make it altogether easier to turn 
information into a business advantage. The result is that 
users can access. organize. and exchange a world of 
information. wherever they happen to be in the world 
whether from the ot?ce. the home. or while traveling on the 
road. In essence. a main barrier to PC-based communication. 
namely. accessibility and sharing by multiple parties of 
up-to-the-minute information. has now been signi?cantly 
reduced. 

With the increased accessibility and sharing of informa 
tion between multiple users. it is now more common than 
ever for such multiple users to simultaneously or in tandem 
work on shared data set objects. as for example word 
processing documents. spreadsheets. electronic forms. 
E-mail messages. graphics images or a host of other such 
data objects. With such shared use of data objects among 
multiple users of a computer network. there arises the need 
for each user to keep all other users of the same data object 
or the same set of data objects apprised of changes that are 
made locally by that user. This need gives rise to a process 
called replication of data. that is. transferring changes (e.g.. 
creation of new data. modi?cation of existing data or dele 
tion of existing data) made locally at one server to a 
speci?ed list of other remote or locally connected servers. 
When data is replicated among several servers in a 

computer network. it is often undesirable to have each and 
every server contain a copy of each and every data set. If 
each server contained each and every data set. the message 
tra?ic needed to support replication of the data would 
eventually overwhelm the ability of the computer network to 
transfer such data. Thus. a network administrator typically 
selects certain servers on the network to have copies of 
certain data sets. 
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2 
In deciding which servers should have copies of which 

data sets. an administrator typically considers such factors as 
load balancing. network topology. disk space. network 
bandwidth. replication latency. and frequency of access. An 
administrator will typically try to locate copies of the data 
sets in such a manner that the load on the network is 
balanced. and which will take advantage of plentiful net 
work resources and minimize dependence on scarce network 
resources. Furthermore. factors such as replication latency. 
which represents the time needed for a change made to one 
copy of a data set to ripple through the network. should also 
be considered. 

In deciding where to locate copies of data sets in a 
computer network. from time-to-time it typically becomes 
necessary to change the locations where copies of the data 
set reside. This can include. for example. adding a copy of 
a data set on a system which does not currently possess a 
copy of the data set. moving a copy of the data set from one 
system to another system. and/or removing a copy of the 
data set from a system. Whenever one of these actions are 
undertaken. care mu st be taken to avoid any inadvertent data 
loss. 

Because of replication latency. when a change is made to 
a copy of a data set on one server. it will take a ?nite period 
of time before those changes propagate. via the replication 
process. to other servers also having a copy of the data set. 
Thus. once a change is made. if the copy of the data set is 
deleted before those changes can be successfully replicated 
across the computer network. those changes would be lost. 
Thus. it is important. especially when removing a copy of a 
data set. to avoid losing any changes which have been made 
to the local copy of the data set before the changes can be 
replicated to other servers in the network 
One method of preventing inadvertent data loss would be 

to delay removing a data set until su?cient time has past for 
all changes to be replicated across the computer network. 
For replication enterprises which have a ?xed replication 
latency. such an approach may be feasible. However. most. 
if not all. replication methods in current use today have no 
?xed replication latency time. Replication latency is typi 
cally a complex function of many variables such as the 
number of servers with a copy of the data set. the present 
communication load on the network. the number of changes 
being made to each local copy of the data set. the network 
topology. the processing load on each individual server. and 
the number of data sets being replicated throughout the 
network With replication latency depending on so many 
variables. it is virtually impossible to guarantee that repli 
cation latency will remain constant over time. 
What is needed. therefore. are systems and methods for 

replica administration that preclude data loss. It would also 
be desirable that such systems and methods would be 
scalable to any number of servers in a network The systems 
and methods should also work reliably to prevent data loss 
independent of a variety of factors such as the number of 
servers that have copies of the data set. the total number of 
data sets replicated across the network. the communication 
bandwidth available. and the frequency with which data sets 
are changed. Finally. it is preferred that the systems and 
methods prevent data loss without generating unneeded or 
unnecessary communication tra?ic on the network in order 
to e?iciently utilize available communication bandwidth. 

SUMMARY AND OBJECTS OF THE 
INVENTION 

1. Glossary of Terms 
In order to assist in more easily understanding the termi 

nology used in the following detailed description and sum 
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mary of the invention. the following de?nitions for key 
terms are provided: 
Asynchronous store and forward replication: Aprocess of 

replicating data throughout a network or enterprise by 
broadcasting locally made changes (e.g.. creation of new 
data. modi?cation of existing data. or deletion of existing 
data) to a speci?ed list of servers (called replica nodes) 
which contain copies of the data. Communications in store 
and forward replication are one-Way and there is no 
acknowledgment of receipt of messages containing the 
changes. 

Back?ll: A discovery based data recovery process by 
which changes held by other servers (called replica nodes) 
but not held locally are recovered so that the copy of the data 
(called a replica) held locally is the same as replicas held by 
other replica nodes. 
Change number: A unique identifying code used to iden 

tify a particular change made to a particular copy of a data 
object or data set properties by a particular replica node. 
Change range: A range of changes. identified by a mini 

mum and maximum change number. The change range is 
inclusive of the minimum and maximum change number. 
Change set: The set of change ranges that de?nes the 

changes available for a given replica of a data set on a given 
replica node. The change set contains changes made on the 
local replica node and changes to the data set received from 
other replica nodes through the replication process. 

Data set: A set of one or more objects which can be 

replicated. In one sense a data set can be though of as a 
container with various data set properties which holds or 
stores data objects. A populated data set includes both the 
data objects and data set properties. while an unpopulated 
data set does not have any associated data objects and refers 
to the data set properties. 

Data set list: A list of the data set properties for the data 
sets being replicated across the enterprise. In one sense a 
data set list can be thought of as a container which holds or 
stores data sets (as de?ned by their data set properties) in 
much the same way that a data set is a container that stores 
data objects. Thus. a data set is a container that holds data 
objects while a data set list is a container that holds data sets 
(the set of data sets). 

Data set properties: A set of information used to describe 
or track key information about a data set including a name 
and/or 1]) value and the replica list for the data set. The data 
set properties can also contain other information such as a 
change number. and a time stamp indicating the time last 
modi?ed. 

Enterprise: The set of servers (or replica nodes) compris 
ing the replication environment. 

Replica: Alocal copy of a particular data set (one or more 
data objects) replicated on one or more replica nodes 
throughout the network. 

Replica list: A list of all replica nodes on the network 
containing a replica of a data set. Each entry in the replica 
list also contains the replica state for each replica node and 
a time stamp indicating when the entry was last modi?ed. 

Replica node: A server or other location on the network 
where a copy of a data set (called a replica) resides. 

Replica state: A state identi?er used to indicate the current 
state of a replica node with respect to a particular data set. 
Such states can include “active” where the replica node is 
actively participating in the replication of the data set. 
“deleted” which indicates the replica node has deleted its 
copy of the data set. and one or more intermediate states 
indicating that the replica node is in the process of deleting 
its copy of the data set. 
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Site: A plurality of replica nodes in which each node is 

relatively similar in terms of cost to access data. as com 
pared to the cost between sites. Cost is representative of 
factors such as the monetary cost to obtain data. the speed 
of obtaining data. and the reliability of obtaining data. 
2. Brief Summary 
The foregoing problems in the prior state of the art have 

been successfully overcome by the present invention. which 
is directed to a system and method for replica administration 
without data loss. The current system and method can be 
used with virtually any replication process. The preferred 
replication process. however. is an asynchronous store and 
forward replication process. 

In a store and forward replication process. each server 
keeps track of locally made changes to a particular copy of 
a data set (sometimes referred to as a “replica") which 
contains one or more data objects. Each server periodically 
broadcasts the new locally made changes (since the last 
replication broadcast) to all other servers with a copy of the 
data set. The group of other servers also having a copy of the 
data set is kept on a “replica list." The changes are preferably 
broadcast in the form of updated copies of the changed data 
objects. This allows each server to update its local copy of 
the data set as changes are received by replacing the older 
data objects with the newer data objects. In essence. a store 
and forward replication process utilizes existing networking 
hardware as a transport system to deliver one way. unac 
knowledged messages between servers. much like E-mail 
messages are delivered between users of computer systems. 

In addition to replicating data set objects. store and 
forward replication also replicates “data set properties.” 
Data set properties describe and de?ne a data set. Data set 
properties can include such information as a data set name 
and/or other identifying information. access privilege infor 
mation such as a list of users which can access or change the 
contents and/or properties of the data set. a replica list which 
contains those replica nodes with a copy of the contents of 
the data set. and other information. Data set properties can 
be replicated independently from the data objects of the data 
set. By replicating data set properties to all or some of the 
replica nodes in the enterprise. those replica nodes will know 
what data sets are available throughout the enterprise and 
where copies of the data sets can be found. 

In accordance with the present invention. each server has 
several states which indicate its participation in the replica 
tion process for a particular data set. These states are referred 
to as “replica states.” For example. an “active” state can 
indicate that a server is actively participating in the repli 
cation of a data set. A “deleted” state can be used to indicate 
that a server has deleted its copy of the data set. In addition. 
each server can have one or more intermediate states to 
indicate that it is in the process of removing its local copy 
of the data set. 

Each data set has a replica list property. containing the list 
of replica nodes. their replica state and a time last modi?ed 
stamp indicating the time that the replica state was last 
modi?ed. In this way. when the replication process repli 
cates data set properties throughout the network. then serv 
ers will know the replica state of the other servers in the 
network for each data set. 

In order to prevent data loss. a server that is going to 
remove its copy of a data set performs several steps. The ?rst 
step is to initiate the removal process. This may be accom 
plished by setting the current replica state for the data set to 
one of the intermediate states described above. If data set 
properties. including the replica state. are replicated across 
the enterprise. this action will let other servers in the 



5.787.247 
5 

network know that its copy of the data set is in the process 
of being removed. 
The next step is to terminate user access to the local copy 

of the data set. If the local copy of the data set is going to 
be removed. it is unwise to allow users to continue to access 
the data set. One reason to terminate user access to the data 
set is to prevent any new changes from being made to the 
data set during the removal process. If user access was not 
terminated. these changes may be lost if they occur imme 
diately before removal of the data set. In addition. if con 
tinued access to the data set is allowed. when the data set is 
removed. users will simply see the data set disappear. This 
may leave them wondering what happened to the data set. 

After terminating user access to the data set and initiating 
the removal process. the next step is to force replication of 
any changes which have been made to the local copy of the 
data set and which have not yet been sent to other servers in 
the network. After the changes are replicated. the server then 
veri?es that the changes reside on at least one other server 
in the network. By forcing replication of any changes and 
then verifying that the changes actually reside on another 
server in the network. inadvertent data loss is prevented. 

After the server veri?es that all changes held locally are 
also held by at least one other server in the network. the local 
server can then delete its local copy of the data set without 
fear of data loss. After the local copy of the data set has been 
removed. the server can set its replica state for that data set 
to a deleted replica state for that data set. This informs other 
servers in the network that the local copy of the data set is 
no longer available on this server. 
The present invention also includes mechanisms to handle 

special cases. For example. situations may arise where a 
server is unable to verify that its local changes are held by 
another server in the network. Such a situation may arise 
when an administrator is removing the only copy of a data 
set from the network or for any number of other reasons. 
Thus. the present invention includes a mechanism to allow 
an administrator to bypass the protections provided by the 
method described above. In one embodiment when such a 
situation arises. the data set may be left on the server and the 
replica state of the server may be left in one of the previously 
described intermediate states. If the data set is left on the 
server. no user will be able to access the data set but the data 
set remains on disk and so no data loss is incurred. Such an 
approach. however. leaves some disk space unreclaimed. 
Alternatively. embodiments within the present invention 
allow an administrator to bypass the veri?cation step and 
force removal of a data set or return the server to the active 
replica state. 

Embodiments within the scope of this invention also 
provide for an add function which adds a copy of a data set 
to a server. The add function ?rst adds an empty data set and 
then ?lls the data set with data objects. 

Finally. embodiments within the scope of the present 
invention also provide for a move operation which will 
move a data set from one server to another. In one 

embodiment. this move operation is accomplished by ?rst 
adding a copy of the data set to the server that is to receive 
the data set and then initiating a remove process on the 
server that will no longer have the data set. The remove 
process may operate as described above. 

Accordingly. it is a primary object of this invention to 
provide systems and methods for replica administration 
which prevent inadvertent data loss. Other objects of the 
present invention include: providing systems and methods 
for replica administration which allow an administrator to 
bypass safeguards and force removal of a data set without 
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6 
guaranteeing that inadvertent data loss will be prevented; 
providing systems and methods for replica administration 
which minimize the amount of communication tra?ic which 
is generated during removal of a data set; and providing 
systems and methods for replica administration that do not 
signi?cantly degrade in performance when an increasingly 
large number of systems are added to the network. 

Additional objects and advantages of the invention will be 
set forth in the description which follows. and in part will be 
obvious from the description. or may be learned by the 
practice of the invention. The objects and advantages of the 
invention may be realized and obtained by means of the 
instruments and combinations particularly pointed out in the 
appended claims. These and other objects and features of the 
present invention will become more fully apparent from the 
following description and appended claims. or may be 
learned by the practice of the invention as set forth herein 
after. 

BRIEF DESCRIPT ION OF THE DRAWINGS 

In order that the manner in which the above recited and 
other advantages and objects of the invention are obtained. 
a more particular description of the invention brie?y 
described above will be rendered by reference to speci?c 
embodiments thereof which are illustrated in the appended 
drawings. Understanding that these drawings depict only 
typical embodiments of the invention and are not therefore 
to be considered to be limiting of its scope. the invention will 
be described and explained with additional speci?city and 
detail through the use of the accompanying drawings in 
which: 

FIG. 1 is a diagram representing a network which is 
logically completely connected; 

FIG. 2 is a block diagram representing the relationship of 
one embodiment of the system and method of replica 
administration of the present invention to an associated 
replication process; 

FIG. 3 is a state diagram illustrating the replica states of 
one preferred embodiment; 

FIG. 4 is a ?ow diagram illustrating the processing which 
takes place in the delete pending state of one preferred 
embodiment; 

FIG. 5 is a flow diagram illustrating the processing which 
takes place in the delete now state of one preferred embodi 
ment; 

FIG. 6 is a ?ow diagram illustrating the processing which 
takes place in the deleted state of one preferred embodiment; 
and 

FIG. 7 is a ?ow diagram illustrating the processing that 
occurs when the active state of one preferred embodiment is 
entered. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENTS 

The following invention is described by using flow dia 
grams to describe either the structure or the processing of 
certain preferred embodiments to implement the systems 
and methods of the present invention. Using the diagrams in 
this manner to present the invention should not be construed 
as limiting of its scope. The present invention contemplates 
both methods and systems for replica administration without 
data loss. The presently preferred embodiment of the system 
for replica administration without data loss comprises a 
general purpose computer. The systems and methods of the 
present invention. however. can also be used with any 
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special purpose computer or other hardware system and all 
should be included within its scope. 
Embodiments within the scope of the present invention 

also include articles of manufacture comprising program 
storage means having encoded therein program code means. 
Such program storage means can be any available media 
which can be accessed by a general purpose or special 
purpose computer. By way of example. and not limitation. 
such program storage means can comprise RAM. ROM. 
EEPROM. CD-ROM or other optical disk storage. magnetic 
disk storage or other magnetic storage devices. or any other 
medium which can be used to store the desired program code 
means and which can be accessed by a general purpose or 
special purpose computer. Combinations of the above 
should also be included within the scope of program storage 
means. 

Program code means comprises. for example. executable 
instructions and data which cause a general purpose com 
puter or special purpose computer to perform a certain 
function or a group of functions. 
1. Summary of Store and Forward Replication 
The system and method for replica administration without 

data loss as disclosed herein can be utilized with any type of 
replication process. However. the systems and methods of 
the present invention do require some sort of replication 
process. The presently preferred type of replication process 
is a store and forward replication process. 

Although store and forward replication does not form a 
speci?c part of the present invention. an understanding of 
the basics of store and forward replication is helpful in 
understanding the details of the present invention. For a 
detailed discussion of store and forward replication. see 
copending US. patent application Ser. No. 08/673.74l. 
entitled “System and Method for Asynchronous Store and 
Forward Data Replication” (hereinafter referred to as the 
“Store and Forward Application"). which is incorporated 
herein by reference. Asynchronous store and forward 
replication. or simply store and forward replication. is 
designed to utilize existing network hardware. networking 
control software. and networking con?gurations as a trans 
port system to deliver at least one-way. unacknowledged 
communications between systems in a replication enterprise. 
In the context of this application. networking hardware and 
any associated networking control software which performs 
this transport function will be referred to as the Message 
Transport Agent (MTA). One-way. unacknowledged com 
mnnication means that the store and forward replication 
process delivers a message to be transferred to the MTA and 
does not receive feedback as to the success of the transfer. 
Primarily for efficiency reasons. the systems and methods 
that are the subject of this invention and the invention 
described in the copending Store and Forward Application 
have been designed with the presumption that no acknowl 
edgement or feedback is required. The concepts disclosed in 
this application and in the copending Store and Forward 
Application. however. could be modi?ed to use any status or 
information available from the MTA. Similarly. as previ 
ously described. the concepts of this invention do not depend 
on the type of replication process employed and virtually 
any type of replication process can be used. However. the 
store and forward replication process provides the presently 
preferred context of this invention. 

Turning now to FIG. 1. an example of a network over 
which data is to be replicated is shown generally as 10. In 
this application. such a network will be referred to as a 
“replication enterprise" or simply an “enterprise." In a store 
and forward replication process. a given populated data set 
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(data set properties with associated data objects). a copy of 
which is referred to as a “replica.” and/or a given unpopu 
lated data set (data set properties without associated data 
objects). is replicated at one or more locations in the 
enterprise. In FIG. 1. the locations where a replica or a copy 
of an unpopulated data set can reside are referred to as 
“replica nodes" and are shown as 12 and labeled A-F. The 
term “replica node” is preferred over the term “server” since 
"server" often implies a system which serves one or more 
desktop. laptop. or other computers. Replica nodes include 
not only servers in the traditional sense of the term. but also 
desktop. laptop. or any other system where a copy of a 
populated or unpopulated data set may reside. In the context 
of this invention. “replica” will be used to refer to a speci?c 
copy of a set of one or more data objects which are to be 
replicated as a unit across one or more replica nodes. The 
term is intended to be read broadly and encompasses any 
type or format of data to be replicated. The term “data set” 
is used to describe one or more data objects which are 
replicated as a unit and should be read broadly to refer to a 
unit of replication. The term “data object" should also be 
read broadly and includes data such as a data file. a spread 
sheet. a word processing document. or any other type of 
data. “Unpopulated data set” or “data set properties” refers 
to data sets without their associated data objects. The term 
“replica object” will be used to refer broadly to either a 
populated or unpopulated data set or to an individual data 
object or a data set property object. A replica object is thus 
a unit of replication. 

In the enterprise. replica nodes may be grouped into 
“sites.” A site is a plurality of replica nodes with relatively 
similar costs to access data. Replica nodes within a site are 
generally. but not necessarily. located in a relatively local 
ized geographic area and have high speed connectivity 
between nodes. such as. for example. Local Area Network 
(LAN) connections. The cost to access data between sites is 
generally much greater than the cost to access data within a 
site. Site groupings are typically assigned by a system 
administrator. FIG. 1 shows two sites. designated 14a con 
sisting of replica nodes A. B. and C. and 14b consisting of 
replica nodes D. E. and F. 

Replica nodes are connected by physical network con 
nections. In FIG. 1. the physical network connections 16 are 
illustrated by the solid arrows. As shown in FIG. 1. replica 
nodes 12 may not be fully connected by physical network 
connections 16. (Note that the site containing the A B C 
group is connected to the site containing the D E F group by 
only a single link.) For store and forward replication. 
however. all that is required is the physical connections be 
su?icient to provide a data ?ow path between each of the 
replica nodes. Furthermore. physical connections 16 may be 
of any type. For example. the physical connections between 
replica nodes A. B. and C may be a LAN or other high speed 
link while the connections between replica nodes D and B 
may be a slower dial up. Internet. Wide Area Network 
(WAN). or other long haul connection. All these physical 
network connections are some examples of networking 
means for connecting replica nodes in an enterprise. 
By ensuring a data ?ow path between each of the replica 

nodes. the entire enterprise is logically fully connected even 
though physical connections are of arbitrary topology. In 
FIG. 1. the logical network connections forming the fully 
connected logical topology are illustrated by dashed arrows 
18. 

In a store and forward replication system. each replica 
node keeps track of all changes made locally to a replica 
object (either data objects or data set properties). Each 
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replica node then periodically broadcasts new changes that 
have occurred since the last replication broadcast through 
the MTA to all other replica nodes having a copy of the 
replica object. Store and forward replication can be used to 
distribute both populated and unpopulated data sets. This is 
done by replicating the contents of data sets (data objects) 
and the properties that de?ne data sets (data set properties). 
Data replication in a store and forward replication enterprise 
can be thought of as the distribution of copies of the contents 
of a container. In the case of a data set. the contents are the 
individual data objects that make up the data set and the 
replication system distributes changes made to the data 
objects. In the case of the data set list. the contents are the 
individual data set properties that de?ne each data set. 
The relationship of the data set list. the data sets. and data 

objects. can be illustrated as follows. Each replica node 
keeps a list of the data sets (whether populated or 
unpopulated) that it knows about. Usually every replica 
node in the replication enterprise knows about all data sets 
in the enterprise. The data set list can be illustrated as: 

Data Set List 

Data Set No. 1 
Data Set No. 2 

O 

I 

0 

Data Set No. 11 

Each data set is de?ned by a set of properties. These 
properties describe or de?ne important features of the data 
set. Each entry in the data set list comprises the data set 
properties of a data set. For example. in one preferred 
embodiment. each data set (and each entry in the data set 
list) comprises: 

Data Set 
Name 

Pointer to Data 
Objects 

Time Last 
Modified 

Data 
Set ID 

Change 
Number 

Replica 
List 

The data set name is a common name for the data set that 
is displayed to users. The data set ID is an identi?er that 
uniquely identi?es the data set across the replication enter 
prise. Any type or form of ID will sut?ce for this purpose. 
For example. if the enterprise had synchronized clock values 
available. each ID could be drawn from the globally syn 
chronized clock value or have the globally synchronized 
clock value as part of the ID. As another example. one of the 
replica nodes in the enterprise could be responsible for 
issuing 11) values to all other replica nodes. Other methods 
could be developed and any method will work. All that is 
required is the ability to distinguish one replica node from 
another. One presently preferred method involves generating 
a Globally Unique ID (GUID) and concatenating it with a 
local counter value to form a Fast Unique II) (FUID). The 
GUID is a unique 16 byte value created by concatenating a 
60 bit system value. a 4 bit version number identifying 
which version of the ID generating program is used. a 16 bit 
clock sequence number that is incremented every time an ID 
is assigned. and a 48 bit network address drawn from the 
network hardware of the replica node. A FUID is created by 
concatenating a GUID value with a local counter value that 
is incremented every time an ID value is assigned. More 
details of generating GUIDs and FUIDs can be found in the 
Store and Forward Application. previously incorporated by 
reference. 
The change number is an identi?er that essentially acts as 

a version number for the data set properties. The change 
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10 
number uniquely identi?es the change number assigned 
when the data set properties were last changed. Any type or 
format of identi?ers may be utilized for the change number 
as long as each change number is unique across the enter 
prise. In one preferred embodiment. a FUID is used for the 
change number. 
The time last modi?ed is the local time that the properties 

were last modi?ed. 
The replica list is the list of replica nodes having a copy 

of a populated version of the data set. The replica list acts as 
a distribution list for replication packets containing changes 
to the contents of a data set. The replica list may also contain 
other information. such as a replica state indicating the level 
of participation of each replica node on the list in the 
replication of the data set and a time last modi?ed stamp 
indicating the time that the replica state was last modi?ed 

Although not typically utilized. it would also be possible 
to have disn-ibution lists for various data set properties. In 
this way. the location (and even existence) of certain data 
sets could be kept hidden from certain replica nodes. In 
conjunction with security measures which restrict access to 
hidden data sets. the ability to hide data sets from certain 
replica nodes may be useful in situations where certain users 
only access the enterprise through a limited number of 
replica nodes and access to certain data sets by these users 
is to be restricted. Collectively. the distribution lists used for 
either data objects or data set properties are referred to as 
“replica object distribution lists." 

Finally each entry in the data set list may have a pointer 
to a list of data objects. This list of data objects is the 
contents of the data set. For replica nodes having a populated 
data set. the pointer will point to the list of data objects. For 
replica nodes having an unpopulated data set. the pointer 
will be null. 

Other information may also be included in the data set 
properties. For example. for con?ict detection and 
resolution. it may be desirable to include a predecessor 
change list that contains a change history of the data set 
properties. As another example. for hierarchically sn'uctured 
data. a parent property and/or a path property could be 
included to define the hierarchy of the data sets. Con?ict 
detection and resolution is covered in greater detail in 
copending U.S. patent application Ser. No. 08/673.l61. 
entitled “System and Method for Distributed Con?ict Reso 
lution Between Data Objects Replicated Across a Computer 
Network."(hereinafter the “Con?ict Resolution 
Application”). incorporated herein by reference. Replication 
of hierarchically structured data is covered in greater detail 
in copending U.S. patent application Ser. No. 08/679209. 
entitled “System and Method for the Distribution of Hier 
archically Structured Data." (hereinafter the uHierarchical 
Data Replication Application"). incorporated herein by ref 
erence. 

To further illustrate the replication of populated and 
unpopulated data sets. consider that one replica node might 
receive only replication packets containing data set proper 
ties. Assuming that this replica node received the replication 
packets containing data set properties for all data sets in the 
enterprise. this replica node will then have a copy of the data 
set list (or “set of data sets”) available in the enterprise. The ' 
data objects associated with each entry in the data set list are 
not available locally. however. This replica node has 
unpopulated data sets. Another replica node may receive 
both replication packets containing data set properties and 
replication packets containing data objects. Assuming that 
this replica node received all such replication packets. this 
replica node has copies of both the data set list and the data 
objects associated with each entry in the data set list. This 
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replica node has populated data sets. It is rare that a replica 
node has either all populated or all unpopulated data sets. 
Typically. a replica node will receive replication packets 
containing data set properties for all data sets and replication 
packets containing data objects for some data sets. These 
replica nodes have a complete data set list with some 
populated data sets and some unpopulated data sets. 

In order to track the changes that are made to either the 
data set properties or the data objects. each change is 
assigned a unique change number. By assigning a unique 
change number to any change that is made to a particular 
replica object. it is easy to track various changes across the 
enterprise. For example. change numbers may be used to 
identify if two copies of a particular replica object are the 
same. If two copies of a given replica object contain the 
same changes. then the replica objects are the same. The 
change numbers which form the basis of the present state of 
a replica object may be stored in a change set. A change set 
contains one or more groups of changes. 
Change numbers and change sets may also be used to 

identify any changes which are missing from a replica 
object. As discussed in greater detail hereafter. being able to 
identify whether particular changes form the basis for a 
particular replica object is useful for the present invention. 
Change numbers and change sets can also be used for other 
purposes such as recovery of changes missing from a 
particular replica object and identifying con?icts between 
two copies of the same replica object. Utilizing change 
numbers and change sets to recover data missing from a 
replica object is described in greater detail in copending U.S. 
patent application Ser. No. 08/6705 88. entitled “System and 
Method for Discovery Based Data Recovery in a Store and 
Forward Replication Process" (hereinafter the “Back?ll 
Application”). incorporated herein by reference. Utilizing 
change sets and change numbers to identify and resolve 
con?icts between two copies of the same replica object is 
discussed in the copending Con?ict Resolution Application. 
previously incorporated herein by reference. More informa 
tion about general use of change numbers in a store and 
forward replication process can be found in the oopending 
Store and Forward Application. previously incorporated by 
reference. 

Because copies of a single data set are located at various 
replica nodes throughout the enterprise. a situation inevita 
bly arises where it becomes necessary to change the loca 
tions of copies of a data set. For example. it may become 
necessary to add a copy of a data set to areplica node. either 
because a new data set is being created or because it is 
necessary to add a new copy of an existing data set. 
Additionally. it may become necessary to move a copy of a 
data set from one replica node to another. or to delete a copy 
of a data set from a replica node. Collectively these 
activities. as well as others. are referred to as “replica 
administration.” 
When making changes such as these. care must be taken 

to prevent inadvertent data loss. Because multiple copies of 
the same data set exist. and because any one of the copies 
can be changed at any replica node where they reside. if a 
local copy of a data set is removed before the changes made 
to the local copy have been sent to other replica nodes. then 
those changes will be lost. 
2. Summary of Replica Administration Without Data Loss 
Although the present invention will be described in terms 

of administering a group of objects (a data set). the prin 
ciples of the present invention can be applied to a single data 
object. Thus. the present invention does not distinguish 
between dealing with a group of data objects or with only a 
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12 
single data object. The present invention thus embraces 
replica administration where a data set is de?ned in broad 
terms which encompasses any amount or format of data 
which is replicated as a single unit across an enterprise. 

Referring now to FIG. 2. a simpli?ed conceptual block 
diagram of one embodiment of the present invention is 
presented. As previously described. the present invention 
relies on message transport agent 20 to transport message 
packets to and from various replica nodes in the enterprise. 
Furthermore. as previously described. the present invention 
involves replica administration of data sets replicated across 
an enterprise by a replication process. Thus. although not 
part of the present invention. a replication process is pre 
sumed. In FIG. 2. the replication process is shown generally 
as 22 and is located within dashed box 24. The present 
invention will work with virtually any type of replication 
process although the preferred replication process is a store 
and forward replication process. as previously summarized 
The preferred replication process distributes both data 
objects and data set properties. although this is not strictly 
required as long as some mechanism exists for distributing 
certain types of data set property information. 

In FIG. 2. a generic replication process is illustrated by 
replication processing block 26. As illustrated in FIG. 2. 
replication processing block 26 transmits and receives mes 
sage packets via MTA 20. The received and transmitted 
packets are illustrated in FIG. 2 by received packet 28 and 
transmit packet 30. Depending on the type of replication 
process utilized. received packet 28 and transmit packet 30 
can represent a wide variety of message packets that are 
utilized by replication processing block 26 in order to 
accomplish data replication and other associated functions. 
For example. the copending Back?ll Application describes 
four packet types which are used to recover data missing 
from a replica object. These packet types are a data packet. 
a data request packet. an information packet and an infor 
mation request packet. 
The present invention as described herein presumes that 

replication processing block 26 replicates both populated 
and unpopulated data sets (e.g.. data objects and data set 
properties). Although such a replicau'on process is desired. it 
is not strictly necessary as long as certain types of data set 
property information can be shared among replica nodes. 
The required capability is discussed in greater detail below. 

Replication processing block 26 replicates data objects 
contained in one or more data sets. As illustrated in FIG. 2. 
a replica node may have a plurality of data sets. one of which 
is illustrated by replica 32. As previously indicated. a replica 
comprises copies of one or more data objects which are 
replicated at various replica nodes throughout the enterprise 
as a unit. In other words. a replica is a particular copy of a 
data set located at a particular replica node. 
A set of properties may be associated with each data set. 

These properties. often referred to as “data set properties.” 
include such information as a name and/or other identifying 
information. access control information such as a list of 
users which can access the contents of a data set or the 
properties of the data set. and a list of replica nodes (a replica 
list) which have the contents of a data set. In addition. data 
set properties may include other information as described in 
greater detail below. 

Because data set properties are associated with each data 
set. the data set properties provide a convenient location to 
store information which is needed by the present invention. 
As described in greater detail hereafter. the present invention 
utilizes a “replica state" to indicate the level of participation 
of each replica node in the data replication of each data set. 
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For example. the replica state could indicate that a replica 
node was actively participating in the replication for a 
particular data set. In addition. the replica state could 
indicate that the replica node had deleted its local copy of the 
data set. Finally. the replica state could indicate that the 
replica node was in the process of deleting its local copy of 
the data set. In fact. a replica state can be established for any 
level of participation in the replication of a particular data 
set. The replica states de?ned in this application are 
designed to ful?ll the goals of replica administration without 
data loss. The replica states allow such administration func 
tions as adding a replica. deleting a replica. or moving a 
replica. while preventing inadvertent data loss and ful?lling 
the goals of the present invention. Embodiments within the 
scope of the present invention can comprise means for 
tracking the replica state of a replica node. By way of 
example. and not limitation. such means can comprise 
replica list 34. 

Since the store and forward replication process maintains 
a replica list that contains all the replica nodes which are 
participating in the replication of a particular data set. the 
replica list provides a convenient location to store replica 
state information. One such replica list is illustrated in FIG. 
2 as replica list 34. In one preferred embodiment. each entry 
in the replica list comprises: 

Replica Node 1]) Replica State LTime Last Modi?ed 

The replica node 1]) is an identi?er which uniquely 
identi?es a particular replica node in the enterprise. Any type 
or form of ID value may be utilized for the replica node ID 
as long as the identi?er is capable of uniquely identifying a 
particular replica node in the enterprise. One suitable 
method for generating a unique replica node ID is summa 
rized later in this application and is more particularly 
disclosed in the copending Store and Forward Application. 
previou sly incorporated by reference. The replica state is the 
current replica state of the replica node identi?ed by the 
replica node ID. The time last modi?ed is a time stamp value 
which indicates the time that the replica state was last 
modi?ed. The time last modi?ed stamp is utilized in replica 
list maintenance. discussed below. 

Because the present invention utilizes the replica list to 
store information about the replica state of a particular 
replica node with regards to a particular data set. and 
because such replica lists are replicated around the enter 
prise by replication processing block 26. care must be taken 
to properly maintain the replica lists. such as replica list 34. 
In FIG. 2. such a maintenance function is performed by 
replica list maintenance block 36. Replica list maintenance 
block 36 is responsible for ensuring that replica list 34 is 
properly updated as new information is received via repli 
cation processing block 26. Such updating includes the 
resolution of any con?icts which may arise during the 
replication of replica lists. 

Because data set properties. including replica lists. are 
replicated across the enterprise. and because changes may 
occur to these data set properties at any replica node. a 
situation may arise where one copy of the data set properties 
on one replica node is changed so as to be in con?ict with 
another copy of the data set properties on another replica 
node. For example. suppose the data set properties included 
a data set name which could be changed by a user. Now 
suppose user 1 connected to one replica node changed the 
name of a data set from A to B. Suppose that. 
simultaneously. user 2 connected to a different replica node 

15 

25 

35 

45 

65 

14 
changed the data set name from A to C. In this situation. a 
con?ict between the names would arise and would have to 
be resolved when copies of the data set properties were 
exchanged during replication. Similar con?icts can arise 
with regard to other data set properties in the replica list. Any 
con?icts which arise mu st be resolved in a manner that does 
not create problems for the present invention. 

Replica list maintenance block 36 can be part of the 
present invention. or may be part of another component of 
the replication process. In essence. all that is required by the 
present invention is that replica list 34 is updated so that the 
most recent entries reside in replica list 34 and so that no 
entries are lost during any con?ict resolution process which 
is utilized. These two requirements may be met by utilizing 
the time last modi?ed time stamp of the replica list. As 
previously described. the time last modi?ed time stamp 
indicates the time which the replica state was list modi?ed. 
When new information is received via replication processing 
block 26. replica list maintenance block 36 should compare 
the received replica list with replica list 34. As correspond 
ing replica list entries are compared. the replica list entry 
with the later time stamp may be taken as the most current 
entry. Furthermore. entries having no corresponding entry in 
the other replica list can be merged into the ?nal list. For 
example. consider replica list 1 which has entries as follows: 

A Active Tl 
D Deleted T2 
G Active T3 

and replica list 2 which has entries: 

A Active Tl 
D Active T‘ 

Now assuming that the higher numbered timed stamps are 
later in time so that T4 is the latest time stamp and 
Tl<T2<T3<T4. then an updated list containing the most 
current information from either list 1 or list 2 would be: 

A Active T1 
D Active T‘ 
G Active '1'; 

When the lists are merged. the A entry is identical in both 
tables and so it is kept without change. The D entry of list 
2 has a time stamp of T, which is later than the D entry of 
list 1 which has a T2 time stamp. Thus. the D entry of list 2 
is taken and the D entry of list 1 is eliminated. The G entry 
exists only in list 1 and has no corresponding entry in list 2 
so the G entry of list 1 is included in the ?nal updated list. 
A much more detailed algorithm for detecting and resolving 
con?icts between di?erent copies of the properties of a data 
set is disclosed in the copending Con?ict Resolution 
Application. previously incorporated by reference. The con 
?ict resolution process as disclosed in the Con?ict Resolu 
tion Application is suitable for use in replica list mainte 
nance block 36. 
When a con?ict is recognized and resolved by replica list 

maintenance block 36. it may be desirable to inform one or 
more users that a con?ict has been recognized and resolved. 
Embodiments within the scope of the present invention may 
comprise means for notifying one or more users of a con?ict. 
In FIG. 2 such means is illustrated. for example. tby con?ict 
noti?cation packet 37. The information in con?ict noti?ca 
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tion 37 can be simple. such as a noti?cation that a con?ict 
was noted and resolved. or can be more detailed. such as a 
detailed explanation of what the con?ict included and how 
it was resolved. Also. noti?cation may be sent to any number 
of individuals. For example. it may make sense in some 
implementations to send noti?cation to an “owner” of the 
data set and to the individuals which made the changes that 
created the con?ict. Other combinations are possible. 
As explained in greater detail in the Con?ict Resolution 

Application. many con?ict resolution processes are struc 
tured so that each replica node will recognize and resolve the 
con?ict in exactly the same way. If such an algorithm is 
used. care must be taken not to send multiple noti?cations of 
the same con?ict. Therefore. when such a process is used. it 
may be desirable to designate one replica node as a data set's 
“home server” and let only that replica node send con?ict 
noti?cation. More details about such a scheme can be found 
in the copending Con?ict Resolution Application. previ 
ously incorporated herein by reference. 
Because the replica state represents the level of partici 

pation in the replication process of a particular data set by a 
particular replica node. the process of administering data 
sets will involve changing the replica state of a replica node. 
As described in greater detail hereafter. replica administra— 
tion functions such as adding a copy of the data set to a 
replica node. deleting a copy of a data set on a replica node. 
and moving a copy of a data set from one replica node to 
another. involve an orderly transition from one replica state 
to another replica state. with certain functions being per 
formed in each replica state. Embodiments within the scope 
of the present invention can therefore comprise means for 
changing the replica state of a replica. By way of example. 
and not limitation. in FIG. 2 such means can comprise local 
processing block 38 and/or replica state monitoring/update 
block 40. 
As de?ned in greater detail below. state transition is 

initiated when a certain event occurs or when one or more 
conditions are satis?ed. In FIG. 2. as such events or condi 
tions occur. the replica states stored in replica list 34 may be 
updated or modi?ed by local processing block 38 or replica 
state monitoring/update block 40. As the replica states are 
updated and stored in replica list: 34. replication processing 
block 26 will distribute the changes to other replica nodes in 
the enterprise. Thus. other replica nodes in the enterprise 
will have an updated replica list illustrating the current 
replica state of the replica nodes on the replica list. 
Embodiments within the scope of the present invention 

can comprise means for monitoring the replica state in order 
to detect transitions from one state to another. By way of 
example. and not limitation. in FIG. 2 such means as 
illustrated by replica state monitoring/update block 40. If a 
state change is initiated at another replica node and received 
via replication processing block 26. or if the local replica 
state is changed via local processing block 38. then a process 
must be in place to monitor the local state change and take 
appropriate action. Such a monitoring function may be 
performed by replica state monitoring/update block 40. 
Replica state monitoring/update block 40 can then pass the 
replica state information to replica state processing block 44 
to perform the appropriate processing. 
As disclosed in greater detail hereafter. before a copy of 

the data set is removed from a replica node. in order to guard 
against inadvertent data loss a prede?ned series of steps are 
taken. In one embodiment, the series of steps includes 
forcing replication of changes which have been made to 
local replica 32 and/or the data set properties associated with 
replica 32 (including replica list: 34). Embodiments within 
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the scope of this invention can therefore comprise means for 
initiating replication of changes which have been made but 
which have not yet been previously replicated. In FIG. 2. 
such means can comprise. for example. control 42. As 
illustrated in FIG. 2 conn'ol 42 provides a mechanism for 
replica state processing block 44 to direct replication pro 
cessing block 26 to initiate replication of the changes which 
have been made but which have not yet been replicated 

In FIG. 2. replica state processing block 44 is responsible 
for the main processing which takes place during replica 
administration. For example. replica state processing block 
44 will receive noti?cation of a state change from replica 
state monitoring/update block 40 and then take appropriate 
action according to the replica state. 

Another step in one process to remove a copy of a data set 
from a replica node is to verify that the changes which reside 
locally. as for example in replica 32. also reside somewhere 
else in the enterprise. If it can be determined that the changes 
which reside locally also reside somewhere else in the 
enterprise. then the copy of the data set contained in replica 
32 may be safely deleted without risk of inadvertent data 
loss. As described more fully hereafter. this process may 
involve a handshaking procedure. Such a procedure may be 
accomplished by sending and receiving various information 
packets. Thus. embodiments within the scope of this inven 
tion can comprise means for verifying that the changes 
which are held locally reside elsewhere in the enterprise. By 
way of example. in FIG. 2 such means can comprise replica 
delete pending packet 46 and veri?cation packet 48. As 
described in greater detail below. a handshaking procedure 
between the local replica node and other replica nodes in the 
enterprise may involve the sending and receiving of infor 
mation packets. For example. the local replica node can send 
a packet asking if the locally held changes reside elsewhere 
in the enterprise. If those changes reside elsewhere. then a 
response may be sent. By sending and receiving such 
requests and responses. the veri?cation process may pro 
ceed. Other ways are available to accomplish this same 
veri?cation process. as described in greater detail below. 

If during the veri?cation procedure the local replica node 
is unable to determine whether the locally held change 
resides elsewhere in the network. then it may be desirable to 
inform an administrator that the veri?cation process was 
unsuccessful. Embodiments within the scope of this inven 
tion can therefore comprise means for notifying an admin 
istrator if attempts to verify that the changes made to the 
local copy of the data set reside on at least one other replica 
node are unsuccessful. By way of example. and not 
limitation. such means can comprise administrator noti?ca 
tion packet 50. 
The above description has presented the various compo 

nents which can be used to implement an embodiment of the 
present invention. However. the description above has not 
focused on speci?c administration functions. The section 
below describes the administration functions and the pro 
cessing which occurs to achieve these functions in greater 
detail. 
3. Description of Replica Administration Without Data Loss 
One goal of the present invention is to create a process for 

replica administration which prevents inadvertent data loss 
during replica administration in general and during replica 
removal in particular. In order to accomplish this goal. 
embodiments within the scope of this invention can corn‘ 
prise means for de?ning various replica states that re?ect the 
status of the replica node. For example. embodiments of this 
invention can comprise means for de?ning an active state of 
a replica node where changes made to a local copy of a data 
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set by the replica node are transmitted to at least one other 
replica node and where changes made to a copy of the data 
set stored at another replica node are transmitted to the local 
replica node. In other words. such an active state indicates 
that the local replica node is ?lly participating in replication 
of a particular data set. 
Embodiments within the scope of the present invention 

may also comprise means for de?ning a deleted state where 
the local copy of a data set has been removed from the local 
replica node so that the local replica node no longer holds a 
copy of the date set. In other words. such a deleted state 
would indicate that a replica node is no longer participating 
in the replication of a particular data set. 
Embodiments within the scope of this invention may also 

comprise means for de?ning at least one intermediate state 
of a local replica node where the local replica node ?ushes 
any unreplicated changes to at least one other replica node 
in the enterprise and then veri?es that all information in the 
local copy of a data object resides on at least one other 
replica node. In other words. one or more intermediate states 
would indicate various steps in the removal process. As 
explained below. one embodiment comprises two interme 
diate states. 
By de?ning various states and then replicating the state 

information among replica nodes in an enterprise. each 
replica node receiving such information can be informed of 
the status or participation of all other replica nodes in the 
enterprise with respect to the various data sets which are 
being replicated in the enterprise. In short. such state infor 
mation is an example of means for tracking the replica state 
of a replica node with respect to a data set. Such information 
is also an example of means for informing other replica 
nodes of the degree of participation of a particular replica 
node with respect to a particular data set. It will be under 
stood by those with sln'll in the art that such state information 
can be used not only to inform other replica nodes of the 
degree of participation in the replication of a particular data 
set. but may also be used to de?ne an orderly process to 
achieve replica administration. States can therefore describe 
the function or activity of a replica node with respect to the 
replication of a particular data set. 

Referring now to FIG. 3. a state transition diagram 
describing one preferred embodiment of the present inven 
tion is illustrated. As previously mentioned. embodiments 
within the present invention can comprise means for de?n 
ing an active state of a replica node. In FIG. 3. such means 
is illustrated by active state 52. When a replica node is in the 
active state with respect to a particular data set. the replica 
node is fully participating in the replication of that data set. 
The active state thus represents the state of normal partici 
pation in the replication process. Referring brie?y to FIG. 2. 
in the active state replication processing block 26 is func 
tioning normally and is replicating data set objects and/or 
data set properties throughout the enterprise as previously 
described. 
Embodiments within the scope of this invention can 

comprise means for initiating transition from one state to 
another. By way of example and not limitation. in FIG. 3 
such means is illustrated by state transition events 54. 56. 58. 
and 60. In FIG. 3 state transition events 54. 56. 58. and 60 
illustrate events or conditions which initiate transition from 
one state to another state. In FIG. 3 state n'ansition event 54 
is labeled “add replica." state transition event 56 is labeled 
“remove replica.” state transition event 58 is labeled 
“changes veri?ed.” and state transition event 60 is labeled 
“data deleted.” State transition controls 54 and 56 represent 
events which are typically initiated by an administrator as. 
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for example. through local processing block 38 of FIG. 2. 
State transition controls 58 and 60 represent other events 
which are generated when certain conditions are met. as. for 
example. by replica state monitoring/update block 40 of 
FIG. 2 or by replica state processing block 44 of FIG. 2. 

Returning for a moment to FIG. 2. as previously described 
replica list 34 is preferably part of the data set properties 
which are replicated across the enterprise by replication 
processing block 26. In one preferred embodiment. replica 
tion processing block 26 represents a store and forward 
replication process. As previously described. the store and 
forward replication process will replicate copies of data sets 
to replica nodes on the replica list for that particular data set. 
Additionally. in one preferred embodiment. data set prop 
erties are replicated to every replica node in the enterprise. 
This means that all replica nodes in the enterprise have 
available to them the replica list for each data set which is 
being replicated across the enterprise. Each replica node in 
the enterprise therefore knows which data sets are being 
replicated across the enterprise. which replica nodes have 
copies of the data sets. and the replica state for each replica 
node on each replica list. 

If each replica node on the enterprise has available the 
replica state for the replica nodes involved in replicating 
each data set across the enterprise. then the replica state can 
be used to initiate a change from one replica state to another 
replica state. In one preferred embodiment. a system admin 
istrator does not change the replica state directly but only 
issues add or remove commands to change the replica state 
information in replica list 34 for a particular replica node. In 
FIG. 2. such a change can occur via local processing block 
38. If the administrator generates a state change event (such 
as add replica event 54 or remove replica event 56 of FIG. 
3). then the state information in replica list 34 can be 
changed by local processing block 38. If the replica state 
information in replica list 34 pertains to the local replica 
node. then replica state monitoring/update block 40 will 
recognize that a state change has occurred and will notify 
replica state processing block 44 to take appropriate action. 
If. however. the change made to the replica state pertains to 
another replica node in the enterprise. then when the data set 
properties (including replica list 34) are replicated via rep 
lication processing block 26 and received by the appropriate 
replica node. its replica state monitoring/update block will 
recognize the state change and also take appropriate action. 

Replicating data properties in this manner creates two 
fundamental advantages. First it allows each replica node to 
receive any changes made to their replica state regardless of 
where the change originates. This allows an administrator to 
perform replica administration for any replica node while 
connected to any other replica node. The second advantage 
is that by replicating data set properties. including replica 
state information. each replica node knows how to treat 
other replica nodes. For example. if a user is connected to a 
replica node which does not have a local copy of a particular 
data set that the user wishes to access. then the replica node 
can check the replica list for that data set and discover which 
replica nodes have an active copy of the data set. Access to 
the data set is thus gained indirectly. 

Such an approach provides a highly robust administration 
and information network which allows users connected to 
any replica node to quickly gain access to the information 
they desire while allowing the local replica node to handle 
the details of where to ?nd and access the desired informa 
tion. Such a scheme hides the details of the replication 
enterprise from the user and requires no knowledge on the 
part of the user other than the knowledge of which data set 



5.787.247 
19 

he or she wishes to access. There is no cumbersome hunting 
for information that resides “somewhere” out there in the 
network. 
a. Remove Replica Process 

FIGS. 3 through 6 will now be used to describe a replica 
removal process of the present invention. This process is 
designed to remove a replica while providing safeguards 
which prevent inadvertent data loss during the removal 
process. The removal of a replica in accordance with this 
process requires several steps. The steps may be summarized 
as: 

l. Initiate the replica removal process; 
2. Terminate user access to the replica; 

3. Flush unreplicated changes: 
4. Verify that the local data set contents are available at 

another replica; 
5. Remove the contents of the local data set; and 
6. Remove the replica from the replica list. 
In FIG. 3. the functions disclosed in the list above are 

broken up between delete pending state 52. delete now state 
64. and deleted state 66. In the discussion below. reference 
is sometimes made to the fact that a replica node will enter 
a particular replica state. Those skilled in the art will 
recognize that such a statement means that the particular 
data set on that particular replica node is in the designated 
replica state. Put another way. the statement means that a 
particular replica node is in the designated replica state with 
respect to the designated data set. Other data sets on the 
same replica node may be in di?’erent replica states. 

Suppose. for example. that a replica node was in the active 
state for a particular data set. In FIG. 3. the replica node 
would then be in state 52. Furthermore. the data set prop 
erties for that particular data set would have an “active” 
replica state identi?er for that particular replica node. Now 
suppose an administrator initiates a remove replica com 
mand. The local replica node. once it receives that event. 
must then make the transition for that particular data set 
from the active state to another state where the replica 
removal process is initiated. It is undesirable to jump 
directly from the active state to a state where the replica is 
deleted. As previously explained. this creates a situation 
where data loss may occur. Embodiments within the scope 
of this invention may therefore comprise means for de?ning 
at least one intermediate state between the active state and 
the deleted state where certain functions and checks are done 
to prevent inadvertent data loss. In FIG. 3. two intermediate 
states are shown. delete pending state 62 and delete new 
state 64. 
When a replica node is in active state 52 and receives a 

remove replica event. remove replica event 56 indicates that 
the replica node transitions from active state 52 to delete 
pending state 62. As previously described. this may occur 
when replica state monitoring/update block 40 of FIG. 2 
recognizes a state change for the local replica node in replica 
list 34 and passes that information to replica state processing 
block 44 of FIG. 2. When the replica node transitions to 
delete pending state 62. the replica node will perform the 
steps 2-4 listed above: terminate user access to the replica; 
?ush unreplicated changes; and verify that the local data set 
contents reside at another replica node. In addition. if the 
transition from the active state to the delete pending state 
was made locally. the replication engine must also broadcast 
the locally made change to the data set's replica list. The 
initiation of the replica removal process occurs when the 
transition to delete pending state 62 is initiated. 

FIG. 4 illustrates the processing which occurs in one 
preferred embodiment upon entering delete pending state 
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62. When delete pending state 62 is entered. the ?rst step is 
to terminate user access to the local copy of the data set 
which will be removed. This is indicated in FIG. 4 by step 
66. It is important to terminate user access when a replica is 
to be removed. This importance ?ows from two consider 
ations. The ?rst consideration is that since the local copy of 
the data object is about to be removed it would be unwise to 
allow a user to continue to make changes to the local copy 
of the data set. Since one goal of the present invention is to 
allow the removal of a local copy of a data set without data 
loss. if a user Were to continue to make changes to a data set. 
the process of the present invention would have to continu 
ally ensure that those changes were preserved so they would 
not be lost. If a user continually made changes to the data set. 
a situation may arise where the system is unable to remove 
the local copy of the data set. At some point then. user access 
to the local copy of the data set must be terminated. 
Terminating access to the local copy of the data set early in 
the process allows the orderly removal of the data set to 
occur in the shortest period of time while also providing a 
simpli?ed removal process. 
The second consideration in terminating user access flows 

from what the user will see on his or her computer screen as 
the data set is removed. Since the data set exists on the 
system to provide information needed by a user. it is 
reasonable to assume that the user will at some point access 
the information. Perhaps the user will have displayed on his 
or her computer screen a listing of data sets or data objects. 
Ifthe user was allowed to continually view the local copy of 
the data set when the data set was removed. the user would 
see the data set simply disappear from his or her computer 
screen without any explanation or indication as to what 
happened to the data set. By terminating access to the data 
set. the user will be forced to access a di?‘erent copy of the 
information on a dilferent replica node. 
As previously described. users may access a data set 

either locally or indirectly through another replica node. 
Because it is likely that copies of a particular data set only 
reside at certain locations in the network. then all access to 
that data set must be at one of the locations where a copy of 
the data set resides. If a user is connected to a replica node 
which does not have a copy of the data set. then the replica 
node will access a copy of a data set on another replica node 
in the enterprise. This creates a situation where access to a 
particular Copy of the replica node may either be locally. for 
users connected to the local replica node. or remotely. for 
users connected to other replica nodes not having a copy of 
the data set. When terminating user access to a copy of a data 
set. both types of access must be terminated. This may be 
accomplished in several ways. One way is for the local 
replica node to refuse connections to the local copy of the 
data set. Access requests from other replica nodes can then 
be returned as un?llable because access is prevented. Local 
access can be prevented in much the same way. Indirect 
access to the local replica may also be prevented by screen 
ing access requests at the remote replica node. Since the 
replica state information is preferably available at all replica 
nodes. each replica node will know when the replica at 
another replica node enters the delete pending state. Access 
requests to that replica node can then be halted. An error 
message can then be sent to users which are accessing that 
copy of the data set. The users can then close the data set and 
reopen it to establish a connection to another valid copy of 
the data set. In a preferred embodiment. access requests to 
a data set or the contents of a data set. always check the 
replica list property to see if the folder is accessible. 

Other issues exist which must be addressed when a replica 
node enters the delete pending state. The delete pending 
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state is an intermediate state which indicates that a replica 
node has initiated the process of removing its local copy of 
the data set. However. the local copy of the data set has not 
yet been removed. Furthermore. an examination of FIG. 3 
will reveal that if a replica node is in the delete pending state 
and receives an add replica command. then the replica node 
will return to the active replica state. In other words. the 
delete pending state represents a state where the replica node 
is likely to proceed and delete its local copy of the data set. 
but may also return to the active replica state. 

This creates a question as to whether continued changes 
to the local copy of the data set should be replicated to a 
replica node in the delete pending state. On the one hand if 
changes made by other replica nodes to the local copy of the 
data set are sent to a replica node in the delete pending state. 
and if the replica node uses those changes to update its local 
copy of the data set. then if the replica node proceeds to 
delete its copy of the data set entering those changes has. in 
some sense. been wasted. On the other hand. if changes 
made by other replica nodes are not sent to a replica node in 
the delete pending state. and if the replica node then returns 
to the active replica state. its local copy of the data set will 
be missing all the changes which have occurred while the 
replica node was in the delete pending state. Either way of 
treating a replica node in the delete pending state will 
probably work as long as a mechanism exists in the repli 
cation process to recover any changes which are missing 
from the local copy of the data set. Such processes are 
described in the copending Back?ll Application. previously 
incorporated herein by reference. In one preferred 
embodiment. changes made to a data set are sent to replica 
nodes in the delete pending state. In another preferred 
embodiment. changes made to a data set are not sent to a 
replica node in the delete pending state. 
The next step in the removal process is to force any 

changes which have been made to the local copy of the data 
set to be replicated via the replication process. such as 
replication processing block 26 of FIG. 2. Embodiments 
within the scope of this invention can. therefore. comprise 
means for initiating replication of changes which have been 
made but which have not yet been previously replicated. In 
FIG. 4 such means is illustrated. for example. by step 70. In 
order to ?ush any unreplicated changes to be replicated out 
to the enterprise. it may be desirable to provide a mechanism 
which causes the replication process to transmit any unrep 
licated changes. For example. in FIG. 2 such a structure is 
illustrated. by control 42 running between replica state 
processing block 44 and replication processing block 26. 
Forcing the replication of changes places those changes in 
the enterprise so they will not be lost when the local copy of 
the data set is removed. 

In order to prevent data loss during the removal process. 
embodiments within the scope of this invention can oom 
prise means for verifying that the changes which have been 
made to the local copy of the data set reside on at least one 
other replica node in the enterprise. For example. in FIG. 4 
such means is represented by step 72. Any mechanism which 
allows a local replica node to ascertain whether the infor 
mation contained in the local copy of the data set which is 
about to be removed resides somewhere on the enterprise 
can be used for such means. 

In order to verify that locally held changes reside else 
where in the enterprise. a handshaking procedure can be 
used to verify whether the local changes do. in fact. reside 
in the enterprise. Such a handshaking procedure generally 
involves the sending and receiving of one or more messages 
which allow the exchange of information necessary to make 
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the appropriate determination. In one preferred embodiment. 
the means for transmitting a message to at least one other 
replica node in order to make this determination involves 
selecting one or more replica nodes to receive the message. 
transmitting a message to the selected replica node(s) and 
then waiting for a response. The means for verifying that the 
changes which have been made locally reside on at least one 
other replica node in the network can. therefore. comprise 
means for transmitting to at least one other replica node a 
message to determine whether the local changes reside in the 
enterprise. In FIG. 2. for example. such means is illustrated 
by replica delete pending packet 46. 
The message which is transmitted is called a replica delete 

pending packet such as replica delete pending packet 46 of 
FIG. 2. The replica delete pending packet may be either a 
special type of packet or may be one of the other types of 
packets used during data replication. In one embodiment. an 
information request packet. such as those described in the 
copending Backfrll Application. previously incorporated by 
reference. is used. Areplica delete pending packet preferably 
comprises: 

Local Replica 
Node ID 

Data Set 1D Local Change Set Request W 

The local replica node ID is a name or other identifying 
information which allows other replica nodes in the enter 
prise to uniquely identify which replica node is sending the 
packet. Any form or type of ID will work as long as it 
uniquely identi?es the local replica node. In one 
embodiment. a GUID value is used for the replica node ID. 
The data set ID is any identifying information that corre 
sponds to the data set. a copy of which is to be removed from 
the local replica node. Any type of identifying information 
can be used as long as it allows other replica nodes in the 
enterprise to uniquely identify the relevant data set. In one 
embodiment. a FUID value is used for the data set ID. The 
request type is used to identify the type of request packet 
being sent and received. In the instant case. request type is 
“replica delete pending” or a value which is interpreted as a 
replica delete pending packet. This ?eld is particularly 
useful if this packet is one type of a general class of 
messages. For example. the Back?ll Application. previously 
incorporated by reference. de?nes an information request 
packet. The replica delete pending packet may be a type of 
information request packet. The local change set is the set of 
changes held by the local replica node for this data set. 
As illustrated above. replica nodes or data sets must often 

be identi?ed uniquely across the replication enterprise. Any 
type or form of name or ID may be utilized as long as the 
selected identi?er can uniquely distinguish either the replica 
node or the data set across the entire replication enterprise. 
For example. if the enterprise had synchronized clock values 
available. each 1]) could be drawn from the globally syn 
chronized clock or have the globally synchronized clock 
value as part of the ID. As another example. one of the nodes 
in the enterprise could be responsible for issuing ID values 
to all other nodes. Other methods could be developed. and 
any method which generates unique IDs fitting the speci?ed 
criteria will work. All that is required is the ability to 
distinguish local replica nodes or data sets uniquely among 
the enterprise. 

In one preferred embodiment. IDs for date sets are gen 
erated by concatenating a unique replica node ID value with 
a counter value that is incremented every time an ID value 
is assigned. The unique replica node ID portion is sometimes 
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referred to as a Globally Unique ID (GUID). The GUID 
value is typically generated through a process that is some 
what lengthy and may have various components which help 
to form the GUID. Such components can include a system 
time value. a clock sequence or counter value. a network 
address value. and so forth. In the case of the replica node 
11) value described above. one preferred embodiment uti 
lizes a GUID for the local replica node ID. Further details of 
one way to generate GUID values are contained in the 
copending Store and Forward Application. previously incor 
porated herein by reference. 

In some cases. perhaps for data set [D values. it may be 
desirable to concatenate a local counter value with a GUID 
value to create the resultant ID value. Such a local counter 
value could be incremented every time an ID value was 
assigned by a particular replica node. This type of ID is 
sometimes referred to as a Fast Unique ID (FUID). Thus. 
when a data set is created on a replica node by a user. then 
a data set ID could be assigned to that data set by creating 
a FUID by concatenating a local counter value with the 
replica node ID for that replica node. This data set ID could 
then be replicated among all other replica nodes and would 
uniquely identify the data set. Such a scheme has many 
advantages and creates a simpli?ed method of rapidly cre 
ating ID values which are unique across the enterprise. 
FUID values can be rapidly created because a counter only 
needs to be incremented to achieve the next unique 1]) value. 
FUID values are unique across the replication enterprise 
because the replica node ID is unique across the enterprise 
and because the counter value is incremented every time an 
ID value is assigned. Thus. the same ID value will never by 
used twice. Further details of this method can also be found 
in the copending Store and Forward Application. previously 
incorporated by reference. 

In one preferred embodiment the replica delete pending 
packet also comprises the local change set. As discussed 
previously. the local change set contains information which 
allows other replica nodes in the enterprise to determine the 
changes contained in the local copy of the data set. When a 
replica node receives a replica delete pending packet. the 
replica node compares the change set contained in the 
replica delete pending packet to its own local change set. 
This comparison will reveal whether the local change set 
contains at least the changes in the change set of the replica 
delete pending packet. In one preferred embodiment. a 
replica node receiving a replica delete pending packet will 
respond if the local change set contains at least the changes 
in the change set received in the replica delete pending 
packet. When the replica node that is deleting its local copy 
of the data set receives such an acknowledgement. it will 
know that it can safely delete its local copy of the data set. 

In FIG. 2. the packet which is sent in response to areplica 
delete pending packet is illustrated by veri?cation packet 48. 
As in the case of replica delete pending packet 46. veri? 
cation packet 48 may be a special type of packet or may be 
a type of a general class of packets. For example. the 
copending Back?ll Application describes an information 
packet. This information packet contains. among other 
things. the change set of the replica node sending the 
information packet. Veri?cation packet 48 of FIG. 2 may be 
implemented using an information packet like the informa 
tion packets described in the copending Back?ll Applica 
tion. Any type of packet will work as long as the replica node 
receiving the veri?cation packet: can identify that the veri 
?cation is in response to the replica delete pending packet or 
if the veri?cation packet has su?icient information to allow 
the local replica node to ascertain that the changes held 
vocally reside on one or more other replica nodes in the 
enterprise. 
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For certain implementations of replication processing 

block 26 of FIG. 2. special consideration must be given to 
the handshaking process. For example. certain replication 
processes implement the concept of time-based expiration of 
data. Time-based expiration of data refers to deleting data 
that is older than a speci?ed time. One area where time 
based expiration of data may be useful is in the area of 
Email messages. The utility of E-mail messages typically 
declines with increasing age. Messages that are several 
months old are typically of no further use to their intended 
recipient. In order to eliminate data which is not useful as it 
ages. time-based expiration may be used. When a given data 
object is older than a set time. as for example two weeks. the 
data object is deleted automatically. In a replication 
environment. time-based expiration results in a situation 
where changes older than a certain time are deleted from a 
replica node. Because an enterprise comprises many differ 
ent replica nodes. each replica node may expire data at a 
dilferent time. For example. one replica node may delete all 
data older than one week. Another replica node may delete 
all data older than six months. Still another replica node may 
never delete old data. In such an enterprise. if the replica 
node which never expired data wanted to delete its local 
copy of a data set. it would send a replica delete pending 
packet to the other replica nodes in the enterprise. 
A question then exists as to whether a replica node that 

once held changes but has now expired and deleted them 
should respond to a replica delete pending packet requesting 
veri?cation that the changes which have expired exist in the 
network. On the one hand. if a replica node that once held 
the changes but which has now expired and deleted them 
responds to a replica delete pending packet. a situation may 
arise where the changes which are deleted do not in fact 
reside in the enterprise. On the other hand. if replica nodes 
which have once held changes but have now expired and 
deleted them do not respond to a replica delete pending 
packet. a situation may arise where a replica node wishing 
to delete its local copy of the data set may never be able to 
verify that the changes exist in the enterprise. This situation 
represents a design choice in the implementation of the 
veri?cation process and each choice has its own advantages 
and disadvantages. Either way of implementing the veri? 
cation process in the face of expired data will work. but each 
will have different consequences in the operation of the 
replication enterprise. In one embodiment of the present 
invention. replica nodes will respond if they once held the 
changes in the replica delete pending packet even though 
those changes have now expired and have been deleted. 
Other embodiments of the present invention may implement 
a handshaking procedure where only those replica nodes 
which currently have the changes will respond. 

In order to maximize the probability of receiving a 
response to a replica delete pending packet. it is preferred 
that replica nodes receiving a replica delete pending packet 
treat such a packet as a high priority request and respond to 
such requests in a relatively short period of time. 

Although the preceding section has described a veri?ca 
tion process wherein the replica node which is about to 
delete a local copy of a data set sends a packet requesting 
other replica nodes to respond if they have at least the 
information that is about to be deleted. other handshalcing 
methodologies which verify that the information that is 
about to be deleted resides on the enterprise can be utilized 
For example. a veri?cation process where a replica node 
responds to a request if the replica node has at least the 
information that is about to be deleted can. under certain 
circumstances. fail to detect that the data that is about to be 
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deleted collectively resides in the enterprise. For example. 
consider replica node A where the local copy of the data set 
has changes 1. 2. and 3. Now consider replica node B that 
has changes 1 and 2 and replica node C that has changes 2 
and 3. In such a situation. if A was about to delete its local 
copy of the data set. it would send a replica delete pending 
packet to replica nodes B and C. Replica nodes B and C 
would respond if they had at least the changes held by 
replica node A. In this example. neither replica node B nor 
C will respond since replica node B does not have change 3 
and replica node C does not have change 1. In actuality. 
however. all the necessary changes do. in fact. reside on the 
enterprise. 

In order to detect such a situation. a veri?cation process 
could be developed in which replica nodes B and C send 
their change sets to replica node Arather than the other way 
around. In such a veri?cation process the replica node that 
is about to delete its local copy of the data set could send 
request packets to various replica nodes throughout the 
enterprise. These replica nodes would then respond with 
their own local change set. The replica node which is about 
to delete its local copy of the data set can then determine 
whether the relevant changes collectively reside on the 
enterprise. Such a scheme will likely generate more message 
tra?ic on the network than a method where replica nodes 
respond if they have at least the changes which are to be 
deleted. However. this example illustrates that a wide variety 
of veri?cation processes can be developed that have suf? 
cient capability to be utilized with the present invention. 
The above situation could also be resolved by including a 

data recovery component. such as that described in the 
copending Back?ll Application. Such a backflll mechanism 
will allow nodes B and C to synchronize their changes so 
that each has a complete set of changes. Either B or C could 
then respond to node A so that node A could then delete its 
local copy of the data set. 

Returning now to FIG. 4. decision block 74 tests whether 
the changes which form the basis for the local copy of the 
data set resides in the enterprise. If the changes do not reside 
in the enterprise. then step 76 indicates that appropriate 
action should be taken. The question becomes what appro 
priate action should be taken. Step 76 is reached if the local 
replica node cannot verify that the changes that reside 
locally also reside on the enterprise. In this situation. fotn' 
basic options are available. 
The ?rst option which is available is to take no action at 

all. If this option is chosen. little adverse effects are incurred 
and data loss is prevented. When a replica node is in the 
replica delete pending state. all user access to the local copy 
of the data set has been terminated. Thus. no user can access 
or utilized the data in the local copy of the data set. In fact. 
as previously described. no other replica nodes will try and 
access the local copy of the data set and so. for all intents and 
purposes. such a data set is effectively placed beyond reach. 
It is apparent. however. that the ?nal step of removing the 
local copy of the data set has not yet been completed. So. if 
no action is taken. then the primary adverse effect is that the 
disk space occupied by the local copy of the data set has not 
been reclaimed. Obviously. if data sets are rather large. then 
disk space could be eaten up fairly quickly if it is not 
reclaimed. Furthermore. if the selected implementation con 
tinues to replicate data to data sets in the delete pending 
state. the amount of disk space used can increase over time. 
On the other hands the data still physically resides on the 
replica node and can be recovered if desired. 
A second option would be to automatically force the 

replica node back to an active replica state. This would place 
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the data back into use and allow users to access the local 
copy of the data set. Although this option has the bene?t of 
preventing data loss. it may also frustrate the intent of an 
administrator who desires to remove the local copy of the 
data set from the replica node. 

Rather than automatically forcing the replica node back to 
an active state. another option is to automatically force the 
replica node into the delete now replica state. As explained 
below. in the delete now replica state the local copy of the 
data set is deleted. Thus. forcing a replica node into the 
delete now state would create a risk of inadvertent data loss. 
On the other hand. it would guarantee that all disk space 
occupied by the local copy of the data set will be reclaimed. 
A ?nal option would be to notify the administrator that the 

replica node was unable to verify that its changes reside in 
the enterprise. An administrator could then examine the 
situation and make a determination what should be done. In 
such a situation. the administrator may choose to do nothing. 
force the replica node into the active state. or force the 
replica node into the delete now state. Referring to FIG. 3. 
the state diagram indicates that from delete pending state 62 
if an add replica event is received. the replica node would 
transition into active replica state 52. This is indicated in 
FIG. 3 by add replica event 54. If. however. a remove replica 
command is received. then remove replica event 56 indicates 
that the transition would be from delete pending state 62 to 
delete now state 64. 

In the above. option 1 (do nothing) and option 4 (notify 
the administrator) are identical except for the noti?cation of 
an administrator. In either case. nothing is done with the data 
set until further direction is received. In one case. an 
administrator is left to discover that the replica node is 
perpetually in the delete pending state while in the other 
option the administrator is noti?ed that the replica node is 
perpetually in the delete pending state. Any of the above four 
options can be utilized with the present invention and which 
option is chosen is a design choice. When making such a 
design choice. however. careful consideration should be 
given to the e?ects of each of the above choices. 

There are situations and times where it is desirable to 
allow an administrator to bypass the safeguards put in place 
by the present invention. as for example if a replica node 
becomes stuckin delete pending state 62 of FIG. 3. Embodi 
ments within the scope of this invention can. therefore. 
comprise means for bypassing the veri?cation process so 
that the local copy of the data set can be deleted without 
verifying that the changes reside on at least one other replica 
node. In FIG. 3. such means is indicated by remove replica 
event 56. As previously described. an administrator can 
issue a command to generate a remove replica event. If such 
an event is received while the replica node is in delete 
pending state 62 of FIG. 3. then remove replica event 56 
indicates that the replica node would transition from delete 
pending state 62 to delete now state 64. Although not shown 
explicitly in FIG. 4. if a remove replica event is received. 
then processing is suspended and the delete now state is 
entered. Arernove replica event would cause the replica state 
in replica list 34 of FIG. 2 to change to “delete now“ (in 
accordance with FIG. 3). Replica state monitoring/update 
block 40 could then inform replica state processing block 44 
of the state change. Replica state processing block 44 can 
then perform the relevant processing. 
As indicated in FIG. 3. delete pending state 62 may also 

be exited and delete now state 64 entered when the changes 
are veri?ed. This is indicated in FIG. 3 by changes veri?ed 
event 58. Returning now to FIG. 4. if the changes in the local 
copy of the data set reside elsewhere in the enterprise. 














