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APPARATUS AND lVIETHOD FOR 
REDUNDANT WRITE REMOVAL 

FIELD OF THE INVENTION 

The present invention relates to data storage in computer 
networks. and more speci?cally to a method and apparatus 
for combining writes and avoiding redundant writes when 
?ushing cached data across a network. 

TECHNICAL BACKGROUND OF THE 
INVENTION 

On a typical computer. the central processor is separated 
from a non-volatile data storage medium by a bus. network. 
or other communication channel. For instance. in many 
networks modi?ed data must be transferred across a network 
link before it can be written on non-volatile storage such as 
a hard disk. 

Personal computers and workstations are often linked in 
a computer network to promote the sharing of data. appli 
cation programs. ?les. and other resources. Sharing is 
accomplished with the use of a network “server." The server 
is a processing unit dedicated to managing centralized 
resources. managing data. and sharing resources with the 
personal computers and workstations. which are referred to 
as “clients" of the server. 

Unfortunately. communicating over a network can be 
time-consuming. In many client/server networks. the clients. 
the server. or both therefore retain copies of information in 
a local “cache" that is readily accessed. Cache memory is 
divided into regions known as “cache blocks.” Blocks that 
have been written to but not yet copied to non-volatile 
storage are called “dirty” blocks. 
A drawback of conventional systems is their performance 

of redundant write operations. In some cases. entire blocks 
are written across the network even though only a portion of 
the block was overwritten in cache. Thus. much “clean” data 
is unnecessarily transferred through one or more communi 
cation channels to the server’s hard disk. Moreover. con 
ventional systems assume that the data values stored in a 
cache block are changed whenever data is written to that 
cache block. In fact. the previously cached values do not 
always differ from the values written over them. As a result. 
the same data may be sent through the communication 
channel twice during consecutive writes. to be stored again 
at the same location on the server‘s disk. Such transfers add 
to network congestion without preserving new data. 

Another drawback of conventional systems is their inef 
?cient use of available network bandwidth. The relationship 
between network packet size. current round trip time. and 
numerous other factors varies with time. Under some con 
ditions it is more efficient to send one large packet contain 
ing dirty data. and under other conditions it is more e?icient 
to send two separate smaller packets. Conventional systems 
for ?ushing cached data to a server do not adequately re?ect 
these factors. 

Thus. it would be an advancement in the art to provide an 
apparatus and method for decreasing the quantity of redun 
dant write operations in a computer network. 

It would also be an advancement to provide such an 
apparatus and method which dynamically adjust to changing 
network conditions to use one larger packet or two smaller 
packets. as appropriate. 

Such an apparatus and method for redundant write 
removal are disclosed and claimed herein. 

BRIEF SUMMARY OF THE INVENTION 

The present invention provides an apparatus and method 
for selecting cached data to write across a computer network 
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2 
from a client to a server. The client includes a client data 
cache. which may be either a conventional cache or a cache 
according to the ’9l9 application. One method includes the 
computer-implemented step of determining a Write-bridge 
size. in a manner set forth after use of the write-bridge is 
described. 

Additional steps locate ?rst and second dirty regions in 
the client data cache. The dirty regions are separated from 
one another by a clean region of a determinable size. The 
dirty regions may be de?ned in alternative ways according 
to the present invention. Under one de?nition. a byte of 
cache is dirty if it was overwritten after the most recent 
?ushing of data stored at that location. Under an alternative 
definition. the byte is dirty only if it has been thus. over 
written and if the new data differs in value from the data that 
was overwritten. 

Based on the write-bridge size and the size of the clean 
region. a write region containing cached data is selected and 
“flushed” or written across the network from the client to the 
server. The selected write region includes the clean region 
and both dirty regions when the write-bridge size exceeds 
the size of the clean region. Otherwise the write region 
includes one of the dirty regions. and a second write region 
including the other dirty region is subsequently ?ushed. 
The write-bridge size may be determined in various ways 

according to the present invention. For instance. the write 
bridge may be set to twice an overhead message size; set to 
a largest single message size if packet round trip time is 
excessive; set to a predetermined minimum if throughput is 
low; set to the minimum of the largest message size and the 
cache block size; set to the largest message size less the sum 
of the sizes of two previously located dirty regions; or set to 
the product of throughput and round trip time. 

According to some methods of the present invention. the 
decision whether to combine dirty regions in one write or to 
send them separately in two writes is based on conditions 
which involve one or more of the following: the largest 
single message size. the respective sizes of the dirty regions. 
the size of the clean region between the dirty regions. the 
throughput of the communication channel in bytes per 
second. and the round trip time in seconds. 

Because the invention tends to limit writes to those that 
contain only dirty data. redundant writes are reduced or 
eliminated. However. the invention balances the goals of 
avoiding network congestion. updating the cache promptly. 
and utilizing available network bandwidth to re?ect the 
inherent characteristics and current conditions of the cache 
and the network. 
The features and advantages of the present invention will 

become more fully apparent through the following descrip 
tion and appended claims taken in conjunction with the 
accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

To illustrate the manner in which the advantages and 
features of the invention are obtained. a more particular 
description of the invention summarized above will be 
rendered by reference to the appended drawings. Under 
standing that these drawings only provide selected embodi 
ments of the invention and are not therefore to be considered 
limiting of its scope. the invention will be described and 
explained with additional speci?city and detail through the 
use of the accompanying drawings in which: 

FIG. 1 is a schematic illustration of a computer network 
FIG. 2 is a diagram illustrating embodiments of a client 

computer and a server computer in the computer network 
according to the present invention. 
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FIG. 3 is a diagram illustrating a cache block containing 
some text. 

FIG. 4 is a diagram illustrating text that will overwrite a 
portion of the cache block shown in FIG. 3. 

FIG. 5 is a diagram illustrating the cache block of FIG. 3 
after entry of the text shown in FIG. 4. 

FIG. 6 is a diagram illustrating additional text that will 
overwrite a portion of the cache block shown in FIG. 5. 

FIG. 7 is a diagram illustrating the cache block of FIG. 5 
after entry of the text shown in FIG. 6 and indicating a gap 
between two dirty regions. 

FIG. 8 is a diagram illustrating the cache block of FIG. 7 
after a ?rst dirty region is ?ushed. 

FIG. 9 is a diagram illustrating the cache block of FIG. 7 
after two dirty regions are combined to form one larger dirty 
region. 

FIG. 10 is a diagram illustrating the result of ?ushing all 
dirty regions from the cache block of FIG. 7. 

FIG. 11 is a diagram illustrating the method of ?ushing 
regions. 

FIG. 12 is a diagram illustrating the method of setting 
ridge size. 

FIG. 13 is a diagram illustrating the alternative method of 
?ushing regions. 

DETAILED DESCRIPTION OF THE 
PREFERRED ENIBODIMENTS 

Reference is now made to the ?gures wherein like parts 
are referred to by like numerals. The present invention 
relates to a method and apparatus for removing redundant 
writes from the operations performed in a computer net 
work. One of the many networks suited for use with the 
present invention is indicated generally at 10 in FIG. 1. In 
one embodiment. the network 10 includes Novell NetWare® 
software. version 4.x (NetWare is a registered trademark of 
Novell. Inc). The illustrated network 10 includes several 
connected local networks 12. Each local network 12 
includes a file server 14 connected by signal lines 16 to one 
or more clients 18 such as personal computers and work 
stations. A printer 20 and an array of disks 2 are also 
attached to the network 10. Although a particular network 10 
is shown. those of skill in the art will recognize that the 
present invention is also useful in a variety of other net 
works. 
One server 14 and one client 18 are further illustrated in 

FIG. 2. The server 14 includes a network port 28 which 
allows the server 14 to read packets from. and write packets 
to. the signal line 16 that carries packets between the server 
14 and the client 18. The network port 28 includes hardware 
and software familiar to those in the art. and the packets are 
organized. transmitted. and interpreted in a manner that is 
readily determined by those of sldll in the art. 
The server 14 also includes a server memory 30 such as 

a random access memory (“RAM”). The server memory 30 
is one example of a “data store." also Imown as a “computer 
readable medium.” Other familiar data stores include. with 
out limitation. magnetic hard disks. magnetic ?oppy disks. 
optical disks. CD-ROM disks. and magnetic tape. Each such 
data store includes a substrate such as a magnetic material 
which is capable of storing data in physical form. According 
to the present invention. the substrate of the server memory 
30 is given a speci?c physical con?guration that causes the 
server 14 to operate in the manner taught herein. A ?rst 
portion of the server memory 30 stores a server operating 
system 32. The server operating system 32 includes familiar 
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4 
operating system capabilities that are supplemented. 
modi?ed. and/or replaced in a manner readily determined by 
those of skill in the art by the redundant write removal 
capabilities of the present invention. 
A second portion of the server memory 30 stores a server 

cache 34. The server 14 also includes a central processing 
unit (“CPU”) 36 and a non-volatile store 38. The non 
volatile store 38 includes a controller 40 which is in control 
signal communication with the CPU 36 and in data transfer 
communication with the server cache 34. Thus. the CPU 36 
is capable of sending read and write requests to the control 
ler 40. 

With continued reference to FIG. 2. the client 18 includes 
a network port 44. a CPU 46. and a client memory 48. Each 
of the CPUs 36. 46 must be capable of being controlled by 
software in a manner that makes the computers 14. 18 
operate according to the present invention. Illustrative 
embodiments of suitable controlling software written in the 
C programming language are provided in the ’S63 applica— 
tion and the ’9l9 application. 

In one embodiment. the client memory 48 includes RAM 
which is con?gured in three portions to control operation of 
the client computer 18. A ?rst portion of the client memory 
48 stores an application program 50 such as a word proces' 
sors or spreadsheets. A second portion of the client memory 
48 stores a client operating system 52 which includes 
familiar operating system capabilities supplemented. 
modi?ed. and/or replaced by the redundant write removal 
capabilities of the present invention. A third portion of the 
client memory 48 stores a client cache 54. 

FIGS. 3 through 10 illustrate operation of the present 
invention. FIG. 3 shows a server cache data block 60. 
Although the present invention is illustrated in reducing 
write operations from the client 18 to the server 14. the 
invention may also be used to reduce redundant writes from 
the server 14 to the client 18 or redundant writes between 
different clients 18. as in a peer-to-peer network. 
Accordingly. the server cache data block 60 will be referred 
to hereafter simply as cache block 60. Likewise. the present 
invention is illustrated using English text in the cache block 
60. but the invention may also-be used to reduce redundant 
writes of numeric or other types of data. 

FIG. 4 shows a ?rst region 62 of text that will overwrite 
a portion of the cache block 60 shown in FIG. 3. To promote 
clarity of illustration. the region 62 is aligned in the draw 
ings with the portion of the cache block 60 that will be 
overwritten. in practice. the region 62 is typically in a 
portion of the client memory 48 (FIG. 2) that is allocated to 
the application 50 or operating system 52 code that gener 
ated the data in the region 62. 

FIG. 5 shows the cache block 60 after entry of the textual 
data in the region 62. The overwritten portion of the cache 
block 60 is de?ned by two boundaries 64. 66. The bound 
aries may be implemented as pointer or array index vari 
ables. In one embodiment. the boundary 64 is a variable 
named “DirtyStart" and the boundary 66 is a variable named 
“DirtyEnd". Those of skill in the art will appreciate that 
DirtyStart can point to the ?rst dirty byte (holding the “p”). 
to the last clean byte (holding the “m”). or even to some 
other byte. provided only that the relationship between the 
value of DirtyStart and the ?rst dirty byte is stable and 
understood and that suitable measures are taken to accom 
modate the boundaries of the cache block 60. Similar 
considerations apply to DirtyEnd. 

FIG. 6 shows a second region 68 of text that will 
overwrite another portion of the cache block 60. The 
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remarks made above in connection with clarity of illustra 
tion in FIG. 4 also apply here. 

FIG. 7 shows the cache block 60 after entry of the textual 
data in the second region 68. A gap 70 is thus de?ned 
between the two dirty regions 62 and 68. As explained 
hereafter. the size of the gap 70 is used according to the 
present invention to determine whether the regions 62 and 
68 should be ?ushed to the server 14 (FIG. 2) separately or 
together. 
The second region 68 is de?ned by two boundaries 72. 74. 

Like the boundaries 64. 66 of the ?rst region 62. the 
boundaries 72. 74 of the second region 68 may be imple 
mented as pointer or array index variables and may point to 
the ?rst dirty byte. to the last clean byte. or to some other 
byte. so long as the relationship between their values and the 
region 68 is stable and clear. In one embodiment. the 
boundary 72 is a variable named “NewDirtyStart” and the 
boundary 66 is a variable named “NewDirtyEnd”. : 

FIGS. 8 and 9 illustrate alternative steps which are taken 
depending on the size of the gap 70 (FIG. 7). If the gap 70 
is too large. it is more e?icient to ?ush the regions 62 and 68 
separately. FIG. 8 shows the cache block 60 after the ?rst 
region 62 (FIG. 7) has been ?ushed. However. if the gap 70 
is small enough. it is more e?icient to combine the regions 
62 and 68 into one larger dirty region as shown in FIG. 9. 
The combined region 80 is de?ned by a left boundary 82 that 
coincides with the leftmost boundary 64 of the ?rst region 62 
and a right boundary 84 that coincides with the rightmost 
boundary 74 of the second region 68. Like the other bound 
aries 64. 66. 72. and 74. the boundaries 82. 84 of the 
combined region 80 may be implemented in various ways as 
pointer or array index variables. 

FIG. 10 shows the cache block 60 after all dirty regions 
are ?ushed. Depending on the size of the gap 70. one ?ushes 
the dirty regions 62 and 68 of FIG. 7 one at a time in separate 
write operations as illustrated in FIG. 8. or else one com 
bines the two regions 62. 68 with the gap 70 to form a larger 
region 80 which is ?ushed in a single write operation. 

Although the invention is illustrated in FIGS. 3-10 with 
two dirty regions that each lie within the same cache block. 
those of skill in the art will readily appreciate that the present 
invention also addresses similar situations in which two 
dirty regions lie partly or entirely within different cache 
blocks. However. the cache blocks involved must be con 
tiguous; the highest address of one cache block must be 
adjacent the lowest address of the next. The gap between 
dirty regions may span one or more cache blocks. as may the 
dirty regions themselves. 

FIGS. 11-13 further illustrate methods of the present 
invention generally. as well as particular steps for evaluating 
the size of a gap such as the gap 70 to determine whether 
dirty regions should be combined for one ?ush operation or 
?ushed separately. The method shown in FIG. 11 includes a 
bridge size-determining step 90. During the step 90. the size 
of a write-bridge is determined. The write-bridge is so 
named because the decision between ?ushing the two dirty 
reg'ons 62. 68 separately and ?ushing the single combiner 
dirty region 80 depends on whether the value determined 
during this step 90 bridges the gap 70. Steps for determining 
the write-bridge size. which are shown in FIG. 12. are 
discussed below. 

FIG. 11 also shows a ?rst region-locating step 92 and a 
second region-locating step 94. The step 92 includes locat 
ing the boundaries of a ?rst dirty region such as the region 
62 and setting boundary variables appropriately. such as in 
FIG. 5. The step 94 similarly includes locating the bound 

6 
aries of a second dirty region such as the region 68 and 
setting boundary variables appropriately. such as in FIG. 8. 
In an alternative embodiment the steps 92 and 94 are 
performed in the opposite order. 

5 During a gap size-determining step 96. the size of the 
clean region located between the dirty regions thus located 
is determined. This determination depends on the imple 
mentation used to set values for the boundary variables. as 
discussed in connection with FIGS. 5 and 7. but consists 
essentially of subtracting the value indicated by boundary 66 
from that indicated by boundary 72. 

During a subsequent comparing step 98. the write-bridge 
size determined during step 90 is compared with the gap size 
determined during step 96. If the write-bridge is larger. it 
spans the gap and the regions are combined with the 
intervening clean region. as illustrated in FIG. 9. and then 
?ushed during a combining step 100 and a ?ushing step 102. 
Otherwise. the two regions are ?ushed separately during two 
steps 104. 106. and the intervening clean region is not 

, ?ushed. FIG. 8 shows an example of the cache block 60 after 
the ?rst ?ushing step 104 and before the second ?ushing step 
106. 
A variety of methods for carrying out the write-bridge 

size-determining step 90 are illustrated in FIG. 12. One 
method includes an overhead message size-determining step 
110 followed by a magnifying bridge size setting step 112. 
The step 110 determines an overhead message size for the 
network 10 (FIG. 1). The overhead message size is the total 
size of all headers in the various protocols or network layers 
used to build a message. During the step 112. the write 
bridge is set to the overhead message size magni?ed by a 
factor. The presently preferred factor is 2.0. but other 
suitable factors will be readily determined by those of skill 
in the art. 
An alternative method for determining the write-bridge 

size includes a threshold-setting step 114. a throughput 
measuring step 116. a comparing step 118. and a test-and-set 
step 120. Suitable throughput thresholds representing a 
lightly loaded network can be readily determined by those of 
skill in the art during the step 114 by looking at past 
performance of the network 10 and by iteratively repeating 
steps 90-106 and 114-120 with different threshold values. 
The throughput-measuring step 116 may be omitted if 

network throughput is already know. Otherwise. throughput 
is measured by timing the transmission and receipt of a small 
message that is also echoed back. This measured time is 
divided into the difference in size of the two messages to 
produce a value representing throughput in bytes per second. 
The data in the echo message should be su?iciently random 
that network routers to prevent network routers from com 
pressing the message. as that will give a false measure of the 
actual throughput. 
The result of the threshold-setting step 114 is compared to 

the measured throughput during the comparing step 118 and 
acted upon during the test-and-set step 120. If the measured 
throughput is below the threshold. the write-bridge size is set 
to a prede?ned minimum value. This has the elfect of 
favoring two separate region ?ushes over a single combined 
region ?ush because the write-bridge will tend not to span 
the gap 70 (FIG. 7). This increases the number of write 
operations but reduces the transfer of data that has already 
been ?ushed. 

Ifthe measured throughput is not below the threshold. the 
write-bridge size remains unchanged. The method of steps 
114-120 can thus be used in combination with the method 
of steps 110-112. Indeed. the several methods illustrated in 
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FIG. 12 are not mutually exclusive but may be combined for 
use at different times and/or in different communication 
channels within the same network 10. 

Other alternative methods each include a LMS determin 
ing step 122. One alternative also includes a LMS-based 
setting step 124. A second alternative also includes a cache 
block sizing step 126 and a compare-and-sct step 128. A 
third alternative also includes a reduced LMS-based setting 
step 130. 
The LMS. or largest message size. of the network 10 

(FIG. 1) is determined during the step 122 by considering a 
combination of the transport protocol and the network and 
datalink layers of the network 10. as viewed according to the 
OSI (Open Systems Interconnection) Reference Model. The 
IMS represents the actual amount of data that can be sent 
with a message and does not include the headers prepended 
or appended by the various protocols and layers. To put it 
another way. the LMS represents the amount of data that can 
be sent without waiting for an acknowledgement response 
packet. 

With regard to the cache block sizing step 126. the cache 
block size is typically set by the network operating system 
52 (FIG. 2) but may be con?gurable in some embodiments 
according to the present invention. The cache block size is 
normally a power of two so that calculations using the size 
can be performed using shift instructions instead of more 
expensive general-purpose multiply and divide instructions. 
Cache block sizes are optimal when their size is an integer 
multiple of the size of the physical medium’s controller 
block size. For instance. disk sectors are often 512 bytes. so 
one suitable cache block size is eight times that. or 4096 
byes. The smaller the cache block. the greater the chance of 
removing redundant write data because the clean region 
between two dirty regions is more likely to ?ll a cache block. 
The larger the cache block. the less overhead is needed for 
large sets of data. 

FIG. 13 illustrates an alternative method of the present 
invention. The alternative method comprises the LMS deter 
mining step 122 (FIG. 12). the region-locating steps 92 and 
94 (FIG. 11) and the gap size-determining step 96 (FIG. 11). 
A throughput-determining step 140 determines the current 
channel throughput (“BPS”). either by referencing a value 
placed in memory by a system administrator or by measur 
ing the throughput as described above in connection with the 
step 116. 
A round trip time measuring step 142 determines the 

round trip time. The round trip time (“KIT”) of the com 
munication channel is determined by timing the transmis 
sion and receipt of a small message that is echoed back. 
An additional determining step 144 determines additional 

quantities as follows. A quantity “MT1" is the size in bytes 
of the ?rst dirty region (“WD1") divided by the BPS plus 
RI'I‘. A quantity “MTZ” is the size in bytes of the second 
dirty region (“WD2") divided by the BPS plus RTI‘. A 
quantity “M'IT” is MT1 plus MT2. Finally. a quantity “MS” 
is the sum of WDl. WD2. and the size in bytes of the 
intervening clean region (“GAP”). divided by BPS. plus 
KIT. 
A condition selecting step 146 selects a test condition 

which depends on one or more of the following: WDI. 
WDZ. GAP. LMS. BPS. KIT. MS. and MIT. A “WDl 
WDZ-GAP-LMS condition” holds if WDl plus WD2 plus 
GAP exceeds LMS. An ‘MS-MIT condition” holds if MS 
is less than or equal to MIT. 
The step 146 may also select a combination of such 

conditions and combine them to form a single more struc 
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tured condition. For instance. one combined condition com 
prises the WDl-WDZ-GAP-LMS condition followed by the 
MS-MTT condition if the WDl-WDZ-GAP-LMS condition 
does not hold. 
A testing step 148 tests the condition selected during the 

step 146. Ifthe condition holds. then the combining step 100 
and the ?ushing step 102 are performed. Otherwise. the 
separate ?ushing steps 104 and 106 are performed. 
The steps 122. 92-96. and 140-144 may be performed in 

other orders than those illustrated in FIG. 13. and steps 
which produce values not needed by the condition selected 
during the step 146 may be omitted. The methods illustrated 
in FIG. 13 may also be combined with those illustrated in 
FIGS. 11 and 12. For example. one approach sets the 
write-bridge size to twice the overhead message size; if the 
round trip time exceeds a predetermined value. the write 
bridge size is then reset to the largest message size. 

Several observations may be made about the write-bridge 
size and other values discussed above. First. larger message 
sizes indicate larger write-bridge sizes. because more data 
can ?t before an acknowledgement packet ?om the server 
14 (FIG. 1) is needed. Second. larger message sizes indicate 
larger write-bridge sizes. because it becomes more expen 
sive to send two separate messages. Third. higher through 
put indicates a larger write-bridge size. because more data 
can ?t in a single request in a given time compared to the 
round trip time. Fourth. larger round trip times indicate 
larger write-bridge sizes. again because more data can ?t in 
a single request in a given time compared to the round trip 
time. 

Because determining the write-bridge size may involve 
echoing a large message. the step 90 (FIG. 11) should not be 
performed at connect time. Doing so would slow down the 
initial connection if the network 10 (FIG. 1) includes slow 
telephone line or satellite connections. Instead. the ?rst large 
message request should be made as part of a normal request. 
such as a read request. If the write-bridge size is needed 
earlier. it may be initially set to the maximum packet size 
minus the size of the ?rst write data minus the size of the 
second write data; if this is less than zero. the dirty regions 
are sent separately. 

In summary. the present invention removes at least a 
portion of the redundant write operations that would other 
wise occur in a computer network. Writes are considered 
redundant if they include byte values that have already been 
?ushed from the client to the server. Redundancy is detected 
either by noting the boundaries of incoming regions or by 
comparing previous and newly overwritten byte values to 
detect differences. Redundancy is removed by ?ushing only 
the dirty regions in a cache block instead of sending the 
entire cache block. 
Redundancy removal is selective. not arbitrary. The cur 

rent conditions of the network. such as throughput and round 
trip time. as well as the underlying characteristics of the 
network. such as the largest message size. message 
overhead. and cache block size. are considered together with 
the size and location of speci?c dirty regions to determine 
whether it is more e?icient to flush the dirty regions sepa 
rately or to combine them with the intervening clean region 
and perform only one write. 

Although particular apparatus and article embodiments of 
the present invention are expressly illustrated and described 
herein. it will be appreciated that additional and alternative 
apparatus and article embodiments may be formed accord 
ing to methods of the present invention. Similarly. although 
particular method steps of the present invention are 
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expressly described. those of skill in the art may readily 
determine additional and alternative steps in accordance 
with the apparatus and articles of the present invention. 
Unless otherwise expressly indicated. the description herein 
of methods of the present invention therefore extends to 
corresponding apparatus and articles. and the description of 
apparatus and articles of the present invention extends 
likewise to corresponding methods. 

Section headings herein are for convenience only. The 
material under a given section heading is not necessarily the 
only material herein on that topic. nor is it necessarily 
limited only to material on that topic. 
The invention may be embodied in other speci?c forms 

without departing from its essential characteristics. The 
described embodiments are to be considered in all respects 
only as illustrative and not restrictive. Any explanations 
provided herein of the scienti?c principles employed in the 
present invention are illustrative only. The scope of the 
invention is. therefore. indicated by the appended claims 
rather than by the foregoing description. All changes which 
come within the meaning and range of equivalency of the 
claims are to be embraced within their scope. 
What is claimed and desired to be secured by patent is: 
1. A method for selecting cached data to write across a 

computer network from a client to a server. the client 
including a client data cache. said method comprising the 
computer-implemented steps of: 

determining a write-bridge size; 
locating a ?rst dirty region in the client data cache; 
locating a second dirty region in the client data cache. the 

?rst dirty region and the second dirty region being 
separated by a clean region. the clean region de?ning a 
region separation size; and 

selecting a write region containing cached data to write 
across the network from the client to the server. the 
write region including the clean region and both dirty 
regions if the write-bridge size exceeds the region 
separation size. the write region otherwise excluding at 
least a portion of the clean region and also excluding at 
least a portion of one of the dirty regions. 

2. The method of claim 1. wherein each of said locating 
steps comprises locating a dirty region that includes cached 
data which has replaced overwritten data that was previously 
stored at the same locations. and at least a portion of the 
cached data differs in value from the overwritten data. 

3. The method of claim 1. wherein the write-bridge size 
determined by said determining step is about twice an 
overhead message size. the overhead message size being the 
total of all header sizes for headers added to data sent from 
the client to the server. 

4. The method of claim 1. further comprising the steps of: 
measuring packet round trip time; and 
comparing the measured round trip time with a predeter 
mined value; 

wherein the write-bridge size determined by said determin 
ing step equals a largest single message size if the round trip 
time exceeds the predetermined value. 

5. The method of claim 1. wherein the write-bridge size 
determined by said determining step equals a predetermined 
minimum size if throughput from the client to the server is 
less than a predetermined threshold throughput. 

6. The method of claim 1. wherein the write-bridge size 
determined by said determining step is about a largest single 
message size. the largest single message size representing 
the maximum amount of data. excluding headers. that can be 
sent in one message from the client to the server without 
waiting for an acknowledgement response from the server. 
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7. The method of claim 1. wherein the write-bridge size 

determined by said determining step is about the minimum 
of a largest message size and a cache block size. 

8. The method of claim 1. wherein the write-bridge size 
determined by said determining step is about a largest 
message size minus the sum of the sizes of a previously 
located ?rst dirty region and a previously located second 
dirty region. 

9. The method of claim 1. further comprising the steps of: 
determining a throughput of the communication channel 

in bytes per second. denoted by BPS; and 
determining a round trip time in seconds. denoted by RTI‘; 

wherein the write-bridge size determined by said determin 
ing step is the product of BPS and KIT. 

10. A method for selecting cached data to write across a 
computer network communication channel from a client to 
a server. the client including a client data cache. said method 
comprising the computer-implemented steps of: 

determining a largest single message size. denoted here 
after by LMS; 

locating a ?rst dirty region in the client data cache. the 
?rst dirty region having a size in bytes denoted here 
after by WDl; 

locating a second dirty region in the client data cache. the 
second dirty region having a size in bytes denoted 
hereafter by WD2. the ?rst dirty region and the second 
dirty region being separated by a clean region. the clean 
region having a size in bytes denoted hereafter by GAP; 

testing a condition based on at least LMS. WDl. WD2. 
and GAP; and 

selecting between at least two alternatives in response to 
said testing. a one-message alternative including send 
ing one message which contains cached data from the 
clean region and both dirty regions. a two-message 
alternative including sending two messages. each of 
which contains cached data from one of the dirty 
regions and excludes cached data from the other dirty 
region and from the clean region. 

11. The method of claim 10. wherein said testing step 
40 comprises testing a WDl-WDZ-GAP-LMS condition which 
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holds if WDl plus WD2 plus GAP exceeds LMS. and said 
selecting step selects the two-message alternative if the 
WDl-WDZ-GAP-LMS condition holds. 

12. The method of claim 10. further comprising the 
computer-implemented steps of: 

determining a throughput of the communication channel 
in bytes per second. denoted hereafter by BPS‘, and 

determining a round trip time in seconds. denoted here 
after by Rl'l"; 

wherein said testing step comprises testing a condition based 
on at least LMS. WDl. WD2. GAP. BPS. and KIT. 

13. The method of claim 12. further comprising the 
computer-implemented steps of: 

determining a quantity. denoted hereafter by MTl. which 
is equivalent to WDl divided by BPS plus RI'T; 

determining a quantity. denoted hereafter by MT2. which 
is equivalent to WDZ divided by BPS plus R'IT; 

determining a quantity. denoted hereafter by M'I'I‘. which 
is equivalent to MP1 plus MTZ; 

determining a quantity. denoted hereafter by MS. which is 
equivalent to the sum of WDl. WD2. and GAP. divided 
by BPS. plus KIT; 

wherein said testing step comprises testing an MS-MTI‘ 
condition which holds if MS is less than or equal to MTT. 
and said selecting step selects the one-message alternative if 
the MS-M'IT condition holds. 
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14. The method of claim 13. wherein a step of testing a 
WDl-WD2~GAP-LMS condition precedes said step of test 
ing the MS-M'IT condition. the WDl-WDZ-GAP-LMS con 
dition holds if WDl plus WDZ plus GAP exceeds LMS. said 
selecting step selects the two-message alternative if the 
WDl-WDZ-GAP-LMS condition holds. and said selecting 
step selects the two-message alternative if neither the WDl 
WD2-GAP-LMS condition nor the MS-M'IT condition 
holds. 

15. A computer-readable medium encoded with a com 
puter program to de?ne structural and functional interrela 
tionships between the computer program and the medium 
which permit realization of a method for selecting cached 
data to write across a computer network from a client to a 
server. the client including a client data cache. said method 
comprising the steps of: 

determining a write-bridge size; 
locating a ?rst dirty region in the client data cache; _ 
locating a second dirty region in the client data cache. the 

?rst dirty region and the second dirty region being 
separated by a clean region. the clean region de?ning a 
region separation size; and 

selecting a write region containing cached data to write 
across the network from the client to the server. the 
write region including the clean region and both dirty 
regions if the write-bridge size exceeds the region 
separation size. the write region otherwise excluding at 
least a portion of the clean region and also excluding at 
least a portion of one of the dirty regions. 

16. The medium of claim 15. wherein each of said 
locating steps comprises locating a dirty region that includes 
cached data which has replaced overwritten data that was 
previously stored at the same locations and at least a portion 
of the cached data di?ers in value from the overwritten data. 

17. The medium of claim 15. wherein the write-bridge 
size determined by said determining step is about twice an 
overhead message size. the overhead message size being the 
total of all header sizes for headers added to data sent from 
the client to the server. 

18. The medium of claim 15. wherein said method further 
comprises the steps of: 

measuring packet round trip time; and 
comparing the measured round trip time with a predeter 
mined value; 

wherein the write-bridge size determined by said determin 
ing step equals a largest single message size if the round trip 
time exceeds the predetermined value. 

19. The medium of claim 15. wherein the write-bridge 
size determined by said determining step equals a predeter 
mined minimum size if throughput from the client to the 
server is less than a predetermined threshold throughput. 

20. The medium of claim 15. wherein the write-bridge 
size determined by said determining step is about a largest 
single message size. the largest single message size repre 
senting the maximum amount of data. excluding headers. 
that can be sent in one message from the client to the server 
without waiting for an acknowledgement response from the 
server. 

21. The medium of claim 15. wherein the write-bridge 
size determined by said determining step is about the 
minimum of a largest message size and a cache block size. 

22. The medium of claim 15. wherein the write-bridge 
size determined by said determining step is about a largest 
message size minus the sum of the sizes of a previously 
located ?rst dirty region and a previously located second 
dirty region. 
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23. The medium of claim 15. wherein said method further 

comprises the steps of: 
determining a throughput of the communication channel 

in bytes per second. denoted by BPS; and 
determining a round trip time in seconds. denoted by RH‘; 

wherein the write-bridge size determined by said determin 
ing step is the product of BPS and KIT. 

24. A computer system comprising: 
a client computer having a client data cache. a client 

processor. and a client memory encoded with a client 
portion of a computer program; 

a server computer connected to said client computer by a 
network communications link. said server computer 
having a server processor and also having a server 
memory encoded with a server portion of said com 
puter program; 

said client memory and said server memory encoded with 
said computer program to de?ne structural and func 
tional interrelationships between said computer pro 
gram and said memories which permit realization of a 
method for selecting cached data to write across said 
network link. said method comprising the steps of: 
determining a largest single message size. denoted 

hereafter by LMS; 
locating a ?rst dirty region in said client data cache. 

said ?rst dirty region having a size in bytes denoted 
hereafter by WDl; 

locating a second dirty region in said client data cache. 
said second dirty region having a size in bytes 
denoted hereafter by WD2. said ?rst dirty region and 
said second dirty region being separated by a clean 
region. said clean region having a size in bytes 
denoted hereafter by GAP; 

testing a condition based on at least LMS. WDI. WD2. 
and GAP; and 

selecting between at least two alternatives in response 
to said testing. a one-message alternative including 
sending one message which contains cached data 
from said clean region and both dirty regions. a 
two-message alternative including sending two 
messages. each of which contains cached data from 
one of said dirty regions and excludes cached data 
from said other dirty region and from said clean 
region. 

25. The system of claim 24. wherein said testing step 
comprises testing a WDl-WD2-GAP-LMS condition which 
holds if WDl plus WDZ plus GAP exceeds LMS. and said 
selecting step selects the two-message alternative if the 
WDl-WDZ-GAP-LMS condition holds. 

26. The system of claim 24. wherein said method further 
comprises the steps of: 

determining a throughput of the communication channel 
in bytes per second. denoted hereafter by BPS; and 

determining a round trip time in seconds. denoted here 
after by R'l'l‘; 

wherein said testing step comprises testing a condition based 
on at least LMS. WDl. WD2. GAP. BPS. and KIT. 

27. The system of claim 26. wherein said method further 
comprises the steps of: 

determining a quantity. denoted hereafter by MTl. which 
is equivalent to WDl divided by BPS plus KIT; 

determining a quantity. denoted hereafter by MTZ. which 
is equivalent to W'D2 divided by BPS plus KIT; 

determining a quantity. denoted hereafter by MT. which 
is equivalent to MTl plus M1‘2; 



538L733 
13 

determining a quantity. denoted hereafter by MS. which is 
equivalent to the sum of WDl. WD2. and GAP. divided 
by BPS. plus R'IT; 

wherein said testing step comprises testing an MS-M'I'l" 
condition which holds if MS is less than or equal to MIT. 
and said selecting step selects the one-message alternative if 
the MS-MTI‘ condition holds. 

28. The system of claim 27. wherein a step of testing a 
WDl-WDZ-GAP-LMS condition precedes said step of test 

14 
ing the MS-M'I'I‘ condition. the WDl-WDZ-GAP-LMS con 
dition holds if WDl plus WD2 plus GAP exceeds LMS. said 
selecting step selects the two-message alternative if the 
WDl-WD2-GAP-LMS condition holds. and said selecting 
step selects the two-message alternative if neidier the WDl 
WDZ-GAP-LMS condition nor the MS-M'I‘T condition 
holds. 


