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BUILDING SCALABLE N-GRAM 
LANGUAGE MODELS USING MAXIMUM 
LIKELIHOOD MAXllVIUM ENTROPY N 

GRAM MODELS 

This application is a division ‘of Ser. No. 08/023543, 
?led Feb. 26. 1993 now, U.S. Pat. No. 5,467,425, issued 
Nov. 14. 1995. 

TECHNICAL FIELD 

The present invention relates to n-gram language model 
ing. Speci?cally, the present invention relates to speech 
recognizers, language translators, spelling checkers. optical 
character recognizers, handwriting recognizers and other 
devices which generate and score n-word series hypotheses. 

BACKGROUND ART 

Language models have been used in many areas to predict 
an outcome based on previous data. With respect to speech 
recognition. products which recognize continuously spoken 
small vocabularies have been on the market for over a 
decade. However a more important goal is to develop speech 
recognition systems capable of recognizing unrestricted 
continuous speech. 

Certain automatic speech recognition devices. automatic 
language translation devices, and automatic spelling correc 
tion devices have been known to operate according to the 
model shown in Equation (1). 

l 
p(wly) ( ) 

In this model. w is a word-series hypothesis representing 
a series of one or more words, for example English-language 
words. The term p(w) is the probability of occurrence of the 
word-series hypothesis. The variable y is an observed signal, 
and p(y) is the probability of occurrence of the observed 
signal. p(wly) is the probability of occurrence of the word 
series w, given the occurrence of the observed signal y. 
P(y|w) is the probability of occurrence of the observed signal 
y. given the occurrence of the word-series w. 

For automatic speech recognition, y is an acoustic signal. 
See L. R. Bahl, et al. “A Maximum Likelihood Approach to 
Continuous Speech Recognition.” IEEE Transactions on 
Pattern Analysis and Machine Intelligence, Volume PAL/[[ 
5, No. 2, March 1983, pages 179-190, herein incorporated 
by reference. For automatic language translation, y is a 
sequence of words in another language different from the 
language of the word-series hypothesis. See P. F. Brown, et 
al. “A Statistical Approach To Machine Translation.” Com 
putational Linguistics, Vol. 16, No. 2, June 1990, pages 
79-85. For automatic spelling correction, y is a sequence of 
characters produced by a possibly imperfect typist. See E. 
Mays, et al. “Context Based Spelling Correction.” Informa 
tion Processing & Management, Vol. 27, No. 5, 1991, pages 
517-522. 

In all three applications, given a signal y, one seeks to 
determine the series of English words, w. which gave rise to 
the signal y. In general. many dilferent word series can give 
rise to the same signal y. The model minimizes the prob 
ability of choosing an erroneous word series by selecting the 
word series w having the largest conditional probability 
given the observed signal y. 
As shown in Equation (1). the conditional probability of 

the word series w given the observed signal y is the 
combination of three terms: (i) the probability of the word 
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2 
series w, multiplied by (ii) the probability that the observed 
signal y will be produced when the word-series w is 
intended, divided by (iii) the probability of observing the 
signal y. 

In the case of automatic speech recognition, the probabil 
ity of the acoustic signal y given the hypothesized word 
series w is estimated by using an acoustic model of the word 
series w. In automatic language translation, the probability 
of the sequence of words y in another language given the 
hypothesized English-translation word series w is estimated 
by using a translation model for the word series w. In 
automatic spelling correction, the probability of the 
sequence of characters y produced by a possibly imperfect 
typist given the hypothesized word series w is estimated by 
using a mistyping model for the word series w. 

In these types of applications, the probability of the word 
series w can be modeled according to the equation: 

where W," represents a series of Words W1, W2, . . . , wk. 
In the conditional probability p(wklwlk'l) the term wll"1 is 

called the history or the predictor feature and represents the 
initial (k-l) words of the word series. Each word in the 
history is a predictor word. The term wk is called the 
predicted feature or the category feature. 
The mechanism for estimating the conditional probabili 

ties in Equation (2) is a language model. A language model 
estimates the conditional probabilities from limited training 
text (training data). The larger the training text, and the 
larger the number of parameters in the language model, the 
more accurate and precise are the predictions from the 
language model. 
As stated above, a purpose of a language model is to 

assign probabilities to a word series, e.g., the probability of 
a trigram w1w2w3, given that bigram wlw2 has just 
occurred. 
A previously successful language model is a trigram 

model based upon deleted interpolation as described in Bahl, 
et al., “A Maximum Likelihood Approach to Continuous 
Speech Recognition”, IEEE Transactions on Pattern Analy 
sis and Machine Intelligence, Vol. PAMI-S, No. 2, pp. 
179-190 (March 1983). 
This trigram model is based upon deleted interpolation 

This model requires the storage of records that identify: (a) 
a trigram id wlwzw3 and its count c(w1w2w3); (b) a bigram 
identi?cation wzw3 and its count c(w2w3); and (c) a unigram 
identi?cation w3 and its count c(w3). The count of a given 
trigram is the number of occurrences of this given trigram in 
the training data. Signi?cant redundancy exists in this model 
because a particular bigram can be included as part of the 
trigrarn count and as part of the bigram count, i.e., a given 
w;,_w3 can be counted twice, thereby increasing the amount 
of storage required. This redundancy is shown by Equation 
(3) which shows that the bigram count is the sum of the 
corresponding trigram counts. 

The probability assigned to the next word by this trigram 
model is shown in Equation (4) 

(4) 

60%) +70% 

where V is the vocabulary size, in number of words, N is the 
size of the training data in number of words. and the kfs 
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(i=0, . . . ,3) are the smoothing parameters. The smoothing 
parameters are the relative weight given to each quotient of 
Equation (4). The smoothing parameters are estimated by 
using a portion of the training data. A percentage, e.g. ?ve 
percent, of the training data is not used as training data. 
Instead this percentage of data is “held-out”, i.e., not used to 
train the language model. Instead this held-out data is used 
to ?ne-tune the smoothing parameters. The smoothing 
parameters are estimated by maximizing the likelihood of 
this held-out data. This procedure is more fully described in 
Bahl. et al.. “A Maximum Likelihood Approach to Continu 
ous Speech Recognition”, IEEE Transactions on Pattern 
Analysis and Machine Intelligence, Vol. PAMI-S, No. 2, pp. 
179-190 (March 1983). 
The storage requirements for trigram based language 

models are predominately dominated by the trigram record 
storage. Amethod and system to reduce the memory require 
ment of language models without a signi?cant reduction in 
performance is needed. 

DISCLOSURE OF THE INVENTION 

The present invention is a system and method for creating 
a language model. The system and method comprise a 
means for accepting training data in the form of discrete 
Words. A partition spade is divided into non-overlapping 
classes. A count is detennined for all classes in the training 
data. For simplicity, trigrams are discussed. All tiigrams 
with a count larger than a ?rst threshold value are placed its 
own class. A complement count is determined for all remain 
ing putative bigram classes, each putative bigram class 
consists of bigrams whose trigram equivalent is not previ 
ously associated with a class. All putative bigram classes 
with a complement count larger than a second threshold 
value are identi?ed as a class. Each of these classes consists 
of potentially many trigrams each of which has the same 
w2w3. A complement count is determined for all remaining 
putative unigram classes, each putative unigram class con 
sists of unigrams. W3, whose trigram or bigram equivalent is 
not previously associated with a class. All unigrams with a 
complement count larger than a third threshold value are 
identi?ed as a class. Each of these classes consists of 
potentially many trigrams each of which has the same W3. 
The complement counts of the remaining putative unigram 
classes are summed together, this total is termed the default 
constraint The default constraint is the default class in the 
partition space. Using the class counts and complement 
counts, which are stored in class count memory locations, 
factors are determined for each class, these factors represent 
the relative strength of predicting a word given the previous 
two words. The language model system and method then 
uses these factors to determine the probability of a given 
word occurring given that the previous two words have 
occurred 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing and other objects, features and advantages 
of the invention will be apparent from the following more 
particular description of the preferred embodiments of the 
invention, as illustrated in the accompanying drawings, 
wherein: 

FIG. 1 is an illustration of a computer system incorpo 
rating the present speech recognition system 

FIG. 2 is a more detailed illustration of the modules 
comprising the present speech recognition system. 

FIG. 3 is a more detailed illustration of the modules 
comprising the language modeler. 
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4 
FIGS. 4(a)-(d) together comprise a ?ow diagram showing 

the method of the present invention’s language modeler. 
FIGS. 5(a)—(f) together comprise a ?rst example of how 

training data is affected by the present invention. 
FIG. 6 is a second example of training data. 
FIG. 7 is an illustration showing the results of the present 

invention on the second sample of training data using a ?rst 
set of threshold values. 

FIG. 8 is an illustration showing the results that a previous 
language model has on the second sample of training data. 

BEST MODE FOR CARRYING OUT THE 
INVENTION 

The system and method of the present invention involves 
building scalable n-gram language models. The invention 
improves old language models by reducing memory storage 
requirements and improving performance. 
The claimed system and method may be used in many 

areas including language translators, e.g., French to English, 
spell checking systems, optical character recognition (OCR) 
and speech recognition, to name a few. The preferred 
embodiment of the present invention relates to speech 
recognition. However, it is understood that many other areas 
will bene?t from the claimed system and method of the 
present invention. 

FIG. 1 illustrates an environment in which a preferred 
embodiment of the present invention operates. The preferred 
embodiment of the present invention operates on a computer 
platform 104. The computer platform 104 includes certain 
hardware units 112 including one or more central processing 
units (CPU) 116, a random access memory (RAM) 114, and 
an input/output (I/O) interface 118. The computer platform 
104 includes an operating system 108, and may include 
microinstruction code 110. A speech recognition system 103 
may be part of the micro instruction code 110 or an appli 
cation program to be executed via the operating system. 
Various peripheral components may be connected to the 
computer platform 104, such as a terminal 126, a data 
storage device 130, and a printing device 134. 

FIG. 2 illustrates a more detailed description of the speech 
recognition system 103. A user interface 202 niay include a 
microphone for generating an analog electrical signal cor 
responding to a speech‘ utterance. An analog to digital 
converter may also be included in the user interface 202. The 
user interface 202 is coupled to a signal processor 204. The 
signal processor 204 receives the electrical signal output 
from the user interface 202 and produces a set of feature 
vectors signals. Signal processor 204 can include electronic 
components such as an analog-to-digital converter and a 
spectral analyzer. The output of the user interface 202 is 
coupled to the signal processor 204. 

For each interval of time, i.e., a frame, the signal proces 
sor 204 examines n-characteristics of speech. Based upon 
the values of the n characteristics, an n-component feature 
vector signal is de?ned. In the preferred embodiment, the 
signal processor 204 extracts a series of feature vectors from 
the speech signal. One type of feature vector that can be 
extracted is based upon the frequency of the signal, e.g., an 
acoustic parameter vector signal. Measurement and spectral 
analysis of the speech signal by the signal processor 204 
creates a frequency sensitive feature vector. The spectral 
analysis comprises measuring the energy of the speech 
signal for each time unit in a number of dilferent frequency 
bands 11, which may be approximately 20. The time unit. i.e., 
frame. is small. Therefore the creation of many, approxi 
mately 100, feature vectors occurs every second. 
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The output of the signal processor 204 is coupled to a 
labeller 206. For each feature vector the labeller 206 com 
putes and associates a score for every label in a label 
alphabet. The labeller 206 then tags each feature vector with 
the label having the highest score. The scores for each label 
and the tagged feature vectors are output from labeller 206. 
The labeller 206 is coupled to a marcher 208. The marcher 
208 comprises a search controller 210, a fast matcher 212, 
a language modeler 214 and a detailed matcher 216. The 
search controller 210 controls the activities of the other 
matcher modules. i.e., the fast matcher 212, the language 
modeler 214 and the detailed marcher 216. The fast matcher 
212 is coupled to the search controller 210. The fast matcher 
212 determines a list of potential words given the acoustic 
phonetics represented by the feature vectors. The language 
modeler 214 is coupled to the search controller 210. The 
language modeler 214 looks at a particular history i.e.. a 
particular sequence of (n-l) Words, the words being a 
previous output of the speech recognition module, and the 
list of potential words determined by the fast matcher and 
selects the most probable subset of this list of words based 
upon the one or more preceding words. The detailed matcher 
216 is coupled to the search controller 210. The detailed 
matcher uses a more detailed acoustic model than the fast 
marcher 212 to determine which Word of the subset, as 
determined by the language modeler 214 has the most 
accurate probability based upon the acoustic phonetics. 

FIG. 3 illustrates a more detailed view of the language 
modeler 214. The memory device 302 can be one or a 
combination of more than one data storage devices, e.g. 
?oppy disks or random access memory (RAM). The pre 
ferred embodiment of the invention uses a computer’s 
internal random access memory (RAM) as the memory 
device 302. The present invention is a method and system 
for building scalable n-gram language models. In the pre 
ferred embodiment trigrarns, i.e., 11 equal to three, are the 
basis of the language model. However, alternate values for 
n are contemplated 

A trigram class creator 304 is coupled to the memory 
device 302 and a bigram class creator 306. The bigram class 
creator 306 is coupled to the memory device 302 and a 
unigram class creator 308. The unigrarn class creator 308 is 
coupled to the memory device 302 and a default constraint 
creator 310. The default constraint creator 310 is coupled to 
the memory device 302 and a factor determinator 312. The 
factor determinator 312 is coupled to the memory device 
302 and a probability determinator 314. The probability 
determinator is coupled to the memory device 302. 
A purpose of the language modeler 214 is to determine a 

set of potential choices, using probabilities. of a current 
word based on a number of immediately preceding words, 
not directly based on acoustic information. This is shown in 
Equation (5) Where w3 is the current word, w2 is the word 
immediately preceding the current word and W1 is the word 
immediately preceding W2. 

p(w3lw2.w1) represents the probability that w3 occurs given 
that the two previous words were wlwz. 
The fast matcher 212 determines a list of potential words. 

For each of these potential words the language modeler 214 
determines a probability that a given Word would occur 
given the previous n-l words, i.e.. the previous two words 
since in the preferred embodiment ttigrarns are utilized. The 
current invention provides a substantial performance 
increase over older language modelers, including the tiigram 
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6 
model based upon deleted interpolation, discussed above. 
For trigram modeling three threshold values are chosen. The 
present invention allows ?exibility with respect to the value 
of each threshold. These threshold values are a function of 
the amount of memory available for use by the language 
model. The larger amount of memory available, the lower 
the threshold values may be. The threshold values should 
remain above a minimum value, e.g., a minimum between 
two and ?ve. Such a minimum value is required in order 
maintain proper performance of the language model as 
discussed below. 

In training a language modeler, training data is input. 
Every sequence of three Words in the training data is called 
a trigram. The counter tracks each occurrence of every 
trigram in the training data The count of a given trigrarn is 
the number of occurrences of this given trigrarn in the 
training data. As will be seen, a more accurate and e?icient 
language model is described in the present invention. There 
fore no held-out data is necessary. 

FIG. 4 illustrates the detailed method of the claimed 
invention. In the trigram class creator 304 the count for a 
given trigram is determined as described above, in step 402. 
The count is stored in memory device 302. In step 404 the 
trigram class creator 304 determines for each trigram 
whether its count is greater than the ?rst threshold value. If 
the count is greater than the ?rst threshold value, the trigram 
class creator 304 associates the given trigram with a trigram 
set, S123, in step 406. Each trigram associated with set S123 
belongs to a class. The classes represent trigrams whose 
count is deemed reliable. The count is reliable because it 
exceeds a minimum threshold value as described above. In 
order to reduce the system’s memory requirements the 
threshold value may exceed the minimum value. An 
example of how this is accomplished by the present inven 
tion is discussed below. Such an increase in the threshold 
value results in the exclusion of some reliable nigrams from 
set S123. Such an occurrence does not signi?cantly atfect 
system performance because such excluded trigrams will be 
properly modeled in the remaining sets S23 and S3 de?ned 
below. Steps 402-406 are repeated for all trigrams in step 
408. 

After the establishment of set S123, a complement count 
is determined in the bigram class creator 306 for all putative 
bigram classes. In step 409 all non-classi?ed trigrams are 
associated with a putative bigram class. In step 409 all 
non-classi?ed trigrams, i.e., trigrarns not previously associ 
ated with a class, are grouped together into putative bigram 
classes. Each putative bigram class consists of all non 
classi?ed trigrams having the same particular last two 
words, i.e., w2w3. The complement count for a given puta 
tive bigram class is determined in step 410 by summing the 
counts of all trigrams associated with the given putative 
bigram class. That is, the complement count of a putative 
bigram class is the count of all trigrams not associated with 
a class in S123 whose bigram wgw3 is the same. This is 
shown in Equation (6). Hereinafter the trigram WW2W3, 
where w is any word such that WW2W3 is not associated with 
any class in set S123, is referred to as a bigram. 

(6) E 
wawwzwaesm 

For each putative bigram class a determination is made in 
step 412 as to whether its complement count is greater than 
the second threshold value. If the complement count is 
greater than the second threshold value then the given 
putative bigram class is converted into a class by saving the 
complement count and the class members in a memory 
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location. The new class is also associated with bigram set 
S23 as stated in step 414. The bigram set may contain many 
classes. each class consists of potentially many trigrams 
each of which has the same w2w3. Steps 410-414 are 
repeated for all putative bigram classes in step 416. 

After the establishment of set S23, a complement count is 
determined in the unigram class creator 308 for all putative 
unigram classes. In step 417 all non-classi?ed trigrams are 
associated with a putative unigram class. The putative 
unigram classes are all potential classes that exist based 
upon all non-classi?ed trigrams. Each putative unigram 
class contains all non-classi?ed trigrams having the same 
last word, W3. The complement count for a given putative 
unigram class is determined in step 418 by summing the 
counts of all trigrams associated with this class. Another way 
to determine the complement count of a given putative 
unigram class is to sum all putative bigram classes. which 
have not been converted into classes, having the same last 
word. W3. This technique is shown in Equation (7). Here 
inafter the trigram www3 where w is any word such that 
www3 is not associated with any class in sets S123 or S23 is 
referred to as a unigram. 

cc(w3) = 2 (7) cC(WWs) 

For each putative unigram class a determination is made 
in step 420 as to whether its complement count is greater 
than the third threshold value. If the complement count is 
greater than the third threshold value the putative unigram 
class is converted into a class by saving the complement 
count and the class members in a memory location. The new 
class is also associated with unigram set S3 as stated in step 
422. The unigram set may contain many classes. each class 
consists of potentially many trigrams each of which has the 
same W3. Steps 418-422 are repeated for all putative bigram 
classes in step 424. 
The system and method of the present invention, unlike 

the trigram model based upon deleted interpolation, associ 
ates each trigram. bigram and unigram with one and only 
one class. Therefore each trigram is only counted once. This 
is one technique in which the present invention reduces the 
language model’s memory requirements. 

After this process there may still be some trigrams not 
associated with any class. These remaining trigrams belong 
to a default class. The complement count for all putative 
unigram classes not in set S3 are summed together in the 
default constraint creator 310 during step 426 as shown in 
Equation (8). The sum total count is stored in memory 
device 302 and is called the default constraint. 

cco = E ce(w) (8) 
3W¢S3 

The term “constraint counts” refers to the count of the 
classes. i.e., the counts of the classes in the trigram set, the 
complement counts of the classes in the bigram set, the 
complement counts of the classes in the unigram set and the 
default constraint. The counts of the classes are the con 
straints that a model uses, e.g. the generalized iterative 
scaling model or gradient descent model, described below. 
Every trigram belongs to only one class. Each class has a 
factor, fwlwzwa, associated with it. The value of the factor is 
the same for all trigrams within a particular class. 
A factor is associated with each class of trigrams. The 

methods used to determine these factors are described 
below. Once the factors are determined in step 428, the 
probability determinator 314 in step 430 determines the 
probability of the next word by dividing the factor associ 

25 

35 

45 

50 

55 

65 

8 
ated with trigram wlwzw3 by the sum of the factors asso 
ciated with trigrams having the same wlw2 as shown in 
Equation (9). 

www 
we 12 

The factors must be selected so that the probability model 
yields an expected value for the count of a class that 

matches the class count observed in the training data and 
also assigns the highest probability to the training data given 
a particular partition. The likelihood of observing the train 
ing data is a convex function of the factors therefore any 
iterative method to determine the factors that increases the 
likelihood at each step, i.e., hill climbing, is guaranteed to 
converge to the optimum factors. The method of gradient 
descent can be used to get update formulas for iteratively 
adjusting the factors. For an in-depth discussion of this 
algorithm see W. T. Vetterling, S. A. Teukolsky, W. H. Press, 
B. P. Flannery, Numerical Recipes, Erample Book (C), 
Cambridge University Press, pp. 125-139 (1988), herein 
incorporated by reference. Another method for determining 
the factors is the generalized iterative scaling (GIS) method 
A distinctive characteristic of the present invention is that 
derived counts i.e., the constraint counts or class counts, are 
input into the iterative method to determine the factors in the 
factor determinator 312 as shown in step 428. For an 
in-depth discussion of the GIS algorithm see J. N. Darroch 
and D. Ratcliff, Generalized Iterative Scaling for Log 
Linear Models, The Annals of Mathematical Statistics, Vol. 
43, No. 5, pp. 1470-80 (1972), herein incorporated by 
reference. 

Equation (10) shows the value of a factor after the ?rst 
iteration of step 428. H is the history set of all trigrams. For 
example, for trigrams in S123, H is the set of all wlw2 which 
when followed by w3 would belong to the class w1w2w3. 
n(w1w2w3) is equal to count of all trigrams in class w1w2w3. 
n(w1w2) is equal to the count of all trigrams having the 
history of wlwz. 

Equation (11) shows an example of Equation (10). Equa 
tion (11) is based upon FIG. 6. Training data may be 
manipulated such that any one of many potential partitions 
exist. A partition is determined by using a particular set of 
threshold values. If different threshold values are chosen a 
different partition results. These threshold values enable the 
trigrams of the training data to be associated with a class. In 
FIG. 6 the partition is determined using threshold values of 
3 for the trigram class, 3 for the bigrarn class and 2 for the 
unigram class. The trigrams associated with each class are 
shown in FIG. 7. Amore detailed analysis of FIG. 6 and FIG. 
7 occurs below. In Equation (11) the numerator is equal to 
the count of all trigrams associated a class in the unigram set. 
The denominator is equal to the sum of the counts of all 
trigrams having the same wlw2 as any trigram in the 
numerator, i.e., (2.2.w), (3,3,w). The trigrams whose count 
are considered in the denominator need not be associated 
with the unigram set. Equation (11) approximates the value 
of the factor associated with class (w, w, W3) of this speci?c 
partition. 
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n(2,2,3) + n(3,3,3) 
n(2,2,1) + n(2,2,3) + n(3,3,3) 

After all constraint counts are determined all of the 
trigrams in sets S123, S23, S3 and the default constraint are 
numbered consecutively from 1 to K in the factor determi 
nator 312. Therefore, f, refers to the factor associated with 

"" trigram is a member. 

_ (11) 
' 5+2+2 9 

the class in which the 1 
If the Generalized Iterative Scaling algorithm is used in 

step 428 to determine the factors step 430 is the last step, i.e., 
convergence occurs in one iteration. If another algorithm is 
used. c. g. gradient descent. steps 430-432 may be repeated 
until convergence occurs as indicated in step 434. At each 
iteration, factor f,- is updated in the factor deterrninator 312 
during step 432 by multiplying this factor by the probability 
that the constraint occurs in the training data, i.e., d(i). This 
product is then divided by the model predicted value prob 
ability as determined in Equation (9), e.g., m(i). This updat 
ing equation is shown in Equation (12). 

a i 12 
a‘"=?“;((-))- ( > 

For the ?rst iteration ff” is equal to one. The variable d(i) 
represents the probability that the trigram occurs in the 
training data. The size of the training data is N words. If the 
trigram is associated with a class in set S123, then d(i) is 
determined using Equation (13). If the trigram is associated 
with a class in set S23 then d(i) is determined using Equation 
(14). If the trigram is associated with a class in set S3 then 
d(i) is determined using Equation (15). If the trigram is not 
associated with a class in any of the sets, and therefore has 
its complement count included in the default constraint, d(i) 
is determined using Equation (16). 

do): cawlxzwaa <13) 

d(i): canxwai) <14) 

d(i) = (15) 

d(K>= 6;’ (16) 

The model predicted value probability for the i''‘ 
constraint, m(i). is determined by using Equation (9) where 
the old factors are used, i.e., the values of the factors before 
being updated using Equation (12). 
The present invention’s de?nition of non-overlapping 

classes of a partition space leads to a signi?cantly faster rate 
of convergence than traditional systems. For example, the 
present invention converges after two or three iterations as 
opposed to the trigram model based upon deleted interpo 
lation which typically requires forty to ?fty iterations. If the 
Generalized Iterative Scaling algorithm is used to determine 
the factors then convergence occurs in one iteration. 

FIG. 5 is an example of the claimed method. In FIG. 5(a) 
nine trigrams wlwzw3 and their count (c) are shown based 
upon a given set of training data. For clarity each word is 
represented by a number. The result of step 402 is shown by 
the count (c) column. A determination is made by the trigram 
set creator 304 in step 404 as to whether the count for each 
trigram is larger than a ?rst threshold, which for this 
example will be 2. The trigrams which satisfy this test are 
placed in a class in set S123 in step 406. These trigrams are: 
(2.2.1) whose count is ?ve; and (2.3.2) Whose count is three. 
No other trigrams have a count larger than the threshold. 
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FIG. 5(b) shows the group of trigrams not included in set 

S123. From these bigrams, the bigram set creator 306 cal 
culates a complement count for each putative bigram class 
in step 410. ‘The result of step 410 is shown in FIG. 5(a). In 
step 412 each putative bigram class’s complement count is 
compared to a second threshold value, which for this 
example will be two. If a putative bigram class’s comple 
ment count is larger than the second threshold value the 
putative class is converted into a class and is associated with 
set S23 in step 414. Set S23 consists of the classes: (w, 3, 4) 
whose count is three; and (w, 2, 1) whose count is also three. 
Note that the count for trigram (W, 2, 1) does not include the 
count from trigram (2, 2, 1) because in the present invention 
each trigram is counted only once. No other bigrams have a 
complement count larger than the threshold. 

FIG. 5(d) shows the putative bigram classes which are not 
associated with set S23. FIG. 5(e) shows the group of 
trigrams not included in either classes associated with either 
set S123 or set S23 (recall that this non-classi?ed group of 
trigrams are de?ned as unigrams). From these unigrams, the 
unigram set creator 308 calculates a complement count for 
each putative unigram class in step 418. The result of step 
418 is shown in FIG. 5(1‘). In step 420 each putative unigram 
class’s complement count is compared to a third threshold 
value, which for this example will be three. If a putative 
unigram class’s complement count is larger than the third 
threshold value the putative unigram class is converted into 
a class and is associated with set S3 in step 422. Putative 
unigram classes (w,w,4) and (w,w,8) both have a comple 
ment count of two. Note that since trigrams (2, 3, 4) and (7, 
3, 4) are already associated with classes in S23, they are 
ineligible in the present invention to be associated with 
classes in another set. This ensures that each trigram is only 
counted once. Therefore no trigrams satisfy the test of step 
420. Set S3 consequently is empty, i.e., there are no classes 
in set S3. 
The default constraint, CCO, is determined in the default 

constraint creator 310 during step 426. The complement 
count of all putative unigram classes not associated with S3 
are summed together. In this example two putative unigram 
classes are not associated with S3. Each of these putative 
unigram classes has a complement count of two. Therefore 
CCo is equal to four, i.e., 2+2. 

Another improvement of the present invention over pre 
vious methods is that the present invention signi?cantly 
reduces the number of trigram records. This reduction 
occurs because the present invention provides a more e?i 
cient model that requires fewer trigrams to achieve the same 
performance as previous models. The result is a reduction in 
the storage requirements for the language model. One reason 
for this reduction is that each trigram is associated with only 
one class. This lack of redundancy results in a more e?icient 
model and a reduction in the number of trigram records that 
are necessary for a language model. 
The allocation of memory available for use by a language 

modeling system varies. The present invention improves 
upon previous systems in that the claimed invention is 
?exible with respect to the amount of memory it requires for 
proper performance. For the claimed invention, the storing 
of n-grams in memory device 302 varies depending upon 
Which class the n-gram is associated with. As an example, in 
order to store trigrams e?ciently the following structure 
may be used: (a) for classes associated with S123, i.e., 
wlwzwa, each wlw2 combination is stored once and this 
information is shared for all trigrams having the same wlwz. 
For each class w3 or an identi?er must be saved along with 
the factor fwlwm3 of the class; therefore two pieces of 
information must be stored for each class associate with 
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S123; (b) for classes associated with S23, i.e., w2ww3, each w2 
is stored once and this information is shared for all classes 
having the same W2. For each class, w3 or its identi?er must 
be saved along with the factor fwzwe, of the class, therefore 
two pieces of information must be stored for each class 
associated with S23; (c) for classes associated with S3, w3 or 
its identi?er must be saved along with the factor flws of the 
class, therefore two pieces of information must be stored for 
classes associated with S3; (d) for the default constraint only 
its value needs to be stored. 
The exact trigram storage structure is not as important as 

the ?exibility of the claimed invention’s memory require 
ment. The size of trigram record files is dominated by the 
class records of set S123 because usually there are signi? 
cantly more classes in this set than in the other sets. The 
claimed invention can reduce the number of trigrams assd 
ciated with classes in set S123 by increasing the threshold 
values. The claimed invention signi?cantly reduces the 
amount of storage necessary over previous methods by 
utilizing non-overlapping classes in the partition space. For 
simplicity assume that two pieces of information must be 
stored for each class in set S123, set S23 and set S3 and one 
piece of information must be stored for the default con 
straint. 

Using the example in FIG. 6, if the ?rst and second 
threshold values are set equal to three and the third threshold 
value is set equal to two then the resulting sets are shown in 
FIG. 7. In terms of memory requirement the results shown 
in FIG. 7 requires storage of six classes in S123 and one class 
in S3. i.e., 15 pieces of information if we have threshold 
values equal to (33,2), i.e., 

(6 classes><2)+(0 classesXZHl classes><2)+1 =15. 

Using the interpolated trigram language model, discussed 
above, the example in FIG. 6 requires a storage capacity as 
shown in FIG. 8. Every trigram, every bigram and every 
unigram is stored. This requires 35 pieces of information, 
i.e., 

(8 trigramsXZHG bigramsx2)+(3 unigrams><2)+l=35. 

Using this example the present system and method pro 
vide a memory savings of approximately 57 percent. 

In an experiment with a vocabulary size of 43,524 words 
and a training corpus of 5,000,000 words, 195,235 trigrams 
constraints were collected using a ?rst threshold of three, 
160.340 bigram constraints were collected using a second 
threshold of three and 35,615 unigram constraints were 
collected using a third threshold value of two. The resulting 
model had a perplexity of 169 on an independent test corpus 
of about 451.000 words. In general the perplexity of a 
language model represents the “average” number of choices 
that probabilistically may occur after any given two words. 
This model requires storing approximately (391,000X2) 
pieces of data, i.e., 782.000. The perplexity obtained using 
the same threshold values of trigrams and bigrams and 
unigrams. and therefore approximately the same storage 
requirements, but modeled by the interpolated trigram lan 
guage model was 282. In order to match the perplexity of the 
present system, the interpolated language model, discussed 
above, has a memory requirement that is approximately nine 
times larger than the memory requirement of the present 
invention. Having a threshold of zero, in this experiment, the 
interpolated trigram model has a perplexity of 170 which 
approximately matches the perplexity of the present inven 
tion. With this threshold the interpolated trigrarn model must 
store approximately 2.517.000 trigrams, 939,000 bigrams 
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and 48,000 unigrarns. This is a total of (3,504,000X2), i.e., 
7,008,000 pieces of data. 

While the invention has been particularly shown and 
described with reference to a preferred embodiment thereof, 
it will be understood by those skilled in the art that various 
change in form and details may be made therein without 
departing from the spirit and scope of the invention. 
What is claimed is: 
1. A program storage device readable by a machine, 

tangibly embodying a program of instructions executable by 
the machine to perform, in a computer based language 
modelling system receiving data in the form of a series of 
n-grams, each n-gram comprising a series of “n” words (W1, 
W2. . . . , w"), each n-gram having an associated count, 
method steps for classifying the n-grams into non-redundant 
classes, said method steps comprising: 

(a) comparing the count of each n-gram to a ?rst threshold 
value and classifying each n-gram with a count greater 
than said ?rst threshold in a ?rst class; 

(b) associating all n-grams not classi?ed in step (a) with 
a putative (n-1)-gram class, each said putative (n-1) 
gram class having the same last “n-l” words (W2, W3, 

(c) establishing a complement count for each said putative 
(n-1)-gram class by summing the counts of each 
n-gram in said putative (n-1)-gram class; and 

(d) comparing said complement count of each said puta 
tive (n-1)-gram class to a second threshold value and 
classifying each said putative (n-1)-gram class with a 
count greater than said second threshold in a second 
class. 

2. The program storage device of claim 1, wherein steps 
(a) to (d) are repeated until only unclassi?ed putative 
l-grams are left. 

3. The program storage device of claim 2, further includ 
ing the performance of the step of grouping all said unclas 
si?ed putative l-grams into a default class. 

4. A computer program product, comprising: 
a computer usable medium having computer readable 
program code means embodied in said medium for 
classifying, in a computer based language modelling 
system receiving data in the form of a series of 
n-grams, each n-gram comprising a series of “n” words 
(W1, W2, . . . ,wn), each n-gram having an associated 
count, the n-grams into non-redundant classes, said 
computer readable program code means comprising: 

computer readable program code means for causing a 
computer to effect a comparison of the count of each 
n-gram to a ?rst threshold value and classifying each 
n-gram with a count greater than said ?rst threshold in 
a ?rst class; 

computer readable program code means for causing a 
computer to effect an association of all n-grams not 
classi?ed in step (a) with a putative (n-l)-gram class, 
each said putative (n-1)-gram class having the same last 
“n-l” words (w2, W3, . . . ,wn); 

computer readable program code means for causing a 
computer to effect an establishment of a complement 
count for each said putative (n-l-gram class by surn 
ming the counts of each n-gram in said putative (n-l) 
-gram class; and 

computer readable program code means for causing a 
computer to effect a comparison of said complement 
count of each said putative (n-1)-gram class to a second 
threshold value and classifying each said putative (n-l) 
-gram class with a count greater than said second 
threshold in a second class. 
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5. A computer program product, comprising: 
a computer usable medium having computer readable 
program code means embodied in said medium for 
determining a conditional probability of a predicted 
word given the previous (n-l) words, wherein an 
n-gram de?nes a series of “n” words, each n-gram 
having an associated count, and the history of an 
n-gram being represented by the initial n-l words of the 
n-gram, said computer readable program code means 
comprising: 
computer readable ?rst program code means for caus 

ing the computer to effect an examination of each 
word within each n-gram and classifying each 
n-gram into one of a plurality of non-redundant 
classes; 

computer readable second program code means for 
causing the computer to effect a determination of a 
factor for each of said plurality of non-redundant 
classes. said factor representing the relative strength 
of predicting said predicted word given the previous 
(n-l) words; and 

computer readable third program code means for caus 
ing the computer to effect a determination of said 
conditional probability of the occurrence of said 
predicted word given that a particular sequence of 
(n-l) previous words have occurred using said fac 
tors. 

6. The computer program product of claim 5, wherein said 
computer readable ?rst program code means comprises: 

computer readable program code means for causing a 
computer to e?iect a comparison of the count of each 
n-gram to a ?rst threshold value and classifying each 
n-gram with a count greater than said ?rst threshold in 
a ?rst class; 

computer readable program code means for causing a 
computer to effect an association of all n-grams not 
classi?ed in step (a) with a putative (n-1)-gram class, 
each said putative (n-1)-gram class having the same last 
“n-l” words (W2, W3, . . . , w”); 

computer readable program code means for causing a 
computer to effect an establishment of a complement 
count for each said putative (n-1)-gram class by sum 
ming the counts of each n-gram in said putative (n-l) 
-gram class; and 

computer readable program code means for causing a 
computer to effect a comparison of said complement 
count of each said putative (n-l)-gram class to a second 
threshold value and classifying each said putative (n- 1) 
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-gram class with a count greater than said second 
threshold in a second class. 

7. A program storage device readable by a machine, 
tangibly embodying a program of instructions executable by 
the machine to perform in a computer based language 
modelling system receiving data in the form of a series of 
n-grams, each n-gram comprising a series of “n” words (W1, 
W2, . . . ,wn), each n-gram having an associated count, 

method steps for determining a conditional probability of a 
predicted word given the previous (n-1)words, said method 
steps comprising: 

(1) examining each word within each n-gram and classi 
fying each n-gram into one of a plurality of non 
redundant classes; 

(2) determining a factor for each of said plurality of 
non-redundant classes, said factor representing the rela 
tive strength of predicting said predicted word given 
the previous (n-l) words; and 

(3) determining the conditional probability of the occur 
rence of said predicted word given that a particular 
sequence of (n-l) previous words have occurred using 
said factors. 

8. The program storage device of claim 7, wherein said 
step of examining further comprises the steps of: 

(a) comparing the count of each n-gram to a ?rst threshold 
value and classifying each n-gram with a count greater 
than said ?rst threshold in a ?rst class; 

(b) associating all n-grams not classi?ed in step (a) with 
a putative (n-1)-gram class, each said putative (n-1) 
gram class having the same last “n-l” words (W2, W3, 

(c) establishing a complement count for each said putative 
(n-1)-gram class by summing the counts of each 
n-gram in said putative (n-1)-g;ram class; and 

(d) comparing said complement count of each said puta 
tive (n-1)-gram class to a second threshold value and 
classifying each said putative (n-1)-gram class with a 
count greater than said second threshold in a second 
class. 

9. The program storage device of claim 8, wherein steps 
(a) to (d) are repeated until only unclassi?ed putative 
l-grams are left. 

10. The program storage device of claim 9, ?nther includ 
ing the step (e) of grouping all said unclassi?ed putative 
l-grams into a default class. 

***** 


