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[57] ABSTRACT 
A method and apparatus used for performing a ?oating 
pointing operation has the ability to calculate a square 
root of a number. An approximation to the inverse of 
the square root of the number is provided via a step (18). 
Steps (20 and 22) are used to improve the precision of 
the inverse of the square root until a predetermined 
precision is attained. The inverse of the square root, 
which has a predetermined precision, is used along with 
the number to generate both an exact ?oating point 
value and a small ?oating point value via steps (24 and 
26). The exact and small ?oating point values are added 
together in a sum and manipulated to fit into the ?oating 
point representation available to the apparatus. The sum 
is a substantially close approximation to the square root 
of the number and is either output directly or slightly 
modi?ed numerically to more accurately represent the 
square root of the number. 
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FLOATING POINT DATA PROCESSOR AND A 
METHOD FOR PERFORMING A FLOATING 
POINT SQUARE ROOT OPERATION WITHIN 

THE DATA PROCESSOR 

FIELD OF THE INVENTION 

The present invention relates generally to data pro 
cessors with ?oating point capability, and more particu 
larly, to square root calculations in a data processor. 

BACKGROUND OF THE INVENTION 

In the past, a common method of producing the 
square root has been to use a restoring algorithm which 
in each iteration step produces one new bit. This is 
disadvantageous for ?oating point representations with 
a large number of signi?cant bits because the number of 
cycles is slightly greater than the number of bits. Even 
with more complex circuitry, the restoring methods 
take a number of cycles proportional to the number of 
signi?cant bits plus a small overhead. 

Also, known quadratic iterations and known cubic 
iterations have been used as the basis for approximate 
square root calculations. As discussed herein, there is 
suf?cient inherent inaccuracy and roundoff error that 
these cannot give a satisfactory starting value without 
some means of achieving extra precision. In the past, 
this has meant that either additional complex circuitry 
was needed, or laborious calculations after a set of itera 
tions was needed to ?nd the rounded square root result 
for a given rounding mode. The circuitry needed for 
implementing the restoring algorithm is dissimilar to 
that needed for the quadratic or cubic iterations, and the 
transition from one method to the other is slow. 

In the past, Newton-Raphson iterations based on 
improving the square root rather than the inverse 
square root have been used. These types of methods 
have two problems: they involve a division operation 
which is signi?cantly slower on many data processors 
than multiplication or addition/subtraction operations. 
In addition, there is not enough accuracy preserved in 
carrying out the calculation to get the right result with 
out having to perform a number of result-alteration 
tests. There exists an algorithm which does these calcu 
lations sufficiently accurately but it requires signi?cant 
additional hardware capable of multiplying two num 
bers to form a product and adding the product to a third 
number to form an exact sum which is then rounded. 
This signi?cant additional hardware increases a cost of 
the product, which is de?nitely disadvantageous. 

SUMMARY OF THE INVENTION 

The previously mentioned disadvantages are over 
come and other advantages achieved with the present 
invention. In one form, the present invention comprises 
a method for providing a square root, in a data proces 
sor, of a number having an exact square root. The 
method begins by transmitting, via a hardware bus, at 
least one control signal and a data value from a control 
unit of the data processor to a ?oating point processor 
portion of the data processor. The control signal is 
asserted if the ?oating point processor portion is to ?nd 
the square root of the number. An approximate inverse 
square root number is generated within the ?oating 
point processor portion wherein the approximate in 
verse square root number does not exactly equal an 
inverse of the exact square root of the number, The data 
processor is capable of representing the square root in P 
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2 
hardware bits of precision within the ?oating point 
processor portion where P is a ?nite integer greater 
than zero. The approximate inverse square root number 
is processed to generate an exact component value 
within the ?oating point processor portion. The exact 
component value has Q hardware signi?cant bits and 
may be represented in P bits with no loss of signi?cant 
bits because Q é P. The approximate inverse square root 
number is used to generate a small component value 
from the approximate square root number wherein the 
small component value is signi?cantly less than the 
exact component value. The exact component value 
and the small component value are added within the 
?oating point processor portion to provide a trial value 
wherein the trial value is altered to be representible in P 
bits. Either the trial value or the trial value plus a con 
stant is selected as the square root of the number. 

In another form, the invention comprises a data pro 
cessor for calculating a square root of a number. The 
data processor has an execution device for processing 
data within the data processor, circuitry for approxi 
mating an inverse square root of the number coupled to 
the execution device, a memory device, and circuitry 
for processing the square root operation. The memory 
device stores a ?rst binary value and a second binary 
value wherein the ?rst binary value, when decoded by 
the execution device, indicates that a square root opera 
tion is to be performed on the second binary value. The 
circuitry for processing receives a square root approxi 
mation from the circuitry for providing an inverse 
square root approximation. The circuitry for processing 
provides a more accurate inverse square root approxi 
mation from the inverse square root approximation. The 
circuitry for processing uses the more accurate inverse 
square root approximation and the number to generate 
an exact ?oating point value and a small ?oating point 
value wherein the sum of the exact ?oating point value 
and the small ?oating point value is a substantially close 
approximation to the actual square root of the number. 
The circuitry for processing selectively adds a constant 
value to a least signi?cant bit position of the substan 
tially close approximation in order to more accurately 
represent the actual square root of the number. 
The present invention will be more clearly under 

stood from the detailed description below in conjunc 
tion with the accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates, in a ?owchart, a method for per 
forming a ?oating point operation in a data processor in 
accordance with the present invention; 
FIG. 2 illustrates, in block diagram form, a data pro 

cessor for performing a ?oating point operation in ac 
cordance with the present invention; 
FIG. 3 illustrates, in a data ?ow diagram, an order for 

calculating various data processing values in order to 
perform a ?oating point square root operation in accor 
dance with the present invention; 
FIG. 4 illustrates, in a data ?ow diagram, another 

order for calculating various data processing values in 
order to perform a ?oating point square root operation 
in accordance with the present invention; 
FIG. 5 illustrates, in a ?owchart, a method used by a 

data processor to perform a square root operation in a 
data processing system in accordance with the present 
invention; and 
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FIG. 6 illustrates, in block diagram form, a data pro 
cessor for performing a ?oating point operation in ac 
cordance with the present invention. 

It will be appreciated that for simplicity and clarity of 
illustration, elements illustrated in the FIGURES have 
not necessarily been drawn to scale. For example, the 
dimensions of some of the elements are exaggerated 
relative to other elements for clarity. Further, where 
considered appropriate, reference numerals have been 
repeated among the FIGURES to indicate correspond 
ing or analogous elements. 

DESCRIPTION OF A PREFERRED 
EMBODIMENT 

Generally, the present invention provides a method 
and apparatus for performing a ?oating point operation 
within a data processor. In particular, a square root 
calculation of a data operand representing a positive 
real number is performed by the data processor to yield 
a square root result. This is accomplished by providing 
an approximate inverse square root of the data operand 
and performing a set of iterations which rapidly im 
prove the precision of the approximate inverse square 
root. Each iteration may roughly double or triple the 
number of signi?cant bits. Previous methods become 
inefficient at this point, since it has appeared that to get 
the desired precision for the ?nal square root would 
require additional circuitry or an awkward change of 
method to obtain a ?nal result. The novel approach of 
the present invention allows the desired precision to be 
obtained without the use of higher precision arithmetic 
by performing separate calculation steps for an exact 
part and a small part of a trial result, such that a rounded 
sum of these two parts gives the trial result which is 
accurate enough that the square root result is either the 
trial result or a single other number which is easily 
computed from the trial result. A selective manipulation 
of the trial result yields the square root result. 
The method assumes that the data processor uses a 

?oating point representation, wherein a set of real num 
bers and non-numeric items is represented or encoded 
by the data processor. A data operand or a result of a 
?oating point operation can be an element of the set. If 
the set contains a ?nite number of elements, a ?nite 
number of real numbers can be represented by the ?oat 
ing point representation. Each element of the set repre 
senting a real number does represent a real number, but 
not all real numbers are represented by an element of 
the set. An arithmetic operation on one or more real 
numbers represented by elements of the set may result 
in a real number which is not an element of the set. In 
that case, the result may be altered to a rounded result 
which is a real number or a non-numeric item repre 
sented by an element in the set. 
While the present invention-is not constrained by a 

particular choice of the ?oating point representation, 
the presentation of the invention is simpli?ed by dis 
cussing an implementation applicable to a model ?oat 
ing point representation which is representative of com 
monly used ?oating point representations. In the model 
?oating point representation, an element of the set is 
implemented as a sequence of bits. A ?oating point 
number is a real number represented by a sequence of 
bits comprising a sign ?eld of 1 bit, an exponent ?eld of 
E bits and a fraction ?eld of P bits. For a normalized 
?oating point number, the fraction ?eld has a most 
signi?cant bit which is l, and the most signi?cant bit 
may be represented explicitly or implicitly since its 
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4 
value is known. One or more bit sequences also repre 
sent the real number 0. The number P represents a pre 
cision, measured in bits, within which numbers can be 
distinguished. A set of ?oating point arithmetic opera 
tions including ?oating point addition, ?oating point 
subtraction, ?oating point multiplication and ?oating 
point square root are de?ned for the model. The model 
?oating point representation includes a round-to-near 
est rounding mode, a round-down rounding mode, and 
a round-up rounding mode. If an arithmetic operation 
on one or more operands yields a real result which is not 
a ?oating point number, the rounded result is obtained 
in a different way for each rounding mode. In the 
round-to-nearest rounding mode, the ?oating point 
result is a ?oating point number which is algebraically 
as close or closer to the real result. In the round-down 
rounding mode, the ?oating point result is a ?oating 
point number which is the largest ?oating point number 
not algebraically larger than the real result. In the 
round-up rounding mode, the ?oating point result is a 
?oating point number which is the smallest ?oating 
point number not algebraically less than the real result. 
The model ?oating point representation also has a 
means of indicating whether the ?oating point result 
represents the real result. 

In the implementation of the ?oating point square 
root operation for the data processor using the model 
?oating point representation, the data processor is as 
sumed to be directly capable of executing ?oating point 
addition, ?oating point subtraction, and ?oating point 
multiplication operations in any of the three rounding 
modes. The implementation of the invention for the 
data processor is to be able to produce the ?oating point 
square root rounded in a given rounding mode. 
The present invention can be more fully understood 

with reference to FIGS. 1-6. FIG. 1 illustrates a ?ow 
chart which illustrates a manner for performing a ?oat 
ing point square root operation in accordance with the 
present invention. In the description that follows, a 
number of symbols are de?ned. Each symbol represents 
a particular real number. 
The method begins in step 10. In step 12, a computer 

instruction, used to take the ?oating point square root of 
a darn operand, is read from a memory into a control 
unit. The computer instruction speci?es a location in a 
memory or a location in a register wherein the data 
operand is stored. In step 14, the control unit decodes 
the computer instruction and determines that the ?oat 
ing point square root of the data operand is to be taken. 
In a step 16, the control unit transmits at least one con 
trol signal to a ?oating point unit or ?oating point ex 
ception unit to initiate a sequence of operations to com 
pute the ?oating point square root of the data operand. 

If the data operand does not represent a real number, 
the square root result depends on unspeci?ed features of 
the model ?oating point representation. The action to 
be taken may vary from implementation to implementa 
tion; for example, an exception may be raised or the 
square root result may not represent a real number. 
Let s denote the value of the data operand, now as 

sumed to be numeric. If s is negative, there does not 
exist a real number whose square is s. The action to be 
taken may vary from implementation to implementa 
tion. 

If s, now assumed to be numeric and non-negative, is 
0, the square root result is a particular square root result 
which is representation of 0. The particular result may 
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depend on the actual data operand and not just its nu 
meric value of 0. 
Let Vs denote a positive square root of s, now as 

sumed to be positive. Let 2 denote a rounded square 
root which is a real number obtained by rounding Vs in 5 
the given rounding mode; the number 2: may differ 
from the number Vs due to rounding. The ?oating 
point square root of the data operand is a bit sequence 
representing the rounded square root 2. 

In step 18, an initial approximate inverse square root 
of the data operand is provided. Let yo be the initial 
approximate inverse square root of the data operand. 
Such a number is obtainable for all data operands repre 
senting numbers other than zero. The approximation yo 
may be obtained by various means. As examples, it 
might be obtained by looking up in a table based on the 
exponent ?eld and some of the bits of the fraction ?eld 
of the data operand or it might be obtained by perform 
ing some computation involving the exponent ?eld and 
the fraction ?eld. Special-purpose circuitry or a state 
machine might also be used to generate this value. 
The accuracy with which yo represents 

1 

affects the speed with which the value x will be com 
puted. A measure of the accuracy of yo is given by a 
relative error 

(5Q 1) 

In steps 20 and 22, the initial approximate inverse 
square root yo is transformed into a ?nal approximate 
inverse square root ym by a sequence of m transforma 
tions, where m is an integer greater than or equal to 
zero. FIG. 1 shows this as an iterative process in which 
step 20 determines whether the present approximation 
is accurate enough to proceed to step 24 and step 22 
determines a more accurate approximation if the proper 
accuracy has not been achieved. In an actual implemen 
tation the number of transformations may be predeter 
mined and steps 20 and 22 replaced by a straight calcu 
lation of the predetermined transformations. In either 
case, a given transformation is represented by step 22 
which takes a previous approximate inverse square root 
yias input and produces a more accurate approximate 
inverse square root yi+ 1. For any i, a relative error m of 
yils 

(EQ 2) 

A quadratic iteration is one possible method for per 
forming step 22. In the quadratic iteration, the more 
accurate approximate inverse square root is given by 
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1 W12) 
and the relative error of the more accurate approximate 
inverse square root is related to the relative error of the 
previous approximate inverse square root by 

,1; (EQ 4) ni+l = _%'1ll2 “g 

This equation shows that the number of signi?cant 
bits approximately doubles after one quadratic iteration. 
A cubic iteration is another possible method for per 

forming step 22. In the cubic iteration, the more accu 
rate approximate inverse square root is given by 

15 5 3 (EQ 5) 
yi+1= yi('8—. — 7v? + T (m2?) 

and the relative error of the more accurate approximate 
inverse square root is related to the relative error of the 
previous approximate inverse square root by 

5 3 8 m 

The above equation shows that the number of signi? 
cant bits approximately triples after one cubic iteration. 
Other iteration sequences to compute yi+1 from y,- are 

possible. For example, it is straightforward mathemati 
cally to derive approximations in which the number of 
signi?cant bits is approximately multiplied by any posi 
tive integer greater than 3. 
The absolute value of the relative error of the ?nal 

approximate inverse square root 17,,, needs to be slightly 
smaller than 2-P/2. A quarter as big is a safe limit, while 
somewhat larger limits may be possible in particular 
implementations. Roughly speaking, this means that 
after m iterations, the approximation ym must have 
somewhat more than 

L 
2 

accurate bits. In a particular implementation, the num 
ber in may depend on P, the worst-case relative error 
no of the initial approximate inverse square root yo, and 
the relative efficiencies for the particular implementa 
tion of quadratic, cubic or other iteration steps. EQS. 
1-6 are useful in determining the most efficient iteration 
scheme for the particular implementation. 
One approach to computing 2 is to use one ?nal qua 

dratic iteration like EQ. 3 but including an extra factor 
of 5. Let x be given by the equation 

1 W012 ) 
(EQ'I) 

Mme-T 
The relative error of x with respect to Vs is given by 
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This means that x will have approximately P bits of 
accuracy if the calculation carried out in EQ. 7 is car 
ried out in complete accuracy. If the sequence of arith 
metic operations used in EQ. 7 are carried out in the 
model ?oating point representation with p bits of accu 
racy, the accumulated rounding errors will in many 
cases cause the x computed from EQ. 7 to differ from 
the ideal value by several bits. In additional, the 
rounded square root result cannot be computed directly 
by rounding x since while it may be close to s, it may 
round to a different number than would Vs. The combi 
nation of intrinsic error in the result 2; computed in EQ. 
7 and the additional error caused by arithmetic with P 
bits of accuracy would lead to a time-consuming search 
for the correct value after rounding. This searching is 
unacceptable when trying to achieve a fast square root 
calculation. 

In fact, in order to narrow the search range to include 
just two numbers, the value of 1; must be computed with 
greater than P bits of accuracy. There are three cases to 
consider, depending on whether the rounding mode is 
round-to-nearest, round-down or round-up. 
For the round-to-nearest rounding mode, let x’ be the 

result of rounding down the value of x from EQ 7 in the 
model ?oating point representation. This guarantees 
that 

x'§x<x'+e (EQ 9) 

where e is the value of the least signi?cant bit position 
of the number x’ in the ?oating point representation. 
Now if 

Taken together, EQS ll and 12 guarantee that for the 
round-to-nearest rounding mode, the rounded square 
root result 2 is either x’ or x’+e. To determine which is 
the correctly rounded result, it suffices to compare s 
with x'(x’+e) . If sis larger, then the correctly rounded 
result is x'+e; otherwise the correctly rounded result is 
x’. 
For the round down rounding mode, let x" be the 

result of rounding the computation of x in EQ 7 using 
the round-to-nearest rounding mode. This implies 

('EQ 13) 

where e is still the value of the least signi?cant bit posi 
tion of the number obtained by rounding x down. This 
is usually the same as the value 6' of the least signi?cant 
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8 
bit position of x”, but may be half as big. If in addition, 

(EQ 14) 
Ix — < —; 

then 

(EQ 15) 
Ix” — \l?| E e 

which guarantees that for the round-down rounding 
mode, the rounded square root result is either x” or 
x"—- c. This may be decided by comparing 5 with x"2. If 
s_Z_x"2, the properly rounded result is x"; otherwise the 
properly rounded result is x”—e. 
For the round-up rounding mode, let x'” be the result 

of rounding the computation of x in EQ 7 using the 
round-to-nearest rounding mode. This implies 

where e is still the value of the least signi?cant bit posi 
tion of the number obtained by rounding it down. This 
is usually the same as the value of the least signi?cant bit 
position of x’”, but may be half as big. If in addition, 

which guarantees that the correctly rounded up square 
root result is either 24"’ or x’”+e’. This may be decided 
by comparing s with x"'2. If séxmz, the properly 
rounded result is x"’+e’; otherwise the properly 
rounded result is x’”. Therefore, due to the relationships 
expressed in EQS l0, l4, and 17, the unacceptable 
searching identi?ed above is signi?cantly reduced in 
scope. 

Speci?cally, EQS 9-18 show that for any rounding 
mode, if the result of EQ 7 can be computed with an 
absolute error smaller than 

r 

then there is a straightforward computation to deter 
mine an x’ if the square root results to be rounded to 
nearest, an x" if the square root result is to be rounded 
toward zero, and an x'” if the square root result is to be 
rounded up. While it is apparent from the quadratic and 
cubic iteration formulas that it is not hard to ?nd a value 
ym for which the exact computation of EQ 7 would 
have the desired error bound, it is not immediately 
apparent how to compute the value x given by EQ 7 to 
greater accuracy than that available with arithmetic 
with proper rounding to P bits of precision. The compli 
cations are that the intermediate result x must appar 
ently be computed through a sequence of floating point 
arithmetic operations which introduces an error larger 
in magnitude than that which is acceptable. Steps 24, 26, 
and 28 provide one solution to this problem. 
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In step 24, the data operands is broken up into a large 

part s and a small part 8s by 

s=§+8s (EQ 19) 

and the approximate inverse square root ym is broken up 
into a large part 9 and a small part 8y by 

.Vm=;+3)’ (EQ 20) 

In terms of the large and small parts of the data oper 
and and approximate inverse square root, the approxi 
mate square root x of BO 7 can be divided into an exact 
part 2'; and a small part 8x. One way in which this may 
be accomplished is through EQS 2l~24; 

In step 26, the small part 6x is computed according to 
BO 24. In the ?oating point representation with P frac 
tion bits, the exact part will be computed with no error 
for proper choices of the large parts of the data operand 
and the approximate inverse square root. One choice is 
to let s be obtained by truncating s after a number k of 
bits and to let y be obtained by truncating yo after a 
number n of bits. Further let a number r be the smaller 
of the number of accurate bits in the initial approxima 
tion yo and 11. Provided that 

2k+3n+2ZP (tm) HQ 25) 

the result obtained from EQ 22 by the ?oating point 
arithmetic will be an exact representation of the number 
1. With these truncations the ratios 

8: 
E 

are small. The small part 8x is indeed smaller than the 
exact part i; Indeed, to ?rst order in 

This means that the most signi?cant bit of 8x will be 
about k+1 bits to the right of the most signi?cant bit of 
it. By representing the quantity x as the sum of x and 8x, 
a total of approximately P+k+l bits of accuracy are 
maintained, even though the ?oating point representa 
tion is capable of only P bits of accuracy. It is the repre 
sentation of x by more than one ?oating point number, 
in this case the two ?oating point numbers 1"; and 8x, 
which allows an efficient computation of x’, x", or x’” 
according to the rounding mode. 

In step 28, the exact part i and the small part 8x are 
added together to form a sum and an alteration is per 
formed on the sum to create an altered sum. The altered 
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10 
sum is to be representable in the ?oating point format. 
The way in which the alteration is performed is depen 
dent on the rounding which is desired for the square 
root result. If the square root result is to be rounded to 
nearest, the altered sum is to be formed by rounding the 
exact sum toward zero. The altered sum is therefore the 
quantity x’ of EQ 9. If the square root result is to be 
rounded toward zero, the altered sum is to be formed by 
rounding the exact sum to nearest, and the altered sum 
is therefore the quantity x” of BO 13. If the square root 
result is to be rounded toward zero, the altered sum is to 
be formed by rounding the exact sum to nearest, and the 
altered sum is therefore the quantity x’” of EQ 16. 

In step 30, the altered sum is selectively manipulated 
to generate the correctly rounded square root result. 

If the square root result is to be rounded to nearest, 
the correct result 2 is either x’ or x'+e. To determine 
which is the correctly rounded result, it suf?ces to com 
pare s with x’(x'+e) . If s is larger, then the correctly 
rounded result is x’ + 6; otherwise the correctly rounded 
result is x’. For step 30 in this case, a comparison is made 
between the square root operand s and the product 
x’(x'+e). If s is larger, the altered sum x’ is manipulated 
by adding 5 to it to obtain the square root result 2. Oth 
erwise, the square root result 2 is x’. 

If the square root result is to be rounded toward zero, 
the correct result 2 is either x" or x”—e. To determine 
which is the correctly rounded result, it suf?ces to com 
pare s with x"2. If s is not smaller, then the correctly 
rounded result is x"; otherwise the correctly rounded 
result is x”—e. For step 30 in this case, a comparison is 
made between the square root operand s and the prod 
uct x"2. If s is smaller, the altered sum x" is manipulated 
by subtracting e from it to obtain the square root result 
2. Otherwise the square root result 2 is x”. 

If the square root result is to be rounded up, the cor 
rect result 2 is either x’” or x"’+e. To determine which 
is the correctly rounded result, it suf?ces to compare s 
with x‘”2. If s is larger, then the correctly rounded result 
is x”’+e’; otherwise the correctly rounded result is x'”. 
For step 30 in this case, a comparison is made between 
the square root operand s and the product x’”2. If s is 
larger, the altered sum x’” is manipulated by adding e’ to 
it to obtain the square root result 2. Otherwise, the 
square root result 2 is x'”. 
The manipulation in step 30 may pro?tably be per 

formed in some ?oating point representations by treat 
ing the bit sequences representing the ?oating point 
numbers as integers. For such ?oating point representa 
tions, the addition or subtraction of e or e’ to a number 
may be performed as the integer addition or subtraction 
of l to the least signi?cant bit position of the bit se 
quence representing the number. 

In some instances, it is desirable to determine whether 
the rounded square root result is an exact square root of 
the data operand. This may be determined by multiply 
ing the square root result by itself to form a product and 
comparing the product with the data operand. 

Again, in some instances, it is desirable to determine 
whether the rounded square root result is a result ob 
tained by rounding up the exact square root of the data 
operand. In the round-down rounding mode, the an 
swer is no. In the round-up mode, the answer is yes if 
the rounded square root result is not the exact square 
root of the data operand. In the round-to-nearest mode, 
if the rounded square root result is the exact square root 
of the data operand, the answer is no. If not, one can 
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perform a calculation of the round-up square root result 
of the data operand. If that result is identical with the 
round-to-nearest square root result, then the answer is 
yes; otherwise the answer is no. 

In step 32, the selectively manipulated result 2 which 
represents the correctly rounded square root result is 
provided as the result of the square root operation. This 
result is representable in the ?oating point format. 

In step 34, the data processor has the result of the 
square root operation and may store it in a memory, 
store it in a register, or make other use of the result. 
FIG. 2 illustrates a data processor 35 which is used to 

perform a square root calculation in accordance with 
FIG. 1. The data processor 35 contains a central pro 
cessing unit (CPU) 36. The CPU 36 may be a reduced 
instruction set computer (RISC), a complex instruction 
set computer (CISC), a digital signal processor (DSP), a 
microcontroller, or the CPU 36 may have some other 
architecture. It fetches a set of instructions from a mem 
ory 38. The set of instructions are decoded in the CPU 
36 and executed by the CPU 36 or under control of the 
CPU 36 by a ?oating point execution unit 40 or some 
other execution unit. The instructions may be executed 
serially in a serial architecture or in an altered order or 
in parallel in a superscalar or parallel architecture. 
The CPU 36 controls the memory 38 through a set of 

one or more control lines, a set of one or more address 
lines, and a set of one or more data lines. The set of 
address lines are used by the CPU 36 to select a particu 
lar memory location. The set of data lines are used to 
transmit from the CPU 36 to the memory 38 a value to 
be stored at the particular memory location or to trans 
mit from the memory 38 to the CPU 36 a value which 
is stored at the particular memory location. The control 
lines are used by the CPU 36 and the memory to ensure 
that the value is transmitted in the proper direction in a 
timely fashion. The value transferred from the memory 
38 to the CPU 36 may be interpreted by the CPU 36 as 
an instruction or as a data operand. In some implemen 
tations, the memory 38 which the CPU 36 accesses for 
instruction values may be logically or physically sepa 
rated from the memory 38 which the CPU access for 
data operand values. 
There may be multiple ?oating point units 40. The 

?oating point execution unit 40 may possibly be in 
cluded within the CPU 36. The ?oating point execution 
unit 40 is capable of carrying out ?oating point addition, 
subtraction, and multiplication. The different arithmetic 
operations of addition, subtraction, and multiplication 
may be carried out in separate ?oating point execution 
units. At least one control line and one data line allow 
the CPU 36 to control the ?oating point execution unit 
40 and to transmit the data operand and possibly other 
values to the ?oating point execution unit 40. The CPU 
36 or the ?oating point execution 40 may have a set of 
registers capable of holding ?oating point values. A 
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data operand or set of data operands used by the ?oat- . 
ing point execution unit is read or are read from the 
registers and a result computed by the ?oating point 
execution unit is written to the registers. 
The ?oating point units 40 may incorporate a circuit 

42 which can generate an approximate inverse square 
root of a data operand. The circuit 42 might consist of 
a table lookup with some additional logic circuits to 
perform exponent shifts or might consist of a more 
general logic circuitry. 
The memory 38 may be a cache memory internal to 

the data processor 36 or it may be a memory 48 external 

65 

12 
to the data processor. FIG. 2 illustrates the case in 
which the memory 38 is a cache memory internal to the 
data processor. In that case, a data value is transferred 
between the memory 38 and the external memory 48 
through a bus interface 44 and a bus 46. A set of one or 
more control lines, a set of one or more address lines, 
and a set of one or more data lines between the memory 
38 and the bus interface 44, a set of one or more control 
lines, a set of one or more address lines, and a set of one 
or more data lines between the bus interface 44 and the 
bus 46, and a set of one or more control lines, a set of 
one or more address lines, and a set of one or more data 
lines between the bus 46 and the external memory are 
used to ensure that a data value to be transferred in 
either direction between the memory 38 and the exter 
nal memory 48 is transferred in the proper direction in 
a timely fashion. The bus 46 may also be attached to an 
alternative user or supplier of data, such as an input-out 
put device (not illustrated). 
The method illustrated in FIG. 1 may be executed in 

the processor 35 illustrated in FIG. 2. In the course of 
normal operations, the CPU 36 is fetching instructions 
and data values from the memory 38 and executing 
instructions, while the bus interface unit 44 is ensuring 
that the values in the memory 38 are kept consistent 
with the values in the external memory 48. Step 10 of 
FIG. 1 occurs at a point when a square root is about to 
be computed within the processor 35. 

In step 12 of FIG. 1, the CPU 36 fetches an instruc 
tion to compute a properly rounded square root of a 
data operand from the memory 38. The data operand 
may already be present in a register in the ?oating point 
execution unit 40 or in the CPU 36, or the data operand 
may also be fetched from the memory 38. The CPU 36 
decodes the instruction analogous to step 14 of FIG. 1. 
In step 16 of FIG. 1, the CPU 36 signals an exception 
which causes a new stream of instructions to compute 
the square root to be fetched from the memory 38. The 
stream of instructions may save certain features of the 
state of the processor 35 which will be restored after the 
square root operation has been completed. The saving 
of this information may be implemented by transferring 
state information to a memory device such as memory 
38 and/ or 38. 

In step 18 of FIG. 1, the data operand is used either 
by the CPU 36 or directly by the circuit 42 to produce 
an approximate inverse square root yo. In steps 20 and 
22, this approximate square root is used as a starting 
value for a sequence of zero or more quadratic itera 
tions described by EQ 3, cubic iterations described by 
EQ 4, or other iterations to generate a more exact ap 
proximate inverse square root ym using addition, sub 
traction, and/or multiplication within unit 40. The 
arithmetic operations implicit in EQ 3 and HQ 4 are 
executed in the ?oating point execution unit 40 under 
the control of the CPU 36. The number of iterations 
may be determined in advance or by actually checking 
the accuracy after some iterations. 

In step 24 of FIG. 1, the large part of the approximate 
inverse square root y, the small part of the approximate 
inverse square root 6y the large part of the data operand 
s and the small part of the data operand s are used to 
compute the exact part 2 according to EQ 22. The 
generation of these terms may occur partly in the CPU 
36 and partly in the ?oating point execution unit 40; in 
general, the ?oating point arithmetic implicit in EQ 22 
is likely to be performed in the ?oating point execution 
unit 40, while the separation of the data operand and the 
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approximate inverse square root into the large and the 
small parts may be done in the CPU 36. As stated previ 
ously, the CPU 36 controls the operation of the ?oating 
point execution unit 40. 

In step 26 of FIG. 1, the ?oating point execution unit 
40 under the control of the CPU 36 performs arithmetic 
operations to compute 8x according to EQS 23 and 24. 
Then in step 28, the z computed in step 24 and the 8x 
computed in 26 are added and the result altered by 
rounding as described below via EQ 27, according to 
the way in which the square root is to be rounded. Then 
a comparison is made, as described, to determine 
whether or not the altered result is to be manipulated to 
produce the properly rounded result 2. The arithmetic 
operations needed to perform the comparison are per 
formed in the ?oating point execution unit 40 under the 
control of the CPU 36. The arithmetic operations 
needed to manipulate the altered sum (i.e. add in a con 
stant of — l,0,or+ 1), if needed, may be performed ei 
ther in the CPU 36 or in the ?oating point execution 
unit 40. 
The CPU 36 then provides the square root result in a 

register in the CPU 36 or the ?oating point execution 40 
or in memory 38. Any required restoration of the pro 
cess state is performed. This restoration may involve 
the transfer of data values between the memory 38 and 
the CPU 36 and the ?oating point execution unit 40. 
FIG. 3 illustrates a data ?ow for the method and data 

processor of FIGS. 1 and 2 in the calculation of a square 
root of an operand s 50. Calculation 52 accepts the 
operand 50 and generates the terms s, 6s, yo, and y. Let 
5 have exactly k signi?cant bits of accuracy and y have 
exactly n signi?cant bits of accuracy. EQ 25 shows that 
the computation of x will be exact provided that 
2k+3n+2§P. It may be a convenience to have kzn, 
although 
EQ 26 shows that Ex is much more sensitive to 

A satisfactory approach is to let 

P-Z “FL-Tl 
Wherein [B] means round the value B to the nearest 
integer less than or equal to B. Also, let 5 be obtained 
from s by truncating it after k signi?cant bits. The value 
yo may be obtained in hardware or by means of a table 
lookup (e.g. a ROM table lookup). The operand 50 may 
be written as 

(EQ 27) 

s=22'><f (EQ 28) 

where t is an integer and ééféZ is a real number. Then 
an initial approximate inverse square root value yo can 
be obtained as 

y0=2"><g (EQ 29) 

where g is an approximate inverse square root of f. The 
g may be obtained from a table. The advantage of this 
approach is that the table needs far fewer values if it 
only needs to give approximate inverse square root 
values for numbers between a and 2 than if it needs to 
cover a wider dynamic range. The large part 9 be ob 
tained by truncating yo to k signi?cant bits. Of course, 
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14 
no truncation is needed if yo already has no more than k 
signi?cant bits. The quantity 85 can be computed via 

8s=s—s (EQ 30) 

which is consistent with EQ 19. 
A sequence of zero or more iterations shown in FIG. 

3 as calculation 54 and continuing up to calculation 60 
generate more accurate approximate inverse square 
roots resulting ?nally in the value ym. Each of these 
iterations may be a quadratic iteration calculation as in 
EQ 3, a cubic iteration calculation as in EQ 5, or some 
other iteration which results in a more accurate approx 
imate inverse square root. Not all iterations need to be 
of the same type. It is likely but not necessarily most 
ef?cient to perform the same number of iterations for all 
arguments. For a given processor 35, the accuracy of 
the initial inverse approximate square root, the number 
of signi?cant bits P in the ?oating point representation, 
the number of iterations and the type of each iteration, 
and the capabilities of the CPU 36 and the ?oating point 
execution unit 40 will be considerations in determining 
the number of iterations and the type of each iteration. 
The other constraint is that the ?nal approximate in 
verse square root ym needs at least 

signi?cant bits so that the computation in calculations 
56 and 64 will provide a suf?ciently accurate represen 
tation of x as described by EQS l0, l4, and 17. Overall, 
calculations 54 and subsequent iterations up to calcula 
tion 60 encompass steps 20 and 22 of FIG. 1. 

Calculation 56 which computes the exact part i and 
calculation 58 which computes some terms used in cal 
culation 64 may be done in parallel with the iteration 
calculations 54 and 60. Particularly in a superscalar 
architecture, there is an advantage to doing these calcu 
lations in parallel with the iterations. Calculation 56 
computes the left-hand side of EQ 22, while calculation 
58 computes some terms which appear in EQ 24. As an 
example, the terms s9 and gsy can be computed in calcu 
lation 56. In a particular implementation for a particular 
processor, the designer should attempt to optimize per 
formance. Calculation 56 is described by step 24 of FIG. 
1. 
As soon as ym has been calculated by calculation 60, 

calculation 62 gives 

8y=ym—i (EQ 31) 

which satis?es EQ 20. 
Calculation 64 computes 8x using EQS 23 and 24. 

The inputs to this calculation are obtained from operand 
50 and calculations 52, 56, 58, 60, and 62. The precom 
putation in calculation of some terms in EQS 23 and 24 
reduces the computation which must be done in calcula 
tion 64. At the conclusion of calculation, the work de 
scribed by EQ 24 has been completed. 

In calculation 66, the exact part and the small part are 
added as shown in EQ 20 with the rounding mode 
chosen as indicated by the discussion following EQ 26. 
This produces the value x’, x", or x’” according to the 
rounding mode. Overall, calculation 66 corresponds to 
step 28. 

In calculation 68, the selective manipulation (i.e. add 
ing — l, 0,or+l to a least signi?cant bit position) is 
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performed to compute the properly rounded square 
root value 2 as discussed following BO 26. This is the 
value which is provided as the square root value. 
FIG. 4 shows an alternative data flow. This differs 

from FIG. 3 in that in calculation 70, the value 37 is 
computed from the approximate inverse square root ym 
instead of being computed in calculation 52 from the 
initial approximate inverse square root yo. This is shown 
as an alternative data ?ow, although usually it will be 
less desirable because it delays the computation of y. 
The amount of work which can be performed in calcu 
lation 58 is also likely to be reduced. Other generaliza 
tions of the data ?ow are possible. 
FIG. 5 is a ?owchart which illustrates how the pro 

cessor 35 of FIG. 2 performs a square root operation in 
accordance with the method of FIG. 1. FIG. 5 has a 
step 100 in which an unimplemented square root opera 
tion is detected by the CPU 36. In step 102, the proces 
sor takes a ?oating point exception after which the CPU 
will take a ?oating point exception. After saving suffi 
cient information about the state of the processor, the 
instructions issued by the processor will determine the 
cause of the exception in step 104. In step 106, the in 
structions check to see if the exception was due to an 
instruction to take a square root of a data operand. If 
not, other instructions not germane to a square root 
calculation will have to deal with the exception in step 
108. 

In step 110 of FIG. 5, the processor 35 of FIG. 2 
computes the square root result of a scaled data operand 
using the method of FIG. 1. Using this, it is possible to 
determine if the square root of the data operand would 
have caused an over?ow or an under?ow in a step 112. 
This might occur if the square root result were to be 
represented in a different ?oating point representation 
from the ?oating point representation of the data oper 
and. Step 114 checks to see if the user has enabled an 
over?ow exception. If the user has, then step 116 per 
forms a rescaling so that the result returned to the user, 
while not the correct result, is representable as a ?oat 
ing point number, and in step 118 lets the user deal with 
the over?ow. If the user has not enabled the over?ow 
trap, a default value is generated in step 122 and re 
turned in step 124. 

If over?ow is not a possibility, step 120 checks to see 
if under?ow would have occurred. If so, step 126 
checks to see if the user has enabled an under?ow ex 
ception. If so, then step 116 performs a rescaling and the 
user is left to deal with it in step 118. If not, a default 
result is generated in step 122 and returned in step 124. 

Step 128 determines whether the square root value is 
exactly the square root of the data operand or the user 
has not enabled, an inexact exception. If either is true, 
the square root value is returned in step 132. Otherwise, 
the user is allowed to deal with the inexactness in step 
130. 
FIG. 6 illustrates a processor 200 in which a square 

root of a data operand is computed using the method of 
FIG. 1 following the calculations of FIG. 3. The parts 
of the processor 200 are similar to those of the processor 
35. The primary difference is that the CPU 36 is re 
placed by a control unit 206 which carries out the calcu 
lations of FIG. 3 without requiring further control. All 
control needed to compute the square root of the data 
operand is provided by control unit 206. An initial ap 
proximate inverse square root value is obtained from an 
inverse square root approximation unit 202 which might 
use a combination of table lookup with exponent manip 
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16 
ulation as described for calculation 52 of FIG. 3. A 
memory/registers unit 204 holds partial results used in 
the calculations of FIG. 3, while one or more ?oating 
point addition/subtraction units 210 and one or more 
?oating point multiplication units 208 are used for ?oat 
ing point arithmetic operations needed in the calcula 
tions of FIG. 3. An integer addition/subtraction unit 
212 is used for the selective manipulation step 30 of 
FIG. 1. A read-only memory (ROM) provides con 
stants needed in the calculations of FIG. 3. An internal 
bus 216, a cache 218, and a bus interface unit 220 pro 
vide access to an external memory 222. 
The present invention provides a method and appara 

tus for generating a square root of a ?oating point num 
ber within a data processor in a fast and ef?cient man 
ner. With such a method and apparatus, the square root 
of the ?oating point number may be generated reliably 
and quickly. In the past, a common method of produc 
ing the square root has been to use a restoring algorithm 
which produces one correct bit per iteration. This is 
easily implemented in circuitry, but is slow because it 
only produces one bit per iteration. The quadratic and 
cubic iterations described by EQ 3 and EQ 5 have the 
great advantage of rapid convergence, since the number 
of correct bits is roughly doubled or tripled with each 
iteration. The problem with using these equations in the 
past has been the ?nal iteration of EQ 7. The difficulty 
in the past has been that to get a square root result with 
a given precision, EQ 7 has to be computed with an 
even greater precision, necessitating extra circuitry or a 
reversion to a restoring algorithm to complete the gen 
eration of the square root. The present invention cir 
cumvents this difficulty through the representation of 
EQ 21, in which a real number x which cannot be repre 
sented suf?ciently accurately in the ?oating point repre 
sentation of the data processor is represented as the sum 
of two numbers, one of which can be represented ex 
actly in the ?oating point representation of the data 
processor and the other of which is signi?cantly 
smaller. 
One advantage of this invention is that fast quadratic 

and cubic iterations may be used which improves the 
speed of the square root operation. A second advantage 
is that the method does not require arithmetic opera 
tions with extra precision. Whatever the highest preci 
sion of arithmetic operations is, the square root can be 
efficiently computed to that precision. There is no inef 
?cient transition from fast early iterations to slow final 
iterations. The invention is also easily incorporated 
within a wide range of data processors; it is suitable for 
RISC, CISC, and DSP processors as well as microcon 
trollers and special-purpose processors. Its implementa 
tion can be distributed in various ways between hard 
ware and software. The method is also general enough 
to take advantage of architectural variations among 
processors. For example, in an implementation on 
superscalar processor, the multiple issue of instructions 
is used to great advantage. In any implementation, it 
takes good advantage of the ?oating point instructions 
which are implemented. 
While the present invention has been shown and 

described with reference to speci?c embodiments, fur 
ther modi?cations and improvements will occur to 
those skilled in the art. Examples are discussed in the 
following paragraphs. 

Particular features of a given ?oating point represen 
tation may call for modi?cations. For example, the 
absence or non-use of a speci?c rounding mode is often 
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easy to make up for with the rounding modes that do 
exist. The calculation of numbers whose value is the 
value of the least signi?cant bit position can often be 
performed quickly for a given ?oating point representa 
tion by directly manipulating the bits of the number. 
And in many cases, the addition or subtraction of such 
a number to a quantity be circumvented by using inte 
ger arithmetic on the bit sequences representing the 
quantity. 
The representation of the real number x by a pair of 

?oating point numbers in EQ 21 is important, but these 
two numbers need not be computed exactly as shown 
by EQS 22-24. Any equivalent algebraic transformation 
would work as well, and even transformations made by 
making very small changes to the constants could give 
an acceptable result. 
Moreover, while EQS 21-24 are based on the last 

iteration de?ned by EQ 7, other formulas for x could 
provide the basis for a decomposition into a new exact 
part and a new small part. For example, a ?nal iteration 
de?ned by 

could be used as the basis for forming an exact part and 
a small part. The particular choice of EQ 7 has the 
desirable property that it requires a small amount of 
additional computation. 
Although the model ?oating point representation 

presented used a binary representation, the use of an 
other base for the representation could be accommo 
dated. An even base would be slightly more convenient, 
because then the fractions which have appeared in the 
equations would all have exact representations for that 
base. 
The determination of whether the square root result 

is an exact square root of the data operand may be per 
formed in several ways. One useful observation is that if 
the rounded square root result has exactly b signi?cant 
bits, its square has at least 2b —1 signi?cant bits. For its 
square to have an exact ?oating point representation, it 
is necessary that 2b—1éP. For a particular ?oating 
point representation, it is therefore easy to make the 
determination of whether the square of the rounded 
square root result has an exact representation. If it does 
not, the rounded square root result is inexact. If it does, 
the square can be computed and has an exact represen 
tation in the particular ?oating point representation. 

In some ?oating point representations, there is a spe 
cial bit sequence for very small numbers usually called 
denormalized numbers. In a particular processor, these 
might not need special treatment. If they do need to be 
treated separately, it is convenient to scale the denor 
malized number to form a scaled data operand and to 
unscale the square root result of the scaled data oper 
and. 

It is to be understood, therefore, that this invention is 
not limited to the particular forms shown and that it is 
intended in the appended claims to cover all modi?ca 
tions that do not depart from the spirit and scope of this 
invention. 
What is claimed is: 
1. A method for executing a square root instruction in 

a data processor, the data processor having access to a 
memory device, means for providing an inverse square 
root approximation, and an exception handler, and hav 
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ing an execution device, the method comprising the 
steps of: 

reading an opcode from the memory device into the 
execution device; 

determining, via the execution device, that the op 
code indicates that a square root operation is to be 
performed on a number; and 

invoking the exception handler to calculate the 
square root of the number wherein the square root 
is calculated by: 
receiving an inverse square root approximation 
from the means for providing an inverse square 
root approximation; 

determining a more accurate inverse square root 
approximation from the inverse square root ap 
proximation by executing instructions within the 
data processor; 

using the more accurate inverse square root ap 
proximation and the number to create an exact 
?oating point value and a small ?oating point 
value wherein the sum of the exact floating point 
value and the small ?oating point value is a sub 
stantially close approximation to the actual 
square root of the number; and 

selectively adding a constant value to a least signi?~ 
cant bit position of the substantially close ap 
proximation in order to numerically adjust the 
actual square root of the number. 

2. The method of claim 1 wherein the step of selec 
tively adding comprises: 

adding a logic value to a least signi?cant bit position 
of the substantially close approximation, the logic 
value being a binary value selected form the group 
consisting of: — 1, 0 and l. 

3. The method of claim 1 wherein the step of receiv 
ing the inverse square root approximation comprises: 

using an iterative process within the means for pro 
viding an inverse square root approximation to 
determine the inverse square root approximation. 

4. The method of claim 1 wherein the step of receiv 
ing the inverse square root approximation comprises: 

using an iterative quadratic convergence process 
within the means for providing the inverse square 
root approximation to determine the inverse square 
root approximation. 

5. The method of claim 4 wherein the quadratic con 
vergence process comprises the steps of: 

(a) providing an initial approximation of the inverse 
square root; 

(b) calculating a more accurate inverse square root 
approximation (y,,) from the prior inverse square 
root approximation (y,,._1) using the equation: 

wherein: 
s is equal to the number having an exact mathemati 

cal square root, 
a is a ?rst constant, and 
b is a second constant; 

(c) iterating step (b) by setting y” calculated from step 
(b) to y,,..1 and calculating a new y” from step (b) 
until a predetermined number of bits of precision 
are attained for y” in step (b); and 

(d) using a last calculated y” as the inverse square root 
approximation. 

6. The method of claim 1 wherein the step of receiv 
ing the inverse square root approximation comprises: 
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using an iterative cubic convergence process to deter 
mine the inverse square root approximation. 

7. The method of claim 6 wherein the cubic conver 
gence process comprises the steps of: 

(a) providing an initial approximation of the inverse 5 
square root; 

(b) calculating a more accurate inverse square root 
approximation (y,,) from the prior approximation 
(y,,_1) using the equation: 

10 
yn=y,._r(a-b*s'on_r>z+c'(s'<yn_1z)z) 

wherein: 
s is equal to the number having an exact mathemati 

cal square root, 15 
a is a ?rst constant, 
b is a second constant, and 
c is a third constant; 

(c) iterating step (b) by setting y” calculated from step 
(b) to y,,_1 and calculating a new y" from step (b) 
until a predetermined number of bits of precision 
are attained for y,,; and 

(d) using a last calculated y” as the inverse square root 
approximation. 

8. The method of claim 1 wherein the step of receiv 25 
ing the inverse square root approximation comprises: 

generating the inverse square root approximation 
within the means for providing the inverse square 
root approximation by using a method selected 
from the group consisting of: iterative quadratic 
convergence process, an iterative cubic conversion 
process, and a combination of both a quadratic 
process and cubic process. 

9. A data processor for calculating a square root of a 

30 

35 
an execution device for processing data within the 

data processor; 
means for approximating an inverse square root of the 
number coupled to the execution device; 

a memory device which stores a ?rst binary value and 
a second binary value wherein the ?rst binary 
value, when decoded by the execution device, 
indicates that a square root operation is to be per 
formed on the second binary value; and 

means for processing the square root operation cou 
pled to the execution device, the means for pro 
cessing receiving an inverse square root approxi 
mation from the means for approximating an in 
verse square root approximation, providing a more 
accurate inverse square root approximation from 50 
the inverse square root approximation, using the 
more accurate inverse square root approximation 
and the number to create an exact ?oating point 
value and a small ?oating point value wherein the 
sum of the exact ?oating point value and the small 
?oating point value is a substantially close approxi 
mation to the actual square root of the number, and 
selectively adding a constant value to a least signi? 
cant bit position of the substantially close approxi 
mation in order to more accurately represent the 
actual square root of the number. 

10. The method of claim 9 wherein the inverse square 
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root approximation is read from a memory look-up 
table within the data processor. 

11. A data processing system for performing ?oating 65 
point operations, the data processing system being cou 
pled to an external memory device, the data processing 
system comprising: 

20 
a memory storage array within the data processing 

system for storing data within the data processing 
system; 

a control unit coupled to the memory storage array 
and coupled to the external memory device, the 
control unit processing data and computer instruc 
tions stored in the memory storage array and the 
external memory device, the control unit selec 
tively reading the data and the computer instruc 
tions from the memory storage array and generat 
ing control signals and providing ?oating point 
data for use within the data processing system; 

a ?oating point execution unit coupled to the control 
unit for receiving the ?oating point data and con 
trol signals, the ?oating point execution unit being 
capable of performing ?oating point mathematical 
operations using the ?oating point data, the ?oat 
ing point unit generating a ?rst ?oating point value 
in response to the receipt of at least one of the 
control signals, the ?rst floating point value being 
an adjusted approximate inverse square root of the 
?oating point data, the ?oating point execution unit 
performing a sequence of operations to improve 
the precision of the ?rst ?oating point value, the 
?oating point execution unit using the ?rst ?oating 
point value to generate a second ?oating point 
value which is an exact ?oating point number and 
a third ?oating point number which is signi?cantly 
less than the second ?oating point number wherein 
the addition of the second ?oating point number 
and the third ?oating point number provides a P-bit 
accurate square root approximation to the ?oating 
point data wherein P is a number of signi?cant 
?oating point bit positions available within the data 
processing system, the ?oating point execution unit 
providing the P-bit accurate square root approxi 
mation as a square root value output to the control 
unit. 

12. A method for performing a ?oating point opera 
tion in a data processing system, the data processing 
system having a control unit, a means for storing data 
coupled to the control unit, and a ?oating point execu 
tion unit coupled to the control unit, the method com 
prising: 

reading, by the control unit, a computer operation 
and a data operand from the means for storing data; 

decoding the computer operand, by the control unit, 
to determine that the ?oating point execution unit 
is to be accessed in order to perform the computer 
operation, the computer operation being a square 
root operation; 

transmitting at least one control signal and the data 
operand from the control unit to the ?oating point 
exception unit; 

providing, by the ?oating point execution unit in 
response to the at least one control signal, a ?rst 
?oating point value wherein the ?rst ?oating point 
value is an adjusted approximation of an inverse 
square root of the data operand wherein the data 
operand has a precise mathematical square root; 

iterating, at least once, through a plurality of ?oating 
point operations within the ?oating point execution 
unit, the plurality of ?oating point operations being 
used to improve the precision of the ?rst ?oating 
point value until a predetermined precision of the 
?rst ?oating point value is achieved; 

generating from the ?rst ?oating point value a ?rst 
value and a second value, the ?rst value being an 
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exact ?oating point value which is represented in P 
bits with no loss of signi?cant bits wherein P is a 
?nite integer greater than zero and is the number of 
?oating point bits used within the data processing 
to represent ?oating point values, the second value 
being a small ?oating point value which is signi? 
cantly less than the exact ?oating point value; 

adding the exact ?oating point value and the small 
?oating point value together within the ?oating 
point execution unit to form an accurate approxi 
mate square root of the data operand; 

performing a calculation within the ?oating point 
execution unit to determine whether the accurate 
approximate square root needs to be numerically 
adjusted; and 

selectively adjusting the accurate approximate square 
root in the ?oating point execution unit by selec 
tively adding a constant to at least a least signi? 
cant bit position of the accurate approximate 
square root to numerically adjust the accurate ap 
proximate square root. 

13. The method of claim 12 wherein the step of selec 
tively adjusting comprises: 

either adding or subtracting a logic one to a least 
signi?cant bit position of the accurate approximate 
square root to numerically adjust the accurate ap 
proximate square root. 

14. The method of claim 12 wherein the step of pro 
viding, by the ?oating point exception unit in response 
to the at least one control signal, a ?rst ?oating point 
value wherein the ?rst ?oating point value is an ad 
justed approximation of an inverse square root of the 
computer operand comprises: 

using an iterative process to determine the ?rst ?oat 
ing point value. 

15. The method of claim 12 wherein the step of pro 
viding, by the ?oating point exception unit in response 
to the at least one control signal, a ?rst ?oating point 
value, comprises: 

using an iterative quadratic convergence process to 
determine the ?rst ?oating point value. 

16. The method of claim 15 wherein the iterative 
quadratic convergence process comprises the steps of: 

(a) providing an initial adjusted approximation to the 
inverse square root of the data operand; 

(b) calculating a more accurate adjusted approxima 
tion (y,,) from the prior adjusted approximation 
(y,,_1) using the equation: 

wherein: 
s is equal to the data operand having a precise 

mathematical square root, 
a is a ?rst constant, and 
b is a second constant; 

(c) iterating step (b) by setting y” calculated from step 
(b) to y,,..1 and calculating a new y” from step (b) 
until a predetermined number of bits of precision 
are attained for y,, in step (b); and 

(d) using a last calculated yn as the frst ?oating point 
value. - 

17. The method of claim 16 wherein step (b) further 
comprises: 

setting the constant a equal to a number substantially 
equal to 3/2; and 

setting the constant b equal to a number substantially 
equal to 5. 

15 

20 

25 

35 

40 

45 

50 

55 

22 
18. The method of claim 12 wherein the step of pro 

viding, by the ?oating point exception unit in response 
to the at least one control signal, the ?rst ?oating point 
value, comprises: 

using an iterative cubic convergence process to deter 
mine the first ?oating point value. 

19. The method of claim 18 wherein the cubic con 
vergence process comprises the steps of: 

(a) providing an initial adjusted approximation for the 
inverse square root of the data operand; 

(b) calculating a more accurate adjusted approxima 
tion (y,,) from the prior adjusted approximation 
(y,,_1) using the equation: 

wherein: 
s is equal to the number having an exact mathemati 

cal square root, 
a is a ?rst constant, 
b is a second constant, and 
c is a third constant; 

(c) iterating step (b) by setting yn calculated from step 
(b) to y,,_1 and calculating a new y,, from step (b) 
until a predetermined number of bits of precision 
are attained for y”; and 

(d) using a last calculated y” as the ?rst ?oating point 
value. 

20. The method of claim 19 wherein step (b) further 
comprises: 

setting the constant a equal to a number substantially 
equal to 15/8; ‘ 

setting the constant b equal to a number substantially 
equal to 5/4; and 

setting the constant c equal to a number substantially 
equal to g. 

21. A method for performing a ?oating point opera 
tion within a data processing system, the data process 
ing system having a central processing unit, a storage 
device, and circuitry for processing ?oating point oper 
ations, the method comprising: 

transmitting a number having an exact mathematical 
square root from the storage device to the central 
processing unit via a data bus, the number having a 
?oating point representation within the data pro 
cessing system; 

determining, by a decoding process in the central 
processing unit, that the data processing system is 
requesting that the square root of the number be 
calculated; 

transmitting the number from the central processing 
unit to the circuitry for processing ?oating point 
operations; 

generating and storing an approximate inverse square 
root of the number within the circuitry for process 
ing ?oating point operations wherein the approxi 
mate inverse square root has more than P/2 bits of 
precision where P is a ?nite integer greater than 
zero and equals the number of signi?cant bits in the 
?oating point representation; 

providing an exact component value via the circuitry 
for processing ?oating point operations, the exact 
component value being generated from the number 
and the approximate inverse square root wherein 
the exact component value has a precise represen 
tation in the ?oating point representation; 

providing, via the circuitry for processing ?oating 
point operations, a small component value gener 
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ated from the number and the approximate inverse 
square root wherein the small component value is 
signi?cantly less than the exact component value, 
the sum of the exact component value and the small 
component value differs from the exact mathemati 
cal square root by less than one half of a value of a 
least signi?cant bit position of the sum, 

generating a trial value using the circuitry for pro 
cessing ?oating point operations, the trial value is 
generated by adding the exact component value to 
the small component value wherein the trial value 
is altered to be representable in P bits; and 

selecting either the trial value or the trial value plus a 
constant as the square root of the number and pro 
viding the square root of the number within the 
data processing system. 

22. The method of claim 21 wherein the step of select 
ing either the trial value or the trial value plus the con 
stant comprises: 

calculating the trial value plus the constant as being 
the trial value wherein a logic one is added to the 
least signi?cant bit position of the trial value. 

23. The method of claim 21 wherein the step of gener 
ating and storing the approximate inverse square root of 
the number comprises: 

using an iterative process to determine the approxi 
mate inverse square root. 

24. The method of claim 21 wherein the step of gener 
ating and storing the approximate inverse square root of 
the number comprises: 

using an iterative quadratic convergence process to 
determine the approximate inverse square root. 

25. The method of claim 24 wherein the quadratic 
convergence process comprises the steps of: 

(a) providing an initial approximation of the inverse 
square root; 

(b) calculating a more accurate inverse approxima 
tion (y,,) from the prior inverse approximation 
(y,,_1) using the equation: 

wherein: 
s is equal to the data operand having a precise 

mathematical square root, 
a is a ?rst constant, and 
b is a second constant; 

(c) iterating step (b) by setting y" calculated from step 
(b) to y,,_1 and calculating a new y,l from step (b) 
until a predetermined number of bits of precision 
are attained for y,, in step (b); and 

(d) using a last calculated y” as the ?rst ?oating point 
value. 

26. The method of claim 25 wherein step (b) further 
comprises: 

setting the constant a equal to a number substantially 
equal to 3/2; and 

setting the constant b equal to a number substantially 
equal to 5. 

27. The method of claim 21 wherein the step of gener 
ating and storing the approximate inverse square root of 
the number comprises: 

using an iterative cubic convergence process to deter 
mine the approximate inverse square root of the 
number. 

28. The method of claim 21 wherein the cubic con 
vergence process comprises the steps of: 
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(a) providing an initial approximation of the inverse 

square root; 
(b) calculating a more accurate adjusted approxima 

tion (y,,) from the prior adjusted approximation 
(y,,_1) using the equation: 

wherein 
sis equal to the number having an exact mathemati 

cal square root, 
a is a ?rst constant, 
b is a second constant, and 
c is a third constant; 

(c) iterating step (b) by setting y” calculated from step 
(b) to y,,..; and calculating a new y” from step (b) 
until a predetermined number of bits of precision 
are attained for y”; and 

(d) using a last calculated yn as the ?rst floating point 
value. 

29. The method of claim 28 wherein step (b) further 
comprises: 

setting the constant a equal to a number substantially 
equal to 15/8; 

setting the constant b equal to a number substantially 
equal to 5/4; and 

setting the constant c equal to a number substantially 
equal to g. 

30. The method of claim 21 wherein the step of pro 
viding an exact component value comprises: 

calculating a first value (s) having having a number k 
of signi?cant bits wherein k is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the ?rst 
value (s) being said number having an exact mathe 
matical square root altered to include only k signi? 
cant bits; and 

using the ?rst value (s) to calculate the exact compo 
nent without rounding error. 

31. The method of claim 21 wherein the step of pro 
viding the exact component value comprises: 

calculating a ?rst value (y) having a number n of 
signi?cant bits wherein n is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the ?rst 
value (37) being the approximate inverse square root 
value altered to include only 11 signi?cant bits; and 

using the ?rst value (37) to calculate the exact compo 
nent value without rounding error. 

32. The method of claim 21 wherein the step of pro 
viding the exact component value comprises: 

calculating a ?rst value (37) having a number n of 
signi?cant bits wherein n is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the ?rst 
value (y) being the approximate inverse square root 
value altered to include only 11 signi?cant bits; 

calculating a second value (5) having a number k of 
signi?cant bits wherein k is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the sec 
ond value (5) being said number having an exact 
mathematical square root altered to include only k 
signi?cant bits; and 

using the ?rst value (9) and the second value (s) to 
calculate the exact component value without 
rounding error. 
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33. The method of claim 32 wherein the step of calcu 
lating the ?rst value (y) and the step of calculating the 
second value (5) comprise: 

using a quadratic convergence equation to calculate 
the exact component value wherein 2k+ 3n+2§ P. 

34. The method of claim 32 wherein the step of calcu 
lating a ?rst value (9) and the step of calculating a sec 
ond value (s) comprise: 

using the following quadratic convergence equation 
to calculate the exact component value (x): 

35. The method of claim 34 wherein the step of using 
the following quadratic convergence equation com 
prises: 

setting the constant a equal to a number substantially 
equal to 3/2; and 

setting the constant b equal to a number substantially 
equal to %. 

36. The method of claim 21 wherein the step of pro 
viding, via the circuitry for processing ?oating point 
operations, the small component value comprises: 

calculating a ?rst value (37) having a number n of 
signi?cant bits wherein n is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the ?rst 
value (9) being the approximate inverse square root 
value altered to include only 11 signi?cant bits; 

calculating a second value (5) having a number k of 
signi?cant bits wherein k is a positive integer less 
than P and small enough to calculate the exact 
component value without rounding error, the sec 
ond value (s) being said number having an exact 
mathematical square root altered to include only k 
signi?cant bits; and 

using the ?rst value (9) and the second value (s) to 
calculate the small component value. 

37. The method of claim 36 wherein the step of using 
the ?rst value (9) and the second value (5) to calculate 
the small component value (6x) comprises: 

calculating the small component value using the fol 
lowing equation: 

wherein: 
G=§*8y+y*8s, 
y_--the approximate inverse square root, 
Y=the ?rst value, 
8y=the difference between the approximate in 

verse square root (y) and y, 
s=the number having an exact mathematical 

square root 
s=the second value, 
6s=the difference between the number (s) and s, 
a=a ?rst constant, 
b=a second constant, 
c=a third constant, 
d=a fourth constant. 

38. The method of claim 37 wherein the step of calcu 
lating the small component value further comprises: 

setting the constant a equal to a number substantially 
equal to 3/ 2; 

setting the constant (1 equal to a number substantially 
equal to 1; 

setting the constant b equal to a number substantially 
equal to %; and 
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setting the constant 0 equal to a number substantially 

equal to l. 
39. A method for performing a ?oating point opera 

tion within a data processing system, the data process 
ing system having a central processing unit, a means for 
storing data, and circuitry for processing ?oating point 
operations, the method comprising: 

transmitting a number having an exact mathematical 
square root from the means for storing data to the 
central processing unit via a data bus, the number 
having a ?oating point representation within the 
data processing system; 

determining, by a decoding process in the central 
processing unit, that the data processing system is 
requesting that the square root of the number be 
calculated; 

transmitting the number from the central processing 
unit to the circuitry for processing ?oating point 
operations; 

generating and storing an approximate inverse square 
root of the number within the circuitry for process 
ing ?oating point operations wherein the approxi 
mate inverse square root number has more than 
P/2 bits of precision where P is a ?nite integer 
greater than zero and equals the number of signi? 
cant bits in the ?oating point representation; 

using the circuitry for processing ?oating point oper 
ations to provide an exact component value from 
the number and the approximate inverse square 
root value wherein the exact component value has 
a precise representation in the ?oating point repre 
sentation and is stored in the means for storing 
data; 

using the circuitry for processing ?oating point oper 
ations to provide a small component value from the 
number and the approximate inverse square root 
value wherein the small component value is signi? 
cantly less than the exact component value and is 
stored in the means for storing data, the sum of the 
exact component value and the small component 
value differs from the exact mathematical square 
root by less than one half of a value of a least signif 
icant bit position of the sum; 

adding the exact component value to the small com 
ponent value via the circuitry for processing ?oat 
ing point operations to provide a trial value, the 
trial value being altered to be representable in P 
bits; 

determining in the circuitry for processing ?oating 
point operations whether the trial value or a modi 
?ed trial value is a more accurate square root of the 
number wherein the modi?ed trial value is the trial 
value added to a logic value wherein the logic 
value is a value selected from the group consisting 
of: —l and l; and 

selecting either the trial value or the modi?ed trial 
value as the square root of the number and provid 
ing the square root of the number as an output of 
the circuitry for processing ?oating point opera 
tions. 

40. A method for providing a square root, in a data 
processor, of a number having an exact square root, the 
method comprising the steps of: 

transmitting, via a hardware bus, at least one control 
signal and a data value from a control unit of the 
data processor to a ?oating point processor portion 
of the data processor, the control signal being as 






