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METHOD OF DECOMPRESSING COMPRESSED 
DATA 

FIELD OF THE INVENTION 

The present invention relates generally to data pro 
cessing methods and more particularly to a method for 
decompressing compressed data in transmission or stor 
age applications. 

DESCRIPTION OF THE PRIOR ART 

Compression is the coding of data to minimize its 
representation. Compression can be used, for example, 
to reduce the storage requirements for ?les, to increase 
the communication rate over a channel, or to reduce 
redundancy prior to encryption for greater security. 
One method of data compression is disclosed in an 

article entitled, “A Universal Algorithm For Sequential 
Data Compression,” by Ziv and Lempel, published in 
the IEEE Transactions on Information Theory, Vol. 
IT-23, No. 3, Pages 337—43, May 1977. The Lempel-Ziv 
algorithm is essentially a mechanism for back-referenc 
ing into the history of a data stream and substituting a 
shorthand code for the actual data when a match is 
found. Various implementations of Lempel-Ziv keep 
track of 512 (small-table), 1,024 (medium-table), and 
4,096 (large-table) speci?c strings or back references in 
the lexicons or dictionaries. They vary in how the 
strings inserted into the lexicons are selected. 
There are improvements to the basic Lempel-Ziv 

algorithm. One is the byte or character extension im 
provement, in which each string in the lexicon is the 
same as some other string in the lexicon with the addi 
tion of one or more byte at the end. Another is the 
string-extension Lempel-Ziv algorithm, in which each 
string in the lexicon is the concatenation of two other 
strings in the lexicon. Under most circumstances, the 
string-extension technique results in better compression. 
The large-table string-extension Lempel-Ziv algo 

rithm is generally considered to be an excellent general 
purpose adaptive data compression technique. The cost 
of the large-table string-extension Lempel-Ziv tech 
nique is that it requires substantial memory and a fast 
central processing unit in the machine doing the com 
pression. Decompression is relatively cheap in terms of 
both memory and processor cycles. In the context of 
the device that must support compression for many 
parallel data streams, memory is generally a greater 
problem than execution speed. This is because not all 
parallel data streams are simultaneously active, so CPU 
loading is rarely anywhere near worst case. Also, deg 
radation of performance when excessive demands are 
made on the CPU is gradual and not catastrophic. This 
means that the number of data streams that a device 
may support is a weak function of the execution speed 
of the processor. In contrast, the memory dedicated to 
the adaptive compression tables must remain allocated 
even when the data streams are idle. This effectively 
limits the number of data streams that a particular de 
vice may support. 

After the data has been compressed, it is necessary to 
decompress the compressed data before it can be used. 

SUMMARY OF THE INVENTION 

The decompression method of the present invention 
makes ef?cient use of two data structures, a history 
buffer and a lexicon. In this context a string is de?ned to 
be an ordered sequence of data symbols selected from a 
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2 
?nite symbols set. The history buffer is a precise record 
of the uncompressed data that has most recently passed 
through the compressor. The lexicon is a set of strings 
of length one or greater. 
The decompression method of the present invention 

operates by transforming an input data stream that in 
cludes a sequence of history references, lexicon refer 
ences, and literal references into an output stream of 
symbols. The decompression method incrementally 
updates the history buffer and lexicon in such a way as 
_to maximize the effectiveness of decompression. The 
decompression method receives enough information to 
reverse the transformation and exactly reconstruct the 
original data stream. No additional data is required by 
the decompressor beyond the compressed data stream 
itself. 

In the method of the present invention, references are 
sequentially read from the input data stream. If the 
reference read is a lexicon reference, than the lexicon 

_ string represented by the lexicon reference is emitted. If 
the reference read is a history reference, then the his 
tory string represented by the history reference is emit 
ted. If the reference is a literal reference, then the sym 
bol represented by the literal reference is emitted. If a 
history string is emitted, then that string is inserted into 
the lexicon. Each string emitted, whether it be a history 
string, lexicon string, or a literal symbol, is appended to 
the history buffer. The references are read sequentially 
from the input data stream until they are exhausted. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a flow chart showing the compression 
method of the present invention. 
FIG. 2 is a ?ow chart showing the decompression 

method of the present invention. 

DESCRIPTION OF THE PREFERRED 
EMBODIMENT 

The compression method of the present invention is 
depicted in FIG. 1. The initial steps of the compression 
method of the present invention are shown in block 11, 
and they consist of clearing a history buffer, a lexicon, 
and a token. The token is a working sub-string to which 
symbols of the sequence of data are appended. The 
token, history buffer, and lexicon are initially empty. 
The history buffer is implemented as a linear array of 

symbol values indexed with positive integers starting 
from a base of O. The length of the history buffer is ?xed 
at a certain value. Preferably, the length of the history 
buffer is an exact power of 2. In the preferred embodi 
ment, a history buffer length of 2,048 8-bit bytes works 
well for many types of binary data ?les and text ?les. 
Any string of symbols in the history buffer may be 

uniquely speci?ed by a history reference that includes 
an offset value and a length value. The offset value is 
de?ned to be the index into the buffer of the ?rst symbol 
in the reference string. The length value is the number 
of symbols that belong to the reference string starting 
with the symbol identi?ed by the offset. Preferably, a 
maximum history reference length value is selected. 
The maximum obtainable compression ratio rises in 
direct relationship to this value, but on any particular 
type of data stream there is an optimum value beyond 
which the average compression ratio will begin to drop 
due to the excessive size of the encoded length values 
relative to the average number of characters in each 
match. Exact powers of two are favored because the 



5,184,126 
3 

number of bits necessary to encode a match does not 
change between successive powers of two. Therefore, it 
is a waste of potential compression ratio not to peg the 
length value up to the next exact power of two. It has 
been found that a maximum history reference length of 
sixteen 8-bit bytes works well in conjunction with the ' 
2,048 character history buffer of the preferred embodi 
ment. 
The lexicon is implemented as a simple array of ele 

ments each of which can hold a string with from one 
symbol to the number of symbols speci?ed by the maxi 
mum history reference length. During compression, 
strings are looked up in the lexicon using an auxiliary 
hash table. The auxiliary hash table should contain sev 
eral times as many elements as the lexicon itself to as 
sure that the hash table remains sparse and efficient. It 
has been found that a lexicon size of 1,024 works well in 
conjunction with the 2,048 byte history buffer of the 
preferred embodiment of the invention. A lexicon of 
this size should be supported by a hash table with at 20 
least 2,048 entries to avoid excessive numbers of hash ‘ 
table collisions. 
Hash tables are well known to those skilled in the art, 

and they are formed by performing a mathematical 
operation on the symbols that comprise the string to be 
looked up in the table. The mathematical operation 
yields a single integer in the range of valid hash table 
indices. The hash table entry at that index contains the 
index of the corresponding entry in the lexicon. This 
level of indirection allows for ef?cient assignment of 
lexicon entry indices during the early phases of com 
pression when the lexicon is almost empty. By ?lling 
the lexicon in an orderly fashion starting at the ?rst 
entry and building up to higher entries, it is possible to 
take advantage of the smaller number of bits needed to 
transmit index values during this phase. 
By keeping the hash table sparse relative to the lexi 

con itself, it is possible to achieve excellent Performance 
without the need for any form of overflow chaining 
when multiple strings hash to the same hash table index. 
When this occurs, it is called a hash table collision. Such 
collisions are handled by discarding the old data and 
replacing it with new data as necessary. A least-recent 
ly-used queue of linked lexicon entries is used in con 
junction with a hash table to facilitate insertion and 
deletion of lexicon entries when the lexicon ?nally ?lls 
up. When forced to discard an entry in the ?xed-sized 
lexicon to make room for a new one, it is better to throw 
away an entry that has not been used for a long time. 
The least-recently-used queue allows this to be done 
ef?ciently. 
As shown in block 13, the next step of the compres 

sion method of the invention involves setting the match 
equal to the type literal. Match may be either literal, 
history, or lexicon, depending upon whether a string of 
symbols is duplicated in the history buffer or the lexi 
con. If the string is not duplicated in either the history 
buffer or the lexicon, then the match defaults to the type 
literal. 
As shown in block 15, the next steps of the compres 

sion method of the present invention include reading a 
symbol from the input string and appending the symbol 
to the token. Initially, the token consists of a single 
character; however, as the method of the present inven 
tion proceeds and the history buffer and lexicon are 
?lled, the token may consist of a string of several char 
acters. As shown in decision block .17, the token is com 
pared to the contents of the lexicon. Initially, the lexi 
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4 
con is empty so no match will be found. However, after 
the method of the present invention proceeds for 
awhile, strings will be inserted into the lexicon and 
matches may be found. If a match is found in the lexi 
con, then, as shown in block 19, the match is set to the 
type lexicon with a corresponding index value and, 
returning to block 15, another symbol from the input 
sequence is read and it is appended to the token. 

If .the token is not duplicated in the lexicon, then, at 
decision block 21, the token is compared to the contents 
of the history buffer. Again, since the history buffer is 
initially empty, no match will be found in the history 
buffer. However, after the compression method of the 
present invention has proceeded for awhile, the token 
may be duplicated in the history buffer. If the token is 
duplicated in the history buffer, then, as shown in block 
23, the match is set to the type history with offset and 
length values and, returning to block 15, another sym 
ho] is read from the input string and it is appended to the 
token. Then, the token is again compared to the con 
tents of the lexicon at block 17. The compression 
method of the present invention continues, as long as 
the token is equal to or less than the maximum history 
reference length value, to add symbols to the token and 
compare the token to the contents of the lexicon and the 
history buffer until the token is duplicated in neither the 
lexicon nor the history buffer. The method thus forms 
the longest allowable string of characters that is dupli 
cated in either the lexicon or the history buffer. The 
longest string of characters consists of the token less its 
?nal character. For purposes of this disclosure, a single 
literal is considered to be a string. 

After the compression method of the present inven 
tion has formed the longest allowable string, then the 
method emits a reference that symbolizes the string. As 
shown in decision block 25, if the match is of the type 
lexicon, then, as shown in block 27, the lexicon refer 
ence speci?ed by the match is output or emitted. 1f the 
match is not of the type lexicon, then it is either of the 
type history or literal and, as shown in decision block 
29, if the match is of the type history, then as shown in 
block 31, the history reference speci?ed by the match is 
emitted for output. Also, when the match is of the type 
history, the reference string speci?ed by the history 
reference is added to the lexicon and the size of the 
lexicon is noted. 

If the match is not of the type history, then it is of the 
type literal. As shown in block 33, a literal reference for 
the symbol in the token is emitted or output. After the 
lexicon reference, history reference, or literal reference 
has been emitted, as shown in block 35, the reference 
string is appended to the history buffer and deleted from 
the beginning of the token. Also, the size of the history 
buffer is noted. The token is then returned to block 13 
and the process is continued until the input sequence of 
symbols is exhausted. 

Based on probabilistic studies of typical data streams, 
the following encoding scheme has been found to yield 
close to optimal results: 

LITERAL REFERENCE 0+ SYMBOL 
HISTORY REFERENCE l+0+ OFFSET-i-LENGTH 
LEXICON REFERENCE l+l+ INDEX 

“1” and “0” represent single binary digits and OFF 
SET, LENGTH, and INDEX are encoded in the mini 
mum number of bits necessary to represent their maxi 
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mum potential values at any particular instant. Speci? 
cally, the number of bits required is equal to the radix2 
logarithm of the maximum potential value rounded up 
to the nearest exact power of 2. If, for example, the 
lexicon contains 12 entries, then the number of bits 
necessary to encode an index value would be 4 because ' 
l2 would round up to 16 (the next power of 2), and the 
radix2 logarithm of 16 is 4. SYMBOL is the 8-bit repre 
sentation of the symbol itself. , 
The data entering the compressor of the present in 

vention is handled as 8-bit bytes, but the data ?owing 
out of the compressor is a free-form bit stream. The 
foregoing encoding rules for literal references, history 
references, and lexicon references allow this free-form 
bit stream to be easily and unambiguously parsed by the 
decompressor. 

In typical application environments, the number of 
bits required to encode each literal symbol will be equal 
to the basic block size of the serial communication chan 
nel that interconnects the compressor and decompres 
sor. In an EBCDIC environment, for example, symbol 
values are encoded using 8-bits and the basic informa 
tion unit ?owing on a typical communication link is 
quantized into 8-bit characters. Because the number of 
bits required to encode a literal reference is always one 
greater than the basic block size on such a link, it is 
always possible to force any unused bits after the end of 
the last valid character to be ignored by the decompres 
sor by adding a single zero bit after the end of the ?nal 
valid reference if there are any additional bits available 
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in the ?nal data block. By using a zero bit to mimic the _ 
start of the literal reference, knowing that the reference 
cannot be completed due to the truncation of the com 
pressed data stream at the next block boundary, the 
decompressor will automatically ignore any extra bits in 
the last data block. In other words, when the decom 
pressor “sees” a zero bit, it will expect to see an 8-bit 
literal. When the zero bit is followed by nothing, the 
decompressor “knows" that the sequence is complete. 

Referring now to FIG. 2, there is shown a flow dia 
gram of the decompression method of the present in 
vention. As shown in block 37, the ?rst steps are clear 
ing the history buffer and lexicon. The history buffer 
and the lexicon of the decompressor have the same 
structure of those of the compressor, as described 
above. After the history buffer and lexicon have been 
cleared, then, referring to block 39, a reference is read 
from the input and the match is set accordingly. If the 
?rst bit of the reference is a zero, then the match is of 
the type literal. If the ?rst bit of the reference is a 1, then 
the match is either of the type lexicon or history. If the 
bit following the l is a zero, then the match is of the 
type history. If the bit following the l is a 1, then the 
match is of the type lexicon. 
As shown in the decision block 41, if the match is of 

the type lexicon, then, as shown in block 43, the lexicon 
string speci?ed by the match is output. 

If the match is not of the type lexicon then, referring 
to decision block 45, if the match is of the type history, 
then referring to block 47, the history string speci?ed 
by the match is output and the string is added to the 
lexicon and the current number of lexicon entries is 
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noted. If the match is neither of the type lexicon nor the 
type history, then referring to block 49, the literal sym» 
bol speci?ed by the match is output. Finally, after the 
string speci?ed by the match in blocks 43, 47, or 49, is 
output, that string is appended to the history buffer as 
shown in block 51, and the current size of the history 
buffer is noted, whereupon the process is repeated until 
the input stream is exhausted. 

Initially, the lexicon and history buffer of the decom 
pressor are empty. However, the ?rst references re 
ceived by the decompressor will be of the type literal 
As the literal references are processed, they are added 
to the history buffer. When the compressor ?nds a 
match in its history buffer, the compressor will emit a 
history reference. Since the history buffers in the com 
pressor and decompressor are identical, the history 
reference will identify the proper string of symbols in 
the decompressor’s history buffer. Upon the emission 
by the compressor and receipt by the decompressor of a 
history reference, the string referred to by that history 
reference is inserted into the respective lexicons of the 
compressor and decompressors. 
The method of the present invention thus uses two 

data structures, a history buffer and a lexicon, to 
achieve efficient compression of a data stream. By limit 
ing the history buffer to a ?xed depth, the maximum 
length of a history reference to a relatively small value, 
and the maximum number of entries in the lexicon to a 
?xed number, it is possible to design an interrelated set 
of data structures that utilize memory in a highly effi 
cient manner and produce compression ratios compara 
ble to methods requiring substantially more memory. 
While the invention has been particularly shown and 

described with reference to a preferred embodiment, it 
will be understood by those skilled in the art that vari 
ous changes in form and detail may be made without 
departing from the spirit and scope of the invention. 
What is claimed is: 
1. A method of decompressing data made up of a 

sequence of literal references, history references, and 
lexicon references, which comprises the steps of: 

a) reading a reference from said sequence; 
b) emitting a lexicon string if said reference is a lexi 
,con reference; 

c) emitting a history string if said reference is a his 
tory reference; 

d) adding the history string emitted in step c to a 
lexicon; 

e) emitting a literal string if the reference is a literal 
reference; 

f) adding the string emitted in step b, c or e to a his 
tory buffer; and, - . 

g) repeating steps a through f until said sequence of 
references is exhausted. 

2. The method as claimed in claim 1, wherein said 
lexicon reference includes an index value. 

3. The method as claimed in claim 1, wherein said 
history reference includes an offset into said history 
buffer and a length value. 

4. The method as claimed in claim 1, wherein said 
history buffer is of a ?xed length. 
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