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ROLLING CACHE CONFIGURATION FOR A 
DATA REPLICATION SYSTEM 

RELATED APPLICATIONS 

[0001] The present application is a continuation applica 
tion of US. patent application Ser. No. 11/640,831, ?led on 
Dec. 18, 2006, and entitled “ROLLING CACHE CONFIGU 
RATION FOR A DATA REPLICATION SYSTEM,” Which 
claims the bene?t of priority under 35 U.S.C. §119(e) from 
US. Provisional Application No. 60/833,651, ?led Jul. 27, 
2006, and entitled “SYSTEMS AND METHODS FOR 
CONTINUOUS DATA REPLICATION,” and US. Provi 
sional Application No. 60/752,204, ?led Dec. 19, 2005, and 
entitled “SYSTEM AND METHOD FOR ESTABLISHING 
REFERENTIAL CONSISTENCY IN STORAGE OPERA 
TIONS,” the entirety of each of Which is hereby incorporated 
herein by reference. 
[0002] The present application is also related to the folloW 
ing applications ?led on even date hereWith, each of Which is 
hereby incorporated herein by reference in its entirety: 

[0003] US. patent application Ser. No. 11/640,826, 
entitled “SYSTEMS AND METHODS FOR PER 
FORMING DATA REPLICATION” (Attorney Docket 
COMMV.042A); 

[0004] US. patent application Ser. No. 11/640,825, 
entitled “BUFFER CONFIGURATION FOR A DATA 
REPLICATION SYSTEM” (Attorney Docket 
COMMV.046A); 

[0005] US. patent application Ser. No. 11/640,830, 
entitled “PATHNAME TRANSLATION IN A DATA 
REPLICATION SYSTEM” (Attorney Docket 
COMMV.047A); 

[0006] US. patent application Ser. No. 11/640,829, 
entitled “SYSTEMS AND METHODS FOR MONI 
TORING APPLICATION DATA IN A DATA REPLI 
CATION SYSTEM” (Attorney Docket COMMV. 
050A); 

[0007] US. patent application Ser. No. 11/640,824, 
entitled “DESTINATION SYSTEMS AND METH 
ODS FOR PERFORMING DATA REPLICATION” 
(Attorney Docket COMMV.051A); and 

[0008] US. patent application Ser. No. 11/640,835, 
entitled “NETWORK REDIRECTOR SYSTEMS AND 
METHODS FOR PERFORMING DATA REPLICA 
TION” (Attorney Docket COMMV.052A). 

BACKGROUND OF THE INVENTION 

[0009] 1. Field of the Invention 
[0010] The present disclosure relates to performing copy 
and/ or data management operations in a computer netWork 
and, inparticular, to systems and methods forperfor'ming data 
replication in a storage management system. 
[0011] 2. Description of the Related Art 
[0012] Computers have become an integral part of business 
operations such that many banks, insurance companies, bro 
kerage ?rms, ?nancial service providers, and a variety of 
other businesses rely on computer netWorks to store, manipu 
late, and display information that is constantly subject to 
change. Oftentimes, the success or failure of an important 
transaction may turn on the availability of information that is 
both accurate and current. Accordingly, businesses World 
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Wide recogniZe the commercial value of their data and seek 
reliable, cost-effective Ways to protect the information stored 
on their computer netWorks. 
[0013] Many approaches to protecting data involve creat 
ing a copy of the data, such as backing up and/ or replicating 
data on one or more storage devices. When creating a copy of 
such data, certain factors are generally considered. First, a 
copy of data should not contain data ?les that are corrupt or 
terminated improperly. Second, a copy of data should be 
current enough to avoid data staleness by avoiding too much 
time betWeen copying such that the copied data is still useful 
should it be needed. For certain applications, such as net 
Works that store ?nancial transactions, copies a Week old may 
be useless, and much more frequent copying may be needed. 
[0014] In an attempt to accommodate such storage require 
ments, certain systems through all the ?les in a computer 
netWork, or through a selected set of critical ?les, and check 
the time information of each ?le. If data has been Written to 
the ?le since the last time the system checked the ?le’s status, 
then a copy of the ?le is sent to a storage system. One problem 
With such systems is that they typically do not Work for data 
kept in very large ?les. For example, assuming that a copy 
could be made of the very large database, the time needed to 
make copies of such a large database may render data shad 
oWing impractical. Making numerous copies of a large data 
base not only takes a tremendous amount of time, but also 
requires a tremendous amount of storage space. 
[0015] Another approach that has been attempted in order 
to overcome some of these limitations is a process Whereby a 
time sequence of data is captured and saved. For example, 
many systems incorporate disk mirroring or duplexing. In 
disk mirroring or duplexing, changes made to a primary mass 
storage system are sent to other backup or secondary mass 
storage systems. In other Words, When a data block is Written 
to the primary mass storage system, the same data block is 
Written to a separate secondary mass storage system. By 
copying each Write operation to a second mass storage sys 
tem, tWo mass storage systems may be kept synchroniZed so 
that they are virtually identical at approximately the same 
time. Because an entire disk volume is being copied, hoWever, 
mirroring also requires a tremendous amount of storage space 
and utiliZes a large amount of processing resources. 
[0016] Furthermore, each of the above-described processes 
for copying or backing up data can have a signi?cant impact 
on the source or primary system. For example, processing 
resources of the source system may be expended in copying 
data to a destination system rather than being used to process 
application requests. 

SUMMARY OF THE INVENTION 

[0017] In vieW of the foregoing, a need exists for improved 
systems and methods for the copying and/or replication of 
data in computing systems. In particular, a need exists for 
systems and methods that reduce the impact (e.g., processing 
load) on a source, or primary, system When performing one or 
more data management and/or storage operations on data, 
such as, for example, application-speci?c data. 
[0018] In certain embodiments of the invention, systems 
and methods are disclosed for performing substantially con 
tinuous replication of application-speci?c data in a computer 
netWork environment. In certain embodiments, systems and 
methods may further perform one or more data management 
operations on the replicated data in order to avoid burdening 
the source system. For example, one or more storage opera 
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tions may be performed on replicated data that represents a 
recoverable state, or “known good state” of a particular appli 
cation running on the source system. 

[0019] For instance, in certain embodiments, knoWn good 
replication copies may be vieWed as copies of production 
volume data. This feature alloWs a management component in 
the computing system to directly access, copy, restore, 
backup or otherWise manipulate the replication copies of 
production data as if the data Was the production data of the 
source system, thereby improving various system perfor 
mance characteristics such as access time, reducing memory 
requirements and reducing impact on source, or client, appli 
cations. 
[0020] In certain embodiments, the replication copies of 
the production data include time information (such as one or 
more time stamps) that indicates the client system time When 
the production data Was modi?ed and/or When the subject 
application Was in a knoWn good state. Such time stamps are 
then associated With the replication data and/ or copies of the 
replicated data, thereby alloWing for the synchronization of 
time references betWeen the production data and copies of the 
replicated data. 
[0021] Accordingly, certain embodiments of the invention 
may recogniZe points Within application data that represent a 
knoWn good state of the application. This information is then 
used by the replication system to intelligently replicate sec 
tions of application data that represent a recoverable state 
rather than the rote copying of certain blocks of data based on 
hardWare capacity and/or criteria that are unrelated to appli 
cation recoverability. Thus, in certain embodiments, one ben 
e?t of the systems and methods provided herein is the ability 
to replicate data on an application-speci?c basis rather than 
merely copying certain physical blocks of information based 
on buffer siZe, ?le type or copying other uncoordinated 
groups of data. 
[0022] In certain embodiments, a method is disclosed for 
performing data management operations in a computer net 
Work. The method comprises monitoring: operations associ 
ated With an application that are operative to Write data to a 
?rst storage device; inserting in a log ?le a marker comprising 
time information identifying a time of a knoWn good state of 
the application; copying the data to a second storage device 
based at least in part on the operations; generating a snapshot 
of the copied data at a time after the data has been copied to 
the second storage device; and associating the snapshot of the 
copied data With the time information identifying the time of 
the knoWn good state of the application. 
[0023] In certain further embodiments, the above-disclosed 
method additionally comprises performing a backup or other 
storage operation on the snapshot and associating the result 
ing copy of the snapshot With the time information identifying 
the time of the knoWn good state of the application. 
[0024] In certain embodiments, a system is disclosed for 
performing data management operations in a computer net 
Work environment. The system comprises at least one com 
puter application con?gured to execute on a source computer 
and a ?rst storage device coupled to the source computer to 
receive data Write operations from the at least one computer 
application. The system further comprises a second storage 
device and at least one module con?gured to monitor the data 
Write operations and to generate log entries based on the data 
Write operations, at least one of the log entries having a time 
stamp indicative of a time of a knoWn good state of the at least 
one computer application. The system also comprises a rep 
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lication module coupled to the second storage device, 
Wherein the replication module is con?gured to: process, 
based on the log entries, the data Write operations to replicate 
data to a ?rst location on the second storage device; perform 
a storage operation on the replicated data at the ?rst location 
on the second storage device to copy data to a second location 
different than the ?rst location, and logically associate the 
copied data at the second location With the time stamp indica 
tive of the time of the knoWn good state of the at least one 
computer application. 
[0025] In certain embodiments, a method is disclosed for 
performing data management operations in a computer net 
Work. The method comprises monitoring data operations 
associated With an application, the data operations operative 
to Write data to a ?rst storage device and populating a ?rst log 
?le With data entries indicative of the data operations. The 
method also comprises: inserting in the ?rst log ?le a marker 
indicative of a knoWn good state of the application, the marker 
including a time information identifying a time of the knoWn 
good state of the application; replaying to a second storage 
device the data operations based on the data entries to repli 
cate data to a ?rst location on the second storage device; 
performing a storage operation on the replicated data to copy 
the replicated data from the ?rst location to a second location; 
and associating the copy of the replicated data at the second 
location With the time information identifying the time of the 
knoWn good state of the application. 
[0026] In certain embodiments, a system is disclosed for 
copying data in a computer network. The system comprises: 
means for monitoring data operations generated by a single 
computer application that are operative to Write data to a ?rst 
storage device; means for storing data entries indicative of the 
data operations; means for inserting in the storing means a 
marker indicative of a knoWn good state of the computer 
application, the marker including a time stamp associated 
With a source system time of the knoWn good state of the 
computer application; means for processing, based on the 
data entries, in a second storage device the data operations to 
replicate data to a ?rst location on the second storage device; 
means for performing a storage operation on the replicated 
data in the second storage device to copy the replicated data to 
a second location; and means for associating the copy of the 
replicated data With the time stamp associated With the source 
system time of the knoWn good state of the computer appli 
cation. 

[0027] In certain embodiments, a method is disclosed for 
monitoring a computer application to perform data replica 
tion in a computer netWork. The method comprises: detecting 
data operations sent from a computer application to a ?le 
system on a source computer, the data operations operative to 
Write data to a ?rst storage device; populating a ?rst log ?le 
With data entries indicative of the data operations; detecting a 
knoWn good state of the computer application; quiescing, at 
the knoWn good state of the computer application, the sending 
of the data operations to the ?le system; and inserting in the 
?rst log ?le a marker including time information identifying 
a time of the knoWn good state of the computer application. 
[0028] In certain further embodiments, quiescing of the 
above-disclosed method is performed at periodic intervals. 
For instance, the method may further include receiving user 
input for selecting the periodic intervals and/or the periodic 
intervals may be selected automatically. For instance, a fre 
quency of the periodic intervals may be based at least in part 
on: a type of data associated With the computer application, an 
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average failure rate of at least one computer in the computer 
network, a load of at least one computer in the computer 
network, an availability of at least one computer in the com 
puter network, combinations of the same or the like. 

[0029] In certain embodiments, a system is disclosed for 
generating application data for use in a data replication envi 
ronment. The system comprises a monitor module con?gured 
to monitor data write operations of a computer application 
and to generate ?rst log entries based on the data write opera 
tions, the monitor module being further con?gured to quiesce 
or buffer additional data write operations at a known good 
state of the computer application and to generate a second log 
entry having a time stamp indicative of a time of the known 
good state of the computer application. The system also com 
prises at least one log ?le in communication with the monitor 
module and con?gured to store the ?rst and second log 
entries. 
[0030] In certain embodiments, a system is disclosed for 
generating application data for use in a data replication envi 
ronment. The system comprises: means for detecting data 
operations sent from a computer application to a ?le system, 
the data operations operative to modify data stored on a ?rst 
storage device; means for storing data entries indicative of the 
data operations; means for quiescing, at a known good state of 
the computer application, the sending of additional data 
operations to the ?le system; and means for recording a time 
stamp identifying a time of the known good state of the 
computer application. 
[0031] In certain embodiments, a method is disclosed for 
copying data generated on a source system in a computer 
network. The method comprises: processing, with one or 
more routines, at least one log ?le having a plurality of log 
entries indicative of operations generated by a computer 
application executing on a source system, the operations 
being directed to data on a source storage device; replaying, 
with the one or more routines, the operations on a destination 
storage device to replicate application-speci?c data to the 
destination storage device; suspending the replaying when 
the one or more routines encounters a consistency point 
marker in the at least one log ?le, the consistency point 
marker being indicative of a known good state of the com 
puter application; and performing a storage operation on the 
replicated data when the replicated data represents the known 
good state of the computer application. 
[0032] In certain embodiments, a destination system is dis 
closed for performing data replication in a computer network. 
The destination system comprises at least one replication log 
?le and a replication module. The at least one replication log 
?le further comprises: (i) a plurality of log entries indicative 
of data operations generated by a computer application for 
execution on a source storage device and (ii) at least one 
consistency point marker indicative of a known good state of 
the computer application. The replication module is con?g 
ured to replicate data to a destination storage device and 
further comprises a replication agent and at least one process 
con?gured to traverse the plurality of log entries in the at least 
one replication log ?le and to copy the log entries to execute 
the data operations on the destination storage device, the at 
least one thread being further con?gured to notify the repli 
cation agent when encountering the at least one consistency 
point marker. 
[0033] In certain embodiments, a system is disclosed for 
replicating data generated on a source device in a computer 
network. The system comprises: means for storing a plurality 
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of log entries indicative of modi?cation operations generated 
by a computer application executing on a source system, the 
modi?cation operations being directed to data on a source 
storage device; means for traversing the storing means and for 
replaying the modi?cation operations to replicate applica 
tion-speci?c data to a destination storage device; means for 
suspending the replaying when the traversing and replaying 
means encounters a consistency point marker in the means for 
storing, the consistency point marker being indicative of a 
known good state of the computer application; and means for 
performing a storage operation on the replicated data when 
the replicated data represents the known good state of the 
computer application. 
[0034] In certain embodiments, a method is disclosed for 
handling data to be copied in a computer network. The 
method comprises: monitoring operations associated with a 
single application executing on a source system; identifying 
from the operations a plurality of data modi?cation opera 
tions operative to write data to a ?rst storage device; buffering 
a copy of each of the plurality of data modi?cation operations; 
forwarding the copies of the plurality of data modi?cation 
operations to a destination system to be copied to a second 
storage device without ?rst writing the copies of the plurality 
of data modi?cation operations to the ?rst storage device; and 
forwarding the plurality of data modi?cation operations to a 
?le system associated with the ?rst storage device. 
[0035] In certain embodiments, a system is disclosed for 
selecting application data to be copied in a computer network. 
The system comprises a buffer, at least one computer appli 
cation con?gured to generate operations associated with data 
on a ?rst storage device, and a ?lter module disposedbetween 
the at least one computer application and the ?rst storage 
device, the ?lter module con?gured to identify from the 
operations a plurality of data modi?cation operations. The 
system further comprises a network redirector component in 
communication with the ?lter module and con?gured to tem 
porarily store a copy of the data modi?cation operations in the 
buffer while allowing the data modi?cation operations to pass 
through to the ?rst storage device, the network redirector 
component being further con?gured to transmit the copies of 
the plurality of data modi?cation operations to a destination 
system, to be copied to a second storage device, without ?rst 
writing the copies of the plurality of data modi?cation opera 
tions to the ?rst storage device. 

[0036] In certain embodiments, a system is disclosed for 
acquiring data for replication on a network storage device. 
The system comprises means for generating operations asso 
ciated with data on a ?rst storage device and means for iden 
tifying from the operations a plurality of data modi?cation 
operations, the means for identifying being disposed between 
the means for generating and the ?rst storage device. The 
system further comprises means for temporarily storing a 
copy of the data modi?cation operations while allowing the 
data modi?cation operations to pass through to the ?rst stor 
age device, the means for storing being further con?gured to 
transmit the copies of the plurality of data modi?cation opera 
tions to a destination system, to be replicated to a second 
storage device, without writing the copies of the plurality of 
data modi?cation operations to the ?rst storage device. 
[0037] In certain embodiments, a method is disclosed for 
performing pathname translation in a data replication system. 
The method comprises: receiving a log entry, to be replicated 
on a destination system, that identi?es a data management 
operation and an inode associated with a source system loca 
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tion corresponding to the data management operation, the 
inode being one of a plurality of inodes on the source system; 
accessing a database comprising path data associating each of 
the plurality of inodes With a short name and a parent inode; 
constructing from the path data an ab solute pathname on the 
destination system that corresponds to the inode of the log 
entry; and forWarding the log entry and the ab solute pathname 
to the destination system. 

[0038] In certain embodiments, a system is disclosed for 
performing pathname translation during data replication in a 
computer netWork. The system comprises a database, at least 
one log entry and a database process. In certain embodiments, 
the database comprises path data that associates each of a 
plurality of inodes on a source system With a short name and 
a parent inode. The at least one log entry identi?es a data 
management operation and at least one corresponding inode 
of the plurality of inodes. The database process is con?gured 
to receive the at least one log entry and to access the database 
to translate the at least one corresponding inode to a pathname 
identifying a location on a destination system corresponding 
to the data management operation. 
[0039] In certain embodiments, a system is disclosed for 
performing translation from an inode to a pathname in a data 
storage netWork. The system comprises: means for storing 
path data associating each of a plurality of inodes on a source 
system With a short name and a parent inode; means for 
identifying data management operations and at least one of 
the plurality of inodes that corresponds to each data manage 
ment operation; and means for accessing the storing means to 
translate the at least one inode to a pathname identifying a 
location on a destination system corresponding to each data 
management operation. 
[0040] In certain embodiments, a method is disclosed for 
transmitting data from a source computer to a destination 
computer in a data replication system. The method com 
prises: monitoring ?le system requests of an application on a 
source computer; identifying, from the ?le system requests, 
data management operations directed to data on a ?rst storage 
device; and storing in a buffer a plurality of log entries rep 
resenting the data management operations. The method fur 
ther comprises: sequentially processing each of the plurality 
of log entries; transmitting each processed log entry to a 
destination computer; replaying each processed log entry to 
replicate the data on the ?rst storage device to a second 
storage device; and When said sequentially processing drops 
beloW a predetermined rate, disk sWapping most recently 
received log entries from the buffer to a memory. 

[0041] In certain embodiments, a system is disclosed for 
transmitting data to be replicated in a computer netWork. The 
system comprises a queue, a buffer and a monitor module 
con?gured to monitor ?le system requests generated by a 
computer application, the monitor module being further con 
?gured to populate the queue With log entries indicative of ?le 
system requests comprising data management operations to 
be executed on a ?rst storage device. The system further 
comprises a ?rst thread con?gured to transfer the log entries 
from the queue to the buffer and a second thread con?gured to 
retrieve the log entries from the buffer, process the log entries, 
and forWard the processed log entries to a destination system 
for replaying the log entries to replicate data on a second 
storage device. In certain embodiments, the monitor module 
is further con?gured to throttle the computer application 
When a rate at Which the second thread processes the log 
entries is beloW a predetermined rate. 
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[0042] In certain embodiments, a system is disclosed for 
transmitting data to be replicated in a netWork environment. 
The system comprises: means for monitoring ?le system 
requests of an application on a source computer and for iden 
tifying, from the ?le system requests, data management 
operations directed to data on a ?rst storage device; means for 
storing a plurality of log entries representing the data man 
agement operations; means for sequentially processing each 
of the plurality of log entries; means for transmitting each 
processed log entry to a destination computer; means for 
replaying each processed log entry to replicate the data on the 
?rst storage device to a second storage device; and means for 
disk sWapping most recently received log entries from the 
storing means to a memory When said sequentially processing 
falls beloW a predetermined rate. 

[0043] In certain embodiments, a system is disclosed for 
facilitating data synchronization folloWing a netWork failure 
in a data replication environment. The system comprises: a 
plurality of log entries representing data management opera 
tions generated by an application for data on a ?rst storage 
device, each of the plurality of log entries including a unique 
identi?er; a cache memory con?gured to store a portion of the 
plurality of log entries such that When a siZe of the portion of 
log entries exceeds a storage threshold of the cache memory, 
the cache memory deletes one or more of the least recently 
received log entries until the siZe is less than the storage 
threshold; at least one destination computer con?gured to 
process the plurality of log entries to replicate data to a second 
storage device, the at least one destination computer being 
further con?gured to record the unique identi?er of a most 
recently processed log entry; and at least one replication 
routine con?gured to sequentially retrieve each of the plural 
ity of log entries from the cache memory and to forWard each 
log entry to the at least one destination computer Without 
Waiting for an acknowledgement from the at least one desti 
nation computer. 
[0044] In certain embodiments, a method is disclosed for 
performing data replication in a computer netWork. The 
method comprises: storing log entries in a ?rst-in ?rst-out 
memory, Wherein each of the log entries includes a unique 
identi?cation and represents a data management operation 
generated by an application for data on a ?rst storage device; 
maintaining in the ?rst-in ?rst-out memory a history of the log 
entries stored therein such that the storage amount occupied 
by the history of the log entries is less than a storage thresh 
old; transmitting a copy of each log entry from the ?rst-in 
?rst-out memory to at least one destination computer; replay 
ing the copies of the log entries received by the at least one 
destination computer to replicate the data management opera 
tions on data on a second storage device; and storing on the at 
least one destination computer the unique identi?cation of the 
most recently replayed log entry. 
[0045] In certain embodiments, a system is disclosed for 
facilitating data synchronization folloWing a netWork failure 
in a data replication environment. The system comprises: 
means for representing data management operations gener 
ated by an application for data on a ?rst storage device, each 
of the means for representing including a unique identi?er; 
means for storing a portion of the means for representing such 
that When a siZe of the portion of the means for representing 
reaches a storage threshold of the means for storing, the 
means for storing deletes one or more of the oldest means for 
representing until the siZe is less than the storage threshold; 
means for processing the means for representing to replicate 












































