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(57) ABSTRACT 

Logical data stores are placed on storages to minimize store 
request time. The stores are sorted. A store counter and a 
storage counter are each set to one. (A), (B), and (C) are 
repeated until the storage counter exceeds the number of 
storages Within the array. (A) is setting a load for the storage 

ANNAPOLIS, MD 21401 speci?ed by the storage counter to Zero. (B) is performing (i), 
(ii), and (iii) While the load for the storage speci?ed by the 

APP1~ N05 11/622,008 storage counter is less an average determined load over all the 
_ storages. (i) is allocating the store speci?ed by the store 

Flled: Jan‘ 11’ 2007 counter to the storage speci?ed by the storage counter; and, 
_ _ _ _ (ii) is incrementing the load for this storage by this storage’s 

Pubhcatlon Classl?catlon request arrival rate multiplied by an expected service time for 
Int, C], the requests of this store. (iii) is incrementing the store 
G06F 12/02 (200601) counter by one. (C) is incrementing the storage counter by 
G06F 12/00 (2006.01) one. 
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METHOD AND SYSTEM FOR PLACEMENT 
OF LOGICAL DATA STORES TO MINIMIZE 

REQUEST RESPONSE TIME 

FIELD OF THE INVENTION 

[0001] This invention relates generally to placing (i.e., allo 
cating) logical data stores on an array of storage devices, and 
more particularly to placement such that store request time is 
minimized. 

BACKGROUND OF THE INVENTION 

[0002] Parallel input/output (I/O) systems have been 
employed due to their ability to provide fast and reliable 
access, While supporting high transfer rates for dedicated 
supercomputing applications as Well as diverse enterprise 
applications. Disk arrays are typically arranged to partition 
data across multiple hard disk drives Within a storage pool, 
and provide concurrent access to multiple applications at the 
same time. A single application having large data require 
ments may further partition its data into stores and place them 
across multiple disks, such that the resulting parallelism alle 
viates the I/O bottleneck to a certain degree. 
[0003] HoWever, in modern Web-services scenario Where 
performance guarantees are in place, throughput is no longer 
the only performance requirement for applications. Many 
applications require that the average response time of their 
requests is maintained Within certain thresholds, such that the 
average response time does not exceed a predetermined maxi 
mum time. Since storage latencies continue to dominate 
request response times, reducing the response time of a 
request effectively means minimizing storage latency. The 
high variance Within service times due to the heterogeneous 
applications service from a disk array, combined With the 
non-Work conserving nature of disk drives, implies that the 
response time of the requests of a logical data store is in?u 
enced primarily by the characteristics of other logical data 
stores placed on the same disk. 
[0004] A logical data store can be a database table, ?les 
oWned by a particular user, or data used by an application, 
among other types of logical data stores. A number of logical 
data stores may be placed over an array of parallel hard disk 
drives, Which can be referred to as disks, or more generally as 
storage devices. A sequence of disk requests generated by an 
application or user can be denoted as a stream, and the logical 
data group accessed by the stream can be synonymously 
considered a logical data store as Well. 
[0005] Where there are a number of logical data stores to be 
placed on an array of storage devices, they are desirably 
placed on the storage devices such that the average response 
time for all store requests is minimized, and that their Work 
load is balanced across all the storage devices. This issue also 
?nds applications in Web services, Where user streamsiie, 
logical data storesiare allocated to different Web servers, 
and each server may manage its oWn storage. Current strate 
gies for placing logical data stores on storage devices, hoW 
ever, do not minimize response. 

SUMMARY OF THE INVENTION 

[0006] This invention relates to placing logical data stores 
on an array of storage devices such that store request time is 
minimized. A method of one embodiment of this invention 
determines the average load over all the storage devices 
Within the array. The logical data stores are sorted by some 
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metric of the stores, and both a logical data store counter and 
a storage device counter are set equal to one. The folloWing 
steps, parts, acts, or actions are repeated until the storage 
device counter exceeds the number of the storage devices 
Within the array. First, a load for the storage device speci?ed 
by the storage device counter is set equal to zero. Second, 
While the load for the storage device speci?ed by the storage 
device counter is less the average load over all the storage 
devices Within the array, the folloWing steps, parts, acts, or 
actions are performed: 

[0007] allocating the logical data store speci?ed by the 
logical data store counter to the storage device speci?ed by 
the storage device counter; 
[0008] incrementing the load for the storage device speci 
?ed by the storage device counter as a product of a request 
arrival rate of the logical data store speci?ed by the logical 
data store counter and an average service time for the requests 
of the logical data store speci?ed by the logical data store 
counter; and, 
[0009] 
[0010] Third, the storage device counter is incremented by 
one. The result of the method is that the logical data stores are 
stored on the storage devices to Which the logical data stores 
have been allocated, for user access of the logical data stores. 

[0011] A data-processing system of an embodiment of the 
invention includes an array of storage devices over Which a 
plurality of logical data stores is placed. The system further 
includes a mechanism coupled to the array of storage devices 
to determine on Which storage device of the array of storage 
devices each logical data store is to be placed such that request 
times of the logical data stores are minimized. In a further 
embodiment, the system instead includes means for allocat 
ing each data store to one of the storage devices of the array of 
storage devices, such that request times of the logical data 
stores are minimized. 

[0012] An advantage of the foregoing is that average 
response time for logical data store requests is signi?cantly 
minimized by placing the logical data stores on the storage 
devices of an array. Enterprises and other organizations using 
embodiments of the invention are therefore better able to 
e?iciently ensure performance guarantees in Which average 
response time has to be under certain thresholds relating to the 
maximum length of time this average response time can be. 
Further advantages, aspects, and embodiments of the inven 
tion Will become apparent by reading the detailed description 
that folloWs, and by referring to the accompanying draWings. 

incrementing the logical data store counter by one. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0013] The draWings referenced herein form a part of the 
speci?cation. Features shoWn in the draWing are meant as 
illustrative of only some embodiments of the invention, and 
not of all embodiments of the invention, unless otherWise 
explicitly indicated, and implications to the contrary are oth 
erWise not to be made. 

[0014] FIG. 1 is a diagram of a system for placing logical 
data stores on an array of storage devices, according to an 
embodiment of the invention. 

[0015] FIG. 2 is a diagram ofa portion ofthe system ofFIG. 
1 in more detail, according to an embodiment of the invention. 
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[0016] FIG. 3 is a ?owchart of a method for placing logical 
data stores on an array of storage devices, such that store 
request time is minimized, according to an embodiment of the 
invention. 

DETAILED DESCRIPTION OF THE DRAWINGS 

[0017] In the folloWing detailed description of exemplary 
embodiments of the invention, reference is made to the 
accompanying draWings that form a part hereof, and in Which 
is shoWn by Way of illustration speci?c exemplary embodi 
ments in Which the invention may be practiced. These 
embodiments are described in su?icient detail to enable those 
skilled in the art to practice the invention. Other embodiments 
may be utiliZed, and logical, mechanical, and other changes 
may be made Without departing from the spirit or scope of the 
present invention. The folloWing detailed description is, 
therefore, not to be taken in a limiting sense, and the scope of 
the present invention is de?ned only by the appended claims. 

System and Overview 

[0018] FIG. 1 shoWs a data-processing system 100, accord 
ing to an embodiment of the invention. The system 100 
includes N logical data stores 102A, 102B, . . . , 102N, 

collectively referred to as the logical data stores 102. The 
system 100 further includes an array 104 of M storage devices 
106A, 106B, . . . , 106M, collectively referred to as the storage 

devices 106. The number N of logical data stores 102 may be 
equal to, greater than, or less than the number M of storage 
devices 106. The system 100 also includes a mechanism 108, 
the functionality of Which Will be described later in the 
detailed description, and Which may be implemented in soft 
Ware, hardWare, or a combination of softWare and hardWare. 
[0019] The logical data stores 102 each is a logically aggre 
gated set of data. For instance, Within a database scenario, a 
logical data store is a table or a set of associated tables. For 
example, in a shared ?lesystem, all ?les belonging to a given 
user may constitute a store. In an information technology (IT) 
production scenario, all source ?les or all email ?les may 
constitute a logical data store. Access to each of the logical 
data stores 102 is represented as a number of streams, Where 
each stream canbe considered as an individual access from an 
application or a user. All such streams on an aggregated basis 
may therefore be considered synonymous With a logical data 
store. That is, as used herein, the notions of logical data stores 
and logical data streams are combined, such that either a 
logical data store or a (logical data) stream may be used to 
denote a set of logically grouped requests. 
[0020] The storage devices 106 of the storage device array 
104 may be hard disk drives in one embodiment. The storage 
devices 106 may each be an individual, single hard disk drive, 
or may each be a (sub-)array Within the storage device array 
104 itself. For instance, each of the storage devices 106 may 
be considered a RAID array in one embodiment of the inven 
tion. 
[0021] The mechanism 108 locates, or maps, the logical 
data stores 102 over the storage devices 106 of the storage 
device array 104 such that request time as to the logical data 
stores 102, on average, is minimiZed. More speci?cally, given 
N logical data streams or stores Gi, and a set of M data storage 
devices Dj in Which to place the data stores, response time 
minimiZation locates an allocation of data stores to storage 
devices (denoted by a set of mappings xl-J, Where xl-fl if store 
G, is placed on storage device D) such that the response time 
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average over the requests on all the storage devices is mini 
miZed, subject to an additional constraint that the load is 
balanced evenly across all the storage devices. 
[0022] More formally, the foregoing can be expressed as 
folloWs: 

1 M (1) 

min—2 Aj-Ewj) 
A'10! j:l 

M (2) 
s.t.V streams G2 xiyj =1, xiyj E [0, l] 

j:l 

V storage devices Dj,Dk 7tj-E(rS‘j-):7tkE(Sk) (Balanced 
load condition) (3) 

N (4) 
V storage devices Dj ADJ. : Z/L-Yj/I; 

[:1 

(5) N 

Ato: : 2 AI 
[:1 

E(6j) denotes the response time for storage device Dj for a 
given allocation. The request (arrival) rate, the expected ser 
vice time, and the second moment of the service time, respec 
tively for a disk Dk or a logical data store G, are denoted by Wk, 
E(Sk), and E(Sk2). The request arrival rate speci?es the rate at 
Which requests to the logical data store or storage device 
arrive at the logical data store or storage device. The expected 
service time speci?es the expected length of time needed to 
serve a request. It is noted that in cases of ambiguity, kDk, 
E(SDI), and E(SDk2) are used for storage device parameters to 
distinguish such storage device parameters from stream or 
logical data store parameters. 
[0023] The logical data stores 102 may each be represented 
as a set of requests With associated statistical parameters 
estimated 0t priori. Each data store may be identi?ed by 
Gl-(ki,E(Sl-),E(Si2),Vl-), Where 7»,- is the arrival rate of the 
requests, E(Sl.) is the expected service time of each request, 
and E(Sl-2) is the expected second moment of the service time 
of each request, and V1. is the siZe of the data store. 
[0024] Request arrivals can be modeled by a Markov 
Modulated Poisson Process (MMPP), as knoWn Within the 
art. An MMPP is essentially modeled as a Poisson process 
With multiple states, Where a given state determines the mean 
Poisson parameter 7». Where the storage devices 106 are hard 
disk drives, a tWo-state MMPP may be employed, Where one 
state represents the on period and the other state represents the 
off period of the store placed on a given storage device. 
[0025] A storage device server may be considered as 
including a pending queue Where incoming requests are 
queued and a storage device, such as one of the storage 
devices 106, on Which data is read or Written. Data on a hard 
disk drive in particular is placed on concentric circular tracks 
that rotate at constant speed. When a request in the queue is 
selected to be served, the disk head is moved to the appropri 
ate track, Where it Waits until the appropriate sector is posi 
tioned under the disk head, and then transfers (reads or Writes) 
the data under consideration from and/ or to the desired hard 
disk location. Hence, the access time for a hard disk drive 
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includes seek time (the time to travel to the right track), 
rotational latency (time to access the correct sector), and 
transfer time (of the data). In modern hard disk drives, the 
seek and rotational latency dominate the transfer times. 

[0026] The mechanism 108 in one embodiment is the com 
ponent that performs a methodology for placing the logical 
data stores 102 on the storage devices 106 such that store 
request time is minimized. That is, the mechanism 108 deter 
mines on Which of the storage devices 106 each of the logical 
data stores 102 can reside. Thus, clients access the logical 
data stores 102, Which are placed, or stored, on the storage 
devices 106 as determined by the mechanism 108 in a Way 
that store request time by these clients is minimized. When a 
client accesses a logical data store 102, the mechanism 108 
can be considered to map such a request to the corresponding 
storage device 106 on Which the logical data store 102 has 
been placed. A detailed presentment of one such methodol 
ogy is described in the next section of the detailed description. 

[0027] The mechanism 108 in one embodiment resides in, 
or is situated Within, one or more of a number of different 

components commonly found Within computing systems. For 
instance, the mechanism 108 may be implemented Within a 
logical volume manager (LVM), Which more generally is a 
logical space-to-physical space mapping mechanism that 
maps the logical data stores 102 to the storage devices 106. 
The mechanism 108 may be implemented Within the ?le 
system of the storage devices 106. The mechanism 108 may 
be implemented Within a database that directly employs raW 
partitions of the storage devices 106 Without using a ?lesys 
tem. The mechanism 108 may further be implemented Within 
a controller for the array 104 of the storage devices 106. 

[0028] FIG. 2 shoWs one implementation of the mechanism 
108, according to an embodiment of the invention. Particu 
larly, the mechanism 108 includes a mapper 202, a predictor 
204, and a manager 206. The mapper 202 stores the mappings 
of the logical data stores 102 to the storage devices 106. The 
mapper 202 interacts directly With client accesses to the logi 
cal data stores 102, and With the storage devices 106 them 
selves. 

[0029] The predictor 204 receives and/or monitors infor 
mation regarding the logical data stores 102 and the storage 
devices 106 through the mapper 202. In particular, the pre 
dictor 204 estimates various stream parameters by probing 
the data path of the logical data stores 102 to the storage 
devices 106. These stream parameters may include the 
request arrival rate, expected service time, and the second 
moment of the service time, as have been described previ 
ously. The predictor 204 can in one embodiment employ 
time-series analysis-based prediction, as knoWn Within the 
art, to estimate the request arrival rate. Other parameters, such 
as the expected service time and the second moment of this 
expected service time, may be estimated by employing a 
history-based sliding WindoW model With the Weight of a 
measurement falling exponentially With the age of the mea 
surement, as can be appreciated by those of ordinary skill 
Within the art. 

[0030] The manager 206 receives the stream, or logical data 
store, parameters from the predictor 204, and determines the 
placement of the logical data stores 102 on the storage devices 
106 on that basis. Once this determination has been made, the 
manager 206 noti?es the mapper 202, Which stores the logical 
data store-to-storage device mappings. That is, the mapper 
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202 actually places the logical data stores 102 on the storage 
devices 106, as instructed by the manager 206. 

Method and Conclusion 

[0031] FIG. 3 shoWs a method 300 for placing logical data 
stores on storage devices such that store request time can be 

minimized, according to an embodiment of the invention. The 
method 300 may be performed in one embodiment by the 
mechanism 108. For instance, the mechanism 108 may deter 
mine Which of the storage devices 106 to place each of the 
logical data stores 102. 

[0032] It is noted ?rst that the method 300 can be consid 
ered as leveraging the notion that the average Waiting time for 
a request on a storage device can be divided into the time the 
disk Was seeking, the time the disk Was rotating, and the time 
that the disk Was transferring data, Which have been described 
above. Mathematically, 

In equation (6), E(6j) is the average Waiting time for storage 
device Dj. E85”) is the average Waiting time due to seeks. 
E85”) is the average Waiting time due to rotation. E(6j,t) is the 
average Waiting time due to data transfer. 

[0033] Minimizing the average seek Waiting time is 
referred to herein as solving the seek time issue. Minimizing 
the average Waiting due to rotation is referred to herein as 
solving the rotational delay issue. LikeWise, minimizing the 
average Waiting due to transfer is referred to herein as solving 
the transfer time issue. Thus, the method 300 minimizes store 
request time by minimizing the average Waiting time E(6j), 
Which in turn can be considered by minimizing one or more of 

the average Waiting time due to seeks E85”), the average 
Waiting time due to rotational latency E(6j,,), and the average 
Waiting time due to transfer E(6j,t). 
[0034] The seek time issue relates to the fact that the seek 
time for a request depends directly on the scheduling meth 
odology employed by the controller of the storage device in 
question. Many hard disk drive controllers in particular use a 
C-SCAN scheduling methodology, as knoWn Within the art. 
For simplicity, it is assumed that seek time is proportional to 
the number of tracks covered. Within the C-SCAN schedul 
ing methodology, the disk head moves from the outermost 
track to the innermost track and serves requests in the order in 
Which it encounters them. 

[0035] A request, therefore, sees no delay due to other 
requests being served. Instead, the disk head moves in a ?xed 
manner and serves requests as they come in its paths, Without 
spending any time in serving the requests. This is a direct 
implication of the linearity assumption and the fact that no 
time is spent for serving a request. Mathematical analysis has 
shoWn that the average delay in seeking is half of the time 
required to seek the complete disk (T S), or, 

Therefore, the objective in solving the seek time issue is given 
by 
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7V is the access time for storage device Dj. Thus, solving the 
seek time problem is independent of allocating logical data 
stores to the storage devices. Therefore, any allocation of 
logical data stores to storage devices is optimal for the seek 
time issue, such that the rotational delay and average transfer 
issues can be optimized and any solution that is optimal for 
both the rotational delay issue and the transfer time issue is 
optimal for the overall placement of logical data stores on the 
storage devices. 
[0036] The rotational delay issue relates to the notion that 
even though the rotational delay of a request may not depend 
on the location of the previously accessed request, the 
requests are not served in ?rst come, ?rst served (FCFS) 
fashion, but rather are reordered by a parameter other than 
arrival time. HoWever, the rotational delay issue can never 
theless still be formulated using queuing theoretic results for 
FCFS. This is because that, ?rst, it can be proven that any 
Work-conserving permutation of RS, Which is an ordered 
request set Where all requests rl-ERS have the same service 
time s, has a total Waiting time equal to the Waiting time of RS. 
Second, for a randomly ordered request set R With general 
service times, it can be proven that any random permutation 
of R has the same expected total Waiting time as the expected 
total Waiting time of the ordered set R. Therefore, the rota 
tional delay E85”) for a storage device Dj is estimated on this 
basis. 

[0037] It is noted that a notion called the disk (i.e., storage 
device) run length Lid of a logical data store G, is de?ned, for 
a given schedule IPj of requests on a storage device, as the 
expected number of requests of the logical data store that are 
served in a consecutive fashion in IPj Where access locations 
are proximate to one another. Disk run length is in some sense 
the run length of a logical data store as perceived by the 
controller for a storage device. Thus, even though a logical 
data store may be completely sequential in its stream, as far as 
the storage device is concerned, it can serve just a number of 
such consecutive requests together, and this number is 
denoted as the disk run length of the logical data store in 
question. 
[0038] It is noted that since arrivals are Markovian, the 
FCFS order is a random permutation of the requests. There 
fore, Where the scheduling methodology is not FCFS and is 
uncorrelated With rotational delay S k’, of request rk, the Wait 
ing time equals the Waiting time in the FCFS order and the 
standards results for FCFS can nevertheless be employed, as 
described in the previous paragraph. As such, the rotational 
delay issue can be represented as folloWs: 

N (10) 
V storage devices D] A]- : ZxLj/L 

[:1 

Jul. 17, 2008 

-continued 
Sm l l 

V logical data stores G; E(S;Y,) : L32 ( ) 

Xi,j/\iE(Si.r) (12) N 

V storage devices Dj E(SDJ.J) : Z A. 
' 1 

2 (13) 
. 2 mat-E61,) 

V storage devices Dj E(SDJ_J) : 

Aj-Ewi» (14) 

Here, Swt/2 is the time taken by the storage device to complete 
a half rotation. Mathematical analysis can shoW that under the 
assumption that all rotation times are equally likely and disk 
run length has loW variance, E(Sl-,,2):c(E(Sl-,,))2, Where c:4/ 
3. Even if this is not the case, c is simply some other constant. 
Therefore, the optimiZation problem can be expressed as 

[0039] It is noted that the transfer time issue can be formu 
lated in the same manner in Which the rotational delay issue 
has been formulated, by replacing E(Si,,) With E(Si,t) and 
E(Si,,2) by E(Si,t2) in expression (15). The only difference is 
that there may be no relationship betWeen E(Si,t) and E(Si,t2 
since transfer times can be arbitrarily variable. 
[0040] NoW, the method 300 is applied to N logical data 
stores in relation to M storage devices. First, the average load 
over all the storage devices is determined (302). The average 
load can be determined as folloWs: 

N (16) 
1 . . 

p = (Am -A) - (Am -E<S,>> 

In equation (16), A[i].7t is the request arrival rate of logical 
data store i, and A[i].E(S,) is the service time for requests 
made to logical data store i. 
[0041] The logical data stores are then sorted (304). In one 
embodiment, the logical data stores are sorted by run length. 
The run length of a logical data store corresponds to the 
expected number of requests of the logical data store that are 
served consecutively Where access locations on the storage 
devices on Which the logical data store are proximate to each 
another. More formally, the run length L,- of a logical data 
store G1. is de?ned as the expected number of consecutive 
requests of G, that immediately folloW rk and access a location 
that is close (Within the track boundary) to lock, Where rk is a 
request of the store Gl- accessing a location lock. Thus, logical 
data stores With higher run length are in the order before 
logical data stores With loWer run length. 
[0042] Sorting the logical data stores by run length alloWs 
the rest of the method 300 to minimize request time by solv 
ing the seek time issue, Which refers to the time to travel to the 
right track, as Well as the rotational latency issue, Which refers 
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to the time to access the correct sector. Sorting the logical data 
stores by run length does not alloW the rest of the method 300 
to minimize request time by solving the transfer time (of the 
data to the storage device) issue. However, this is acceptable, 
because transfer times are an order of magnitude smaller than 
rotational times, for instance. Sorting the logical data stores 
by run length are especially appropriate for homogenous 
tra?ic, such as multimedia constant bit rate applications, 
Where transfer time has loW variance. 

[0043] HoWever, in a further embodiment, the logical data 
stores may instead be sorted by their expected second 
moments of service time, Which corresponds to the second 
moment of the expected service time of each request of a 
logical data store, Where the expected service time corre 
sponds to the expected delay time after a request has been 
made until it has been serviced. Such sorting may be advan 
tageous Where it cannot be assumed that transfer times are 
small as compared to rotational latency and seek times. Thus, 
What is leveraged is the observation that for a given schedul 
ing methodology, the service time of a request rk, excluding 
the seek time component, can be represented by a single 
equation. This is because once the schedule is ?xed, the 
variation in Waiting time from FCFS is captured by the seek 
time problem, and the rotational delay and transfer time 
issues for a stream Gk can be considered as a combined 
problem With service time S kart: 

[0044] Therefore, the rotational delay issue and the transfer 
time issue can be combined into an issue that is referred to as 
the rotational transfer issue herein, as folloWs. 

M (18) 
rnin kj-Ewjyn) 

Fr 

(19) N 

V storage devices D] A]- : ZxLj/L 
[:1 

. SM (20) 
V logical data stores G; E(S;Yr) : 7 

V logical data stores G; E(S;Y,1) : E(S;Y,) + E(S;Y,) (21) 

N (22) . Xi,j/\iE(Si,n) 
V storage devices Dj E(Sjyn) : 23 

, 2 Z x; 11,563”) ( ) V storage devices Dj E(Sjyn) : ’% 
.il A! 

(24) 

[0045] Therefore, rather than sorting the logical data stores 
by run length, in this embodiment the logical data stores are 
sorted by E(Sl-,,t2). 
[0046] Next, the method sets a logical data store counter i to 
a numerical value one (306), as Well as a storage device 
counter j to a numerical value one (308). The method 300 then 
repeats parts 312, 314, and 322 until the storage device 
counter j exceeds the total number of storage devices M 
Within the array. The load pj for storage device j is initially set 
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to a numerical value of zero (312). While this load is less than 
the average load p(314), parts 316, 318, and 320 are per 
formed. 
[0047] The logical data store i is allocated to, or placed on, 
storage device j (316). The load for the storage device j is then 
incremented as folloWs (318): 

In equation (25), A[i].7t is the request arrival rate of logical 
data store i. A[i].E(S,) is the service time for the requests of 
logical data store i. Finally, the logical data store counter I is 
incremented by one. 
[0048] Once the While condition is no longer satis?ed in 
part 314, the method 300 increments the storage device 
counter j (322), and the method 300 is repeated in part 310 
until all the storage devices Within the array have been pro 
cessed. The algorithm of method 300 returns a logical data 
store allocation over the storage devices such that on average 
the Waiting time is minimized, While at the same time the 
storage devices have balanced loads. 
[0049] The foregoing discussion has assumed that seek 
times are linear in the number of storage device tracks cov 
ered. In practice, hoWever, after serving a request, disk heads 
can take some time to start moving. They then accelerate for 
some time before settling at a constant speed. During the 
constant speed phase, seek times are represented by a con 
stant component and a linear component. The acceleration 
phase is represented by a constant component and a square 
root component. If the number of logical data stores on a 
storage device is small, the equations for constant speed 
phase can be used throughout. OtherWise, they are neverthe 
less a reasonable approximation. An advantage With the 
model described Within this invention is that the non-linear 
model also leads to optimal results. 
[0050] The methodology of the method 300 of FIG. 3 
depends, hoWever, on the speci?c storage devices employed. 
As a result, the logical data store assignment may potentially 
vary depending on the storage devices used. Estimating the 
run length of a stream (or store) G, has been shoWn, but no 
speci?c methodology has been provided to estimate the disk 
run length of a logical data store G1. on a disk server Di. 
HoWever, it can be observed that this actual value is not 
needed. Rather, an order of the values is su?icient for the 
methodology of FIG. 3 to perform properly. That is, for all 
streams Gi,Gj,i,jE{l, N} 

DRLfZDRLfQDRL/ZDRL/ (26) 
Here, DRLxy is the disk run length for stream, or logical data 
store, x in relation to storage device y. It can be shoWn that an 
ordering based on run length is the same as an ordering based 
on disk run length. Hence, the method of this invention advan 
tageously sorts streams based on run length, Which can be 
easily estimated. 
[0051] It is noted that, although speci?c embodiments have 
been illustrated and described herein, it Will be appreciated by 
those of ordinary skill in the art that any arrangement calcu 
lated to achieve the same purpose may be substituted for the 
speci?c embodiments shoWn. This application is thus 
intended to cover any adaptations or variations of embodi 
ments of the present invention. Therefore, it is manifestly 
intended that this invention be limited only by the claims and 
equivalents thereof 

1. A method for placing a plurality of logical data stores on 
an array of storage devices such that store request time is 
minimized, comprising: 



US 2008/0172526 A1 

allocating the logical data stores to the storage devices of 
the array such that request times of the logical data stores 
are minimized; 

storing the logical data stores on the storage devices of the 
array as has been allocated, 

Wherein allocating the logical data stores to the storage 
devices of the array such that request times of the logical 
data stores are minimiZed comprises: 
determining an average load over all the storage devices 

Within the array; 
sorting the plurality of logical data stores; 
setting a logical data store counter equal to one; 
setting a storage device counter equal to one; and 
repeating setting a load for the storage device speci?ed 

by the storage device counter equal to Zero; 
While the load for the storage device speci?ed by the stor 

age device counter is less the average load over all the 
storage devices Within the array: 
allocating the logical data store speci?ed by the logical 

data store counter to the storage device speci?ed by 
the storage device counter; 

incrementing the load for the storage device speci?ed by 
the storage device counter by a request arrival rate of 
the logical data store speci?ed by the logical data 
store counter multiplied by an expected service time 
for the requests of the logical data store speci?ed by 
the logical data store counter; 

incrementing the logical data store counter by one; and 
incrementing the storage device counter by one, until the 

storage device counter exceeds a number of the stor 
age devices Within the array, 

Wherein determining the average load over all the storage 
devices Within the array comprises: 
for each logical data store, determining a product of the 

request arrival rate of the logical data store multiplied 
by the expected service time for the requests of the 
logical data store; 

determining a summation of the products determined for 
the logical data stores; and 
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dividing the summation by a number of the logical data 
stores to yield the average load over all the storage 
devices Within the array, 

Wherein the request arrival rate of a logical data store 
speci?es a rate at Which requests to the logical data store 
arrive at the logical data store, 

Wherein the expected service time for the requests of a 
logical data store corresponds to an expected time of 
delay betWeen the request being submitted to the disk 
from the queue, to it being served by the disk to Which 
the logical store is assigned, 

Wherein sorting the plurality of logical data stores com 
prises sorting the plurality of logical data stores by run 
length, 

Wherein sorting the plurality of logical data stores com 
prises sorting the plurality of logical data stores by disk 
run length, 

Wherein the run length of a logical data store corresponds to 
an expected number of consecutive requests the logical 
data store that are served and access locations on the 

storage devices that are close to one another, 
Wherein the expected service time of each request corre 

sponds to an expected time of delay betWeen the request 
being submitted to the disk from the queue, to it being 
served by the disk to Which the logical store is assigned, 

Wherein sorting the plurality of logical data stores com 
prises sorting the plurality of logical data stores by 
expected second moment of service time, 

Wherein the expected second moment of service time of a 
logical data store corresponds to a second moment of an 
expected service time of each request of the logical data 
store, and 

Wherein each logical data store corresponds to an aggre 
gated plurality of streams of requests to the logical data 
store. 

2-20. (canceled) 


