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(57) ABSTRACT 

A method is disclosed for transforming a portion of a 
computer program comprising a list of sequential instruc 
tions comprising control code and data processing code and 
a program separation indicator indicating a point Where said 
sequential instructions may be divided to form separate 
sections that are capable of being separately executed and 
that each comprise different data processing code. The In 
method comprises the steps of: (i) analysing said portion of 
said program to determine if said sequential instructions can 
be divided at said point indicated by said program separation 
indicator and in response to determining that it can: (iia) 
providing data communication between said separate sec 
tions indicated by said program separation indicator, such 
that said separate sections can be decoupled from each other, 
such that at least one of said sections is capable of being 
separately executed by an execution mechanism that is 
separate from an execution mechanism executing another of 
said separate sections, said at least one of said sections being 
capable of generating data and communicating said data to 
at least one other of said separate sections; and in response 
to determining it can not: (iib) not performing step (iia). If 
step (iia) is not performed then a Warning may be output, or 
the program may be amended so it can be separated at that 
point, or the program separation indicator may be removed 
and the sections that Were to be separated merged. 

Analyse a portion of a computer program comprising a list of sequential 
instructions and a program separation indicator indicating a point where the 
sequential instructions may be divided to form separate sections that are 

capable of being separately executed 

No can the sequential 
instructions be divided at the point indicated 

by said program separation 
indicator ? 

decouple the separate sections by providing data 
communication between them 

- output a warning indicating an error to a programmer 
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Analyse a portion of a computer program comprising a list of sequential 
instructions and a program separation indicator indicating a point where the 
sequential instructions may be divided to form separate sections that are 

capable of being separately executed 

can the sequential 
instructions be divided at the point indicated 

by said program separation 
indicator? 

No 

decouple the separate sections by providing data 
communication between them 

V 

V output a warning indicating an error to a programmer 

FIG. 1a 
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Analyse a portion of a computer program comprising a list of sequential 
instructions and a program separation indicator indicating a point where the 
sequential instructions may be divided to form separate sections that are 

capable of being separately executed 

can the sequential 
instructions be divided at the point indicated 

by said program separation 
I indicator ? 

Yes 

No 

amend the program by inserting data transfer instructions 
at the point indicated by the program separation indicator 

V 

g decouple the separate sections by providing data 
communication between them 

FIG. 1b 
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Analyse a portion of a computer program comprising a list of sequential 
instructions and a program separation indicator indicating a point where the 
sequential instructions may be divided to form separate sections that are 

capable of being separately executed 

can the sequential 
instructions be divided at the point indicated 

by said program separation 
indicator? 

No 

decouple the separate sections by providing data 
communication between them 

# merge the two sections together and removing 
the program separation indicator 

FIG. 1c 
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FIG. 3a 
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void main () { 

int i; 

for(i=0; i<l0; ++i) { 
int M100] @ {c0pies=2, replicatable=false; 

boundary=true}; 
produce(x) @ [replicatable=false, writes__to=[x]}; 
consume (x) @ {replicatable=false, reads__from=[x] } ; 

} 

FIG. 5a 
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void main(){ 
int x[100] @ {copies=2}; 

channel c @ {buff'ers=x}; 

parallel sections{ 
se'ctiom 
int i; 

for(i=0; i<lO; ++i) { 
int xl[1OO] ; 

produce(xl_); 
put(c,xl) ; 

} 
} 
section{ 

int i; 

for(i=0; i<l0; ++i) { 
int x2[100] ; 

get(c,x2) , 

consume(x2); 

‘FIG. 5b 



Patent Application Publication Apr. 24, 2008 Sheet 9 0f 10 US 2008/0098208 A1 

104 

CACHE \ 
MENU I106 

1021 PE1 / 

FIG. 6 

<?xml version="1 .0“ encoding="utf—8"?> 
<spiritzdesign> 

<spirit:componentlnstances> 
<spirit:componentlnstance> 

<spiritzcomponentRef spirit:name="PEO"/> 
</spirit:componentlnstance> 
<spirit : componentlnstance> 

<spirit:componentRef spirit:name=“CACHE"/> 
</spirit : componentlnstance> 
<spirit:componentlnstance> 

<spiritzcomponentRef spirit :name="PEl"/> 
</spirit:componentlnstance> 
<spirit:componentlnstance> 

<spiritzcomponentRef spirit:name="MEM"/> 
</spirit:componentlnstance> 

</spirit:componentlnstances> 
<spirit:interconnections> 

<spiritzinterconnection spirit:componentlRef="PEO" 
spirit:busInterface1Ref="m0" 
spirit:component2Ref="CACHE" 
spirit:busInterface2Ref="s0" /> 

<spiritzinterconnection spirit:componentlRef="CACHE" 
spirit:busInterface1Ref="mO" 
spirit:component2Ref="MEM" 
>spirit:busInterface2Ref="s0" /> 

<spirit:interconnection spirit:component1Ref="PEl“ 
spirit:busInterface1Ref="m0" 
spirit:component2Ref="MEM" 
spirit:busInterface2Ref="sl" /> 

</spirit:interonnection> 
</spirit;:design> 

FIG. 7 
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Move (A @ PEO, A @ PEl) 

MemoryBarrier @ PEO 
CacheClean (A) @ PEO 
Load(A) @ PEl 

FIG. 8 

Char x[1000] @ MEMl 

int main (){ 

foo(x) @ PEO 
bar(x) @ PEl 

FIG. 9 
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ANALYZING AND TRANSFORMING A 
COMPUTER PROGRAM FOR EXECUTING 
ON ASYMMETRIC MULTIPROCESSING 

SYSTEMS 

[0001] This application claims the bene?t of US. Provi 
sional Application No. 60/853,756, ?led Oct. 24, 2006, the 
entire content of Which is hereby incorporated by reference 
in this application. 

BACKGROUND OF THE INVENTION 

[0002] 1. Field of the Invention 
[0003] The ?eld of the invention relates to data processing 
and in particular to improving the performance of program 
execution. 
[0004] 2. Description of the Prior Art 
[0005] It is becoming increasingly dif?cult to provide 
programs that are simple to Write and yet perform ef?ciently 
on complex systems. Such complex systems may comprise 
a number of different processing or execution units and they 
may be heterogeneous or asymmetric, With specialised pro 
cessing units being used to increase energy ef?ciency and 
loWer gate count. In particular, the programming of embed 
ded systems With their hardWare restriction, demand for 
ef?ciency and the ever decreasing time to market is becom 
ing a real problem. 
[0006] It is knoWn in high level computing systems to 
provide multiple processors that are identical and to split 
processing betWeen them to increase ef?ciency. In such 
systems a loop that executes say 100 times, may be split so 
that a ?rst processor processes the loop for the ?rst ?fty 
times and the second for the second ?fty. 
[0007] It is also knoWn to address the problem of pro 
gramming multiprocessing systems by sending individual 
instructions to be processed to separate execution units 
Where the processors communicate With each other via FIFO 
queues. This is effective in alloWing a sequential program to 
be processed using many different execution units on a 
complex system, hoWever, there is a need for loW latency 
high throughput data communication mechanism to enable 
this to function ef?ciently. Clearly such mechanisms have an 
overhead of area and poWer. 
[0008] Decoupling programs to produce a number of 
threads communicating via FIFO pipelines has been used 
many times before: Smith (James E. Smith, “Decoupled 
access/execute computer architectures”, ACM Transactions 
Computing Systems, 2(4), 289-308, 1984) applies the tech 
nique manually to Cray assembly code; Palacharla and 
Smith (S. Palacharla and J. E. Smith, “Decoupling integer 
execution in superscalar processors”, in MICRO 28: Proc. of 
International Symposium on Microarchitecture, 285-290, 
1995) describe the use of program slicing to automate the 
separation. These uses of decoupling Were targeted at hiding 
memory latency by having one thread perform all load-store 
operations While the other thread performs all arithmetic 
operations. Decoupling has experienced a revival in some 
very interesting recent Work: Ottoni et al. (G. Ottoni, R. 
Rangan, A. Stoler and D. August, “Automatic Thread 
Extraction With Decoupled SoftWare Pipelining”, in MICRO 
’05: Proc. Int. Symposium on Microarchitecture, 2005), use 
decoupling to paralleliZe inner loops for multiprocessors, 
and Dai et al. (J. Dai, B. Huang, L. Li and L. Harrison, 
“Automatically partitioning packet processing applications 
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for pipelined architectures”, in Proc. 2005 Conf. on Pro 
gramming language design and implementation, 237-248, 
ACM Press, 2005), use decoupling to paralleliZe packet 
processing code for multithreaded, multiprocessor packet 
processing processors. In both papers, the boundary betWeen 
threads is automatically chosen to optimiZe performance 
through load balancing and reducing communication cost. 
[0009] The majority of prior Work on decoupling uses 
What We call “?ne-grained decoupling”: the operations being 
split betWeen threads are individual machine instructions 
and the data passed betWeen threads consists of scalar 
values. In contrast, Ziegler et al. (H. Ziegler, B. So, M. Hall 
and P. DiniZ, “Coarse-Grain Pipelining on Multiple {FPGA} 
Architectures”, in FCCM ’02: Proc. of Symposium on 
Field-Programmable Custom Computing Machines, 2002) 
and Du et al. (W. Du, R. Ferreira and G. AgraWal, “Compiler 
Support for Exploiting Coarse-Grained Pipelined Parallel 
ism”, in Proceedings of the ACM/IEEE SC2003 Conference 
on High Performance Networking and Computing, 2003) 
perform What We call “coarse-grained decoupling”: the 
operations being split betWeen threads are procedure calls 
and the data passed betWeen threads consists of arrays. An 
example is Ottoni et al.’s Work Where a special queue is 
needed to support access by a speculative, out-of-order 
processor. 
[0010] The architectures of system on chip (SoC) plat 
forms found in high end consumer devices are getting more 
and more complex as designers strive to deliver compute 
intensive applications on ever shrinking poWer budgets. 
Workloads running on these platforms require the exploita 
tion of large amounts of heterogeneous parallelism and 
increasingly irregular memory hierarchies. The conventional 
approach to programming such hardWare is very loW level. 
The consequence of this is that When the core functionality 
of an application is mapped to the platform, its logic 
becomes obscured by the transformations and the glue code 
used during the mapping process. This yields softWare 
Which is intimately and inseparably tied to the details of the 
platform it Was originally designed for, limiting the soft 
Ware’s portability and ultimately the architectural choices 
available to future generations of platform architects. 
[0011] It Would be desirable to provide a sequential pro 
gram Which could be automatically or at least semi-auto 
matically transformed such that sections of it could be 
processed independently by different execution mecha 
nisms, thereby improving performance. Many of the prob 
lems experienced in mapping applications onto SoC plat 
forms come not from deciding hoW to map a program onto 
the hardWare but from the fragmentation of the application 
that results from implementing these decisions. This is 
particularly so When the system itself decides hoW to par 
allelise the program as this becomes extremely complex and 
means that future analysis of the program by a programmer 
is very dif?cult. In particular, although sequential programs 
can be fairly readily understood by a human being, once they 
are parallelised it becomes increasingly dif?cult for the 
human mind to understand them. Thus, it Would be desirable 
if some control could be provided as to Where to divide such 
programs in order to generate a system that is more readily 
understandable by a human and yet can execute ef?ciently 
on a parallel system. 

SUMMARY OF THE INVENTION 

[0012] A ?rst aspect of the present invention provides a 
method of transforming a portion of a computer program 
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comprising a list of sequential instructions comprising con 
trol code and data processing code and a program separation 
indicator indicating a point Where said sequential instruc 
tions may be divided to form separate sections that are 
capable of being separately executed and that each comprise 
different data processing code, said method comprising the 
steps of: (i) analysing said portion of said program to 
determine if said sequential instructions can be divided at 
said point indicated by said program separation indicator 
and in response to determining that it can: (iia) providing 
data communication betWeen said separate sections indi 
cated by said program separation indicator, such that said 
separate sections can be decoupled from each other, such 
that at least one of said sections is capable of being sepa 
rately executed by an execution mechanism that is separate 
from an execution mechanism executing another of said 
separate sections, said at least one of said sections being 
capable of generating data and communicating said data to 
at least one other of said separate sections; and in response 
to determining it can not: (iib) not performing step (iia). 
[0013] As noted above it Would be desirable to be able to 
split a program having a list of instructions to be processed 
sequentially into sections that can be processed indepen 
dently. The list of sequential instructions that is to be split 
comprises a single thread and does not provide parallel/ 
concurrent operations. There may hoWever, be branches or 
loops Within this portion of the program. Thus, if the 
program is to be run on a system that can handle parallel 
execution of instructions, either by virtue of it having several 
execution mechanisms or a single processing device that can 
handle parallel execution, these sections could be split up to 
be executed separately. 
[0014] The present method provides a tool for analysing a 
portion of the program to determine if the instructions can be 
divided at a point indicated by a separation indicator. These 
separation indicators are provided Within at least a section of 
the program and indicate Where it is desirable to divide the 
program. Thus, the division of the program is determined to 
some degree by these separation indicators and can thus, be 
controlled by a programmer. The method of the present 
invention forms an analysis of a program that actually 
includes the separation indicators and decides if the program 
can indeed be separated at these points. If it is decided that 
it can be it provides data communication betWeen the tWo 
sections to alloW them to be decoupled from each other. 
Thus, if appropriate the program can be split into sections 
suitable for separate execution alloWing a program to be 
ef?ciently processed by a variety of different, often complex 
devices. If it decides it cannot be divided at this point then 
it does not perform the data communication step. 
[0015] In some embodiments, if it decides it cannot be 
separated at a point indicated by a separation indicator then 
a Warning indicating an error in the computer program is 
output. Providing the programmer With a Warning may be 
the most appropriate thing to do if the separation indicators 
are not in the correct position. 

[0016] In some embodiments, said step (iib) comprises 
amending said computer program such that said sequential 
instructions can be divided at said point and then performing 
step (iia). 
[0017] Alternatively, to outputting a Warning the method 
can amend the computer program so that the sequential 
instructions can be divided at this point and then the data 
communication can be divided betWeen the different sec 
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tions. It may be that it is a relatively simple matter to amend 
the computer program so that it can be divided at the point 
indicated and if this is the case then the method can perform 
this step rather than outputting a Warning. 
[0018] In some embodiments, said step of amending said 
computer program comprises inserting data transfer instruc 
tions at said point indicated by said program separation 
indicator. 
[0019] The step required to amend the computer program 
may be one of inserting data transfer instructions at the point 
indicated by the program separation indicator. 
[0020] In some embodiments, said step (iib) comprises 
merging said tWo sections together and removing said pro 
gram separation indicator. 
[0021] One Way of dealing With discovering that tWo 
sections are not suitable for being executed on separate 
execution mechanisms is to simply remove the program 
separation indicator and merge the tWo sections together. 
[0022] In some embodiments, said program separation 
indicator comprises at least one data transfer instruction, 
said data communication betWeen said separate sections 
being provided in dependence upon said at least one data 
transfer instruction. 
[0023] Although the program separation indicators can 
take a number of forms it is quite ef?cient if they take the 
form of data transfer instructions. 
[0024] In order for sections to be able to execute sepa 
rately there needs to be some sort of data communication 
and synchronisation in place betWeen the tWo sections. 
Thus, providing program separation indictors in the form of 
data transfer instructions may facilitate their separation by 
providing the data communication required. 
[0025] In some embodiments, said step (iia) of providing 
data communication comprises inserting at least one “put 
data into a data store” instruction and at least one “get data 
from said data store” instruction into said instruction stream, 
and dividing said computer program betWeen said put and 
get instructions to form said at least one separate section. 
[0026] The step of providing data communication can be 
done by inserting a put data into data store and a get data 
from said data store instructions into the instruction stream. 
This alloWs data to be removed from one section of the 
program and then input into the other section via a data store. 
Thus, the tWo sections are in effect decoupled from each 
other but data can travel betWeen the tWo via this data store. 
[0027] In some embodiments, said data store comprises a 
FIFO bulfer. 
[0028] Although, in some embodiments, the data store 
may comprise a FIFO bulfer as this is clearly the simplest 
arrangement Where the ?rst data to exit from a section of the 
program is the ?rst data to enter the next section, it may be 
that the data is not required in a particular order or indeed 
that all the data generated by one section is not required by 
the other. Thus, a variety of different data stores and different 
arrangements can be used in some embodiments. For 
example, a stack Which has a last in ?rst out semantics could 
be used, one advantage of this is that a stack is simple to 
implement. 
[0029] In some embodiments, said step (iia) comprises 
providing cyclic data communication betWeen said separate 
sections. 
[0030] The decoupling of threads can be further extended 
to use Where communication betWeen threads is cyclic. 
Cyclic thread dependencies can lead to deadlock that is, tWo 
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threads may not run in parallel because of data dependencies 
between them and thus, in devices of the prior art decoupling 
is limited to acyclic thread dependencies. Embodiments of 
the present invention address this problem and provide 
cyclic dependencies. This may be done, for example, by 
using put and get instructions and not requiring the number 
of puts to be equal to the number of gets. This is in contrast 
to the prior art Where put and get operations are alWays 
inserted in corresponding places in each thread. AlloWing 
put operations to be inserted in places that do not correspond 
to get operations in other threads, means that code such as 
is illustrated in FIG. 4 can be produced. 
[0031] In some embodiments, said separate sections com 
prise the same control code. 
[0032] In many embodiments, the control code is the same 
in the tWo sections as the computer program is divided such 
that different data processing steps are performed under the 
same control in each divided section. Duplicating control 
code in this Way enables the program to be divided. 
[0033] HoWever, in some embodiments the control code 
Will be different. This is because it may be advantageous 
occasionally to slightly modify the control code in one of the 
sections such that, for example, a conditional code that is no 
longer required is not present. 
[0034] In some embodiments, said portion of said com 
puter program comprises a plurality of program separation 
indicators each indicating a point Where said sequential 
instructions may be divided to form separate sections, each 
of said separate sections being capable of being separately 
executed and comprising different data processing code, said 
method providing data communication betWeen said sepa 
rate sections indicated by said plurality of program separa 
tion indicators. 
[0035] An instruction loop having several data processing 
steps for example can be divided by embodiments of the 
present invention into tWo sections by alloWing the different 
sections to have different data processing codes. This can 
increase the performance of a system signi?cantly. Gener 
ally this is done by duplicating the control code and in effect 
performing tWo loops, one performing one or more of the 
data processing steps of the original loop and the other 
performing the rest of the steps. 
[0036] In some embodiments, said transformed computer 
program is suitable for execution upon respective execution 
mechanisms of a heterogeneous system having a complex 
asymmetric memory hierarchy and a plurality of execution 
mechanisms. 
[0037] Embodiments of the present invention, although 
applicable to symmetric systems are particularly valuable in 
asymmetric heterogeneous systems Wherein it is often dif 
?cult to separately execute sections of a program, particu 
larly Where at least a portion of the program is Written 
sequentially. 
[0038] Although, in some embodiments, a section of code 
is executed by a single execution mechanisms, in other 
embodiments said control code of at least one of said 
sections is operable to be processed by a processor of said 
heterogeneous system and said data processing code of said 
section is operable to be processed by an execution mecha 
nism under control of said control code processed by said 
processor. 
[0039] An execution mechanism may be a simple mecha 
nism designed for a particular function, such as a memory 
transfer unit (colloquially knoWn as a “DMA engine”) and in 
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such cases it may be that the control code is performed on 
a separate processor, While the data processing operations 
are performed on the simpler mechanism. 
[0040] It should be noted that the plurality of execution 
mechanisms can take a number of forms, including a general 
purpose processor; a direct memory access unit; a copro 
cessor; a VLIW processor; a digital signal processor; and a 
hardWare accelerator unit. 

[0041] In some embodiments, said method step comprises 
an initial step performed before step (i) of: de?ning said 
portion of said computer program by marking said computer 
program With indications delimiting said portion of said 
sequential instructions Within Which said at least tWo sec 
tions are to be located. 

[0042] It is often easier to identify the potential to execute 
short sections of a program independently than to execute 
long sections independently. Thus, it may be appropriate to 
mark the portion of the program to be analysed. This 
marking may be done by a programmer or it may be done 
automatically. 
[0043] In some embodiments, said computer program 
comprises said portion having a number of instructions to be 
executed sequentially and at least one further portion having 
instructions to be performed in parallel With each other. 
[0044] A computer program may have different portions, 
some for execution sequentially and some already Written 
for parallel processing. In such a case, it is the portion that 
has the instructions for sequential execution that is analysed 
to see if it can be divided into sections for separate execu 
tion. It should be noted that a portion to be analysed may be 
Within a section that is to be executed in parallel. Further 
more, a portion to be analysed may also contain tWo or more 
sections that are to be executed in parallel. 

[0045] In some embodiments, said portion of said com 
puter program comprises an instruction loop comprising at 
least tWo data processing instructions, and said at least tWo 
sections each comprise said instruction loop each section 
comprising at least one of said at least tWo data processing 
instructions, said at least tWo sections comprising different 
data processing instructions. 
[0046] An instruction loop having several data processing 
steps, can be divided into tWo sections, and thereby increase 
the performance of a system signi?cantly. The present 
method is able to duplicate the control code and perform in 
effect tWo loops, one performing one or more of the data 
processing steps of the initial loop and the other performing 
the rest of the steps. 
[0047] In some embodiments said portion of said com 
puter program comprises a Whole computer program. 
[0048] A second aspect of the present invention provides 
a computer-readable storage medium comprising a computer 
program for controlling a computer to perform the method 
of the ?rst aspect of the present invention. 
[0049] Athird aspect of the invention provides a computer 
executing a computer program to perform the method of a 
?rst aspect of the present invention. 
[0050] A further aspect of the present invention provides 
a method of transforming a portion of a computer program 
comprising a list of sequential instructions and a program 
separation indicator indicating a point Where said sequential 
instructions may be divided to form separate sections that 
are capable of being separately executed and that each 
comprise different data processing code, said list of instruc 
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tions comprising control code and data processing code, said 
method comprising the step of: 
[0051] (i) in response to said program separation indicator, 
providing data communication betWeen said separate sec 
tions such that they can be decoupled from each other, such 
that at least one of said sections is capable of being sepa 
rately executed by an execution mechanism that is separate 
from an execution mechanism executing another of said 
separate sections and said at least one of said sections can 
communicate data that it generates to at least one other of 
said separate sections via said provided data communica 
tion. 
[0052] It is desirable to be able to split a program having 
a list of instructions to be processed sequentially into 
sections that can be processed independently. If the program 
comprises program separation indictors indicating points 
Where they may be divided then the program can be trans 
formed by providing data communication betWeen the sepa 
rate sections at the points indicated so that they can be 
decoupled from each other. This alloWs the program to be 
split into sections suitable for separate execution and alloWs 
the program to be ef?ciently processed by a variety of 
different often complex devices. This enables future analysis 
of the program via a programmer to be relatively straight 
forWard and yet still enable it to execute ef?ciently on a 
parallel system. 
[0053] In some embodiments, said method comprises a 
further initial step (0) performed before step (i) of in 
response to said program separation indicator, analysing said 
portion of said computer program and determining Which of 
said sequential instructions should be in Which of said 
separate sections prior to providing said data communica 
tion. 
[0054] An additional step of analysing the program to 
ensure that it can indeed be separated at these points can be 
helpful and alloWs programs that have program separation 
indicators in them that are potentially in an incorrect place 
to still be transformed. 
[0055] The above, and other objects, features and advan 
tages of this invention Will be apparent from the folloWing 
detailed description of illustrative embodiments Which is to 
be read in connection With the accompanying draWings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0056] FIGS. 1a to 10 shoW ?oW diagrams of methods 
according to embodiments of the present invention; 
[0057] FIG. 2a to 2d schematically shoWs the splitting into 
separately executable sections of a computer program 
according to an embodiment of the present invention; 
[0058] FIG. 3a to 3b schematically shoWs a method of 
splitting and then merging sections of a computer program; 
[0059] FIG. 4 schematically shoWs data communication 
betWeen tWo sections of a program; 
[0060] FIG. 5a shoWs a simple computer program anno 
tated according to an embodiment of the present invention; 
[0061] FIG. 5b shoWs the maximal set of threads for the 
program of FIG. 4a. 
[0062] FIG. 6 schematically illustrates an asymmetric 
multiprocessing apparatus With an asymmetric memory hier 
archy; 
[0063] FIG. 7 illustrates an architectural description; 
[0064] FIG. 8 illustrates a communication requirement; 
and 
[0065] FIG. 9 illustrates communication support. 
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DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

[0066] FIG. 1a shoWs a How diagram illustrating a method 
according to an embodiment of the present invention. A ?rst 
step is performed in Which a portion of a computer program 
comprising a list of sequential instructions and a program 
separation indicator indicating a point Where the sequential 
instructions may be divided to form separate sections that 
are capable of being separately executed is analysed. The 
analysis determines if the sequential instructions can be split 
at the point indicated by the separation indicator into sepa 
rate sections that can be processed on different execution 
mechanisms. If it determines it can the sequential instruc 
tions are divided into the separate sections at the point 
indicated by the program separation indicator. If it deter 
mines they cannot be separated at this point then a Warning 
is output to the programmer to indicate an error in the 
program. 

[0067] FIG. 1b illustrates an alternative embodiment in 
Which rather than outputting a Warning if the program 
cannot be decoupled and separated at the indicated point, the 
program is amended by inserting data communication 
instructions into the list of sequential instructions, these data 
communication instructions enabling the different sections 
to be decoupled and thus, separated. The separation can then 
be performed. 
[0068] FIG. 10 provides an alternative embodiment in 
Which in response to determining that the program cannot be 
separated at the indicated point the tWo sections are merged 
together and the program separation indicator removed. 
[0069] As can be seen the three embodiments provide 
different solutions to an analysis that determines that it is not 
possible to separate a program into sections at the point 
indicated. Different ones of these embodiments may be used 
in the same analysis of a program for different separation 
indicators depending on circumstances. Thus, it may be that 
the preferred course of action is to amend the program to 
make it separable at he indicated point, if this cannot be done 
then it may be chosen to merge the tWo portions, or if this 
Would result in an unacceptably large portion then a Warning 
may be output. 
[0070] FIG. 2a shoWs a portion of a computer program 
comprising a loop in Which data items are processed, func 
tion f operating on the data items, and function g operating 
on the data items output by function f and then function h 
operating on these items. These functions being performed 
n times in a roW for values of i from 1 to n. 

[0071] Thus, the control How can be seen as folloWing the 
solid arroWs While data How folloWs the dotted arroWs. In 
order to try to parallelise this portion of the computer 
program it is analysed, either automatically or by a pro 
grammer and “decouple” or program separation indications 
are inserted into the data How Where it is seen as being 
desirable to split the portion into sections that are decoupled 
from each other and can thus, be executed on separate 
execution mechanisms. In this case, a decouple indication is 
provided betWeen the data processing operations f and g. 
This can be seen as being equivalent to inserting a buffer in 
the data How, as the tWo sections are decoupled by providing 
a data store betWeen then so that the function f can produce 
its results Which can then be accessed at a different time by 
function g. 
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[0072] The program is then analysed to see if it can indeed 
be decoupled at the point indicated by the separation indi 
cators. If it can then the method proceeds to FIG. 20. If it 
cannot then a Warning may be output to the programmer, the 
program may be amended to enable it to be decoupled at this 
point, or the decouple indication may be removed from the 
program and the tWo sections merged. 
[0073] FIG. 2c, shows hoW the separate sections of the 
program are decoupled by the insertion of “put” and “get” 
instructions into the data stream. These result in the data 
being generated by the f function being put into a data store, 
from Which it is retrieved by the get instruction to be 
processed by function g. This enables the program to be split 
into tWo sections as is shoWn in FIG. 2d. One section 
performs function f on the data for iIl to n and puts it into 
a buffer data store. The other section then retrieves this data 
and performs functions g and h on it. Thus, by the provision 
of a data store the tWo sections of the program are in effect 
decoupled from each other and can be executed on separate 
executions mechanisms. This decoupling by the use of a 
specialised buffer and extra instructions to Write and read 
data to it, are only required for systems having heteroge 
neous memory, Whereby tWo execution mechanisms may 
not be able to access the same memory. If the memory is 
shared, then the data path betWeen the tWo sections does not 
need a data copy but can simply be provided With a data 
store identi?er. 
[0074] Thus, if the program is being processed by a data 
processing apparatus having a number of different proces 
sors, the tWo sections can be processed in parallel Which can 
improve the performance of the apparatus. Alternatively, one 
of the functions may be a function suitable for processing by 
an accelerator in Which case it can be directed to an 

accelerator, While the other portion is processed by say, the 
CPU of the apparatus. 
[0075] As can be seen from FIG. 2d, the splitting of the 
program results in the control code of the program being 
duplicated in both section, While the data processing code is 
different in each section. 
[0076] It should be noted that the put and get operations 
used in FIG. 20 can be used in programs both for scalar and 
non-scalar values but they are ine?icient for large (non 
scalar) values as they require a memory copy. In operating 
systems, it is conventional to use “Zero copy” interfaces for 
bulk data transfer: instead of generating data into one buffer 
and then copying the data to the ?nal destination, the ?nal 
destination is ?rst determined and the data directly generated 
into the ?nal destination. A different embodiment of the 
invention applies this idea to the channel interface, by 
replacing the simple ‘put’ operation With tWo functions: 
put_begin obtains the address of the next free buffer in the 
channel and put end makes this buffer available to readers of 
the channel: 
[0077] void* put_begin(channel *ch); 
[0078] void put_end(channel *ch, void* buf); 

Similarly, the get operation is split into a get_begin and 
get_end pair 

[0079] void* get_begin(channel *ch); 
[0080] void get_end(channel *ch, void* buf); 
Using these operations, sequences of code such as: 
[0081] int x[l00]; 
[0082] generate(x); 
[0083] put(ch,x); 
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Can be reWritten to this more ef?cient sequence: 
[0084] int px:put_begin(ch); 
[0085] generate(px); 
[0086] put_end(ch,px); 
And similarly, for get: 
[0087] int x[l00]; 
[0088] get(ch,x); 
[0089] consume(x); 
to this more ef?cient sequence: 
[0090] int px:get_begin(ch); 
[0091] consume(px); 
[0092] get_end(ch,px); 
[0093] The use of puts and gets to decouple threads can be 
further extended to use Where communication betWeen 
threads is cyclic. Cyclic thread dependencies can lead to 
deadlockithat is, tWo threads may not run in parallel 
because of data dependencies betWeen them and thus, in 
devices of the prior art decoupling is generally limited to 
acyclic thread dependencies. 

[0094] l. A particularly common case of cyclic thread 
dependencies is code such as 

[0095] Under conventional decoupling schemes, puts are 
alWays inserted after assignment to any data boundary 
variable. This Would require both a put outside the loop and 
a put at the end of the loop: 

[0096] Conventional decoupling schemes only generate 
matched pairs of puts and gets (i.e., there is only one put on 
each channel and only one get on each channel) so they 
cannot generate such code. 
[0097] Embodiments of the present invention use an alter 
native Way of decoupling this code and generate: 

[0098] This does have matched pairs of puts and gets but 
breaks the rule of alWays performing a put after any assign 
ment to a variable. 

[0099] FIGS. 3a and 3b schematically illustrate the pro 
gram code shoWn in FIG. 2. In this Figure a data store is 
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provided to decouple functions f and g, but one is not 
provided between g and h. In this embodiment analysis of 
the program to decouple it is performed automatically and 
several potential sections are provided, in this case these are 
loops having functions f, g and h in them. The automatic 
analysis then checks that each loop can be executed sepa 
rately and in this case identi?es a missing data path betWeen 
functions g and h. Thus, these tWo functions are remerged to 
provide tWo sections With a data path betWeen. 

[0100] A further example of a code fragment that can be 
split by an embodiment of the present invention is provided 
beloW. Since communication lies at the boundaries betWeen 
threads, the compiler’s job is to “color in” the code that lies 
betWeen the boundaries. This is done through a dependency 
analysis to decide the set of operations that are on the 
“producer” side of a channel and the set of operations on the 
“consumer” side of a channel. The compiler then partitions 
the operations according to that analysis; and generates a 
separate thread for each equivalence class. 

1 PIPELINE{ 

[0101] The PIPELINE annotation on line 1 identi?es the 
region of code to be split into threads. The FIFO annotation 
on line 5 identi?es that the communication betWeen threads 
is to be performed betWeen f and g. The compiler performs 
a data and control How analysis to determine that the call to 
g has a data dependency on the FIFO operation and also has 
control dependencies on the if statement (line 4) and the for 
loop (line 2). This results in the folloWing thread: 

[0102] Note that the dependency on the FIFO operation 
caused the compiler to insert a ?fo get operation. 
[0103] The data and control How analysis also determines 
that the FIFO operation (line 5) has a data dependency on the 
call to f (line 3) and also has control dependencies on the if 
statement (line 4) and the for loop (line 2). This results in the 
folloWing thread: 

Apr. 24, 2008 

[0104] Note that because the data dependency is from the 
FIFO operation, the compiler inserted a ?fo_put operation. 
[0105] Because decoupling respects data and control 
dependencies and FIFO channels preserve the order of their 
elements, the resulting threads are equivalent to the unan 
notated code. (Obviously, this property is not preserved 
When timed channels are used.) 
[0106] Decoupling must make tWo essential decisions: 
“What variables and operations to replicate?” and “What 
operations to place in the same thread?”. 
[0107] The task of decoupling is to split the region of code 
into as many threads as possible, Without introducing tim 
ing-dependent behaviour, using channels to communicate 
betWeen threads. As the eXample above shoWs, the generated 
threads do not strictly partition the statements in the original 
code: some variables and operations (principally those used 
for control) are duplicated betWeen threads. The choice of 
What to duplicate is an essential part of the transformation: 
if too much code or data is duplicated, the transformed 
program can run sloWer and use much more memory than 
the original program. While these decisions could be con 
trolled using annotations on every variable and statement, 
some simple default rules can be used that give the pro 
grammer control Without requiring eXcessive annotation. By 
default, the variables to be duplicated (i.e., privatized) are 
determined by the location of their declaration (variables 
declared inside the PIPELINE annotation may be dupli 
cated) and their siZe (scalar variables may be duplicated). 
Operations other than function calls may be duplicated 
unless they have side-effects or modify a non-duplicable 
variable. 
[0108] The other essential decision that the transformation 
must make is “What operations must be in the same thread 
as each other?”. To avoid introducing timing-dependent 
behaviour, We apply the folloWing tWo rules: 

[0109] 1. To preserve data and control dependencies, 
any dependent operations must be in the same thread as 
each other unless the dependency is from an operation 
to a FIFO operation. This special treatment of depen 
dencies on FIFO operations has the effect of cutting 
edges in the data?oW graph. Note that dependencies 
include both direct data dependencies due to function 
inputs and outputs and indirect dependencies due to 
side-effects. 

[0110] 2. To avoid introducing race conditions, any 
operations Which Write to an unduplicated non-channel 
variable must be in the same thread as all operations 
Which read from or Write to that variable. Channels are 
eXcluded because all channel operations atomically 
modify the channel. 

[0111] 3. To avoid introducing non-determinism, all 
puts to a given channel must be in the same thread as 
each other and all gets from a given channel must be in 
the same thread as each other. 

[0112] Our implementation of decoupling ?nds the 
unique, maXimal solution in three stages: dependency analy 
sis, merging, and thread production. 
[0113] The dependency analysis stage forms a large num 
ber of “pre-threads” by computing a backWard data and 
control slice (see Mark Weiser, “Program slicing”, in ICSE 
’8l: Proc. of International Conference on Software Engi 
neering, 439-449, 1981) from each unduplicated operation 
ignoring data dependencies on FIFO operations but includ 
ing all duplicable and unduplicable operations in the slice. 
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That is, We repeatedly apply rules (1) and (2) to form 
prethreads. In our running example, there are three preth 
reads: one each for f( ), FIFO(2,X), and g(X). 
For example, the prethread for f( ) is: 

the prethread for FIFO(2,X) is: 

and the prethread for g(X) is: 

[0114] Note that the prethread for g(X) omits the FIFO 
operation (line 5): the dependency rules ensure that FIFO 
operations are placed in the producer thread but not the 
consumer thread. 

[0115] The merging stage combines “prethreads” by merg 
ing threads that contain the same non-duplicable operation 
or variable. For eXample, the prethread for f( ) is merged 
With the prethread for FIFO(2,X) because they both contain 
the operation f( ), resulting in the prethread: 

[0116] This is identical to the prethread for FIFO(2,X) 
because the prethread already contained the f(X) operation. 
[0117] The thread production stage converts prethreads to 
threads by inserting channel declarations and initialization, 
privatizing duplicable variables, replacing FIFO operations 
With ?fo_put operations and inserting a ?fo_get operation in 
every thread that contains an operation dependent on a FIFO 
operation. If multiple threads contain operations dependent 
on the same FIFO operation, a separate channel has to be 
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introduced for each ?fo_get operation introduced and the 
FIFO operation is replaced With a ?fo_put operation on each 
channel. 
[0118] When adding FIFO annotations, it is easy for the 
programmer to overlook dependencies betWeen operations. 
For eXample, if the if-statement Were changed to X>0, then 
the control dependency of g(X) on the if-statement and the 
data dependency of the condition X>0 requires the prethread 
for X:f( ) to be merged With the prethread for g(X) and no 
pipeline parallelism is introduced. Since the use of FIFO 
suggests that the programmer eXpected parallelism, the 
compiler reports a Warning that both sides of the channel are 
in the same thread. In this case, the problem can be ?Xed by 
moving the FIFO operation to before the if-statement or by 
arranging to pass the if-condition through a channel by 

changing the if-statement to if (FIFO(2,X>0)) { . . . [0119] Decoupling can be used With all channel types 

eXcept non-blocking FIFOs. 
[0120] When optimiZing inter-thread communication and 
introducing pipeline parallelism, our compiler needs to 
perform data?oW analysis on both scalar and non-scalar 
variables. When a function is Written in C, it is often possible 
to perform this analysis automatically using, for eXample, 
the techniques of Tu et al. (P. Tu and D. Padua, “Automatic 
Array Privatization”, in Proc. Workshop on Compiler Opti 
miZations for Scalable Parallel Systems Languages (LNCS 
768), Springer Verlag, 500-521, 1993) to compute DEF, 
USE and KILL sets. In typical SoC architectures, this 
analysis is not possible because the PE is programmed in 
assembly language or is a ?Xed-function accelerator, so the 
programmer must annotate the function declarations for 
RPC functions With Whether an argument is an “in”, “out” or 
“inout” argument. Similarly, side-effects on global variables 
or on device state are annotated by recording dependencies 
on those variables/devices. 

[0121] FIG. 4 shoWs a further eXample of hoW an original 
piece of code can be split into tWo threads to be eXecuted in 
parallel using of put and get instructions. 
[0122] ParalleliZing at a coarse granularity alloWs the 
duplication of more control code betWeen threads Which 
reduces and simpli?es inter-thread communication alloWing 
the generation of distributed schedules. That is, We can 
distribute the control code across multiple processors both 
by putting each control thread on a different processor and 
by putting different parts of a single control thread onto 
different processors. 
[0123] The transfer of data may be done by, Writing the 
data to a particular bulfer such as a FIFO. Alternatively it 
may simply be done by providing the other section of the 
program With information as to Where the data has been 
stored. 
[0124] The Way of transferring the data depends on the 
system the program is eXecuting on. In particular, if the 
architecture does not have shared memory, it is necessary to 
insert DMA copies from a buffer in one memory to a buffer 
in a different memory. This can lead to a lot of changes in 
the code: declaring both buffers, performing the copy, etc. In 
embodiments of the invention an analysis is performed to 
determine Which bulfers need to be replicated in multiple 
memory regions and to determine eXactly Which form of 
copy should be used. DMA copies are also inserted auto 
matically subject to some heuristics When the bene?t from 
having the programmer make the decision themselves is too 
small. 
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[0125] One of the advantages of inserting channel indica 
tors into a program explicitly is that it is possible to use 
channels Which do not provide ?rst-in-?rst-out semantics. 
This section describes some alternative implementations 
Which can be used. 

[0126] Atomic channels provide atomic access to an ele 
ment: an atomic_get operation acquires a copy of the 
element and makes the element unavailable to other threads 
(i.e., it “locks” the variable) and an atomic_put operation 
makes the variable available for use by other threads (i.e., it 
“unlocks” the variable). We note that atomic channels are 
equivalent to a ?fo channel of maximum length l. 

[0127] Nonblocking put and get channels are a variant on 
?fo channels Where the nbp?fo_put operation returns an 
error code if the channel is full instead of blocking as ?fo 
channels do. These channels are for use in interrupt handlers 
since it is possible to block a thread but not an interrupt. We 
also provide channels that provide a non-blocking nbg?fo_ 
get operation. 
[0128] Timed channels provide time-indexed access to 
data. When data is inserted into or removed from the 
channel, a timestamp is speci?ed: 
[0129] void ts_put(tschan_t c, int timestamp, void* v); 
[0130] void ts_get(tschan_t c, int timestamp, void* v); 
[0131] The ts_get operation returns the entry With the 
closest timestamp to that speci?ed. All ts_put operations 
must use strictly increasing times and all ts _get operations 
must use strictly increasing times. This restriction alloWs 
entries to be discarded When they can no longer be accessed. 

[0132] Timed channels alloW for more parallelism 
betWeen threads since, after the ?rst ts_put is performed, 
ts_get operations never block because there is alWays an 
entry With a closest timestamp. The cost of this increased 
performance is less precise synchronization betWeen threads 
than With FIFO channels: applications that use timed chan 
nels are unlikely to give deterministic results. 

[0133] Timed channels are useful for implementing time 
sensitive information Where it is important to use current 
data. For example, mobile telephones implementing the “3rd 
generation” W-CDMA protocol use rake receivers to 
increase the bandWidth of links subject to multipath fading 
(i.e., Where the signal contains delayed echoes of the trans 
mitted signal typically due to re?ections olf buildings). Rake 
receivers estimate the strength and delay of these re?ections 
and use these estimates to combine delayed copies of the 
received signal to maximiZe the amount of received signal 
energy. In such applications, the best estimate to use is the 
one closest in time to the data arrived Which may be different 
from the next estimate generated. 

[0134] Timed channels are an example of a channel type 
Which makes sense in some domains or applications but not 
in others. Rather than ?x the set of channel types in the 
language, our compiler alloWs neW channel types to be 
added using annotations to identify channel types and put 
and get operations. The only properties on Which SoC-C 
relies are that operations are atomic, directional and obey a 
copy semantics. That is, put operations atomically copy data 
into a channel and get operations atomically copy data out 
of a channel. 

[0135] Most alternative channel types of interest have the 
effect of making the application non-deterministic: the 
behaviour of the application depends on the precise order in 
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Which parallel operations complete. For this reason, We 
require the programmer to explicitly decide Which type of 
queue to use. 

[0136] FIG. 5a shoWs a simple computer program anno 
tated according to an embodiment of the present invention. 
An analysis of this program is performed initially and parts 
of the program are identi?ed by programmer annotation in 
this embodiment although it could be identi?ed by some 
other analysis including static analysis, pro?le driven feed 
back, etc. The parts identi?ed are as folloWs: 

[0137] What can be regarded as the “decoupling scope”. 
This is a contiguous sequence of code that We Wish to split 
into multiple threads. 
[0138] The “replicatable objects”: that is variables and 
operations Which it is acceptable to replicate. A simple rule 
of thumb is that scalar variables (i.e., not arrays) Which are 
not used outside the scope, scalar operations Which only 
depend on and only modify replicatable variables, and 
control How operations should be replicated but more 
sophisticated policies are possible. 
[0139] Ordering dependencies betWeen different opera 
tions: if tWo function calls both modify a non-replicated 
variable, the order of those tWo function calls is preserved in 
the decoupled code. (Extensions to the basic algorithm alloW 
this requirement to be relaxed in various Ways.) 
[0140] The “data boundaries” betWeen threads: that is, the 
non-replicatable variables Which Will become FIFO chan 
nels. (The “copies” data annotation described above deter 
mines the number of entries in the FIFO.) 
[0141] This degree of annotation is ?ne for examples but 
Would be excessive in practice so most real embodiments 
Would rely on tools to add the annotations automatically 
based on heuristics and/or analyses. 
[0142] At a high level, the algorithm splits the operations 
in the scope into a number of threads Whose execution Will 
produce the same result as the original program under any 
scheduling policy that respects the FIFO access ordering of 
the channels used to communicate betWeen threads. 
[0143] The particular decoupling algorithm used generates 
a maximal set of threads such that the folloWing properties 
hold: 

[0144] All threads have the same control How structure 
and may have copies of the replicatable variables and 
operations. 

[0145] Each non-replicatable operation is included in 
only one of the threads. 

[0146] Each non-replicatable variable must satisfy one 
of the folloWing: 
[0147] The only accesses to the variable in the origi 

nal program are reads; or 
[0148] All reads and Writes to the variable are in a 

single thread; or 
[0149] The variable Was marked as a data boundary 
and all reads are in one thread and all Writes are in 
another thread. 

[0150] If tWo operations have an ordering dependency 
betWeen them Which is not due to a read after Write 
(RAW) dependency on a variable Which has been 
marked as a data boundary, then the operations must be 
in the same thread. 

[0151] FIG. 5b shoWs the maximal set of threads for the 
program of FIG. 5a. One Way to generate the set of threads 
shoWn in FIG. 5b is as folloWs: 
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[0152] 1. For each non-replicatable operation, create a 
‘protothread’ consisting of just that operation plus a 
copy of all the replicatable operations and variables. 

[0153] Each replicatable variable must be initialized at the 
start of each thread With the value of the original variable 
before entering the scope and one of the copies of each 
replicatable variable should be copied back into the master 
copy on leaving the scope. (Executing all these protothreads 
is highly unlikely to give the same ansWer as the original 
program, because it lacks the necessary synchronization 
betWeen threads. This is ?xed by the next steps.) 

[0154] 2. Repeatedly pick tWo threads and merge them 
into a single thread if any of the folloWing problems 
exist: 
[0155] a. One thread Writes a non-replicatable vari 

able Which is accessed (read or Written) by the other 
thread and the variable is not marked as a data 
boundary. 

[0156] b. TWo threads both Write to a variable Which 
is marked as a data boundary. 

[0157] c. TWo threads both read from a variable that 
is marked as a data boundary. 

[0158] d. There is an ordering dependency betWeen 
an operation in one thread and an operation in the 
other thread Which is not a RAW dependency on a 
variable marked as a data boundary. 

[0159] 3. When no more threads can be merged, quit 
[0160] Another Way is to pick an operation, identify all the 
operations Which must be in the same thread as that opera 
tion by repeatedly adding operations Which Would be 
merged (in step 2 above). Then pick the next operation not 
yet assigned to a thread and add all operations Which must 
be in the same thread as that operation. Repeat until there are 
no more non-replicatable operations. It should be noted that 
this is just one possible Way of tackling this problem: 
basically, We are forming equivalence classes based on a 
partial order and there are many other knoWn Ways to do 
this. 
[0161] The above method splits a program into a number 
of sections Which can be executed in parallel. There are 
many possible mechanisms that can be used to accomplish 
this task. 
[0162] Execution mechanism. 
[0163] FIG. 6 shoWs a How diagram of a method accord 
ing to an embodiment of the present invention. An initial 
step of the method comprises analysing the computer pro 
gram that contains sequential code and program separation 
indicators. For each program separation indicator the pro 
gram is analysed to determine hoW it can be divided into 
separate sections around this separation indicator. First of all 
it is checked that it is reasonable to divide it there. If it can 
be divided at this point then data communication betWeen 
the tWo sections is provided and this may be done in a 
number of Ways including the insertion of put and get 
instructions as Was discussed earlier and then the program is 
analysed to determine if there are further program separation 
indicators. If there is then the program at this point is 
analysed to determine if it can be divided. If it cannot in its 
present state then it is checked to determine if it requires 
further data transfer instructions to divide it. If it does then 
these are inserted and data communication in line With these 
data transfer instructions can then be provided betWeen the 
tWo sections. If it is determined that it cannot be divided at 
this point then the tWo potential sections can be merged and 
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the program separation indicator removed from the list. In 
some embodiments, rather than merging the tWo potential 
sections a Warning is output to indicate that the program is 
not correct and then programmer can then amend it. 

[0164] Program separation indicators can take a number of 
forms. They may simply be some sort of indicator such as a 
split indicating that the program needs to be divided there or 
they can in fact be data transfer functions Which do by 
themselves provide a data communication betWeen the tWo 
sections. Thus, they may be ?fo instructions indicating that 
data should be sent ?fo to transfer the data betWeen the tWo 
sections as Was discussed earlier or they may be put and get 
instructions. It may be that several variables need to be 
transferred betWeen the tWo sections and that there are not 
suf?cient data transfer instructions Within the program. In 
such a case then the further data transfer instructions for 
these variables Which have not been addressed can be 
inserted into the program and then the data communication 
betWeen the tWo sections is provided and can then be 
separated before separate execution on separate execution 
mechanisms. 

1 . Introduction 

[0165] The folloWing describes language extensions/an 
notations, compilation tools, analysis tools, debug/pro?ling 
tools, runtime libraries and visualiZation tools to help pro 
grammers program complex multiprocessor systems. It is 
primarily aimed at programming complex SoCs Which con 
tain heterogeneous parallelism (CPUs, DEs, DSPs, program 
mable accelerators, ?xed-function accelerators and DMA 
engines) and irregular memory hierarchies. 
[0166] The compilation tools can take a program that is 
either sequential or contains feW threads and map it onto the 
available hardWare, introducing parallelism in the process. 
[0167] When the program is executed, We can exploit the 
fact that We knoW mappings betWeen the user’ s program and 
What is executing to e?iciently present a debug and pro?le 
experience close to What the programmer expects While still 
giving the bene?t of using the parallel hardWare. We can also 
exploit the high level vieW of the overall system to test the 
system more thoroughly, or to abstract aWay details that do 
not matter for some vieWs of the system. 

[0168] This provides a Way of providing a full vieW for 
SoC programming. 

2. Single VieW Compilation 

2.1 OvervieW 

[0169] The task of programming a SoC is to map different 
parts of an application onto different parts of the hardWare. 
In particular, blocks of code must be mapped onto proces 
sors, data engines, accelerators, etc. and data must be 
mapped onto various memories. In a heterogeneous system, 
We may need to Write several versions of each kernel (each 
optimiZed for a different processor) and some blocks of code 
may be implemented by a ?xed-function accelerator With the 
same semantics as the code. The mapping process is both 
tedious and error-prone because the mappings must be 
consistent With each other and With the capabilities of the 
hardWare. We reduce these problems using program analysis 
Which: 

[017 0] 
[0171] 

detect errors in the mapping 
infer What mappings Would be legal 


































