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(57) ABSTRACT 

For each of multiple processes executing in parallel, as long 
as corresponding version information associated With a 
respective set of one or more shared variables used for 
computational purposes has not changed during execution of 
a respective transaction, results of the respective transaction 
can be globally committed to memory Without causing data 
corruption. If version information associated With one or 
more respective shared variables (used to produce the trans 
action results) happens to change during a process of gen 
erating respective results, then a respective process can 
identify that another process modi?ed the one or more 
respective shared variables during execution and that its 
transaction results should not be committed to memory. In 
this latter case, the transaction repeats itself until it is able to 
commit respective results Without causing data corruption. 
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METHODS AND APPARATUS TO IMPLEMENT 
PARALLEL TRANSACTIONS 

RELATED APPLICATION 

[0001] This application claims the bene?t of and priority 
to US. Provisional Patent Application Ser. No. 60/775,580 
(Attorney’s docket no. SUN06-02 (060720)p, ?led on Feb. 
22, 2006, entitled “Transactional Locking,” the entire teach 
ings of Which are incorporated herein by this reference. 

[0002] This application is related to US. patent applica 
tion identi?ed by Attorney’s docket no. SUN06-03 (06071 1), 
?led on same date as the present application, entitled 
“METHODS AND APPARATUS TO IMPLEMENT PAR 
ALLEL TRANSACTIONS,” Which itself claims the bene?t 
of and priority to US. Provisional Patent Application Ser. 
No. 60/775,564 (Attorney’s docket no. SUN06 
0l(0607ll)p, ?led on Feb. 22, 2006, entitled “Switching 
BetWeen Read-Write Locks and Transactional Locking,” the 
entire teachings of Which are incorporated herein by this 
reference. 

[0003] This application is related to US. patent applica 
tion identi?ed by Attorney’s docket no. SUN06-06(060908), 
?led on same date as the present application, entitled 
“METHODS AND APPARATUS TO IMPLEMENT PAR 
ALLEL TRANSACTIONS,” Which itself claims the bene?t 
of and priority to US. Provisional Patent Application Ser. 
No. 60/789,483 (Attorney’s docket no. SUN06 
05(060908)p, ?led on Apr. 5, 2006, entitled “Globally 
Versioned Transactional Locking,” the entire teachings of 
Which are incorporated herein by this reference. 

[0004] This application is related to US. patent applica 
tion identi?ed by Attorney’s docket no. SUN06-08(06ll9l), 
?led on same date as the present application, entitled 
“METHODS AND APPARATUS TO IMPLEMENT PAR 
ALLEL TRANSACTIONS,” Which itself claims the bene?t 
of and priority to US. Provisional Patent Application Ser. 
No. 60/775,564 (Attorney’s docket no. SUN06 
0l(0607ll)p, ?led on Feb. 22, 2006, entitled “Switching 
BetWeen Read-Write Locks and Transactional Locking,” the 
entire teachings of Which are incorporated herein by this 
reference. 

BACKGROUND 

[0005] There has been an ongoing trend in the information 
technology industry to execute softWare programs more 
quickly. For example, there are various conventional 
advancements that provide for increased execution speed of 
softWare programs. One technique for increasing execution 
speed of a program is called parallelism. Parallelism is the 
practice of executing or performing multiple things simul 
taneously. Parallelism can be possible on multiple levels, 
from executing multiple instructions at the same time, to 
executing multiple threads at the same time, to executing 
multiple programs at the same time, and so on. Instruction 
Level Parallelism or ILP is parallelism at the loWest level 
and involves executing multiple instructions simultaneously. 
Processors that exploit ILP are typically called multiple 
issue processors, meaning they can issue multiple instruc 
tions in a single clock cycle to the various functional units 
on the processor chip. 

[0006] There are different types of conventional multiple 
issue processors. One type of multiple-issue processor is a 
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superscalar processor in Which a sequential list of program 
instructions are dynamically scheduled. A respective pro 
cessor determines Which instructions can be executed on the 
same clock cycle, and sends them out to their respective 
functional units to be executed. This type of multi-issue 
processor is called an in-order-issue processor since issu 
ance of instructions is performed in the same sequential 
order as the program sequence, but issued instructions may 
complete at different times (e. g., short instructions requiring 
feWer cycles may complete before longer ones requiring 
more cycles). 

[0007] Another type of multi-issue processor is called a 
VLIW (Very Large Instruction Width) processor. A VLIW 
processor depends on a compiler to do all the Work of 
instruction reordering and the processor executes the 
instructions that the compiler provides as fast as possible 
according to the compiler-determined order. Other types of 
multi-issue processors issue out of order instructions, mean 
ing the instruction issue order is not be the same order as the 
order of instructions as they appear in the program. 

[0008] Conventional techniques for executing instructions 
using ILP can utiliZe look-ahead techniques to ?nd a larger 
amount of instructions that can execute in parallel Within an 
instruction WindoW. Looking-ahead often involves deter 
mining Which instructions might depend upon others during 
execution for such things as shared variables, shared 
memory, interference conditions, and the like. When sched 
uling, a handler associated With the processor detects a 
group of instructions that do not interfere or depend on each 
other. The processor can then issue execution of these 
instructions in parallel thus conserving processor cycles and 
resulting in faster execution of the program. 

[0009] One type of conventional parallel processing 
involves a use of coarse-grained locking. As its name 
suggests, coarse-grained locking prevents con?icting groups 
of code from operating on different processes at the same 
time based on use of lockouts. Accordingly, this technique 
enables non-con?icting transactions or sets of instructions to 
execute in parallel. 

[0010] Another type of conventional parallel processing 
involves a use of ?ne-grain locking. As its name suggests, 
?ne-grain locking prevents con?icting instructions from 
being simultaneously executed in parallel based on use of 
lockouts. This technique enables non-con?icting instruc 
tions to execute in parallel. 

SUMMARY 

[0011] Conventional applications that support parallel pro 
cessing can suffer from a number of de?ciencies. For 
example, although easy to implement from the perspective 
of a softWare developer, coarse-grained locking techniques 
provide very poor performance because they can severely 
limit parallelism. Although ?ne-grain lock-based concurrent 
softWare can perform exceptionally Well during run-time, 
developing such code can be a very dif?cult task for a 
respective one or more softWare developers. 

[0012] Techniques discussed herein deviate With respect 
to conventional applications such as those discussed above 
as Well as other techniques knoWn in the prior art. For 
example, embodiments herein include techniques for 
enhancing performance associated With transactions execut 
ing in parallel. 
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[0013] In general, a transactional memory programming 
technique according to embodiments herein provides an 
alternative type of “lock” method over the conventional 
techniques as discussed above. For example, one embodi 
ment herein involves use and/or maintenance of version 
information indicating Whether any of multiple “globally” 
shared variables has been modi?ed during a course of 
executing a respective transaction (e.g., a set of software 
instructions initiating a respective computation). Any one of 
multiple possible processes executing in parallel can update 
respective version information associated With a globally 
shared variable (e.g., a shared variable accessible by any of 
multiple processes) in order to indicate that the shared 
variable has been modi?ed. Accordingly, other processes 
keeping track of the version information during execution of 
their oWn respective transaction can (keep track of) and 
identify if and When any shared variables have been modi 
?ed during a WindoW of use. If any critical variables have 
been modi?ed, a respective process can prevent correspond 
ing computational results from being committed to memory. 

[0014] That is, for each of multiple processes executing in 
parallel, as long as version information associated With a 
respective set of one or more shared variables used for 
computational purposes has not changed during execution of 
a respective transaction, results of the respective transaction 
can be committed globally Without causing data corruption 
by one or more processes simultaneously using the shared 
variable. If version information associated With one or more 
respective shared variables (used to produce the transaction 
results) happens to change during a process of generating 
respective results, then a respective process can identify that 
another process modi?ed the one or more respective shared 
variables during execution and prevent global committal of 
the respective results. In this latter case, the transaction can 
repeat itself (e. g., execute again or retry) until the process is 
able to commit respective results Without causing data 
corruption. In this Way, each of multiple processes executing 
in parallel can “blindly” initiate computations using the 
shared variables even though there is a chance that another 
process executing in parallel modi?es a mutually used 
shared variable and prevents the process from globally 
committing its results. 

[0015] In vieW of the speci?c embodiment discussed 
above, more general embodiments herein are directed to 
maintaining version information associated With shared 
variables. In one embodiment, a computer environment 
includes segments of information (e.g., a groupings, sec 
tions, portions, etc. of a repository for storing data values 
associated With one or more variables) that are shared by 
multiple processes executing in parallel. For each of at least 
tWo of the segments, the computer environment includes a 
corresponding location to store a respective version value 
(e. g., version information) representing a relative version of 
a respective segment. A relative version associated With a 
segment is changed or updated by a respective process each 
time any contents (e.g., data values of one or more respec 
tive shared variables) in a respective segment has been 
modi?ed. Accordingly, other processes keeping track of 
version information associated With a respective segment 
can identify if and When contents of the respective segment 
have been modi?ed. 

[0016] In one embodiment, one or more processes in the 
computer environment can use contents stored in the one or 
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more segments to generate neW data values for storage in a 
segment. A respective process can initiate modi?cation of a 
data value associated With a shared variable. For example, in 
one embodiment, the processes can compete to secure an 
exclusive access lock With respect to each of multiple 
segments to prevent other processes from modifying a 
respective locked segment. Locking of a segment (e.g., a 
single or multiple shared variables) can prevent tWo or more 
processes from modifying a same data segment. Locking of 
a segment also may provide noti?cation to other processes 
that the other processes should not use contents of a respec 
tive segment for a current transaction and/or that previous 
computations associated With a current transaction must be 
aborted. 

[0017] According to further embodiments, a computer 
environment can be con?gured to maintain, for each of 
multiple segments of shared data, a corresponding location 
to store globally accessible lock information indicating 
Whether one of the multiple processes executing in parallel 
has locked a respective segment for: i) changing a respective 
one or more data value therein, and ii) preventing other 
processes from reading respective data values from the 
respective segment. In other Words, acquiring a lock on a 
segment prevents other processes from accessing data values 
in the locked segment. 

[0018] Additionally, the computer environment can enable 
the multiple processes to maintain (e.g., store, retrieve, use, 
etc.) version information associated With the respective 
multiple segments to identify Whether contents of a respec 
tive segment have changed over time. For example, a 
computer environment can include globally accessible ver 
sion information enabling a respective one of the processes 
to modify respective version value information associated 
With shared variables. The version value information can 
represent a relative version value associated With a given 
segment as modi?ed by a respective process to a neW unique 
data value to indicate that the respective process modi?ed a 
data value associated With the given segment. 

[0019] As a more speci?c example, a ?rst process can 
retrieve a data value associated With a shared variable as 
Well as retrieve a current version value associated With the 
shared variable When the shared variable is accessed. The 
?rst process stores the version value associated With the 
shared variable and then can perform computations (e.g., a 
transaction) using the shared variable. Prior to globally 
committing results associated With the transaction, the ?rst 
process can verify that no other process modi?ed the shared 
variable by checking current version information associated 
With the shared variable. If the version information associ 
ated With one or more shared variables at a committal phase 
of the transaction matches corresponding originally obtained 
version information associated With the one or more shared 

variables during an execution phase of the transaction, then 
the ?rst process can globally commit results of the transac 
tion to memory. Alternatively, the ?rst process can abort and 
repeat a transaction until it is able to complete Without 
interference. If and When the ?rst process is able to globally 
commit it results from a respective transaction to memory, 
then the ?rst process updates version information associated 
With any data values (or segments) that are modi?ed during 
the commit phase. Accordingly, a second process (or mul 
tiple other processes) can identify if and When a data value 
associated With the one or more shared variables changes 
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and prevent or initiate its own global committal depending 
on current processing circumstances. 

[0020] Techniques herein are well suited for use in appli 
cations such as those supporting parallel processing and use 
of shared data. However, it should be noted that con?gura 
tions herein are not limited to such use and thus con?gura 
tions herein and deviations thereof are well suited for use in 
other environments as well. 

[0021] In addition to the embodiments discussed above, 
other embodiments herein include a computerized device 
(e.g., a host computer, workstation, etc.) con?gured to 
support the techniques disclosed herein such as supporting 
parallel execution of transaction performed by different 
processes. In such embodiments, a computer environment 
includes a memory system, a processor (e.g., a processing 
device), a respective display, and an interconnect connecting 
the processor and the memory system. The interconnect can 
also support communications with the respective display 
(e.g., display screen or display medium). The memory 
system is encoded with an application that, when executed 
on the processor, supports parallel processing according to 
techniques herein. 

[0022] Yet other embodiments of the present disclosure 
include software programs to perform the method embodi 
ment and operations summarized above and disclosed in 
detail below in the Detailed Description section of this 
disclosure. More speci?cally, one embodiment herein 
includes a computer program product (e.g., a computer 
readable medium). The computer program product includes 
computer program logic (e.g., software instructions) 
encoded thereon. Such computer instructions can be 
executed on a computerized device to support parallel 
processing according to embodiments herein. For example, 
the computer program logic, when executed on at least one 
processor associated with a computing system, causes the 
processor to perform the operations (e.g., the methods) 
indicated herein as embodiments of the present disclosure. 
Such arrangements as further disclosed herein can be pro 
vided as software, code and/ or other data structures arranged 
or encoded on a computer readable medium such as an 

optical medium (e.g., CD-ROM), ?oppy or hard disk, or 
other medium such as ?rmware or microcode in one or more 

ROM or RAM or PROM chips or as an Application Speci?c 
Integrated Circuit (ASIC). The software or ?rmware or other 
such con?gurations can be installed on a computerized 
device to cause one or more processors in the computerized 
device to perform the techniques explained herein. 

[0023] Yet another more particular technique of the 
present disclosure is directed to a computer program product 
that includes a computer readable medium having instruc 
tions stored thereon for to facilitate use of shared informa 
tion among multiple processes. The instructions, when car 
ried out by a processor of a respective computer device, 
cause the processor to perform the steps of: i) executing a 
transaction de?ned by a corresponding set of instructions to 
produce a respective transaction outcome based on use of at 
least one shared variable; ii) after producing the respective 
transaction outcome, initiating a lock on a given shared 
variable to prevent other processes from modifying a data 
value associated with the given shared variable; and iii) 
initiating a modi?cation of the data value associated with the 
given shared variable based on the respective transaction 
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outcome even though at least one of the other processes 
performed a computation using the data value associated 
with the given shared variable before the lock. Other 
embodiments of the present application include software 
programs to perform any of the method embodiment steps 
and operations summarized above and disclosed in detail 
below. 

[0024] It is to be understood that the system of the 
invention can be embodied as a software program, as 

software and hardware, and/or as hardware alone. Example 
embodiments of the invention may be implemented within 
computer systems, processors, and computer program prod 
ucts and/or software applications manufactured by Sun 
Microsystems Inc. of Palo Alto, Calif., USA. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0025] The foregoing and other objects, features, and 
advantages of the present application will be apparent from 
the following more particular description of preferred 
embodiments of the present disclosure, as illustrated in the 
accompanying drawings in which like reference characters 
refer to the same parts throughout the different views. The 
drawings are not necessarily to scale, with emphasis instead 
being placed upon illustrating the embodiments, principles 
and concepts. 

[0026] FIG. 1 is a diagram illustrating a computer envi 
ronment enabling multiple processes to access shared vari 
able data according to embodiments herein. 

[0027] FIG. 2 is a diagram illustrating maintenance and 
use of version and lock information associated with shared 
data according to embodiments herein. 

[0028] FIG. 3 is a diagram ofa sample process including 
a read-set and write-set according to embodiments herein. 

[0029] FIG. 4 is a diagram of a ?owchart illustrating 
execution of a transaction according to an embodiment 
herein. 

[0030] FIG. 5 is a diagram of a ?owchart illustrating 
execution of a transaction according to embodiments herein. 

[0031] FIG. 6 is a diagram of a sample architecture 
supporting shared use of data according to embodiments 
herein. 

[0032] FIG. 7 is a diagram of a ?owchart according to an 
embodiment herein. 

[0033] FIG. 8 is a diagram ofa ?owchart according to an 
embodiment herein. 

[0034] FIG. 9 is a diagram of a ?owchart according to an 
embodiment herein. 

DETAILED DESCRIPTION 

[0035] For each of multiple processes executing in paral 
lel, as long as corresponding version information associated 
with a respective set of one or more shared variables used for 
computational purposes has not changed during execution of 
a respective transaction, results of the respective transaction 
can be globally committed to memory without causing data 
corruption. If version information associated with one or 
more corresponding shared variables (used to produce the 
transaction results for the respective transaction) happens to 
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change thus indicating that another process modi?ed shared 
data used to generate results associated With the respective 
transaction, then results associated With the respective trans 
action are not committed to memory for global access. In 
this latter case, the respective transaction repeats itself until 
the respective transaction is able to commit respective 
results Without causing potential data corruption as a result 
of data changing during execution of the respective trans 
action. 

[0036] FIG. 1 is a block diagram of a computer environ 
ment 100 according to an embodiment herein. As shoWn, 
computer environment 100 includes shared data 125 and 
corresponding metadata 135 (e. g., in a respective repository) 
that is globally accessible by multiple processes 140 such as 
process 140-1, process 140-2, . . . process 140-M. In one 

embodiment, each of processes 140 is a processing thread. 
Metadata 135 enables each of processes 140 to identify 
Whether portions of shared data 125 have been “locked” 
and/or Whether any portions of shared data 125 have 
changed during execution of a respective transaction. 

[0037] Each of processes 140 includes a respective read 
set 150 and Write-set 160 for storing information associated 
With shared data used to carry computations With respect to 
a transaction. For example, process 140-1 includes read-set 
150-1 and Write-set 160-1 to carry out a respective one or 
more transactions associated With process 140-1. Process 
140-2 includes read-set 150-2 and Write-set 160-2 to carry 
out a respective transaction associated With process 140-2. 
Process 140-M includes read-set 150-M and Write-set 
160-M to carry out one or more transactions associated With 

process 140-M. 

[0038] Transactions executed by respective processes 140 
can be de?ned by one or more instructions of softWare code. 
Accordingly, each of processes 140 can execute a respective 
set of instructions to carry out a respective transaction. In 
one embodiment, the transactions executed by the processes 
140 come from the same overall program or application 
running on one or more computers. Alternatively, the pro 
cesses 140 execute transactions associated With different 
programs. 

[0039] In the context of a general embodiment herein such 
as computer environment 100 in Which multiple processes 
140 (e.g., processing threads) execute transactions in paral 
lel, each of processes 140 accesses shared data 125 to 
generate computational results (e. g., transaction results) that 
are eventually committed for storage in a respective reposi 
tory storing shared data 125. Shared data 125 is considered 
to be globally accessible because each of the multiple 
processes 140 can access the shared data 125. 

[0040] Each of processes 140 can store data values locally 
that are not accessible by the other processes 140. For 
example, process 140-1 can globally access a data value and 
store a respective copy locally in Write-set 160-1 that is not 
accessible by any of the other processes. During execution 
of a respective transaction, the process 140-1 is able to 
locally modify the data value in its Write-set 160. Accord 
ingly, one purpose of Write-set 160 is to store globally 
accessed data that is modi?ed locally. 

[0041] As Will be discussed later in this speci?cation, the 
results of executing the respective transaction can be glo 
bally committed back to a respective repository storing 
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shared data 125 depending on Whether globally accessed 
data values happened to change during the course of the 
transaction executed by process 140-1. In general, a respec 
tive read-set 150-1 associated With each process stores 
information for determining Which shared data 125 has been 
accessed during a respective transaction and Whether any 
respective data values associated With globally accessed 
shared data 125 happens to change during execution of a 
respective transaction. 

[0042] In one embodiment, each of one or more processes 
140 complies With a respective rule or set of rules indicating 
transaction siZe limitations associated With the parallel trans 
actions to enhance ef?ciency of multiple processes execut 
ing different transactions using a same set of shared vari 
ables including the given shared variable to produce 
respective transaction outcomes. For example, each trans 
action can be limited to a certain number of lines of code, a 
number of data value modi?cations, time limit, etc. so that 
potentially competing transactions do not end up in a 
deadlock. 

[0043] As Will be further discussed, embodiments herein 
include: i) maintaining a locally managed and accessible 
Write set of data values associated With each of multiple 
shared variables that are locally modi?ed during execution 
of the transaction, the local Write set representing data values 
not yet a) globally committed and b) accessible by the other 
processes; ii) initiating locks on each of the multiple shared 
variables speci?ed in the Write set Which Were locally 
modi?ed during execution of the transaction to prevent the 
other processes from changing data values associated With 
the multiple shared variables to be modi?ed; iii) verifying 
that respective data values associated With the multiple 
shared variables accessed during the transaction have not 
been globally modi?ed by the other processes during execu 
tion of the transaction by checking that respective version 
values associated With the multiple shared variables have not 
changed during execution of the transaction; and vi) after 
modifying data values associated With the multiple shared 
variables, releasing the locks on each of the multiple shared 
variables. 

[0044] FIG. 2 is a diagram illustrating shared data 125 and 
corresponding metadata 135 according to embodiments 
herein. As shoWn, shared data 125 can be partitioned to 
include segment 210-1, segment 210-2, . . . , segment 210-J. 

A respective segment of shared data 125 can be a resource 
such as a single variable, a set of variables, an object, a 
stripe, a portion of memory, etc. Metadata 135 includes 
respective version information 220 and lock information 230 
associated With each corresponding segment 210 of shared 
data 125. In one embodiment, version information 220 is a 
multi-bit value that is incremented each time a respective 
process 140 modi?es contents of a corresponding segment 
210 of shared data 135. The lock information 230 and 
version information 220 can make up a single 64-bit Word. 

[0045] In one embodiment, each of processes 140 (e.g., 
softWare) need not be responsible for updating the version 
information 220. For example, a monitor function separate 
or integrated With processes 140 automatically initiate 
changing version information 220 each time contents of a 
respective segment is modi?ed. 

[0046] As an example, assume that process 140-2 (e.g., a 
softWare processing entity) modi?es contents of segment 
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210-1 during a commit phase of a respective executed 
transaction. Prior to committing transaction results globally 
to shared data 125, process 140-2 Would read and store 
version information 220-1 associated With segment 210-1 or 
shared variable. After modifying contents of segment 210-1 
during the commit phase, the process 140-2 Would modify 
the version information 220-1 in metadata 135 to a neW 
value. More speci?cally, prior to modifying segment 210-1, 
the version information 220-1 may have been a count value 
of 1326. After modifying segment 210-1, the process 140-2 
updates (e.g., increments) the version information 220-1 to 
be a count value of 1327. Each of the processes 140 
performs a similar updating of corresponding version infor 
mation 220 each time a respective process 140 modi?es a 
respective segment 210 of shared data 125. Accordingly, the 
processes can monitor the version information 220-1 to 
identify When changes have been made to a respective 
segment 210 of shared data 125. 

[0047] Note that metadata 135 also maintains lock infor 
mation 230 associated With each respective segment 210 of 
shared data 125. In one embodiment, the lock information 
230 associated With each segment 210 is a globally acces 
sible single bit indicating Whether one of processes 140 
currently has “locked” a corresponding segment for pur 
poses of modifying its contents. For example, a respective 
process such as process 140-1 can set the lock information 
230-J to a logic one indicating that segment 210-J has been 
locked for use. Other processes knoW that contents of 
segment 210-J should not be accessed, used, modi?ed, etc. 
during the lock phase initiated by process 140-1. Upon 
completing a respective modi?cation to contents of segment 
210-J, process 140-1 sets the lock information 230-J to a 
logic Zero. All processes 140 can then compete again to 
obtain a lock With respect to segment 210-J. 

[0048] FIG. 3 is a diagram more particularly illustrating 
details of respective read-sets 150 and Write-sets 160 asso 
ciated With processes 140 according to embodiments herein. 
As shoWn, process 140-1 executes transaction 351 (e.g., a 
set of softWare instructions). Read-set 150-1 stores retrieved 
version information 320-1, retrieved version information 
320-2, . . . , retrieved version information 320-K associated 

With corresponding data values (or segments) accessed from 
shared data 125 during execution of transaction 351. 
Accordingly, the process 140-1 can keep track of version 
information associated With any globally accessed data. 

[0049] Write-set 160-1 stores shared variable identi?er 
information 340 (e.g., address information, variable identi 
?er information, etc.) for each respective globally shared 
variable that is locally modi?ed during execution of the 
transaction 351. Local modi?cation involves maintaining 
and modifying locally used values of shared variables in 
Write-set 160-1 rather than actually modifying the global 
variables during execution of transaction 351. As discussed 
above and as Will be further discussed, the process 140-1 
attempts to globally commit information in Write-set 160-1 
to shared data 125 upon completion of transaction 351. In 
the context of the present example, process 140-1 maintains 
Write-set 160-1 to include i) shared variable identi?er infor 
mation 340-1 (e.g., segment or variable identi?er informa 
tion) of a respective variable accessed from shared data 125 
and corresponding locally used value of shared variable 
350-1, ii) shared variable identi?er information 340-2 (e.g., 
segment or variable identi?er information) of a variable or 

Aug. 23, 2007 

segment accessed from shared data 125 and corresponding 
locally used value of shared variable 350-2, an so on. 
Accordingly, process 140-1 uses Write-set 160-1 as a 
scratch-pad to carry out execution of transaction 351 and 
keep track of locally modi?ed variables and corresponding 
identi?er information. 

[0050] FIG. 4 is a ?owchart illustrating a more speci?c use 
of read-sets 150, Write-sets 160, version information 220, 
and lock information 230 according to embodiments herein. 
In general, ?owchart 400 indicates hoW each of multiple 
processes 140 utiliZes use of read-sets 150 and Write-sets 
160 While carrying out a respective transaction. 

[0051] Step 405 indicates a start of a respective transac 
tion. As previously discussed, a transaction can include a set 
of softWare instructions indicating hoW to carry out one or 
more computations using shared data 125. 

[0052] In step 410, a respective process 140 executes an 
instruction associated With the transaction identifying a 
speci?c variable in shared data 125. 

[0053] In step 415, the respective process checks Whether 
the variable exists in its respective Write-set 160. If the 
variable already exists in its respective Write-set 160 in step 
420, then processing continues at step 440 in Which the 
respective process 140 fetches a locally maintained value 
from its Write-set 160. 

[0054] If a locally stored data value associated With the 
variable does not already exist in its respective Write-set 160 
(e.g., because the variable Was never fetched yet and/or 
modi?ed locally) as identi?ed in step 415, then processing 
continues at step 420 in Which the respective process 140 
attempts to globally fetch a data value associated With the 
variable based on a respective access to shared data 125. For 
example, as further indicated in step 425, the process 140 
checks Whether the variable to be globally fetched is locked 
by another process. As previously discussed, another process 
may lock variables, segments, etc. of shared data 125 to 
prevent others from accessing the variables. Globally acces 
sible lock information 230 (e.g., a single bit of information) 
in metadata 135 indicates Which variables have been locked 
for use. 

[0055] If an active lock is identi?ed in step 425, the 
respective process initiates step 430 to abort and retry a 
respective transaction or initiate execution of a so-called 
back-off function to access the variable. In the latter 
instance, the back-off function can specify a random or ?xed 
amount of time for the process to Wait before attempting to 
read the variable again With hopes that a lock Will be 
released. The respective lock on the variable may be 
released by during a second or subsequent attempt to read 
the variable. 

[0056] If no lock is present on the variable during execu 
tion of step 425, the respective process initiates step 435 to 
globally fetch a data value associated With the speci?ed 
variable from shared data 125. In addition to globally 
accessing the data value associated With the shared variable, 
the respective process retrieves version information 220 
associated With the globally fetched variable. The process 
stores retrieved version information associated With the 
variable in its respective read-set 150 for later use during a 
commit phase. 
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[0057] In step 445, the respective process utilizes the 
fetched data value associated with the variable to carry out 
one or more computations associated with the transaction. 
Based on the paths discussed above, the data value associ 
ated with the variable can be obtained from either write-set 
160 or shared data 125. 

[0058] In step 450, the process performs a check to 
identify whether use of the fetched variable (in the transac 
tion) involve modifying a value associated with the fetched 
variable. If so, in step 455, the process modi?es the locally 
used value of shared variable 350 in write-set 160. The 
respective process skips executing step 455 if use of the 
variable (as speci?ed by the executed transaction) does not 
involve modi?cation of the variable. 

[0059] In step 460, the respective process identi?es 
whether a respective transaction has completed. If not, the 
process continues at step 410 to perform a similar loop for 
each of additional variables used during a course of execut 
ing the transaction. If the transaction has completed in step 
460, the respective process continues at step 500 (e.g., the 
?owchart 500 in FIG. 5) in which the process attempts to 
globally commit values in its write-set 160 to globally 
accessible shared data 125. 

[0060] Accordingly, in response to identifying that a cor 
responding data value associated with one or more shared 
variable was modi?ed during execution of the transaction, a 
respective process can abort a respective transaction in lieu 
of modifying a data value associated with shared data 125 
and initiate execution of the transaction again at a later time 
to produce attempt to produce a respective transaction 
outcome. 

[0061] FIG. 5 is a ?owchart 500 illustrating a technique 
for committing results of a transaction to shared data 125 
according to embodiments herein. Up until his point, the 
process executing the respective transaction has not initiated 
any locks on any shared data yet although the process does 
initiate execution of computations associated with accessed 
shared data 125. Waiting to obtain locks at the following 
“commit phase” enables other processes 140 to perform 
other transactions in parallel because a respective process 
initiating storage of results during the commit phase holds 
the locks for a relatively short amount of time. In 

[0062] In step 505, the respective process that executed 
the transaction attempts to obtain locks associated with each 
variable in its write-set 160. For example, the process checks 
whether lock information in metadata 135 indicates whether 
the variables to be written to (e.g., speci?c portions of 
globally accessible shared data 125) are locked by another 
process. The process initiates locking the variables (or 
segments as the case may be) to block other process from 
using or locking the variables. In one embodiment, a respec 
tive process attempts to obtain locks according to a speci?c 
ordering such as an order of initiating local modi?cations to 
retrieved shared variables during execution of a respective 
transaction, addresses associated with the globally shared 
variables, etc. 

[0063] If all locks cannot be immediately obtained in step 
510, then the process can abort and retry a transaction or 
initiate a back-off function to acquire locks associated with 
the variables that are locally modi?ed during execution of 
the transaction. 
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[0064] After all appropriate locks have been obtained by 
writing respective lock information 230, processing contin 
ues at step 520 in which the process obtains the stored 
version information associated with variables read from 
shared data 125. As previously discussed, the version infor 
mation 230 of metadata 135 indicates a current version of 
the respective variables at a time when they were read during 
execution of the transaction. 

[0065] In step 525, the respective process compares the 
retrieved version information in the read-set 150 saved at a 
time of accessing the shared variables to the current globally 
available version information 220 from metadata 135 for 
each variable in the read-set 150. 

[0066] In step 530, if the version information is different 
in step 525, then the process acknowledges that another 
process modi?ed the variables used to carry out the present 
transaction. Accordingly, the process releases any obtained 
locks and retries the transaction again. This prevents the 
respective process from causing data corruption. 

[0067] In step 535, if the version information is the same 
in step 525, then the process acknowledges that no other 
process modi?ed the variables used to carry out the present 
transaction. Accordingly, the process can initiate modi?ca 
tion of shared data to re?ect the data values in the write-set 
160. This prevents the respective process from causing data 
corruption during the commit phase. 

[0068] Finally, in step 540, after updating the shared data 
125 with the data values in the write-set 160, the process 
updates version information 220 associated with modi?ed 
variables or segments and releases the locks. The locks can 
be released in any order or in a reverse order relative to the 
order of obtaining the locks. 

[0069] Note that during the commit phase as discussed 
above in ?owchart 500, if a lock associated with a location 
in the process’s write-set 160 also appears in the read-set 
150, then the process must atomically: a) acquire a respec 
tive lock and b) validate that current version information 
associated with the variable (or variables) is the same as the 
retrieved version information stored in the read-set 150. In 
one embodiment, a CAS (Compare and Swap) operation can 
be used to accomplish both a) and b). 

[0070] Also, note that each of the respective processes 140 
can be programmed to occasionally, periodically, sporadi 
cally, intermittently, etc. check (prior to the committal phase 
in ?owchart 500) whether current version information 220 in 
metadata 135 matches retrieved version information in its 
respective read-set 150 for all variables read from shared 
data 125. Additionally, each of the respective processes 140 
can be programmed to also check (in a similar way) whether 
a data value and/or corresponding segment has been locked 
by another process prior to completion. If a change is 
detected in the version information 220 (e.g., there is a 
difference between retrieved version information 320 in 
read-set 150 and current version information 220) and/or a 
lock is implemented on a data value or segment used by a 
given process, the given process can abort and retry the 
current transaction, prior to executing the transaction to the 
commit phase. Early abortion of transactions doomed to fail 
(because of an other process locking and modifying) can 
increase overall e?iciency associated with parallel process 
ing. 
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[0071] Use of version information and lock information 
according to embodiments herein can prevent corruption of 
data. For example, suppose that as an alternative to the 
above technique of using version information to verify that 
relied upon information (associated with a respective trans 
action) has not changed by the end of a transaction, a process 
reads data values (as identi?ed in a respective read-set) from 
shared data 125 again at commit time to ensure that the data 
values are the same as were when ?rst being fetched by the 
respective process. Unfortunately, this technique can be 
misleading and cause errors because of the occurrence of 
race conditions. For example, a ?rst process may read and 
verify that a globally accessible data value in shared data 
125 has not changed while soon after (or at nearly the same 
time) another respective process modi?es the globally acces 
sible data value. This would result in corruption if the ?rst 
process committed its results to shared data 125. The tech 
niques herein are advantageous because use of version and 
lock information in the same word prevents corruption as a 
result of two different processes accessing the word at the 
same or nearly the same time. 

[0072] FIG. 6 is a block diagram illustrating an example 
computer system 610 (e.g., an architecture associated with 
computer environment 100) for executing a parallel pro 
cesses 140 and other related processes according to embodi 
ments herein. Computer system 610 can be a computerized 
device such as a personal computer, workstation, portable 
computing device, console, network terminal, processing 
device, etc. 

[0073] As shown, computer system 610 of the present 
example includes an interconnect 111 that couples a memory 
system 112 storing shared data 125 and metadata 135, one 
or more processors 113 executing processes 140, an I/O 
interface 114, and a communications interface 115. Periph 
eral devices 116 (e.g., one or more optional user controlled 
devices such as a keyboard, mouse, display screens, etc.) can 
couple to processor 113 through I/O interface 114. I/O 
interface 114 also enables computer system 610 to access 
repository 180 (that also potentially stores shared data 125 
and/or metadata 135). Communications interface 115 
enables computer system 610 to communicate over network 
191 to transmit and receive information from different 
remote resources. 

[0074] Note that functionality associated with processes 
140 can be embodied as software code such as data and/or 
logic instructions (e.g., code stored in the memory or on 
another computer readable medium such as a disk) that 
support functionality according to different embodiments 
described herein. Alternatively, the functionality associated 
with processes 140 can be implemented via hardware or a 
combination of hardware and software code. 

[0075] It should be noted that, in addition to the processes 
140 themselves, embodiments herein include a respective 
application and/or set of instructions to carry out processes 
140. Such a set of instructions associated with processes 140 
can be stored on a computer readable medium such as a 

?oppy disk, hard disk, optical medium, etc. The set of 
instruction can also be stored in a memory type system such 
as in ?rmware, RAM (Random Access Memory), read only 
memory (ROM), etc. or, as in this example, as executable 
code. 

[0076] Attributes associated with processes 140 will now 
be discussed with respect to ?owcharts in FIG. 7-9. For 
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purposes of this discussion, each of the multiple processes 
140 in computer environment 100 can execute or carry out 
the steps described in the respective ?owcharts. Note that the 
steps in the below ?owchar‘ts need not always be executed 
in the order shown. 

[0077] Now, more particularly, FIG. 7 is a ?owchart 700 
illustrating a technique supporting execution of parallel 
transactions in computer environment 100 according to an 
embodiment herein. Note that techniques discussed in ?ow 
chart 700 overlap and summarize some of the techniques 
discussed above. 

[0078] In step 710, a respective one of multiple processes 
140 executes a transaction de?ned by a corresponding set of 
instructions to produce a respective transaction outcome 
based on use of at least one shared variable from shared data 
125. 

[0079] In step 720, after producing the respective trans 
action outcome (e. g., locally storing computational results in 
its respective write-set 160), the respective process 140 
initiates a lock on a given shared variable of shared data 125 
to prevent other processes from modifying a data value 
associated with the given shared variable. 

[0080] In step 730, the respective process 140 initiates a 
modi?cation of the data value associated with the given 
shared variable based on the respective transaction outcome 
even though at least one of the other processes 140 in 
computer environment 100 also performed a computation 
using the data value associated with the given shared vari 
able before the lock and during execution of the transaction 
by the respective one of multiple processes 140. 

[0081] FIG. 8 is a ?owchart 800 illustrating processing 
steps associated with processes 140 according to an embodi 
ment herein. Note that techniques discussed in ?owchart 800 
overlap with the techniques discussed above in the previous 
?gures. 

[0082] In step 810, each of multiple processes 140 main 
tains version information in a respective locally managed 
read set 150 associated with an executed transaction. In one 
embodiment, the read set 150 is generally not accessible by 
the other processes 140 using the shared variables from 
shared data 125. Accordingly, the read set 150 and write-set 
160 serve as a local scratch-pad function. As previously 
discussed, the read set 150 can store and identify version 
information (e.g., includes retrieved version information) 
associated with each of multiple shared variables used to 
generate a respective transaction outcome associated with a 
given process. The version information stored in the read-set 
150 indicates respective versions of the multiple shared 
variables in shared data 125 at a time when the transaction 
retrieves respective data values associated with the multiple 
shared variables (e.g., shared data 125) from a correspond 
ing globally accessible repository. 

[0083] In step 815, after producing a respective transac 
tion outcome associated with an executed transaction, each 
of multiple processes 140 potentially competes to initiate a 
respective lock on a given one or more shared variables 
(e.g., portions of shared data 125) locally modi?ed (as 
indicated in write-set 160) during the transaction to prevent 
other processes from modifying a data value associated with 
the given one or more shared variables. 
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[0084] In step 820, after acquiring respective locks asso 
ciated With the given one or more shared variables and 
before globally modifying respective data values associated 
With the given one or more shared variables, a respective 
process attempting to globally commit its results veri?es that 
neWly read (e.g., present or current) version information 
associated With each of the given one or more shared 
variables used to generate the respective transaction out 
come matches the version information in the locally man 
aged read set associated With the transaction. The neWly read 
version information can be used to identify Whether the data 
values associated With the multiple shared variables have not 
changed by the other processes during execution of the 
transaction. There Was no change if the neWly retrieved 
version information matches the version information in the 
read-set 150. 

[0085] In step 825, after verifying that “before-and-after” 
version information matches and obtaining locks, a respec 
tive one of the multiple processes 140 initiates a modi?ca 
tion of data values associated With the given one or more 
shared variables based on the respective transaction out 
come. The respective process globally modi?es the data 
values associated With the transaction outcome even though 
one or more of the other processes 140 performed a com 
putation using the data value associated With the given 
shared variable before the respective process obtains the 
lock. 

[0086] In step 830, after the modi?cation of the data 
values in the shared data 125 associated With the given one 
or more shared variables in Write-set 160, the respective 
process modi?es globally accessible version information 
220 associated With the modi?ed segments of shared data 
125 (e.g., one or more shared variable) to indicate to other 
processes that contents of a respective segment have been 
modi?ed. 

[0087] FIG. 9 is a ?owchart 900 illustrating another tech 
nique associated With use of lock and version information 
according to embodiments herein. Note that techniques 
discussed in ?owchart 900 overlap and summariZe some of 
the techniques discussed above. 

[0088] In step 910, computer environment 100 maintains 
segments 210 of information (e.g., shared data 125) that are 
shared by multiple processes 140 executing in parallel. 

[0089] In step 915, for each of multiple segments 210, the 
computer environment 100 maintains a corresponding loca 
tion (e.g., a portion of storage) to store a respective version 
value representing a relative version of contents in a respec 
tive segment 210. As previously discussed, the relative 
version associated With a segment is updated by a respective 
process each time contents of the respective segment is 
modi?ed by a process. For example, after committing results 
to shared data 125, a respective process can increment the 
version value by one over the previous version value to 
notify other processes 140 that the shared data 125 has 
changed. 
[0090] In step 920, computer environment 100 enables the 
multiple processes to compete and secure an exclusive 
access lock With respect to each of the multiple segments 
210 to prevent other processes 140 from modifying a 
respective locked segment. 

[0091] In step 925, for each of the multiple segments 210, 
computer environment 100 maintains a corresponding loca 
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tion to store globally accessible lock information (e.g., lock 
information 230) indicating Whether one of the multiple 
processes 140 executing in parallel has locked a respective 
segment 210 for: i) changing a respective data value in the 
respective segment 210, and ii) preventing other processes 
from reading respective data values from the respective 
segment 210. 

[0092] In step 930, computer environment 100 enables the 
multiple processes 140 to retrieve version information 220 
associated With the respective multiple segments 210 to 
identify Whether contents of a respective segment have 
changed over time. 

[0093] In sub-step 935 of step 930, one embodiment of 
computer environment 100 enables a respective one of the 
processes 140 to modify a respective version value repre 
senting a relative version value associated With a given 
segment 210 to a neW unique data value to indicate that a 
respective one of the processes modi?es a data value asso 
ciated With the given segment has been modi?ed. 

[0094] As discussed above, techniques herein are Well 
suited for use in applications such as those that support 
parallel processing of threads in the same or different 
processors. HoWever, it should be noted that con?gurations 
herein are not limited to such use and thus con?gurations 
herein and deviations thereof are Well suited for use in other 
environments as Well. 

Further Embodiments Associated With Transactional Lock 
ing 

[0095] A leading approach for simplifying concurrent pro 
gramming is a class of non-blocking softWare (and hard 
Ware) mechanisms called transactional memories. Transac 
tional memories can be static or dynamic, indicating 
Whether the locations transacted on are knoWn in advance 
(like an n-location CAS) or decided dynamically Within the 
scope of the transaction’s execution, the latter type being 
more general and expressive. Unfortunately, current imple 
mentations of dynamic non-blocking softWare transactional 
memories (STMs) have unsatisfactory performance. 

[0096] This disclosure presents a neW softWare based 
dynamic transactional memory mechanism Which We call 
Transactional Locking (TL). TL is essentially a Way of using 
static (and therefore simple) non-blocking transactions in 
softWare or hardWare to transform sequential code into 
deadlock-free dynamic transactions based on ?ne grained 
locks. 

[0097] Initial performance benchmarks of an “all-soft 
Ware” TL mechanism are surprisingly good. TL implemen 
tations of concurrent data structures signi?cantly outperform 
the most effective STM based implementations, and, more 
importantly, are Within a competitive margin from the most 
ef?cient hand crafted implementations. These surprising 
performance results bring us to question tWo assumptions 
that have recently taken hold in the transactional memory 
development community: that softWare transactions should 
be non-blocking, and that to be useful, hardWare transactions 
need to be dynamic. 

l .0 Introduction 

[0098] A goal of current multiprocessor softWare design is 
to introduce parallelism into softWare applications by alloW 
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ing operations that do not con?ict in accessing memory to 
proceed concurrently. As discussed above, a key tool in 
designing concurrent data structures has been the use of 
locks. Unfortunately, course grained locking is easy to 
program With, but provides very poor performance because 
of limited parallelism, While designing ?ne grained lock 
based concurrent data structures has long been recogniZed as 
a di?icult task better left to experts. If concurrent program 
ming and data structure design is to become ubiquitous, 
researchers agree that one must develop alternative 
approaches that simplify code design and veri?cation. This 
disclosure addresses “mechanical” methods for transform 
ing sequential code or course-grained lock-based code to 
concurrent code. In one embodiment, by mechanical We 
mean that the transformation, Whether done by hand, by a 
preprocessor, or by a compiler, does not require any program 
speci?c information (such as the programmer’s understand 
ing of the data ?oW relationships). 

1.1 Transactional Programming 

[0099] Transactional memory programming paradigm is 
gaining momentum as the approach of choice for replacing 
locks in concurrent programming. Combining sequences of 
concurrent operations into atomic transactions seems to 
promise a great reduction in the complexity of both pro 
gramming and veri?cation, by making parts of the code 
appear to be sequential Without the need to use ?ne-grained 
locking. Transactions Will hopefully remove from the pro 
grammer the burden of ?guring out the interaction among 
concurrent operations that happen to con?ict When accessing 
the same locations in memory. Transactions that do not 
con?ict in accessing memory Will run uninterrupted in 
parallel, and those that do Will be aborted and retried With 
the programmer having to Worry about issues such as 
deadlock. There are currently proposals for hardWare imple 
mentations of transactional memory (HTM), purely softWare 
based ones (i.e. Software Transactional Memories (3TM), and 
hybrid schemes that combine hardWare and softWare. 

[0100] Apreferred unifying theme of parallel processing is 
that the transactions provided to the programmer, in either 
hardWare or softWare, Will be non-blocking, unbounded, and 
dynamic. Non-blocking means that transactions do not use 
locks, and are thus obstruction-free, lock-free, or Wait-free. 
Unbounded means that there is no limit on the number of 
locations accessed by the transaction. Dynamic means that 
the set of locations accessed by the transaction is not knoWn 
in advance and is determined during its execution. Providing 
all three properties in hardWare seems to introduce large 
degrees of complexity into the design. Providing them in 
softWare seems to limit performance: hand-crafted lock 
based code, though hard to program and prove correct, 
greatly outperforms the most effective current softWare 
STMs, even When they are programmed using an under 
standing of the data access relationships. When the STM 
programmer does not make use of such information, per 
formance of STMs is in general an order of magnitude 
sloWer than the hand-crafted counterparts. 

1 .2 Transactional Locking 

[0101] This disclosure, according to one embodiment, 
suggests that it is perhaps time to re-examine these basic 
development requirements. We contend that on modern 
operating systems, deadlock avoidance is the only compel 
ling reason for making transactions non-blocking, and that 
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there is no reason to provide it for transactions at the user 
level. Conventional mechanisms already exist Whereby 
threads might yield their quanta to other threads. In particu 
lar, one conventional method such as so-called “schedctl” 
(e.g., a feature in the SolarisTM operating system) alloWs 
threads to transiently defer preemption While holding locks. 
In sense, rather than trying to improve on hand-crafted 
lock-based implementations by being non-blocking, We pro 
pose to get as close to their behavior as one can With a 

mechanical approach, that is, one that does not require the 
programmer to understand their data access relationships. 

[0102] With this in mind, the disclosure introduces a neW 
Way of Transactional Locking (TL), a blocking approach to 
designing softWare based transactional memory mecha 
nisms. TL according to embodiments herein transforms 
sequential code into unbounded concurrent dynamic trans 
actions that synchroniZe using deadlock-free ?ne grained 
locking. The scheme itself is highly e?icient because it does 
not try to provide a non-blocking progress guarantee for the 
transaction as a Whole. Instead, static (and therefore simple) 
non-blocking transactions are used only to provide deadlock 
freedom When acquiring the set of locks needed to safely 
complete a transaction. These simple static transactions can 
be implemented in a trivial manner using today’s hardWare 
synchronization operations such as compare-and-sWap 
(CAS), or using hardWare transactions When these become 
available. We note that implementing static transactions in 
hardWare may prove signi?cantly simpler than implement 
ing the more general dynamic ones proposed in current 
HTM schemes. 

1.3 A TL Approach in a Nutshell 

[0103] One TL mechanism is based on coordination via a 
special versioned-read-Write-lock. Each shared variable is 
associated With and protected by one lock. The mapping 
betWeen variables and locks can be one-to-one or many-to 
feW. For instance there may be one lock per variable, Where 
the lock is allocated adjacent to the variable; one lock per 
object; or a separate array of locks indexed by a hash of the 
variable address. Other mappings are possible as Well. A 
versioned-read-Write lock has a version ?eld in the lock 
Word and increments the lock’s version number on every 
successful Write attempt. In an example embodiment the 
versioned-read-Write lock Would consist of a Word Where the 
loW-order bit served as a lock-bit and the remaining bits 
served as a version sub?eld. On a high level a dynamic 
transaction is executed as folloWs: 

[0104] 1. Run the transactional code, reading the locks 
of all fetched-from shared locations and building a 
local read-set and Write-set (use a safe load operation to 
avoid running off null pointers as a result of reading an 
in-consistent vieW of memory). 

[0105] Atransactional load ?rst checks to see if the load 
address appears in the Write-set. if so the transactional 
load returns the last value Written to the address. This 
provides the illusion of processor consistency and 
avoids so-called read-after-Write haZards. If the address 
is not found in the Write-set the load operation then 
fetches the lock value associated With the variable, 
saving the version in the read-set, and then fetches from 
the actual shared variable. If the transactional load 
operation ?nds the variable locked the load may either 
spin until the lock is released or abort the operation. 
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[0106] Transactional stores to shared locations are 
handled by saving the address and value into the 
thread’s local Write-set. The shared variables are not 
modi?ed during this step. That is, transactional stores 
are deferred and contingent upon successfully complet 
ing the transaction. 

[0107] 2. Attempt to commit the transaction. Acquire 
the locks of locations to be Written. If a lock in the 
Write-set (or more precisely a lock associated With a 
location in the Write-set) also appears in the read-set 
then the acquire operation must atomically (a) acquire 
the lock and, (b) validate that the current lock version 
sub?eld agrees With the version found in the earliest 
read-entry associated With that same lock. An atomic 
CAS can accomplish both (a) and (b). In its simplest 
form, acquire locks in ascending lock address order, 
avoiding deadlocks. 

[0108] Alternately, the implementation might acquire 
the locks in some other order, using bounded spinning 
to avoid inde?nite deadlock. 

[0109] 3. Re-read the locks of all read-only locations to 
make sure version numbers haven’t changed. If version 
does not match, roll-back (release) the locks, abort the 
transaction, and retry. 

[0110] 4. The prior observed reads in step (1) have been 
validated as mutually consistent. The transaction is 
noW committed. Write-back all the entries from the 
local Write-set to the appropriate shared variables. 

[0111] 5. Release all the locks identi?ed in the Write-set 
by atomically incrementing the version and clearing the 
Write-lock bit. Critically, the Write-locks have been held 
for a brief time. 

[0112] At a high level TL according to embodiments 
herein converts coarse-grained lock operations into transac 
tions, Where the transactional infrastructure is implemented 
With ?ne-grained locks. 

[0113] There are various other optimiZations and conten 
tion reduction mechanisms that one should add to this basic 
scheme to improve performance, but, as can be seen, at its 
core it is painfully simple. The acquisition of the locks in 
step 2 is essentially a static obstruction-free transaction, one 
in Which the set of accessed locations is knoW in advance. 
It can alternately be sped-up using a hardWare transaction 
such as an re-location compare-and-sWap (CAS) operation. 
As noted earlier, this type of operation is simpler than the 
dynamic hardWare transaction. 

1.4 TL vs. STM and Hand-Grafted Locking 

[0114] One aspect associated With TL is the observation 
that the blocking part of a transaction can be limited to the 
acquisition of a set of lock records. This observation has 
signi?cant performance implications because it alloWs one 
to eliminate all the overheads associated With the mecha 
nisms providing the non-blocking progress guarantee for the 
transaction as a Whole. As We shoW, this is a major source 
of overhead of current STM systems. 

[0115] When compared to hand-crafted lock-based struc 
tures, one can think of TL as using a non-blocking transac 
tion to overcome the need to understand the data-access 
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relationships, While keeping the basic ?ne-grained locking 
structure of a lock per object or ?eld. 

[0116] A feW more detailed differences are as folloWs. 

[0117] Like OSTM (Object-based STM) or HyTM 
(HybridTM), TL associates a special coordination Word With 
each transacted memory location. HoWever, While STM 
systems like OSTM and HyTM use this Word as a pointer to 
a transaction record, TL uses it as a lock, as in the hand 
crafted ?ne-locked structure. One immediate implication is 
a saving of a level of indireaction over STMs. 

[0118] Unlike STMs, TL’s rollback mechanism is simple 
and local. There are no transaction records, and the collected 
read-set and Write-set is never shared With other threads. 

[0119] OSTM derives a large part of its e?iciency from the 
programmer’s help in deciding When to “open” a transacted 
object for reading or Writing. Without this help, it has been 
shoWn that OSTM’s performance is rather poor. The TL 
transformation requires no programmer understanding of the 
data structure in order to make the transformation e?icient. 
We believe it should not be dif?cult, given a simple set of 
constraints on program structure, to turn it into a straight 
forWard mechanical transformation. 

[0120] There is an inherent overhead of the general 
mechanical (and hence “dumb”) transformation When com 
pared to hand-crafted code. For example, in Eraser’s elegant 
?ne-locked skiplist implementation he makes use of his 
understanding of the structure’s semantics and the mechan 
ics of his GC to alloW list traversal to ignore locks on nodes 
since the traversal still Works even if a node is concurrently 
removed. It is hard to imagine that a mechanical approach 
could be made to ignore the fact that a node is locked and 
might be removed from the list. 

2. The TL Algorithm 

[0121] According to one aspect of this disclosure, We 
associate a special versioned-Write-lock With every trans 
acted memory location. In the example embodiment a ver 
sioned Write-lock is a. simple spinlock that uses a compare 
and-sWap (CAS) operation to acquire the lock and a store to 
release it. Since one only needs a single bit to indicate that 
the lock number. This number is incremented by every 
successful lock-release. 

[0122] We allocate a collection of versioned-Write-locks. 
We use various schemes for associating locks With shared 
variables: per object (PO), Where a lock is assigned per 
shared object, per stripe (PS), Where We allocate a separate 
large array of locks and memory is stripped (divided up) 
using some hash function to map each location to a separate 
stripe, and per Word (PW) Where each transactionally ref 
erenced variable (Word) is collocated adjacent to a lock. 
Other mappings betWeen transactional shared variables and 
locks are possible. The PW and PO schemes require either 
manual or compiler assisted automatic insertion of lock 
?elds Whereas PS can be used With unmodi?ed data struc 
tures. PO might be implemented, for instance, by leveraging 
the header Words of JavaTM objects. A single PS stripe-lock 
array may be shared and used for different TL data structures 
Within a single address-space. For instance an application 
With tWo distinct TL red-black trees and three TL hash-tables 
could use a single PS array for all TL locks. 




















