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METHOD AND APPARATUS FOR MANAGING 
BUFFERS IN A DATA PROCESSING SYSTEM 

FIELD OF THE INVENTION 

[0001] The present invention relates to a method and 
apparatus for managing bulfers in a data processing system, 
and more particularly, to a method and apparatus for man 
aging free and busy bulfers in a redundant softWare system. 

BACKGROUND 

[0002] Buifer methods are commonly used in software to 
manage free and occupied bu?fers. In some cases the soft 
Ware uses language speci?c calls to manage the buffers. For 
example, in C++a “neW” may be used to dynamically 
allocate a bulfer and a “delete” may be used to dynamically 
release the bulfer. In another method, a ?xed number of 
bulfers are created at an application startup, typically in an 
array, along With a management data table. The management 
data table manages the bulfers via pointers to the pointers 
and a link list scheme to provide a link of Which bulfers are 
available for allocation. Commonly a Last In First Out 
(LIFO) link list is maintained by the management data table. 

[0003] There exists a need to provide an improved Way to 
manage and store bulfers in a data processing system, eg 
computer or telephony device. 

SUMMARY OF THE INVENTION 

[0004] In one aspect of the present invention, a method for 
managing buffers in a telephony device is provided. The 
method comprising providing a plurality of bulfers stored in 
a memory, providing a cache having a pointer pointing to the 
bulfer, scanning the cache to determine if the cache is full, 
and When the scan determines the cache is not full deter 
mining a free bulfer from the plurality of buffers, generating 
a pointer for the free bulfer, and placing the generated 
pointer into the cache. 

[0005] In another aspect of the present invention, a device 
for managing memory is provided. The device comprising a 
data table stored in a ?rst memory, a cache stored in a third 
memory and a scanner that scans the cache after a period of 
time. The data table having a used or a busy disposition of 
a buffer pool in a second memory. The bulfer pool having a 
plurality of buffers. The cache having a plurality of pointers 
that points to a portion of the plurality of bulfer With the free 
disposition. A number of pointers in the cache is feWer than 
a number of bulfers in the plurality of buffers. 

[0006] In yet another aspect of the present invention, a 
device for managing memory is provided. The device com 
prising a bit vector, a cache, and a scanner. The bit vector has 
a used or a busy disposition of a bulfer in a bulfer pool. The 
bit vector stored in a ?rst memory and the bulfer pool has a 
plurality of bulfers stored in a second memory. The cache 
has a plurality of pointers pointing to a portion of the 
plurality of bulfer With the free disposition. The cache has 
feWer pointers than bulfers in the plurality of buffers. The 
scanner scans the cache and sets the disposition in the bit 
vector for a bulfer in the plurality of bulfers to busy, and adds 
to the cache a pointer pointing to the bulfer. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0007] The above mentioned and other concepts of the 
present invention Will noW be described With reference to 
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the draWings of the exemplary and preferred embodiments 
of the present invention. The illustrated embodiments are 
intended to illustrate, but not to limit the invention. The 
draWings contain the folloWing ?gures, in Which like num 
bers refer to like parts throughout the description and 
draWings Wherein: 

[0008] FIG. 1 illustrates an exemplary prior art schematic 
diagram of a link list for managing bulfers; 

[0009] FIG. 2 illustrates an exemplary schematic diagram 
of managing bulfers in accordance With the present inven 
tion; 
[0010] FIG. 3 illustrates another exemplary schematic 
diagram of managing bulfers in accordance With the present 
invention; 
[0011] FIG. 4 illustrates another exemplary schematic 
diagram of managing bulfers in accordance With the present 
invention; 
[0012] FIG. 5 illustrates another exemplary schematic 
diagram of managing bulfers in accordance With the present 
invention; and 

[0013] FIG. 6 illustrates an exemplary schematic diagram 
of a hardWare solution for managing bulfers in accordance 
With the present invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

[0014] The invention described herein may employ one or 
more of the folloWing concepts. For example, one concept 
relates to a method of managing bulfers in memory. Another 
concept relates to a cache having a feWer number of pointers 
than a number of bulfers in a bulfer pool. Another concept 
relates to avoiding starvation of the cache. Yet another 
concept relates to a reduced memory for bulfer management. 

[0015] The present invention is disclosed in context of a 
pointer being an index value, for example, and index into an 
array. The principles of this invention, hoWever, are not 
limited to a pointer being an index value but may be applied 
a pointer having any suitable form of reference to a memory 
such as an address. The siZe of memory of the pointer is 
based on the type of pointer. Since the present invention is 
disclosed in context of the pointer being an index value, the 
memory siZes are calculated based on an index. Those 
skilled in the art Would appreciate hoW the siZes are calcu 
lated. For example, a pointer based on an address for a 32-bit 
processor Would have a 4-byte memory siZe. Additionally, 
While the present invention is disclosed in context of 65,536 
bu?fers, it Would be appreciated by those skilled in the art 
another number of bulfers may be used. The present inven 
tion is disclosed in context of a data table in the format of 
a bit vector also knoWn as a bit map. The bit vector 
advantageously has a smaller memory siZe than a pointer. 
HoWever, the data table may have a data structure type other 
than a bit vector especially, for example, if it is desired to 
store more than the tWo values that a bit vector could store. 
Additionally, While the present invention is described in 
terms of a cache being a First In First Out (FIFO) list, it 
Would be recogniZed by those skilled in the art that other 
data structures may be use such as a Last In First Out (LIFO) 
list. The principles of the present invention have particular 
application in a telephony device processing Ethernet based 
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packets of information wherein the receipt of the packet may 
cause a buffer allocation or release. However, the principles 
of this invention may be applied to other types of packets, 
e.g. High Level Data Link Control (HDLC) and other 
devices, including non telephony devices. Furthermore, the 
principles of this invention may be applied to other devices 
and or applications having to allocate and release buffers. 

[0016] Referring to FIG. 1, an exemplary prior art sche 
matic diagram of a link list buffer management 10 at 
application start up is provided. The link list bulfer man 
agement 10 includes a buffer pool 12, a head pointer 14, and 
a link list table 16. 

[0017] The buffer pool 12 is a repository of memory to be 
allocated by software, hardware or combinations thereof. 
The buffer pool 12 has an array of buffers 18 stored in 
memory. The buffer 18 may be free or occupied. “Free” 
refers to currently unallocated wherein “occupied” refers to 
currently allocated. A number of buffers is typically a power 
of 2, for example 65,536 buffers 18. However, it is common 
to reserve one of the buffers so that it is not allocated so that 
the index of the reserved bulfer may be used for an end of 
list. As recogniZed by those skilled in the art, the end of list 
is typically a null, eg a Zero. However, any suitable value 
such as “—l” may be used to indicate end of list. 

[0018] The link list table 16 is a LIFO link list of refer 
ences to the buffers 18 that are free. The link list table 16 
includes a plurality of records 20 each having a next pointer 
22 and a buffer pointer 24. The buffer pointer 24 references 
a buffer 18 in the buffer pool 12. The next pointer 24 may 
reference another next pointer having a reference to a buffer 
18 that is free or to the end of list. The head pointer 14 
provides an initial reference to the LIFO link list. The head 
pointer 14 references a ?rst buffer that is free in the link table 
24 via referencing a record 20 in the link list table 16. If 
however, there are no buffers 18 that are free the head 
pointer 14 references the end of list. 

[0019] In the exemplary example of FIG. 1 all of the 
buffers 18 are free. The head pointer 14 references record 
20(1). Record 20(1) references bulfer 18(1) via the buffer 
pointer 24(1) and record 20(2) via the next pointer 22(1). 
Record 20(2) references buffer 18(2) via the buffer pointer 
24(2) and the record 20(3) via the next pointer 22(3). Record 
20(3) references bulfer 18(3) via the buffer pointer 24(3) and 
the record 20(4) via the next pointer 22(3). Record 20(4) 
references bulfer 18(4) via the buffer pointer 24(4) and the 
next pointer 22(4) references the end of list via the next 
pointer 22(n). 

[0020] Allocating a buffer 18 causes a free bulfer, if 
available, to be occupied. To allocate a buffer 18, the buffer 
18 that is referenced from the record 20 that is pointed to by 
the head pointer 14 is allocated. The record 20 is removed 
from the LIFO list by changing the head pointer 14 to point 
to the next record in the LIFO list. For the illustrated 
example in FIG. 1, the head pointer 14 points to record 
20(1). Since record 20(1) points to buffer 18(1) via bulfer 
pointer 24(1), bulfer 18(1) is used. The head pointer 14 is 
changed to the value in the next pointer 22(1) for record 
20(1). The record 20(1) is effectively removed from the 
LIFO. 

[0021] Releasing a buffer causes an occupied buffer to be 
free. When a buffer 18 is released, a record 20 is changed to 
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point to the released bulfer via the buffer pointer 24. The 
next pointer 22 in the record 20 is changed be the value in 
the head pointer. The head pointer is subsequently changed 
to point to the record. 

[0022] Aproblem with this solution is the large amount of 
memory it uses. For example, if there are 65,536 bulfers then 
the pointer should be least a 16 bits, which is two bytes. 
Since each record 20 in the link list table 16 has two 
pointers, the record siZe for this example is at least 4 bytes. 
The siZe of the link list table 16 would need to at least be 
262,144 bytes (256 K bytes). Another problem is that 
allocation and a release requires many operations, e.g. read, 
or write, which increases processing overhead. Yet another 
problem is that the memory for the link list table 16 is 
located off of the controller chip, increasing the number of 
pins and the overall system cost. Additionally, in a redundant 
system, this solution is dif?cult to keep synchronized. 

[0023] Now referring to FIG. 2 an exemplary schematic 
diagram of an improved buffer management 30 in accor 
dance with the present invention is provided. The improved 
buffer management includes a bit vector 32, a scanner 34, a 
cache 36, and a buffer pool 12. The scanner 34 is coupled to 
the bit vector 32 and the cache 36. The term “coupled” refers 
to any direct or indirect communication between two or 
more elements in the buffer management, whether or not 
those elements are in physical contact with one another. 

[0024] The buffer pool 12 is a repository of memory to be 
allocated by software, hardware or combinations thereof. 
The buffer pool 12 has a plurality of buffers 18 stored in 
memory, wherein a number of buffers is typically based on 
a power of 2. In a preferred embodiment the buffers are an 
array of ?xed siZe buffers. In another embodiment, the buffer 
pool 12 is divided into sections where each section has a 
different buffer size. For example, the buffer pool 12 may be 
divided so that bulfers 18(1)-18(32,767) have a buffer siZe of 
64 bytes, buffers 18(32,768)-18(49,151) may have a buffer 
siZe of 128 bytes, and buffers 18(49,152)-18(65,536) may 
have a buffer siZe of 20 bytes. In another embodiment, the 
siZe of the buffer 18 in the buffer pool 12 is based on a 
modulus of the index. For example, using a modulus of 10, 
indexes that end in 0, l, 2, and 5 may reference a buffer siZe 
of 64 bytes, and indexes of 3, 4, 6, 7, 8, and 9 may reference 
a buffer siZe of 32 bytes. For this example the number of 
buffers is 65,536, which is 64 K. The buffer 18 may be free 
or busy. “Busy” refers to occupied and a transitional state. 
The transitional state described in further detail below. 

[0025] The bit vector 32 has a representation of which 
buffers 18 are free and which buffers 18 are busy, wherein 
each buffer 18 has a corresponding bit 40 in the bit vector 32 
and each bit 40 indicates if the buffer 18 is free or busy. In 
the exemplary illustration, “1” represents busy and “0” 
represents free. However, it would be understood by those 
skilled in the art that “1” may represent free and “0” may 
represent busy. The siZe of the bit vector 32 is the number 
of buffers divided by the number of bits in a byte. For the 
illustrated example, the siZe of the bit vector 32 is 65,536/ 8, 
which is 8 K bytes. 

[0026] The cache 36 is a storage mechanism, preferable a 
high-speed storage hardware mechanism, that stores a 
reduced number of pointers to buffers 18 that are free. 
However, the cache 36 may be implemented using a com 
bination of hardware and software. Reduced meaning fewer 
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than the number of buffers 18. This is in contrast to a one to 
one relationship in FIG. 1. In the illustrated example, the 
cache has 196 pointers. The cache 36 is preferably a FIFO 
list. As Would be knoWn by those skilled in the art, a FIFO 
list requires a read pointer 42 and a Write pointer 44. 

[0027] The scanner 34 scans the bit vector 32 for buffers 
18 that are free as described in further detail beloW. 

[0028] Still referring to FIG. 2, the illustrated example 
shoWs a bit 40(1) corresponds to buffer 18(1) and indicates 
that the buffer 18(1) is busy. A bit 40(2) corresponds to a 
buffer 18(2) and indicates that the buffer 18(2) is free. The 
mapping of the bits 40 to the buffers 18 continues in the 
process for each bit in the bit vector 32. 

[0029] A pointer 38(1) points to a buffer 18(1) that is busy, 
a pointer 38(2) points to a buffer 18(4) that is busy, and a 
pointer 38(194) points to a buffer 18(65,536) that is busy. 
Although a bit 40(3) indicates that a buffer 18(3) is busy it 
is not in the cache 36 and is therefore occupied. The buffers 
18 that have pointers 38(1), 38(4), 38(65,536) in the cache 
36 are in the transitional state, that is, bulfers 18(1), 18(4), 
18(65,536) are not occupied but are marked busy in the bit 
vector 32 and are in the cache 36. 

[0030] It Would be understood by those skilled in the art, 
the read pointer 42 points to a pointer 38 in the cache 36 to 
be used When allocating a buffer 18 Whereas the Write 
pointer 44 points to a pointer 38 in the cache 36 to be used 
When releasing a buffer 18. As Would also be understood by 
those skilled in the art, When the read pointer and the Write 
pointer are the same, none of the pointers 38 in the cache 36 
are referencing a buffer 18. For the illustrated example of 
FIG. 2, the read pointer 42 points to the cache pointer 38(1) 
and the Write pointer 44 points to the cache pointer 38(195). 

[0031] NoW referring to FIG. 3, another exemplary sche 
matic diagram of an improved buffer management 30 in 
accordance With the present invention is provided. FIG. 3 
illustrates the improved buffer management 30 after an 
allocation of a buffer 18 in contrast to a before allocation of 
the buffer 18 illustrated by FIG. 2. 

[0032] The read pointer 42 is used to determine the buffer 
18 to allocate. When the buffer 18 is allocated, the read 
pointer 42 is updated to point to a next pointer 38 in cache 
36. If hoWever, the read pointer 42 reaches a last pointer 38 
in the cache 36, the read pointer 42 is set to a ?rst pointer 
in the cache 36. Also, the buffer 18 that is pointed to by the 
pointer 38 referenced by the read pointer 42 becomes 
occupied. The bit vector 32, hoWever, is advantageously not 
changed by the allocation since changing the bit vector 32 
Would require extra processing. Although, those skilled in 
the art Would recogniZe that the bit vector 32 may be 
changed. The allocation causes changes to the buffer 18, the 
cache 36, and a read pointer 42 that are a processing 
overhead for the allocation. The processing overhead for the 
allocation advantageously may have less processing over 
head, e.g. time to process, than by the link list of FIG. 1. 

[0033] Referring to FIG. 2, read pointer 42 points to the 
pointer 38(1) in cache 36. In contrast, FIG. 3 illustrates the 
read pointer 42 points to the pointer 38(2) in cache 36 and 
that the buffer 18(1) is occupied. 

[0034] NoW referring to FIG. 4, another exemplary sche 
matic diagram of an improved buffer management 30 in 
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accordance With the present invention is provided. FIG. 4 
illustrates the improved buffer management 30 after a 
release of a buffer 18 in contrast to a before releasing the 
buffer 18 illustrated by FIG. 3. When a buffer is released the 
bit vector 32 is modi?ed to represent the release. A release 
of the buffer 18 has the processing overhead of a change to 
the bit vector 32. Arelease of the buffer 18 typically has less 
processing overhead than the processing by the link list of 
FIG. 1. 

[0035] Referring to FIG. 3, the bit 40(3) indicates that 
bulfer 40(3) is busy. In contrast, FIG. 4 shoWs that bit 40(3) 
indicates that the released bulfer 40(3) is free. 

[0036] NoW referring to FIG. 5, another exemplary sche 
matic diagram of an improved buffer management 30 in 
accordance With the present invention is provided. The 
contrast of FIGS. 4 and 5 illustrates hoW the scanner 34 may 
change the bit vector 32 and the buffer cache 36. 

[0037] The scanner 34 scans the bit vector 32 to ?nd 
buffers 18 that are free. If the scanner 34 ?nds a buffer 18 
that is free and the cache 36 has an unused pointer, the 
scanner changes the bit vector 32 to indicate the buffer 18 is 
busy and changes the cache 36 to point to the buffer 18. The 
buffer 18 in this case has not been allocated so it is not 
occupied, nor is the buffer 18 free; hence, buffer 18 is in a 
transitional state. The pointer is the index in the bit vector 32 
that the buffer 18 that Was free Was found. Those skilled in 
the art Would recogniZe that the pointer might be calculated 
differently particularly if the pointer Was in a different 
format, eg an address. 

[0038] Referring to FIG. 4, bit 40(2) indicates the buffer 
18(2) is free, and that Write pointer 38 points to pointer 
38(195) in the cache. In contrast, FIG. 5 illustrates that bit 
40(2) is busy, pointer 38(195) points to buffer 18(2), and 
Write pointer 44 points to pointer 38(196) in the cache 36. 

[0039] In one embodiment, the scanner 34 starts at the ?rst 
bit 40(1) and linearly searches the bit vector 32 for a buffer 
18 that is free. After ?nding a buffer 18 that is free the 
scanner 34 continues scanning starting With the next bit in 
the bit vector 32. After reaching the last bit, illustrated ad 
40(65,536), the scanner starts at the top of the bit vector 32 
With the ?rst bit 40(1). It Would be recogniZed by those 
skilled in the art that other scanning techniques might be 
used. For example, the scan may start at the bottom of the 
bit vector 32 With bit 40(65,546) or after ?nding a buffer 18 
that is free the scan may restart at the top or bottom of the 
bit vector 32. 

[0040] A scan rate is time it take for the scanner to scan the 
bit vector 32. The scan rate is based on the siZe of the bit 
vector, the rate of the memory access, and the siZe of the bus 
using a memory. Increasing the bus siZe decreases the scan 
rate. LikeWise, increasing the memory access decreases the 
scan rate. 

scan rate=(size ofthe bit vector/size ofthe bus)/rate of 
the memory access 

For this example, an access of 156 M112 and a 4-byte-Wide 
data bus Would take (8 K/4)/ 156, Which is 13.1 p. seconds, to 
scan the bit vector 32. 

[0041] A number of pointers in the cache 36 should be 
large enough to avoid starvation. Starvation occurs When 
none of the pointers 38 in cache are referencing a buffer 18 



US 2007/0073973 A1 

and the buffer pool 12 has buffers that are free. The number 
of pointers in the cache is based on hoW quickly processing 
must achieved. For example, the receipt of an Ethernet 
packet may result in a buffer allocation. The number of 
pointers may then be based on a packet transfer rate, a 
minimum packet siZe, and a minimum gap siZe betWeen the 
packets. Assuming a 10 Gigabits per second (Gbps) packet 
transfer rate, a minimum packets siZe of 64 bytes, and a 
minimum gap siZe betWeen packets of 20 bytes a processing 
rate bits may be determined. 

Packet transfer rate [bits]/((packet size+gap size)*8) 

[0042] The above formula has the packet transfer rate in 
bits. Since the packet siZe and the gap siZe are in bytes, the 
sum of the siZes is multiplied by 8 to convert to a bit siZe. 
For this example 10,000,000,000/((64+20)*8)=~15 Mega 
packets per second. This may then be converted to 66.6 ns 
per packet. It folloWs that the number of pointers 38 should 
be at least 13.1p. seconds/66 ns=13,100/66.6=196 packets. 

[0043] With 196 pointers 38, each pointer having a siZe of 
2 bytes, the cache 36 Would include a siZe of 392 bytes. The 
392 bytes of memory used by the cache 36 plus the 8 K bytes 
of memory used by the bit vector 32 is signi?cantly less than 
256 K bytes of memory used by the prior art illustrated by 
FIG. 1. 

[0044] NoW referring to FIG. 6, an exemplary schematic 
diagram of a hardWare solution for managing buffers in 
accordance to the present invention is provided. The man 
agement of the buffers may be in softWare, hardWare or a 
combination thereof. HoWever, it is preferable that the 
management is handled via a hardWare device, such as 
illustrated in FIG. 6. 

[0045] FIG. 6 illustrates a device 50 coupled to a memory 
unit 52. The device 50 may be any suitable device having 
circuitry able for managing buffers, such as an Application 
Speci?c Integrated Circuit (ASIC), Field Programmable 
Gate Array (FPGA), and the like. The exemplary illustrated 
device 50 includes the scanner 34, the bit vector 32, and the 
cache 36. 

[0046] The memory unit 52 is a hardWare unit, such as a 
Random Access Memory (RAM), or a magnetic disk, that is 
capable of storing and retrieving information. The memory 
device includes buffer pool 12. 

[0047] Using the device 50 may advantageously reduce 
the number of chip pins in a system using the methods of the 
present invention. Furthermore, using the device 50 may be 
advantageous by of?oading processing normally handled via 
a softWare process, such as an application. 

[0048] It Would be recogniZed by those skilled in the art 
that there may be other embodiments of the device 50. For 
example, the bit vector 32 may be located in the memory 
unit 52 

[0049] While the invention has been described in terms of 
a certain preferred embodiment and suggested possible 
modi?cations thereto, other embodiments and modi?cations 
apparent to those of ordinary skill in the art are also Within 
the scope of this invention Without departure from the spirit 
and scope of this invention. Thus, the scope of the invention 
should be determined based upon the appended claims and 
their legal equivalents, rather than the speci?c embodiments 
described above. 
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1. A method for managing buffers in a telephony device, 
comprising: 

providing a plurality of buffers stored in a memory; 

providing a cache having a pointer pointing to the buffer; 

scanning the cache to determine if the cache is full; and 

When the scan determines the cache is not full 

determining a free buffer from the plurality of buffers, 

generating a pointer for the free buffer, and 

placing the generated pointer into the cache. 
2. The method according to claim 1, Wherein a number of 

pointers in the cache is feWer than a number of buffers in the 
plurality of buffers. 

3. The method according to claim 1, further comprising 
providing a data table indicating a disposition of free or busy 
for of each of the plurality of buffers. 

4. The method according to claim 3, Wherein the data 
table is a bit vector. 

5. The method according to claim 3, further comprising 
When a buffer is unallocated, changing the data table to 
indicate the unallocated buffer is free. 

6. The method according to claim 3, Wherein When the 
scan determines the cache is not full further comprising 
setting the data table to indicate that the buffer is busy. 

7. The method according to claim 1, further comprising: 

When allocating a buffer in the plurality of buffers, 

determining if the cache is empty, 

if the cache is not empty 

changing the cache to remove a pointer to the allocated 
buffer. 

8. A device for managing memory, comprising; 

a data table stored in a ?rst memory, the data table having 
a used or a busy disposition of a buffer pool in a second 
memory, the buffer pool having a plurality of buffers; 

a cache stored in a third memory, the cache having a 
plurality of pointers that points to a portion of the 
plurality of buffer With the free disposition, a number of 
pointers in the cache is feWer than a number of buffers 
in the plurality of buffers; and 

a scanner that scans the cache after a period of time. 

9. The device according to claim 8, Wherein the ?rst data 
table is a bit vector. 

10. The device according to claim 8, Wherein When a 
buffer in the plurality of buffers is allocated, the cache is 
changed to remove a pointer pointing to the buffer. 

11. The device according to claim 10, Wherein When the 
buffer in the plurality of buffers is released, the data table is 
changed to indicate a free disposition 

12. The device according to claim 8, Wherein the scanner 
detects a buffer in the plurality of buffers having free 
disposition in the data table. 

13. The device according to claim 12, Wherein the scanner 
determines the cache is not full. 

14. The device according to claim 13, Wherein the scanner 
sets the disposition in the data table for the buffer in the 
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plurality of bulTers to busy, the scanner determines a pointer 
for the bulTer in the plurality of bu?cers, and the pointer is 
added to the cache. 

15. The device to claim 8, Wherein the device is an 
Application Speci?c Integrated Circuit (ASIC), or Field 
Programmable Gate Array (FPGA). 

16. A device for managing memory, comprising; 

a bit vector having a used or a busy disposition of a bulTer 
in a bulTer pool, the bit vector stored in a ?rst memory 
and the bulTer pool having a plurality of bulTers stored 
in a second memory 

a cache having a plurality of pointers pointing to a portion 
of the plurality of bulTer With the free disposition, the 
cache having feWer pointers than bulTers in the plurality 
of bulTers; and 
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a scanner that scans the cache and sets the disposition in 
the bit vector for a bulTer in the plurality of bulTers to 
busy, and adds to the cache a pointer pointing to the 
bulTer. 

17. The device according to claim 16, Wherein the bulTer 
is allocated and the cache is changed to remove the pointer 
pointing to the bulTer. 

18. The device according to claim 17, Wherein When the 
bulTer is released and the data table is changed to indicate a 
free disposition 

19. The device to claim 16, Wherein the device is an 
Application Speci?c Integrated Circuit (ASIC), or Field 
Programmable Gate Array (FPGA). 


