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(57) ABSTRACT 

Database data is maintained reliably and invalidated based 
on actual changes to data in the database. Updates or 
changes to data are detected Without parsing queries sub 
mitted to the database. Requests for stored procedures and 
their results can be cached Without pre-existing knowledge 
of the stored procedure’s operation. A caching system can 
open a session at the database instructing the database to 
monitor and log its processes. The caching system can pass 
the stored procedure request and access the log to determine 
hoW the stored procedure is processed and the queries 
executed as part of the stored procedure. The dependencies 
of a query can be determined by submitting a version of the 
received query to the database through a native facility 
provided by the database to analyZe hoW query structures are 
processed. The results of the stored procedure can be cached 
the results of the query dependency analysis can be cached 
for subsequent request processing and invalidation. 
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DATABASE CACHING AND INVALIDATION FOR 
STORED PROCEDURES 

PRIORITY CLAIM 

[0001] This application claims the bene?t of US. Provi 
sional Patent Application No. 60/684,610, ?led May 25, 
2005, entitled “Terracotta VirtualiZation Server”, and incor 
porated by reference herein in its entirety. 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

[0002] The following applications are cross-referenced 
and incorporated by reference herein in their entirety: 

[0003] US. patent application No. , ?led concur 
rently, entitled “Database Caching and Invalidation Using 
Database Provided Facilities for Query Dependency Analy 
sis,” by HarWard et al., ?led concurrently (Attorney Docket 
No. TERA-01007USO); and 

[0004] US. patent application No. , ?led concur 
rently, entitled “Database Caching and Invalidation Based 
on Detected Database Updates,” by HarWard et al., ?led 
concurrently (Attorney Docket No. TERA-01008USO). 

BACKGROUND OF THE INVENTION 

[0005] 1. Field of the Invention 

[0006] The present invention relates generally to data 
bases and caching systems for databases. 

[0007] 2. Description of the Related Art 

[0008] Databases are an integral part of many operations, 
businesses and organizations Where access to structured data 
is needed. Databases offer manageability for the vast 
amounts of data that many of today’s large scale enterprises 
rely upon in day to day operations. Through the use of 
database storage, seemingly incomprehensible amounts of 
data can be maintained in a structured environment so that 
requesting users can easily locate and retrieve needed infor 
mation. Many of today’s large-scale applications such as 
e-commerce, banking, etc. are able to present end-users With 
seemingly instant access to personaliZed information by 
using databases. Without database storage in many of these 
environments, the task of methodically sorting through the 
amount of information necessary to access that Which is 
needed Would likely frustrate the ultimate purpose of the 
application to the point of ending many operations. 

[0009] Databases can be implemented in many languages 
and may support many protocols such as Structured Query 
Language (SQL) Which provides users and applications the 
ability to interface With the database through SQL state 
ments to select, insert, update, and delete information in the 
database. Of course, the complexity of operations performed 
by and submitted to databases continues to expand. SQL 
statements can be combined to provide a high level of logic 
and interaction With data in a database. 

[0010] As the amount of data maintained by databases 
continues to expand, the e?iciency and performance of 
database access and response becomes ever more crucial. 
For instance, a database maintaining banking records for 
users across the country or World must be able to ef?ciently 
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respond to requests from numerous users accessing the 
database at the same time from various remote geographic 
locations. 

[0011] Database caching techniques have been developed 
to decrease the amount of aggregate traf?c transmitted 
betWeen the database and requesting client devices. By 
caching database information in smaller faster memories, 
performance can be increased. Certain access requests Will 
be satis?ed from local cached versions of the database. This 
Will not only increase the performance as seen by requesting 
applications or entities, but also decrease the amount of load 
placed on the database. 

[0012] An inherent dif?culty With database caching is the 
structured nature of both the data storage and retrieval. In 
traditional data caching scenarios, such as caching recently 
accessed data from a large memory volume that is indexed 
according to a physical or logical address, discrete data 
segments can be cached in a smaller memory and referenced 
according to their location on the large memory volume. The 
cache simply looks for an update to the location on the 
memory volume corresponding to the cached data and When 
the data at that location changes, the cache can simply 
invalidate or discard its cached results. In databases, hoW 
ever, data is retrieved by passing queries such as SQL 
statements. These statements can access, combine, and 
manipulate data from different locations to satisfy the query 
request. 

[0013] Because of the structured nature of databases, 
database caches relying on these traditional caching tech 
niques are required to store a subset of an entire database’s 
data structures. Data is cached based on memory locations 
and entries invalidated based on updates to those memory 
locations. These systems do not cache results based on an 
actual query. Because queries may combine or access data 
from various locations in the database, and request data 
based on logic that is dependent upon the data stored therein, 
it is dif?cult to accurately determine When the previously 
retrieved results for a query are no longer valid because of 
changes to data in the database. Complex analysis to parse 
a received query is thus required to determine What the query 
does at the database. While in theory such a technique is 
useful, in practice it presents obstacles. Databases are typi 
cally Written in a proprietary format and the underlying 
source code is not made available to those Wishing to 
implement a caching system. Because an intimate knoWl 
edge of the database’s internal operations and code can not 
be had, parsing the queries is in many instances de?cient or 
even Wrong. Moreover, individual database providers fre 
quently alter their databases, requiring these parsing tech 
niques to continually be updated as the database is updated. 

[0014] In other implementations, schedule or time-based 
caching has been used for databases to overcome the diffi 
culty With parsing queries. Entries in a cache are made for 
particular queries and the results of those queries. HoWever, 
the entries are automatically invalidated after a speci?ed 
amount of time Without any regard to actual changes at the 
database. If changes to the database are made betWeen 
invalidation periods and a request is received, the cache may 
return invalid results. Additionally, this technique can 
degrade performance and ef?ciency by needlessly invalidat 
ing accurate query results. 
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[0015] Accordingly, an improved system and technique 
for database caching is needed to provide e?icient, reliable, 
and accurate results. 

SUMMARY OF THE INVENTION 

[0016] A database caching system and related techniques 
are provided that can reliably maintain and invalidate data 
base data based on actual changes to data in the database. 
Updates or changes to data at the database are detected 
without parsing queries submitted to the database. The 
dependencies of a received query can be determined by 
submitting a version of the received query to the database 
through a native facility provided by the database itself to 
analyZe how query structures are processed at the database. 
The caching system can access the results of the facility to 
determine the tables or rows (or other data partition) a 
received query is dependent upon or modi?es. In addition to 
the results of a query that can be cached with an indication 
of the query itself, an abstracted form of the query can be 
cached with an indication of the tables, rows, etc. that 
queries of that structure access or modify. The tables a write 
or update query modi?es can be cached with a time of their 
last modi?cation. When a query is received for which the 
results are cached, the system can readily determine depen 
dency information for the query, the last time the depen 
dencies were modi?ed, and compare this time with the time 
indicated for when the cached results were retrieved. By 
passing versions of write queries to the database, updates to 
the database can be detected. In one embodiment, a com 
ponent is implemented at or on the system of the database to 
directly detect changes to the database data. This component 
can monitor transactional information maintained by the 
database itself to determine when changes to the database 
occur. This component can communicate with the cache to 
provide noti?cation of changes to the database. 

[0017] A method of caching database query results is 
provided in one embodiment that includes receiving a 
request for a stored procedure maintained by a database and 
determining if previously received results for the query are 
being maintained. If not, the method includes opening a 
trace session at the database to monitor actions taken while 
executing the stored procedure, passing the request for the 
stored procedure to the database, accessing results generated 
by the database in response to opening the trace session, 
determining from the results of the trace session one or more 
queries executed at the database in response to the request 
for the stored procedure, determining one or more depen 
dencies of each of the queries, maintaining data indicating 
that the stored procedure includes the one or more depen 
dencies of each of the queries, and maintaining the request 
for the stored procedure and results received from the 
database in response to the request for the stored procedure. 

[0018] In one embodiment, a database caching system is 
provided that includes, a database including a native trace 
facility to trace operations during an open trace session and 
a caching intermediary in communication with the database 
and an application accessing the database. The Caching 
intermediary maintains an indication of one or more stored 
procedures and results received from the database in 
response to requests for the one or more stored procedures. 
The caching intermediary receives a ?rst request from the 
application for a stored procedure and determines if an 
indication of the ?rst request for the stored procedure and 
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previously received results for the ?rst request are main 
tained by the caching intermediary. The caching intermedi 
ary passes the ?rst request to the native trace facility at the 
database if the caching intermediary is not maintaining 
results for the ?rst request and accesses results of the trace 
facility to determine one or more queries of the stored 
procedure. The caching intermediary maintains the ?rst 
request for the stored procedure and information regarding 
the one or more queries of the stored procedure. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0019] FIG. 1 is a block diagram of a database caching 
system in accordance with one embodiment. 

[0020] FIG. 2 depicts a database cache in accordance with 
one embodiment. 

[0021] FIG. 3 is a block diagram of a database caching 
system in accordance with one embodiment, wherein pro 
cessing and caching database queries is depicted. 

[0022] FIG. 4 is a ?owchart for processing and caching 
database queries in accordance with one embodiment. 

[0023] FIG. 5 is a block diagram of a database caching 
system in accordance with one embodiment, wherein the 
detection of a backend update to the database, and subse 
quent update to the cache is depicted. 

[0024] FIG. 6 is a ?owchart for detecting updates to a 
database and updating a database cache according to the 
update in accordance with one embodiment. 

[0025] FIG. 7 is a ?owchart for monitoring updates to a 
database using a listener component implemented as a 
debugger for at least a portion of the database. 

[0026] FIG. 8 is a block diagram of a database caching 
system in accordance with one embodiment, wherein pro 
cessing and caching of database stored procedures is 
depicted. 

[0027] FIG. 9 is a ?owchart for processing and caching 
database stored procedures in accordance with one embodi 
ment. 

[0028] FIG. 10 is a ?owchart for caching database queries 
and invalidating the results of the database queries based on 
row level updates to the database. 

[0029] FIG. 11 is a block diagram of a multi-level data 
base caching system in accordance with one embodiment. 

DETAILED DESCRIPTION 

Database Caching Intermediary 

[0030] FIG. 1 is a block diagram depicting one embodi 
ment of the technology described herein executing in an 
application server4database server environment. FIG. 1 
depicts an application server 102 and database server 122. A 
variety of applications 104 can be hosted and executed upon 
application server 102. Applications 104 can be imple 
mented in any suitable language, including but not limited to 
the JavaTM programming language, C++, etc. The applica 
tion servers on which applications 104 are executed will 
vary by embodiment, but can support such platforms as the 
JavaTM 2 Platform, Enterprise Edition (J2EE) Platform. 
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[0031] In one embodiment, servers, processing systems, 
and other processor based devices as described can include, 
by Way of non-limiting example, one or more processors 
capable of executing instructions provided on processor 
readable media to perform the methods and tasks described 
herein. The processing system may include a volatile 
memory, a mass storage device or other non-volatile 
memory, a portable storage device, one or more communi 
cations or netWork interfaces and various I/O devices. A 
processing system hardWare architecture as described is just 
one suitable example of a processing system suitable for 
implementing the present technology. While embodiments 
are presented With respect to exemplary server-based imple 
mentations, variations for stand-alone, client, and other 
suitable processing environments can be made Without 
departing from the scope of the present disclosure. 

[0032] The database server 122 hosts a database applica 
tion 120. Database server 122 includes an operating system 
124 and a non-volatile storage device 126 (such as a disk 
drive or RAID array). Numerous types of databases 120 can 
be used in accordance With embodiments of the disclosed 
technology. For example, database 120 can include a data 
base provided by OracleTM Corporation of Sunnyvale, 
Calif., a database provided by SybaseTM Corporation of 
Dublin, Calif., or a database provided by MicrosoftTM Cor 
poration of Redmond, Wash. The technology described 
herein is not limited to any particular type of database 
application. References to particular types and brands of 
databases and the particular functions of a type of database 
are presented for exemplary purposes and are not intended 
to limit the scope of the present disclosure or claimed subject 
matter. The extension of an embodied concept from an 
exemplary described database to a different type of database 
Will be readily apparent to those of ordinary skill in the art. 
It is further noted that the disclosed server based implemen 
tations are exemplary and other implementations can be 
made on client devices hosting the database and/or caching 
system, for example. Moreover, multiple levels of caching in 
accordance With embodiments can be provided at one or 
more servers in addition to those indicated in FIG. 1. For 
example, a caching system implemented at a central server 
could interface betWeen the components of database server 
122 and those of multiple application servers. Cached results 
can be maintained and retrieved from the central server in 
addition to or in place of maintaining and receiving them at 
an intermediary cache at the application server level. 

[0033] Interface 106 is provided at application server 102 
to enable applications 104 access to database 120. Interface 
106 Will vary by implementation according to the type of 
programming platform and/or database provided. Interface 
106 is provided in accordance With an Application Program 
ming Interface (API) that provides connectivity betWeen the 
programming language(s) and platforms associated With 
applications 104 and database 120. In many modern data 
base implementations, interface 106 is implemented in 
accordance With the JavaTM Database Connectivity (JDBC) 
API, an industry standard interface that provides database 
independent connectivity betWeen the JavaTM programming 
language and a Wide range of databases. Interface 106 is a 
JDBC driver in one embodiment, implementing the JDBC 
API to provide a call level API for SQL-based database 
access. The JDBC driver can provide transparent access for 
applications 104 to database 120. 

Nov. 30, 2006 

[0034] A database caching intermediary 108 is provided at 
application server 102 to increase the performance, reliabil 
ity and availability of the information maintained by data 
base 120 for requesting applications 104. Cache 108 can 
provide previously received results for queries or other 
requests/calls submitted to database 120 that are maintained 
locally at application server 102 to increase the performance 
and availability of database 120 While decreasing the 
response time for requests. Applications 104 request data 
from database 120 by submitting queries or other calls. For 
example, applications can submit commands formatted in 
accordance With the speci?cations of interface 106 (e.g., as 
JDBC commands) to provide SQL commands to database 
120. Intermediary 108 can more quickly provide the results 
of a query if valid results are currently stored in the cache. 
Moreover, intermediary 108 can increase database availabil 
ity by providing cached results When database 120 is inac 
cessible. 

[0035] The structure of caching intermediary 108 may 
vary by implementation according to the requirements of a 
particular application. In the embodiment depicted in FIG. 
1, caching intermediary 108 includes an intermediary inter 
face or driver 112 and a cache 110. Interface 112 can provide 
and execute many of the disclosed operations While cache 
110 maintains portions of the data from database 120 and 
internal data used by the caching intermediary 108 that can 
maintain portions of database 120 in local memory. Interface 
112 conceptually Wraps itself around native interface 106 to 
provide transparent interrnediation betWeen applications 104 
and database 120. Applications 104 can communicate With 
interface 112 in the same manner they Would With the native 
database interface. To requesting applications 104, interface 
112 Will appear the same as the native interface 106. By 
Wrapping around the native interface, the intermediary inter 
face forces applications 104 to communicate With the inter 
mediary, instead of directly accessing interface 106. 

[0036] In one embodiment, interface 112 is a HA-JDBC 
High Availability JavaTM Database Connectivity (HA 
JDBC) driver. Interface 112 Will appear as a standard JDBC 
driver and thus provide a transparent solution to applications 
104 for caching query results. Intermediary 108 can be 
installed and integrated into an existing system Without 
modifying any application source or object code and Without 
modifying any database source or object code. Applications 
104 continue to access database 120 in the typical manner, 
appearing to interface directly With the native database 
driver 106, While in fact, interfacing With the intermediary 
driver 112 provided in accordance With one embodiment. 

[0037] Caching intermediary 108 provides cached results 
that are maintained current and invalidated Where appropri 
ate based on updates to database 120 or events processed by 
database 120. Changed data Within the database is the 
impetus for determining that cached database results are no 
longer valid. This contrasts With traditional database caches 
that operate as scheduled or time-based caches. For 
example, traditional schedule-based caches invalidate 
cached results based on a set schedule or time interval. 
Entries stored in the cache expire or are invalidated peri 
odically based solely on an elapsed period of time. Invali 
dations occur in response to the mere passage of time 
Without regard to any actual changes at the database. By 
using such a technique, these systems stand not only to 
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return invalid data to requesting applications, but also to 
needlessly invalidate valid cached data and decrease perfor 
mance. 

Depending Analysis Using Native Database Facilities 

[0038] Intermediary 108 can detect actual changes to 
database 120 and invalidate and/or update entries in cache 
110 based on these updates rather than an elapsed period of 
time according to a predetermined schedule. In one embodi 
ment, changes to database 120 are detected through queries 
submitted by applications 104 and received at the caching 
intermediary. In one embodiment, caching intermediary 108 
is able to detect changes to database 120 made in response 
to queries Without parsing the submitted queries. In one 
embodiment, the caching intermediary 108 calls a native 
analysis facility provided by and inherent to the database to 
analyZe queries received from requesting applications. The 
analysis facility provides information regarding hoW a query 
submitted for analysis is processed by the database. Caching 
intermediary 108 can determine details of hoW the database 
processes the query, including the tables or other data 
partitions the database accesses to ful?ll the requests. 

[0039] It is important to note that the analysis facility 
called by caching intermediary 108 is a native facility or 
process provided by the database. This enables the interme 
diary to determine Which tables of a database are accessed 
in responding to a query. Impor‘tantly, the intermediary is 
able to determine this information Without parsing the actual 
query. Databases typically provide debugging and perfor 
mance analysis facilities as native database procedures 
available to end-users. These facilities are traditionally used 
by database administrators to debug queries or to increase 
the performance associated With a particular query. An 
administrator may vieW hoW a query is processed and 
modify the query structure based on this revieW to maximize 
performance. Caching intermediary 108 can exploit one or 
more of these native facilities to determine the dependencies 
of queries it receives. 

[0040] The use of native database facilities to determine 
this information is a strong departure from traditional cach 
ing techniques that rely on parsing queries. For example, 
intermediary 108 may call an “EXPLAIN PLAN” facility to 
determine the dependencies of a query submitted to an 
OracleTM database. An abstracted or skeleton version of the 
query can be issued in a call to this facility to determine hoW 
such a query is processed and this, the tables accessed. 
Numerous types of native database facilities may be used in 
various embodiments depending on the type of database 
platform, programming language, or server platform. 

[0041] The use of native database facilities to determine 
dependency and other information for a query is a signi?cant 
and strong departure from traditional caching techniques 
that rely on query parsing, for example. To provide cached 
results based on changes to data in a database, previous 
techniques have relied on parsing the actual query received 
from an application to determine query dependencies, etc. 
These systems include an inherent limitation that it is 
dif?cult if not impossible to precisely parse a query Without 
knowledge of the relevant database source code. Any cache 
provided by an entity Without intimate knowledge of the 
database code Will not be able to fully understand and parse 
queries designed for that database. The technology 
described herein avoids these inherent limitations by relying 
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on the database itself to assess and provide the necessary 
information for caching to the intermediary. 

[0042] FIG. 2 depicts an exemplary implementation of 
intermediary cache 110 in accordance With one embodiment. 
In FIG. 2, cache 110 includes three individual tables to 
facilitate caching and cache invalidation. A results table 204 
maintains a list 210 of queries and the results 212 of those 
queries as retrieved from the database. Table 204 further 
includes an indication 214 of the time at Which the query 
Was processed and the results obtained from the database. In 
one embodiment, the results are time-stamped and the third 
column is not used. 

[0043] Dependency table 206 maintains a list of query 
structures, also referred to as skeletons or footprints, along 
With a list of the tables from database 120 upon Which 
queries of that structure are dependent. A query skeleton is 
a form of an actual query Without any variable data or literal 
expressions. Literal expressions refer to the individual vari 
ables Within a query for Which input data is passed to the 
database to retrieve unique records. For example, a simple 
query (shoWn as entry 216 in table 204) that selects a record 
from an employee table Where the user_id column is 12 Will 
have a skeleton as shoWn by entry 222 in table 206. The 
skeleton shoWn is a form of the original query With the 
user_id literal expression “12” replaced With “:v.” All que 
ries having the same skeleton Will be processed in a similar 
manner and retrieve results from the same tables in the 
database. Any query having the structure of entry 222 is 
dependent upon the employee table. Replacing the literal 
expressions With “:v” is but one example of abstracting a 
query. Any suitable place holder can be used and in one 
embodiment, the literal sections are simply “marked o?‘" 
using some external method (e.g., recording the indices of 
the start and end characters of each literal section). Modi 
?cation table 208 tracks modi?cations or updates to the 
tables in database 120. Table 208 lists table from database 
102 and the time at Which the table Was last updated. Using 
the tables of cache 110, the caching intermediary can deter 
mine if valid results are cached for a particular query. If 
results are listed in table 204 for a received query, table 206 
is accessed to determine What tables the query is dependent 
upon. Table 208 is then accessed to determine When those 
tables Were last modi?ed. If the time of the last modi?cation 
is before the time the results Were obtained (table 204), the 
results are determined to be valid. 

[0044] Alistener component 128 is also provided to detect 
changes to data maintained by database 120. This compo 
nent provides the additional bene?t of being able to detect 
so-called backend updates to database 120 that do not pass 
through intermediary 108. For example, database 120 can be 
modi?ed by a database administrator or other entity not in 
communication With intermediary 108. Listener component 
128 can interface directly With the database at the database 
server to detect any backdoor updates that originate from 
beyond the reach or control of the caching intermediary. 

[0045] In accordance With one embodiment, invalidations 
of cached database results are based on actual changes to 
database data. Updates to the database trigger the invalida 
tion of cache entries Within a caching intermediary. A more 
ef?cient cache is provided by avoiding unnecessary invali 
dations of cached results, as inherent in time-based caches. 
Furthermore, invalidations based on changed data as deter 



US 2006/0271511Al 

mined from the database provides consistency between data 
in the cache and data in the cache and database. Moreover, 
the reliance on the database to analyze queries and deter 
mine dependency information avoids the limitations asso 
ciated With parsing queries submitted to a database for 
Which the underlying code and operation is not Well under 
stood. 

[0046] FIG. 3 is a simpli?ed block diagram depicting the 
communication How of a database caching system in accor 
dance With one embodiment. Application 104 (e.g., Appli 
cation A) at application server 102 communicates With 
caching intermediary 108 to access database 120, imple 
mented at database server 122. Application 104 issues query 
140 for execution by database 120. Query 140 is received at 
caching intermediary 108. When query 140 is received at the 
intermediary, the interface 112 accesses intermediary cache 
110 to determine if the intermediary is maintaining valid 
results for query 140, retrieved from the database in 
response to a previous request including query 140. 

[0047] Interface 112 accesses cache 110 as indicated at 
141 and determines Whether results for query 140 are 
currently maintained locally at the cache. If the results are 
currently storediin results table 204 for exampleithe 
intermediary accesses a dependency table 206 at cache 110 
to determine Which tables at the database queries of the 
received query’s structure are dependent upon. Table 208 is 
then accessed to determine the last time each table query 140 
is dependent upon Was last updated. The time the results 
stored in results table 204 Were obtained is compared With 
the last time each dependent table Was updated to determine 
Whether the cached results Were retrieved from the database 
after the last update to any dependent table of the query. If 
the results Were retrieved after the last update the cached 
results are returned as indicated at 138. 

[0048] If the results Were retrieved before the last update 
or if no results are maintained, the database is accessed to 
process query 140. Interface 112 abstracts the query by 
removing the literal expressions from the query string to 
create a query skeleton 142 having the structure of query 
140. After abstracting the query, intermediary interface 112 
passes the skeleton 142 to the native database interface 
Which forWards it to database 120. In one embodiment, 
interface 112 checks cache 110 ?rst to determine if the 
dependency analysis information for the abstracted query is 
already stored. If so, the abstracted query is not passed. 

[0049] If the query structure and dependencies of query 
140 are not already stored, interface 112 passes query 
structure 142 by calling a native analysis or tuning facility 
162 provided by database 120. The term native indicates that 
the facility or process called at the database is a process 
provided by and originating from the database itself, not 
caching intermediary 108. Databases typically provide vari 
ous functionality for performance analysis, tuning, and 
debugging, etc. Debugging facilities can provide informa 
tion to database administrators (DBAs) and developers 
about hoW a query Will be processed by the database. The 
facilities may analyZe a query structure and specify Which 
tables are accessed to process queries of that structure, hoW 
or in What order the tables are accessed, hoW the data from 
the tables are combined, and other types of information 
about hoW the database processes a query having the struc 
ture that Was passed When calling the analysis facility. These 
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facilities provide information to DBAs, etc. so that queries 
can be restructured or modi?ed to optimiZe processing at the 
database. In one embodiment for example, an OracleTM 
database provides a debugging facility commonly referred to 
as “EXPLAIN PLAN.” In response to a call to the 
“EXPLAIN PLAN” facility passing a selected query struc 
ture for analysis, the database Will analyZe hoW the database 
processes that particular query structure. 

[0050] When database 120 receives the abstracted query 
skeleton 142, it Will execute the facility called by the 
intermediary When passing the skeleton. After analyZing 
skeleton 142 to determine hoW queries having the particular 
structure are processed, intermediary interface 112 accesses 
the results in order to determine the tables upon Which 
queries of structure 142 are dependent. Different types of 
databases make these results available in different formats. 
For example, database 120 may create a table, ?le, or other 
data structure 150 With the results of its analysis and store it 
locally on disk 126, for example. Interface 112 can access 
the results from disk to determine the dependencies for 
query structure 142. An exemplary communication 144 from 
intermediary 112 to listener 128 instructing the listener to 
read results 150 from disk 126 is depicted in FIG. 3. After 
reading the data from disk 126, listener 128 provides the 
requested information to interface 112 as depicted by reply 
145. In other embodiments, a database may provide the data 
from an analysis by such a facility directly to the requesting 
application such as interface 112. 

[0051] Numerous types of analysis facilities are provided 
by databases that can be accessed in accordance With 
embodiments to determine query structures’ dependency 
information. Embodiments of the technology described 
herein are not limited to any particular analysis facility 
provided by any particular database. It is important to note 
that a cache in accordance With one embodiment can call a 
native database analysis facility Without having any prede 
termined knoWledge of the query or the database protocols 
to be able to parse the query itself. This enables the cache to 
be implemented transparently to both requesting applica 
tions and databases. Importantly, the cache does not parse 
the query received from the requesting application. This 
enables the cache to interface With databases having differ 
ent protocols, platforms, programming languages, and inter 
faces. Because the system calls a native facility at the 
database, it does not need to fully comprehend or be able to 
parse the queries it receives. The native database facility is 
relied upon for the required dependency analysis. 

[0052] It is also important to note that these native analysis 
facilities such as “EXPLAIN PLAN” are not intended or 

designed for use in caching operations as presently 
described. These facilities are typically provided for data 
base administrators to manually issue queries to the database 
to analyZe the performance of the database When executing 
a particular query. These tools are valuable to database 
administrators because they can design and restructure que 
ries to maximiZe ef?ciency and performance by the data 
base. By taking advantage of such facilities for caching 
query results, the complicated task of parsing queries is 
avoided While improving performance be reducing or elimi 
nating parsing errors. Because of their intended application, 
these analysis facilities typically provide large amounts of 
information in addition to indicating the tables the database 
accesses in response to a particular query structure. In one 
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embodiment, listener 128 ?lters the information received 
from the database in response to the query analysis to 
determine the tables accessed When executing the query. 

[0053] After receiving dependency information, interme 
diary 108 passes the actual query 140 to database 120. 
Database 120 executes the query and returns results 148. If 
intermediary 108 determines that query 140 is a read query 
(as can be determined from the query structure analysis), a 
neW entry is created in a dependency table listing skeleton 
142 (if an entry does not already exist) and the dependencies 
determined by the database analysis facility. Intermediary 
108 also creates an entry in results table 204 for query 140, 
specifying the query 140, the results of the query provided 
by database 120, and the time at Which the results Were 
obtained. FIG. 3 conceptually depicts an update 143 issued 
from interface 112 to cache 110 specifying the data to be 
stored in the results and dependency tables. Processing of 
the query is complete When results 148 are provided to 
application 104. It should be noted that the query and 
skeleton can be passed to the database in any order and the 
cache may determine the dependency information after 
receiving the actual query results. 

[0054] If intermediary 108 determines that query 140 is a 
Write query, it updates or creates an entry in a modi?cation 
table listing the tables effected by such a Write query and the 
time at Which the Write query modi?ed the tables. For 
example, if the Write query modi?es an employee table, and 
an entry already exists in modi?cation table 208 for this 
table, the time at Which that table is indicated to have last 
been modi?ed is updated to re?ect the neW modi?cation 
time. After updating or creating entries in the modi?cation 
table, an indication is returned to application 104 that the 
query has been successfully processed. 

[0055] In one embodiment, an entry is included in depen 
dency table 206 for Write query structures and the tables 
modi?ed by those Write query structures. A database ana 
lyZing a Write query structure Will provide information 
regarding the tables updated or modi?ed by that query 
structure. When a query is subsequently received, the depen 
dency table can be accessed to determine if dependency 
information for that query’s structure is already stored. If so, 
the actual query can be submitted to the database Without 
passing the query structure to the database to determine the 
dependent tables. When the results are received, the modi 
?cation table can be directly updated. In one embodiment, 
the dependency table indicates Whether a query is a Write or 
read query and thus, Whether the listed tables are modi?ed 
by the query or Whether the query is dependent upon those 
tables. 

[0056] In an alternate embodiment, entries in table 204 
affected by a Write query are directly invalidated instead of 
updating times of last modi?cation in table 208 that Will be 
used later to determine if cached results are still valid. For 
example, each entry from table 204 can be read and the 
results of any queries that are dependent upon an updated 
table immediately invalidated. In one embodiment, the 
tables each query listed in the results table 204 is dependent 
upon is determined from dependency table 206. Intermedi 
ary 108 invalidates any results from the results table that 
depend upon an updated table. While such embodiments are 
possible, e?iciency may decrease if numerous entries are 
listed in table 204. By maintaining a list of the last update 
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times for each table, better e?iciency can be achieved by 
invalidating results only When a subsequent query corre 
sponding to those results is received to avoid reading every 
entry from table 204 in response to any update to the 
database. 

[0057] FIG. 4 is a ?owchart of a method for processing 
the database queries and caching results thereof in accor 
dance With one embodiment. A caching system, such as 
intermediary 108 executing at application server 102, 
receives a query from an application at step 302. A results 
table is accessed at step 304 to determine Whether an entry 
exists for the received query. If results are not being main 
tained for the received query, the query is abstracted at step 
306 by removing any literal expressions or variable data. 

[0058] After abstracting the query, a dependency table 
maintained by the caching system is accessed at step 308 to 
determine if an entry exists for the structure of the abstracted 
query. If an entry exists, the tables the query is dependent 
upon (read query) or the tables the query modi?es (Write 
query) are determined at step 310. After determining the 
tables at step 310, the unabstracted query is passed to the 
database at step 312 for processing. After processing the 
query, the database returns the results to the cache. 

[0059] If the abstracted query structure is not stored in the 
dependency table, the abstracted query skeleton is passed to 
the database at step 314 by calling a native analysis facility 
provided by the database. The query is passed onto the 
database and the results received at step 316. The results of 
the abstracted query analysis by the database are accessed at 
step 318. From the results accessed at step 318 or step 310, 
the cache determines Whether the query Was a Write or read 
query at step 320. If the query is a read query, an entry is 
created in the dependency table at step 322 setting forth the 
query structure and the table(s) the structure is dependent 
upon. If an entry already exists as determined at step 308, 
step 322 is skipped. An entry is created in results table 204 
at step 324 listing the actual query and the results received 
from the database upon passing the query at step 312 or 316. 
These results are stored With an indication of the time they 
Were received to facilitate subsequent data validity determi 
nations. The results of the query are returned to the request 
ing application at step 326. 

[0060] Returning to step 320, if the received query is 
determined to be a Write query, an entry is created in the 
dependency table at step 328 setting forth the query structure 
and the table(s) queries of that structure modify. Any entries 
in modi?cation table 208 that correspond to tables affected 
by the received query are updated at step 330 to re?ect the 
time of the latest update by the query. If no entry or entries 
exists in table 208 for the table(s) updated by the received 
query, neW entries are created. After updating and/or creat 
ing the entries at step 330, a response is returned to the 
requesting application at step 332 indicating that the query 
has been successfully processed. 

[0061] If it is determined at step 304 that an entry in results 
table 204 for the received query already exists, table 206 is 
accessed at step 334 to determine What tables the query is 
dependent upon after abstracting the query. After determin 
ing the dependent tables, modi?cation table 208 is accessed 
at step 336 to determine the last time each dependent table 
Was last updated. If any dependent table Was updated after 
the time of retrieval for the query results as re?ected in the 
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time stamp at the results table, the results are determined to 
be invalid at step 338. The actual query is then passed to the 
database at step 340 and the results of the query received. 
Results table 204 is updated at step 342 to re?ect the neW 
results for the query that Were received from the database. 
The cache also adjusts the time for the query in the results 
table to re?ect the time the neW results Were retrieved. 

[0062] The results of the query are returned to the request 
ing application at step 344 from the cache after determining 
that the query results are valid at step 336. Otherwise, the 
results received at step 338 from the database are returned at 
step 344. 

Database Listener 

[0063] FIG. 2 illustrates the detection of updates to a 
database directly by a caching intermediary in response to a 
received query and structural analysis provided by the 
database for the query. It is also possible for updates to a 
database to be made Without a caching intermediary detect 
ing them. For example, an application accessing the data 
base from a location outside of application server 102 may 
send queries that do not pass through the caching interme 
diary. Other applications implemented on different applica 
tion servers With their oWn communication links to database 
server 122 may send updates that do not pass through the 
intermediary. Database administrators or other users may 
directly modify the database through an administration 
interface provided by the database. Such updates may be 
referred to generally as backend updates. 

[0064] FIG. 5 illustrates a backend update 166 to database 
120 originating from an entity beyond application server 
102. Update 166 is received directly at database server 120 
and does not pass through the caching intermediary 108 at 
application server 102. Although a backend update is 
described for exemplary purposes, it is noted that updates 
that pass through the caching intermediary may also be 
detected through the hereinafter explained techniques, in 
addition to being directly detected by the intermediary. 

[0065] As understood by those of ordinary skill in the art, 
databases typically maintain portions of user data in local 
memory for performance considerations. Databases may 
aggregate updates to the database over a period of time and 
Write them all to disk at once in the background When it has 
ample bandWidth and resources to do so. Databases typically 
maintain a log or other identi?cation re?ecting all updates to 
the database in order to track the updates that have propa 
gated to disk and those that are currently only maintained in 
local memory. A query that updates one or more tables in 
database 120 can be processed, and the updated results 
maintained in a memory local to the database such as a 
softWare memory or a fast volatile memory such as RAM. 
Subsequently received queries that reference this data before 
it is Written to the database tables in non-volatile memory are 
processed using the updated data in local memory. Database 
120 may accumulate numerous updates to the database from 
various queries before Writing updated data to the tables or 
other data structures stored on disk 126 or other non-volatile 

memory. 

[0066] The log maintained by a database, often referred to 
as a transaction log, is continuously updated and Written to 
a non-volatile memory such as disk 126. If poWer loss 
occurs, causing data maintained in local memory at the 
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database to be lost, the transaction log enables the database 
to “replay” any lost transactions to recover data not Written 
to disk before the poWer loss. Upon reboot, the database can 
read the transaction log, compare it With the data stored on 
disk, and if any updates re?ected in the log have not yet 
propagated to disk, update the appropriate tables on disk in 
accordance With the information in the transaction log. 

[0067] In FIG. 5, a transaction log 152 is maintained by 
database 120 and stored on disk 126. Listener 128 can utiliZe 
this transaction log to detect all changes to database 120 
regardless of origin. When database 120 receives a query, 
such as query 166, specifying an update to one or more 
tables, the database calls the operating system to Write 
information relating to the query to the transaction log 152 
at disk 126. Database 120 causes the transaction log to be 
updated, in addition to making the changes speci?ed by the 
query in local memory. Listener 128 can access the updated 
transaction log 152 on disk 126 to determine if changes Were 
made to database data. When listener 128 detects an update 
to the database, it noti?es caching intermediary 108 that an 
update has been made as shoWn by communication 188. The 
intermediary can update a modi?cation table to re?ect the 
time at Which the tables corresponding to any previously 
listed entries Were updated, and to add neW entries and 
modi?cation times for any updated tables not already listed. 
In one embodiment Where cached results are invalidated 
immediately upon detecting an update and a table such as 
table 208 is not used, intermediary 108 can update a results 
table 204 by invalidating or deleting those entries dependent 
upon an updated table. 

[0068] FIG. 6 is a ?oWchart depicting one embodiment 
for updating a cache based on detecting changes to data at 
the database. In FIG. 6, a database server-side component 
monitors changes to a database transaction log to detect and 
report changes to database data to a caching intermediary 
remote from the database server. 

[0069] A transaction log or other indication of transac 
tional updates to the database is accessed at step 352. A 
server-side listener component 128 reads the transaction log 
and at step 354 compares the most recent data from the 
transaction log With data read from a previous version of the 
transaction log. If the listener detects changes to the trans 
action log, it makes a determination at step 356 that the 
database data has been modi?ed. If no changes to the 
transaction log are detected, the listener determines that the 
database data has not been modi?ed. In one embodiment, 
selected tables of the database are monitored While others 
are ignored. Listener 128 can be con?gured to determine that 
a change to monitored database data has occurred When a 
change to the transaction by re?ecting an update to one of 
the monitored tables if detected. In one embodiment, listener 
128 detects all changes to the log and database but only 
reports changes to speci?ed tables. 

[0070] When an update to database data, or an update to 
selectively monitored data is detected, the listener formu 
lates an update to be sent to the caching intermediary at the 
application server. An update is sent to the caching inter 
mediary at the application server at step 358. The interme 
diary Will update its local cache results and tables at step 360 
to re?ect the changes to the database. For example, an 
indication of the time a table Was last modi?ed as maintained 
in a modi?cation table 208 can be updated to re?ect the time 
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of this latest update. After the local cache is updated, the 
caching intermediary can optionally send a reply at step 362 
to the listener indicating that the necessary updates have 
been completed. After receiving the success response at step 
362 or determining that no monitored tables have been 
updated at step 356, the listener Will read the transaction log 
again at step 352 to determine if more updates have been 
made. In one embodiment, a delay is implemented before 
accessing the transaction log again at step 352. Additionally, 
the listener may not Wait for a success response from the 
cache before accessing the transaction log again after send 
ing an update at step 358. 

[0071] In one exemplary embodiment, listener 128 is 
con?gured as a debugger for a native facility or process 
associated With database 120. As a debugger for a process 
executed by the database, listener 128, via an operating 
system 124, can gain access to and control operations 
performed by database 120. 

[0072] Databases typically provide a facility or process 
that is responsible for Writing data to transaction log 152 in 
accordance With updates to the database. This type of facility 
is commonly referred to as a log Writer process for the 
database. By disguising itself as a debugger for a database’s 
log Writer process, listener 128 can be noti?ed When trans 
action log 152 is updated, access the transaction log or 
information stored therein, and notify the cache of any 
relevant updates. 

[0073] Referring again to FIG. 5, the exemplary embodi 
ment presented therein includes a listener 128 con?gured as 
a debugger for a native log Writer process 154 of database 
120. Listener 128 attaches itself to the database through log 
Writer 154 in such a manner to be noti?ed of successful Write 
operations to disk 126 that update or create transaction log 
152. 

[0074] Database 120 receives query 166, specifying an 
update to one or more tables of the database. The database 
initially updates any data it is storing in local memory to 
re?ect the changes made by query 166. Database 120 also 
updates any copy of transaction log 152 it is maintaining in 
local memory to re?ect the updates. 

[0075] Log Writer process 154 is responsible for updating 
and Writing transaction log 152 to disk 126 When updates to 
the database are made. Database 120, via logWriter process 
154, sends a Write command 182 to update the ?le for 
transaction log 152 stored on disk 126 in order to re?ect the 
updates made by query 166. Write command 182 is received 
by operating system 124, Which forWards the Write com 
mand 182 to disk 126, typically via a disk driver (?le 
system) for the disk. When disk 126 has successfully Written 
the data for transaction log 152, it sends a response 184 to 
operating system 124 indicating that the data Was success 
fully Written. 

[0076] As a debugger for log Writer process 154, listener 
128 instructs operating system 124 to notify it When updates 
are made to transaction log 152 by log Writer process 154. 
In FIG. 5, listener 128 is con?gured to be noti?ed When 
operating system 124 receives a Write request for transaction 
log 152 from log Writer process 154. When operating system 
124 receives Write request 182, it noti?es listener 128 at 186 
that a Write request for the transaction log has been received. 
Operating system 124 passes the neW or updated data 
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Written to transaction log 152 in response to update 166 to 
listener 128, as indicated at 186. In another embodiment, the 
operating system passes the full transaction log to listener 
128. Listener 128 parses the information received from 
operating system 124 to determine the nature of the database 
changes. If the listener determines that the updates made by 
query 166 e?fect one or more tables of database 120 that it 
is con?gured to monitor, a noti?cation 188 is provided to 
caching intermediary 108 so that it can invalidate any query 
results that are dependent on the updated table(s). In one 
embodiment, the intermediary updates information main 
tained locally to indicate the time at Which the tables Were 
modi?ed, by modifying or creating neW entries in a modi 
?cation table such as table 208. In one embodiment, listener 
128 is con?gured to be noti?ed When a Write operation for 
transaction log 152 has been successfully completed. When 
operating system 124 receives the success response from 
disk 126, it can notify listener 128 at 186 that a successful 
Write operation to the transaction log has been completed. 

[0077] When operating system 124 receives success 
response 184 from disk 126, it Will also reply to database 
120 With success response 190 informing it that the trans 
action log Was successfully updated. Log Writer process 154 
receives response 190 and can issue a response to the 
requesting application that its update Was successfully pro 
cessed. 

[0078] It is possible in a con?guration like that of FIG. 5 
that an update from listener 128 to intermediary 108 may not 
be processed in su?icient time to avoid returning old or no 
longer valid data to requesting applications. Typically, data 
bases Will temporarily stop processing updates to database 
data While the transaction log is Writing the log to disk. 
Databases my further refrain from responding to read que 
ries With updated data until that data has been successfully 
Written to the log ?le maintained in non-volatile memory. 
This avoids data inconsistencies should the data in local 
memory be lost after it has been provided in response to a 
read request but before it is Written to non-volatile memory. 
Log Writer process 154 can pause database 120 from further 
Write and/or read query processing While it is Writing the 
transaction log. When success response 190 is received, log 
Writer process 154 knoWs the updated data for the database 
is noW maintained in non-volatile memory. Accordingly, the 
log Writer process Will free the database 120 to continue 
processing queries. 

[0079] Consider a situation Where listener 128 and data 
base 120 receive responses 186 and 190, respectively, at the 
same time. Log Writer process 154 Will process success 
response 190 and then release the database to use and 
respond With the neWly updated data as Well as process neW 
queries. When intermediary 108 receives update 188 from 
listener 128, it updates its cached data as required to 
invalidate any e?‘ected result entries in results table 204. If 
the intermediary updates its records after database 120 is 
released to begin responding and using the neW data from 
query 166, intermediary 108 may return old data in response 
to a query. Imagine that a read query is received by inter 
mediary 108 after database 120 is released to use and 
respond With the neW data from query 166, but before the 
intermediary updates its records to re?ect that the relevant 
old entries are no longer valid. The intermediary may return 


















