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BAYESIAN CONDITIONAL RANDOM FIELDS 

TECHNICAL FIELD 

[0001] The present application relates to machine leam 
ing, and more speci?cally, to learning With Bayesian con 
ditional random ?elds. 

BACKGROUND 

[0002] Markov random ?elds (“MRFs”) have been Widely 
used to model spatial distributions such as those arising in 
image analysis. For example, patches or fragments of an 
image may be labeled With a label y based on the observed 
data X of the patch. MRFs model the joint distribution, i.e., 
p(y,X), over both the observed image data X and the image 
fragment labels y. HoWever, if the ultimate goal is to obtain 
the conditional distribution of the image fragment labels 
given the observed image data, i.e., p(y]X), then conditional 
random ?elds (“CRFs”) may model the conditional distri 
bution directly. Conditional on the observed data X, the 
distribution of the labels y may be described by an undi 
rected graph. From the Hammersley-Clifford Theorem and 
provided that the conditional probability of the labels y 
given the observed data X is greater than 0, then the 
distribution of the probability of the labels given the 
observed data may factoriZe according to the folloWing 
equation: 

1 (1) 
my m = max) 

[0003] The product of the above equation runs over all 
connected subsets c of nodes in the graph, With correspond 
ing label variables denoted yo, and a normaliZation constant 
denoted Z(X) Which is often called the partition function. In 
many instances, it may be intractable to evaluate the parti 
tion function Z(X) since it involves a summation over all 
possible states of the labels y. To make the partition function 
tractable, learning in conditional random ?elds has typically 
been based on a maXimum likelihood approXimation. 

SUMMARY 

[0004] The folloWing presents a simpli?ed summary of the 
disclosure in order to provide a basic understanding to the 
reader. This summary is not an eXhaustive or limiting 
overvieW of the disclosure. The summary is not provided to 
identify key and/or critical elements of the invention, delin 
eate the scope of the invention, or limit the scope of the 
invention in any Way. Its sole purpose is to present some of 
the concepts disclosed in a simpli?ed form, as an introduc 
tion to the more detailed description that is presented later. 

[0005] Conditional random ?elds model the probability 
distribution over the labels given the observational data, but 
do not model the distribution over the different features or 
observed data. A MaXimum Likelihood implementation of a 
conditional random ?eld provides a single solution, or a 
unique parameter value that best eXplains the observed data. 
On the other hand, the single solution of MaXimum Likeli 
hood algorithms may have singularities, i.e., the probability 
may be in?nite, and/or the data may be over-?t such as by 
modeling not only the transient data but also particularities 
of the training set data. 
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[0006] A Bayesian approach to training in conditional 
random ?elds de?nes a prior distribution over the modeling 
parameters of interest. These prior distributions may be used 
in conjunction With the likelihood of given training data to 
generate an approXimate posterior distribution over the 
parameters. Automatic relevance determination (ARD) may 
be integrated in the training to automatically select relevant 
features of the training data. The posterior distribution over 
the parameters based on the training data and the prior 
distributions over parameters form a training model. Using 
the developed training model, a given image may be evalu 
ated by integrating over the posterior distribution over 
parameters to obtain a marginal probability distribution over 
the labels given that observational data. 

[0007] More particularly, observed data, such as a digital 
image, may be fragmented to form a training data set of 
observational data. The fragments may be at least a portion 
of and possibly all of an image in the set of observational 
data. A neighborhood graph may be formed as a plurality of 
connected nodes, Which each node representing a fragment. 
Relevant features of the training data may be detected and/or 
determined in each fragment. Local node features of a single 
node may be determined and interaction features of multiple 
nodes may be determined. Features of the observed data may 
be piXel values of the image, contrast betWeen piXels, 
brightness of the piXels, edge detection in the image, direc 
tion/ orientation of the feature, length of the feature, distance/ 
relative orientation of the feature relative to another feature, 
and the like. The relevance of features of an image fragment 
may be automatically determined through automatic rel 
evance determination (ARD). 

[0008] The labels associated With each fragment node of 
the training data set are knoWn, and presented to a training 
engine With the associated training data set of the training 
images. Using a Bayesian conditional random ?eld, the 
training engine may develop a posterior probability of 
modeling parameters, Which may be used to develop a 
training model to determine a posterior probability of the 
labels y given the observed data set X. The training model 
may be used to predict a label probability distribution for a 
fragment of the observed data Xi in a test image to be labeled. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0009] The foregoing aspects and many of the attendant 
advantages of this invention Will become more readily 
appreciated as the same become better understood by ref 
erence to the folloWing detailed description, When taken in 
conjunction With the accompanying draWings, Wherein: 

[0010] FIG. 1 is an eXample computing system for imple 
menting a labeling system of FIG. 2; 

[0011] FIG. 2 is a data?oW diagram of an eXample label 
ing system for implementing Bayesian Conditional Random 
Fields; 
[0012] FIG. 3 is a How chart of an eXample method of 
implementing Bayesian Conditional Random Fields of FIG. 
2; 
[0013] FIG. 4 is a How chart of an eXample method of 
training Bayesian Conditional Random Fields of FIG. 3 
using variational inference; 

[0014] FIG. 5 is a How chart of an eXample method of 
training Bayesian Conditional Random Fields of FIG. 3 
using eXpectation propagation; 



US 2006/0115145 A1 

[0015] FIG. 6 is a How chart of an example method of 
predicting labels using Bayesian Conditional Random Fields 
of FIG. 3 using iterated conditional modes; and 

[0016] FIG. 7 is a How chart of another example method 
of predicting labels using Bayesian Conditional Random 
Fields of FIG. 3 using loopy max product. 

DETAILED DESCRIPTION 

Exemplary Operating Environment 

[0017] FIG. 1 and the folloWing discussion are intended to 
provide a brief, general description of a suitable computing 
environment in Which a labeling system using Bayesian 
conditional random ?elds may be implemented. The oper 
ating environment of FIG. 1 is only one example of a 
suitable operating environment and is not intended to sug 
gest any limitation as to the scope of use or functionality of 
the operating environment. Other Well knoWn computing 
systems, environments, and/or con?gurations that may be 
suitable for use With a labeling system using Bayesian 
conditional random ?elds described herein include, but are 
not limited to, personal computers, server computers, hand 
held or laptop devices, multiprocessor systems, micro-pro 
cessor based systems, programmable consumer electronics, 
network personal computers, mini computers, mainframe 
computers, distributed computing environments that include 
any of the above systems or devices, and the like. 

[0018] Although not required, the labeling system using 
Bayesian conditional random ?elds Will be described in the 
general context of computer-executable instructions, such as 
program modules, being executed by one or more computers 
or other devices. Generally, program modules include rou 
tines, programs, objects, components, data structures, etc., 
that perform particular tasks or implement particular abstract 
data types. Typically, the functionality of the program mod 
ules may be combined or distributed as desired in various 
environments. 

[0019] With reference to FIG. 1, an exemplary system for 
implementing the labeling system using Bayesian condi 
tional random ?elds includes a computing device, such as 
computing device 100. In its most basic con?guration, 
computing device 100 typically includes at least one pro 
cessing unit 102 and memory 104. Depending on the exact 
con?guration and type of computing device, memory 104 
may be volatile (such as RAM), non-volatile (such as ROM, 
?ash memory, etc.) or some combination of the tWo. This 
most basic con?guration is illustrated in FIG. 1 by dashed 
line 106. Additionally, device 100 may also have additional 
features and/or functionality. For example, device 100 may 
also include additional storage (e.g., removable and/or non 
removable) including, but not limited to, magnetic or optical 
disks or tape. Such additional storage is illustrated in FIG. 
1 by removable storage 108 and non-removable storage 110. 
Computer storage media includes volatile and nonvolatile, 
removable and non-removable media implemented in any 
method or technology for storage of information such as 
computer readable instructions, data structures, program 
modules, or other data. Memory 104, removable storage 
108, and non-removable storage 110 are all examples of 
computer storage media. Computer storage media includes, 
but is not limited to, RAM, ROM, EEPROM, ?ash memory 
or other memory technology, CD-ROM, digital versatile 
disks (DVDs) or other optical storage, magnetic cassettes, 
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magnetic tape, magnetic disk storage or other magnetic 
storage devices, or any other medium Which can be used to 
store the desired information and Which can be accessed by 
device 100. Any such computer storage media may be part 
of device 100. 

[0020] Device 100 may also contain communication con 
nection(s) 112 that alloW the device 100 to communicate 
With other devices. Communications connection(s) 112 is an 
example of communication media. Communication media 
typically embodies computer readable instructions, data 
structures, program modules or other data in a modulated 
data signal such as a carrier Wave or other transport mecha 
nism and includes any information delivery media. The term 
‘modulated data signal’ means a signal that has one or more 
of its characteristics set or changed in such a manner as to 
encode information in the signal. By Way of example, and 
not limitation, communication media includes Wired media 
such as a Wired netWork or direct-Wired connection, and 
Wireless media such as acoustic, radio frequency, infrared, 
and other Wireless media. The term computer readable 
media as used herein includes both storage media and 
communication media. 

[0021] Device 100 may also have input device(s) 114 such 
as keyboard, mouse, pen, voice input device, touch input 
device, and/or any other input device. Output device(s) 116 
such as display, speakers, printer, and/or any other output 
device may also be included. 

[0022] FIG. 2 illustrates a labeling system 200 for imple 
menting Bayesian conditional random ?elds Within the 
computing environment of FIG. 1. Labeling system 200 
comprises a training engine 220 and a label predictor 222. 
The training engine 220 may receive training data 202 and 
their corresponding training labels 204 to generate a training 
model 206. A label predictor 222 may use the generated 
training model 206 to predict test data labels 214 for 
observed test data 212. Although FIG. 2 shoWs the training 
engine 220 and the label predictor 222 in the same labeling 
system 200, they may be supported by separate computing 
devices 100 of FIG. 1. 

[0023] The training data 202 may be one or more digital 
images, and each training image may be fragmented into one 
or more fragments or patches. The training labels 204 
identify the appropriate label or descriptor for each training 
image fragment in the training data 202. The available 
training labels identify the class or category of a fragment or 
a group of fragments. For example, the training data may 
include digital images of objects alone, in context, and/or in 
combination With other objects, and the associated labels 
204 may identify particular fragments of the images, such as 
each object in the image, as man-made or natural, e.g., a tree 
may be natural and a farm house may be man-made. It is to 
be appreciated that any type of data having a suitable amount 
of spatial structure and/ or label may be used as training data 
202 and/or training label 204 as appropriate for the resulting 
training model 206 Which may be used to predict label 
distributions 214 for test data 212. Other examples of 
suitable training data may include a set of digital ink strokes 
or draWing forming text and/or draWings, images of faces, 
images of vehicles, text, and the like. An image of digital ink 
strokes may include the stroke information captured by the 
pen tablet softWare or hardWare. The labels associated With 
the data may be any suitable labels to be associated With the 
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data, and may include, Without limitation, character text 
and/or symbol identi?ers, organization chart box and/or 
connector identi?ers, friend and foe identi?ers, object iden 
ti?ers, and the like. The test data 212 may be of the same 
type of image or different type of image than the training 
data 202, hoWever, the test data labels 214 are selected from 
the available training labels 204. Although the folloWing 
description is made With reference to test images illustrating 
objects Which may be labeled man-made or natural, it is to 
be appreciated that the test data and/or associated labels for 
the test data may be any suitable data and/or label as 
appropriate, and that the labels may include tWo or more 
labels. 

[0024] One example method 300 of generating and using 
the training model 206 of FIG. 2 is illustrated in FIG. 3 With 
reference to the example labeling system of FIG. 2. Initially, 
the training data 202 may be received 302, such as by the 
training engine 220. The training data may be formatted 
and/or modi?ed as appropriate for use by the training 
engine. For example, a draWing may be digitiZed. 

[0025] The training data 202 may be fragmented 304 using 
any suitable method, Which may be application speci?c. For 
example, With respect to digital ink, the ink strokes may be 
divided into simpler components based on line segments 
Which may be straight to Within a given tolerance, single 
dots of ink, pixels, arcs or other objects. In one example, the 
choice of fragments as approximately straight line segments 
may be selected by applying a recursive algorithm Which 
may break a stroke at the point of maximum deviation from 
a straight line betWeen the end-points, and may stop recurs 
ing and form a fragment When the deviation is less than 
some tolerance. Another example of image fragments may 
be spatially distributed patches of the image, Which may be 
co-extensive or spaced. Moreover, the image fragments may 
be of the same shape and/ or siZe, or may differ as suitable to 
the fragments selected. 

[0026] Based upon the fragments of each training image, 
a neighborhood, undirected graph for each image maybe 
constructed 306 using any suitable method. In some cases, 
the graphs of several images may have the same or similar 
structure; hoWever, each graph associated With each image 
is independent of the graphs of the other images in the 
training data. For example, a node for each fragment of the 
training image may be constructed, and edges added 
betWeen the nodes Whose relation is to be modeled in the 
training model 206. Example criteria for edge creation 
betWeen nodes may include connecting a node to a prede 
termined number of neighboring nodes based on shortest 
spatial distance, co-extensive edges or vertices of image 
fragments, and the like; connecting a node to other nodes 
lying Within a predetermined distance; and/or connecting a 
node to all other nodes; and the like. In this manner, each 
node may indicate a fragment to be classi?ed by the labels 
y, and the edges betWeen nodes may indicate dependencies 
betWeen the labels of pairWise nodes connected by an edge. 

[0027] A clique may be de?ned as a set of nodes Which 
form a subgraph that is complete, i.e., fully connected by 
edges, and maximal, i.e., no more nodes can be added 
Without losing completeness. For example, a clique may not 
exist as a subset of another clique. In an acyclic graph (i.e., 
a tree), the cliques may comprise the pairs of nodes con 
nected by edges, and any individual isolated nodes not 
connected to anything. 
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[0028] In some cases, the neighborhood graph may be 
triangulated. For example, edges may be added to the graph 
such that every cycle of length more than three has a chord. 
Triangulation is discussed further in Castillo et al., “Expert 
Systems and Probabilistic NetWork Models,” 1997, 
Springer, ISBN: 0-387-94858-9 Which is incorporated by 
reference herein. 

[0029] In conditional random ?elds, each label yi is con 
ditioned on the Whole of the observation data x. The global 
conditioning of the labels alloWs ?exible features that may 
capture long-distance dependencies betWeen nodes, arbi 
trary correlation, and any suitable aspect of the image data. 

[0030] One or more site features of each node of the test 
data 202 may be computed 308. Features of the node may be 
one or more characteristics for the test data fragment that 
distinguish the fragments from each other and/or discrimi 
nate betWeen the available labels for each fragment. The site 
features may be based on observations in a local neighbor 
hood, or alternatively may be dependent on global properties 
of all observed image data x. For example, the site features 
of an image may include pixel values of the image fragment, 
contrast values of the image fragment, brightness of the 
image fragment, detected edges in the fragment, direction/ 
orientation of the feature, length of the feature, and the like. 

[0031] In one example, the site features may be computed 
With a site feature function. Site features Which are local 
independent features may be indicated as a ?xed, non-linear 
function dependent on the test image data x, and may be 
indicated as a site function vector hi(x), Where i indicates the 
node. The site feature function may be applied to the training 
data x to determine the feature(s) of a fragment i. A site 
feature function h may be chosen for each node to determine 
features Which help determine the label y for that fragment, 
e.g., edges in the image may indicate a man-made or natural 
object. 

[0032] One or more interaction features of each connec 
tion edge of the graph betWeen pairWise nodes of the test 
data 202 may be computed 310. Interaction features of an 
edge may be one or more characteristics based on both nodes 
and/or global properties of the observed data x. The inter 
action features may indicate a correlation betWeen the labels 
for the pairWise nodes. For example, the interaction feature 
of an image may include relative pixel values, relative 
contrast values, relative brightness, distance/relative orien 
tation of a site feature of one node relative to another site 
feature of another pairWise node, connection and/or con 
tinuation of a site feature of one node to a pairWise node, 
relative temporal creation of a site feature of a node relative 
to another pairWise node, and the like. The site and/or 
interaction features may be at least a portion of the test data 
image or may be function of the test data. 

[0033] In one example, the interaction features may be 
computed With an interaction feature function. Interaction 
features betWeen a pair of nodes may be indicated as a ?xed, 
non-linear function dependent on the test image data x, and 
may be indicated as an interaction function vector uiJ-(x), 
Where i and j indicate the nodes being paired. The interaction 
feature function may be applied to the training image data x 
to determine the feature(s) of an edge connecting the pair 
Wise nodes. Although the description beloW is directed to 
pairing tWo nodes (i.e., i and j), it is to be appreciated that 
tWo or more nodes may be paired or connected to indicate 
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interaction between the nodes. An interaction feature func 
tion u. may be chosen for each edge of the graph connecting 
nodes i and j to determine features Which help determine the 
label y for that pairwise connection may extend from one 
fragment to another Which may lead to a strong correlation 
betWeen the labels of the nodes; and/or neighboring nodes 
having similar site features, then their labels may also be 
similar. 

[0034] The h and p. functions may be any appropriate 
function of the training data and the training data. For 
example, the intensity gradient may be computed at each 
pixel in each fragment. These gradient values may be 
accumulated into a Weighted histogram. The histogram may 
be smoothed, and a number of top peaks may be determined, 
such as the top tWo peaks. The location of the top peak and 
the difference to the second top peak, both being angles 
measured in radians, may become elements of the site 
feature function h. More particularly, this may ?nd the 
dominant edges in a fragment. If these edges are nearly 
horizontal or nearly vertical and/ or roughly square angles to 
each other in the fragment, then these features may be 
indicative of a man-made object in the fragment. The 
interaction feature function u. may be a concatenation of the 
site features of the pairWise nodes i and j. This may reveal 
Whether or not the pairWise nodes exhibit the same direction 
in their dominant edges, such as arising from an edge of a 
roof that extends over multiple fragments. If either the 
function h or the function u. is linear, an arbitrary non 
linearity may be added. Since the local feature vector 
function hi and pairWise feature vector function uij may be 
?xed, i.e., the functions may not depend on any other 
parameters other than the observed image data x, the param 
eteriZed models of the association potential and the interac 
tion potential may be restricted to a linear combination of 
?xed basis functions. 

[0035] In one example, a site feature function may be 
selected as part of the learning process and a training model 
may be determined and tested to determine if the selected 
function is appropriate. In another example, the candidate 
set of functions may be a set of different types of edge 
detectors Which have different scales, different orientation, 
and the like; in this manner, the scale/ orientation may help 
select a suitable site feature function. Alternatively, heuris 
tics or any other appropriate method may be used to select 
the appropriate site feature function h and/or the interaction 
feature function u. As noted above, each element of the site 
feature function vector and h and the interaction feature 
function vector p. represents a particular function, Which may 
be the same as or different from other functions With each 
function vector. Automatic relevance detection, as discussed 
further beloW, may be used to select the elements of the site 
feature function h and/or the interaction feature function u. 
from a candidate set of feature functions Which are relevant 
to training the training model. 

[0036] The determined site features hi(x) of each node i 
and the determined interaction features uiJ-(x) of each edge 
connecting nodes i and j may be used to train 312 the 
training model 206 if the image data is training data 202 and 
the training labels 204 are knoWn for each node. If the labels 
for the features of each are not knoWn, then a developed 
training model may be used 314 to generate label probability 
distributions for the nodes of the test image data. Training 
312 the training model is described further With reference to 
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FIGS. 4 and 5, and using 314 the training model is 
described further With reference to FIG. 6. 

[0037] The site features may be used to apply a classi?er 
independently to each node i and assign a label probability. 
In a conditional random ?eld With no interactions betWeen 
the nodes, the conditional label probability may be devel 
oped using the folloWing equation: 

1 Z 
pot-w. w) = mw-wTht-w ( ) 

[0038] Here the site feature vector hi is Weighted by the 
site modeling parameter vector W, and then fed through a 
non-linearity function II’ and normaliZed to sum to 1 With a 
partition function Z(W). The non-linearity function II’ may 
be any appropriate function such as an exponential to obtain 
a logistic classi?er, a probit function Which is the cumulative 
distribution of a Gaussian, and the like. 

[0039] HoWever, image fragments may be similar to one 
another, and accordingly, contextual information may be 
used, i.e., the edges indicating a correlation or dependency 
betWeen the labels of pairWise nodes may be considered. For 
example, if a ?rst node has a particular label, a neighboring 
node and/ or node Which contains a continuation of a feature 
from the ?rst node may have the same label as the ?rst node. 
In this manner, the spatial relationships of the nodes may be 
captured. To capture the spatial relationships, a joint proba 
bilistic model may be used so the grouping and label of one 
node may be dependent on the grouping and labeling of the 
rest of the graph. 

[0040] The Hammersley-Clilford theorem shoWs that the 
conditional random ?eld conditional distribution p(y]x) can 
be Written as a normaliZed product of potential functions on 
complete sub-graphs of the graph of nodes. To capture the 
pairWise dependencies along With the independent site clas 
si?cation, tWo types of potentials may be used: a site 
association potential A(yi,x;W) Which measures the compat 
ibility of a label With the image fragment, and an interaction 
potential I(yiJ-,x;v) Which measures the compatibility 
betWeen labels of pairWise nodes. The interaction modeling 
parameter vector v, like the site modeling parameter vector 
W, Weights the observed image data x, i.e., the interaction 
feature vector uiJ-(x). A high positive value for Wi or vi may 
indicate that the associated feature (site feature hi or inter 
action feature ui, respectively) has a high positive in?uence. 
Conversely, a value of Zero for Wi or vi may indicate that the 
associated feature site feature hi or interaction feature ui is 
irrelevant to the site association or interaction potential, 
respectively. 

[0041] An association potential A for a particular node 
may be constructed based on the label for a particular node, 
image data x of the entire image, and the site modeling 
parameter vector W. The association potential may be indi 
cated as A(yi,x) Where yi is the label for a particular node i 
and x is the training image data. In this manner, the asso 
ciation potential may model the label for one fragment based 
upon the features for all fragments. 

[0042] An interaction potential may be constructed based 
on the labels of tWo or more associated nodes and image data 
for the entire image. Although the folloWing description is 
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With reference to interaction potentials based on tWo pair 
Wise nodes, however, it is to be appreciated that tWo or more 
nodes may be used as a basis for the interaction potential, 
although there may be an increase in complexity of the 
notation and computation. The interaction potential I may be 
indicated as I(yi,yJ-,x) Where yi is the label for a ?rst node i, 
yJ- is the label for a second node j, and x is the training data. 
In some cases, it may appropriate to assume that the model 
is homogeneous and isotropic, i.e., that the association 
potential and the interaction potential are taken to be inde 
pendent of the indices i and j. 

[0043] A functional form of conditional random ?elds may 
use the site association potential and the interaction potential 
to determine the conditional probability of a label given 
observed image data p(y]x). For example, the conditional 
distribution of the labels given the observed data may be 
Written as: 

PUIX) = HAW, 10]] H101, y.» x) (3) 
i j 

i 

Where the parameter i indicates each node, and the parameter 
j indicates the pairWise or connected hidden node indices 
corresponding to the paired nodes of i and j in the undirected 
graph. The function Z is a normalization constant knoWn as 
the partition function, similar to that described above. 

[0044] The site association and interaction potentials may 
be parameteriZed With the Weighting parameters W and v 
discussed above. The site association potential may be 
parameteriZed as a function: 

A(y;,x)=‘IJ(y;WTh;(x)) (4) 

Where hi(x) is a vector of features determined by the function 
h based on the training image data x. The basis or site feature 
function h may alloW the classi?cation boundary to be 
non-linear in the original features. The parameter yi is the 
knoWn training label for the node i, and W is the site 
modeling parameter vector. As in generaliZed linear models, 
the function II’ can be a logistic function, a probit function, 
or any suitable function. In one example, the non-linear 
function II’ may be constructed as a logistic function leading 
to a site association potential of: 

A(y;,x)=@XPI1HO(y;WTh;(x))I (5) 

Where o(.) is a logistic sigmoid function, and the site 
modeling parameter vector W is an adjustable parameter of 
the model to be determined during learning. The logistic 
sigmoid function (I is de?ned by: 

1 (6) 

[0045] The interaction potential may be parameteriZed as 
a function: 

[0046] Where uiJ-(x) is a vector of features determined by 
the interaction function based on the training image data x; 
yi is the knoWn training label for the node i; yJ- is the knoWn 
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training label for the node j; and the interaction modeling 
parameter vector v is an adjustable parameter of the model 
to be determined in training. 

[0047] In some cases, it may be appropriate to de?ne the 
site association potential A and/ or to the interaction potential 
I to admit the possibility of errors in labels and/or measure 
ments. Accordingly, a labeling error rate 6 may be included 
in the site association potential and/ or the interaction poten 
tial I. In this manner, the site association potential may be 
constructed as: 

A(y;,x)=(1—<)‘IJ1(y;WTh;(x))+<(1—‘IJ1(y;WTh;(x))) (8) 

Where W is the site modeling parameter vector, and lI'1(y) is 
the cumulative distribution for a Gaussian With mean of Zero 
and a variance of '52. The parameter e is the labeling error 
rate and h(x) is the feature extracted at site i of the condi 
tional random ?eld. In some cases, it may be appropriate to 
place no restrictions on the relation betWeen features hi(x) 
and hJ-(x) at different sites i and j. For example, features can 
overlap nodes and be strongly correlated. 

[0048] Similarly, a labeling error rate may be added to the 
interaction potential I, and constructed as: 

1((Yi,yj,x)=(1_€)\p1(y;yjVTli;j(x))+€(1_\IJ1(yiyjVTlig(x))) (9) 
[0049] The parameteriZed models may be described With 
reference to a tWo-state model, for Which the tWo available 
labels yl and y2 for a fragment may be indicated in binary 
form, i.e., the label y is an either 1 or —1. The exponential 
of a linear ?lnction of yi being 1 or —1 is equivalent to the 
logistic sigmoid of that function. In this manner, the condi 
tional random ?eld model for the distribution of the labels 
given observation data may be simpli?ed and have explicit 
dependencies on the parameters W and v as shoWn: 

(10) 
PUIX, w, v) = - 

[0050] The partition function Z may be de?ned by: 

y 

[0051] This model can be extended to situations With more 
than tWo labels by replacing the logistic sigmoid function 
With a softmax function as folloWs. First, a set of probabili 
ties using the softmax may be de?ned as folloWs: 

Where k labels the class. These may then be used to de?ne 
the site and interaction potentials as folloWs: 



US 2006/0115145 A1 

[0052] A likelihood function may be maximized to deter 
mine the feature parameters W and V to develop a training 
model from the conditional probability function p(y]x,W,v). 
The likelihood function L(W,v) may be shoWn by: 

(12) 

n 

Where Y is a matrix Whose nth roW is given by the set of 
labels yn for the fragments of the observed training image xn. 
Analogously, X is a matrix Whose nth roW is given by the set 
of observed training image data xn for a particular image, 
With N images in the training data. HoWever, the conditional 
probability function p(yn]xn, W,v) may be intractable since 
the partition function Z may be intractable. More particu 
larly, the partition function Z is summed over all combina 
tions of labels and image fragments. Accordingly, even With 
only tWo available labels, the partition function Z may 
become very large since it Will be summed over tWo to the 
poWer of the number of fragments in the training data. 

[0053] Accordingly, a pseudo-likelihood approximation 
may approximate the conditional probability p(y]x,W,v) and 
takes the form: 

My Ix, W, v) 2 I] my; IyEP x, w. v) (13) 

[0054] Where yEi denotes the set of label values yJ- Which 
are pairWise connected neighbors of node i in the undirected 
graph. In this manner the joint conditional probability dis 
tribution is approximated by the product of the conditional 
probability distributions at each node. The individual con 
ditional distributions Which make up the pseudo-likelihood 
approximation may be Written using the feature parameter 
vectors W and v, Which may be concatenated into a param 
eter vector 0. Moreover, the feature vector hi(x) and uiJ-(x) 
may be combined as a feature vector 4), Where 

¢()’E;,x)=[h;(x), 22yjliij(x)]- (14) 

[0055] Since the site association and the interaction poten 
tials are sigmoidal up to a scaling factor, the pseudo 
likelihood function 13(0) may be Written as a product of 
sigmoidal functions: 

[0056] Accordingly, learning algorithms may be applied to 
the pseudo-likelihood function to determine the posterior 
distributions of the parameter vectors W and v, Which may be 
used to develop a prediction model of the conditional 
probability of the labels given a set of observed data. 

[0057] Bayesian conditional random ?elds use the condi 
tional random ?eld de?ned by the neighborhood graph. 
HoWever, Bayesian conditional random ?elds start by con 
structing a prior distribution of the Weighting parameters, 
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Which is then combined With the likelihood of given training 
data to infer a posterior distribution over those parameters. 
This is opposed to non-Bayesian conditional random ?elds 
Which infer a single setting of the parameters. 

[0058] A Bayesian approach may be taken to compute the 
posterior of the parameter vectors W and v to train the 
conditional probability p(y]x,W,v). The computed posterior 
probabilities may then be used to formulate the site asso 
ciation potential and the interaction potential to calculate the 
posterior conditional probability of the labels, i.e., the pre 
diction model. Mathematically, Bayes’ rule states that the 
posterior probability that the label is a speci?c label given a 
set of observed data equals the conditional probability of the 
observed data given the label multiplied by the prior prob 
ability of the speci?c label divided by the marginal likeli 
hood of that observed data. 

[0059] Thus, under Bayes’ rule, to compute the posterior 
of the parameter vectors W and v, i.e., 0, the independent 
prior of the parameter vector 0 may be assigned conditioned 
on a value for a vector of modeling hyper-parameters 0t 
Which may be de?ned by: 

1:1 

[0060] Where N(0]m,S) denotes a Gaussian distribution 
over 0 With mean m and covariance S, 0t is the vector of 
hyper-parameters, and M is the number of parameters in the 
vector 0. A conjugate Gamma hyper-prior may be placed 
independently over each of the hyper-parameters or]- so that 
the probability of 0t may be shoWn as: 

Where the values of a0 and b0 may be chosen to give broad 
hyper-prior distributions. This form of prior is one example 
of incorporating automatic relevance determination (ARD). 
More particularly, if the posterior distribution for a hyper 
parameter or]- has most of its mass at large values, the 
corresponding parameter 0]- is effectively pruned from the 
model. More particularly, features of the nodes and/ or edges 
may be removed or effectively removed if, for example, the 
mean of their associated 0t parameter, given by the ratio a/b, 
is greater than a loWer threshold value. This may lead to a 
sparse feature representation as discussed in the context of 
variational relevance vector machines, discussed further in 
Bishop et al., “Variational Relevance Vector Machines,” 
Proceedings of the 16th Conference on Uncertainty in Arti 
?cial Intelligence, 2000, pp. 46-53. 

[0061] Since the posteriors of the parameters W and v, i.e., 
0, are conditionally independent of the hyper-parameter 0t, 
they can be computed separately from 0t. HoWever, it may 
not be possible to compute them analytically. Accordingly, 
any suitable deterministic approximation frameWork may be 
de?ned to approximate the posterior of 0. For example, a 
Gaussian approximation of the posterior of 0 may be ana 
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lytically approximated in any suitable manner, such as With 
a Laplace approximation, variational inference (“VI”), and 
expectation propagation (“EP”). The Laplace approximation 
may be implemented using iterative re-Weighted least 
squares (“IRLS”). Alternatively, a random Monte Carlo 
approximation may utiliZe sampling of p(0). 

Variational Inference 

[0062] The variational inference framework may be based 
on maximiZation of a loWer bound on the marginal likeli 

hood. In de?ning the loWer bound, both the parameters 0 and 
hyper-parameters 0t may be assumed independent, such that 
the joint posterior distribution q(0,0t) over the variational 
parameters 00 and the hyper-parameters 0t factoriZe to: 

q(9,0l)=q(9) 1101) (13) 

[0063] Even With the factorization assumption of the joint 
posterior distribution q(0,0t), the pseudo-likelihood function 
F(0) above must be further approximated. For example, the 
pseudo-likelihood function may be approximated by pro 
viding a determined bound on the logistic sigmoid. The 
pseudo-likelihood function 13(0), as shoWn above, is given as 
a product of sigmoidal functions. The sigmoidal function 
have a variational bound: 

Where E is a variational parameter indicating the contact 
point betWeen the bound and the logistic sigmoid function 
When Z=:E. The parameter ME) may be shoWn as: 

(20) 

[0064] Accordingly, the sigmoidal function bound is an 
exponential of a quadratic function of 0, and may be 
combined With the Gaussian prior over 0 to yield a Gaussian 
posterior. In this manner, the pseudo-likelihood function 
F(0) may be bound by a pseudo-likelihood function bound 

Where £(0, E) is the bound for the pseudo-likelihood function 
and includes the sigmoid function bound substituted into the 
pseudo-likelihood bound equation of 13(0). In this manner, 
the bound £(0, E) may be shoWn as: 

[0065] HoWever, if the label y may take the value of either 
1 or —1 such as in a tWo label system, then y2in=1, and may 
be removed from the above equation. 

[0066] The bound £(0, E) on the pseudo-likelihood func 
tion may then be used to construct a bound on the log of the 
marginal likelihood as: 
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[0067] The training model 202 of FIG. 2 may be devel 
oped by maximiZing L With respect to the variational dis 
tributions q(0) and q(0t) as Well as With respect to the 
variational parameters E. The optimization of With respect to 
q(0) and q(0t) may be free-form Without restricting their 
functional form. To resolve the distribution q*(0) Which 
maximiZes the bound L, the equation for L may be Written 
as a function of q(0) Which may be a negative Kullback 
Leibler (KL) divergence betWeen q(0) and the exponential 
of the integral of the natural log of £(0,E)p(0]0t). Conse 
quently, the natural log of the distribution q*(0) Which 
maximiZes the bound may correspond to the Zero KL 
divergence and may be a quadratic form in 0. In this manner, 
the distribution q*(0) Which maximiZes the bound may be 
approximated With a Gaussian distribution Which may be 
given as: 

q*<e>=i< (61mm (24) 
Where N is a Gaussian distribution and the mean In may be 
given as: 

(25) 

and Where the covariance matrix S may be given as: 

[0068] Where (D) represents an expectation of the diago 
nal matrix made up of diag((0ti)), and 4),, is the feature vector 
de?ned above. As shoWn by the equation for the inverse 
covariance matrix S“, the covariance matrix S may not be 
block-diagonal With respect to the concatenation 0=(W,v). 
Accordingly, the variational posterior distribution q*(0) may 
capture correlations betWeen the parameters W of the site 
association potentials and the parameters v of the interaction 
potentials. 

[0069] To resolve the distribution q*(0t) Which maximiZes 
the bound L, the equation for L may be Written as a function 
of q(0t). Consequently, the distribution q* (0t), using a similar 
line of argument as With q* (0) may be an independent 
Gamma distribution for each (xi. In this manner, an equation 
for the distribution q* (0t) Which maximiZes the bound L may 
be given as: 

M (27) 

mm) = 1] Com]. bf) 
':1 
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[0070] Where the parameter 

and Where the expectation of 01-2 is de?ned by: 

ej2=mj2+sjr (30) 
[0071] To resolve the variational parameters E, the bound 
£(0, E) may be optimized. In one example, the equation for 
the bound £(0, E) may be rearranged keeping only terms 
With depend on E. Accordingly, the folloWing quantity may 
be maximiZed,: 

N (31) 

1 

[0072] To maximize the quantity of equation 31, the 
derivative of gin may be set equal to Zero, and since NCQD) 
is not equal to Zero, an equation for Em may be Written: 

4% = Mm"? + SM... (32) 

Where(00T) : mmT + S (33) 

[0073] In this manner, the equations for q*(0), q*(0t) and 
E may maximiZe the loWer bound L. Since these equations 
are coupled, they may be solved by initialiZing tWo of the 
three quantities, and then cyclically updating them until 
convergence. 

[0074] In one example, the loWer bound L may be evalu 
ated making use of standard results for the moments and 
entropies of the Gaussian and Gamma distributions of q*(0) 
and q*(0t), respectively. The computation of the bound L 
may be useful for monitoring convergence of the variational 
inference and may de?ne a stopping criterion. The loWer 
bound computation may help verify the correctness of a 
softWare implementation by checking that the bound does 
not decrease after a variational update, and may con?rm that 
the corresponding numerical derivative of the bound in the 
direction of the updated quantity is Zero. 

[0075] The loWer bound L may be computed by separating 
the loWer bound equation for L into a sum of components 
C1, C2, C3, C4, and C5 Where: 

[0076] Where q(0) is the current posterior distribution for 
the parameters 0, q(0t) is the current posterior distribution 
for the hyper-parameters 0t, and £(0fg) is the bound for the 
pseudo-likelihood function F(0) Where E is the variational 
parameter. 

[0077] By substituting the bound on the sigmoid function 
0(2) given above into to the component C1, substituting the 
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suitable expectations under the posterior q(0) and the de? 
nition of ME), the ?rst component C1 may be determined by: 

1 (39) 

[mom-n) — 541-. + M2 C1: 
n i 

1 
mm?” — Act-"WWW + Sm + 5mm”) 

[0078] To resolve the second component C2, the expec 
tation of p(0]0t) may be determined With respect to q(0) and 
q(0t). By substituting in: 

[0079] A result for the second component C2 may be 
given as: 

[0080] Where A(a) is the di-gamma function de?ned by 
d]ln]1“(a)/d]a. 
[0081] The third component C3 may be resolved by taking 
the expectation of ln p(0t) under the distribution of q(0t) to 
give: 

[0082] The fourth component C4 is the entropy term Hqw) 
of the distribution q(0)=N(0]u,S) and making suitable sub 
stitutions; the fourth component may be given as: 

[0083] The ?fth component is the sum of the entropies for 
every distribution (1((Xj) such that 

[0084] With reference to the variational inference training 
method 312 of FIG. 4, the parameters of variational infer 
ence of a Bayesian conditional random ?eld may be initial 
iZed. More particularly, as shoWn in FIG. 4, the posterior 
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distribution may be initialized 402. Speci?cally, the param 
eters may be initialized With a0 and b0 set to give a broad 
prior over 0t. Although any initialiZation values may be 
suitable for a0 and b0, these parameters may be initialiZed to 
0.1 in one example. The posterior distribution for 0t may be 
initialiZed With its corresponding prior distribution. The 
prior distribution of 0t may be determined using the Gamma 
distribution noted in equation 17. Similarly, the posterior 
distribution of 0 may be initialiZed With its corresponding 
prior distribution. The prior distribution of 0 may be deter 
mined using the Gaussian distribution of equation 16 above. 
The feature vector 4) may be initialiZed using equation 14. As 
shoWn in FIG. 4, the variational parameter E may be 
computed 404 using equation 32 above, assuming that the 
mean In and covariance S are the mean and covariance of the 

Gaussian distribution of 0, i.e., m=0 and S=diag((0tJ-_l)). The 
hyper-parameter vector (0t) may be determined as the ratio 
of aO/bO, Which may be a diagonal of 1 if aO=bO. The 
parameter vector ME) may be determined, using equations 
20 and 6, the parameter vector ME) may be calculated. 

[0085] Using the feature vector 4), the vector ME), and the 
(ct) diagonal, the covariance S of the posterior q* (0) may be 
computed 406, for example, using equation 26 above. Using 
the vector 4) and computed covariance S, the mean In of the 
posterior q*(0) may be computed 408, for example using 
equation 25 above. With the computed mean In and cova 
riance S, the normal posterior q*(0) is speci?ed by the 
Gaussian of equation 24 above. 

[0086] The shape and Width of the posterior of the hyper 
parameter 0t may be coputed 409. Speci?cally, parameter a] 
may be updated With equation 28 above based on a0. 
Parameter bJ- may be updated With equation 29 above based 
on b0 and the computed mean and covariance of the posterior 
of 0. With the updated parameters aj, and bi, the posterior of 
the parameter 0t (i.e., q*(0t)) may be de?ned by the Gamma 
distribution of equation 27. The parameter E may be updated 
410 using equation 32 based on the mean m, the covariance 
S, and the computed vector 4). 

[0087] The loWer bound L may be computed 412 by 
summing components C1, C2, C3, C4, and C5 as de?ned 
above in equations 39-46. The value of the loWer bound may 
be compared to its value at the previous iteration to deter 
mine 414 if the training has converged. If the training has not 
converged, then the process may be repeated With comput 
ing the variational parameters E404 based on the neWly 
updated parameters until the loWer bound has converged. 

[0088] When the loWer bound L has converged, the pos 
terior probability of the labels given the neWly observed data 
x to be labeled and the labeled training data Q(,Y), (i.e., 
p(y]x,Y,X)) may be determined 416 to form the training 
model 212 of FIG. 2. In a Bayesian approach, the condi 
tional posterior probability of the labels is determined by 
integrating over the posterior q*(0). This may be approxi 
mated by the point-estimate m, i.e., the mean of the posterior 
probability q*(0). This corresponds to the assumption that 
the posterior probability q*(0) is sharply peaked around the 
mean m. 

Expectation Propagation 

[0089] Rather than using variational inference to approxi 
mate the posterior probabilities of the potential parameters W 
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and v (i.e., 0), expectation propagation may be used. Under 
expectation propagation, the posterior is a product of com 
ponents. If each of these components is approximated, an 
approximation of their product may be achieved, i.e., an 
approximation to the posterior probabilities of the potential 
parameters W and v. For example, the posterior probability 
of the potential parameters q*(v), may be approximated by: 

q * (v) = m | 0. diam/m1] 1] gym <47) 
i 1' 

Where N (—]m,S) is a probability density function of a 
Gaussian With mean In and covariance S; [3 is the modeling 
hyper-parameter vector associated With the interaction 
potential; and the approximation term giJ-(v) may be param 
eteriZed by the parameters mij, Q], and sij so that the 
approximate posterior q*(v) is a Gaussian, i:e.,: 

[0090] The approximation term giJ-(v) may be parameter 
iZed as: 

[0091] In this manner, expectation propagation may 
choose the approximation term giJ-(v) such that the posterior 
q*(v) using the exact terms is close in KL divergence to the 
posterior using the approximation term giJ-(v). 

[0092] An example method 312 illustrating training of a 
posterior probability of the modeling potential parameters W 
and v using expectation propagation is shoWn in FIG. 5. The 
parameters may be initialiZed 502. Although any suitable 
initialiZation values may be used, the approximation term 
giJ-(v) may be initialiZed to one, the ?rst approximation 
parameter mij may be initialiZed to Zero, the second approxi 
mation parameter ‘Qij may be initialiZed to in?nity, and the 
third approximation parameter sij may be initialiZed to 1. 
The posterior probability q*(v) may be initialiZed to be 
equal to the Gaussian approximation of the a priori prob 
ability of the potential parameters v, i.e., q*(v)=p(v), such 
that the mean mv equals Zero and the covariance Sv equals 
the diagonal of the hyper-parameter [3, Which may be 
initialiZed to a vector With elements 100 Equation 49 for the 
approximation term giJ-(v) may be iterated over all nodes i, 
and their pairWise nodes j as de?ned by the conditional 
random ?eld graph until all the mij, Q], and sij parameters 
converge. For example, the partition function may be 
assumed constant and the label posteriors may be computed 
as discussed further beloW. The marginal probabilities of the 
labels may be calculated, hoWever, the MAP con?guration 
may be used as discussed further beloW. 

[0093] To iterate though the approximation term giJ-(v), the 
approximation term giJ-(v) may be removed from the equa 
tion for the posterior q*(v) to generate a ‘leave-one-out’ 
posterior q\ij(v). The leave-one-out posterior q\ij(v) may be 
Gaussian With a leave-one-out mean mvm and a leave-one 
out covariance SVW. Since q\ij(v) is proportionate to q*(v)/ 
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giJ-(v), then the leave-one-out mean mm and a leave-one-out 
covariance 8,)11 may be implied as: 

[0094] More particularly, With reference to FIG. 5, the 
covariance of the leave-one-out Sv\ij may be computed 506 
using equation 50, and the leave-one-out mean mvm may be 
computed 508 using equation 51. With the above estimates 
of the leave-out parameters mm and SV\ij, the leave-one-out 
posterior q\ij(v) may be determined as a Gaussian distribu 
tion of mean 111,)11 and covariance of SVMJ. 

[0095] The leave-one-out posterior may be combined With 
the exact term giJ-(v)=I(yi,yJ-,v,x) (to determine an approxi 
mate posterior p(v) Which is proportionate to giJ-(v)q\1J(v). 

[0096] In this manner, the posterior q*(v) may be chosen 
to minimize the KL distance KL (p(v)[[q*(v), Which may be 
determined by moment matching as follows. The folloWing 
parameter equations may be used to update the approxima 
tion term giJ-(v): 

my I my + SyPijyiyj/MX) (52) 

-- 54 

2.,- [gwwww ( ) 

Where '5 is the covariance used in the probit function used in 
the potential (i.e., cumulative distribution for a Gaussian 
With mean zero and variance of '52), 1P1, is a probit function 
based on a Gaussian With mean zero and variance of 1, and 

Zij is a normalizing factor With normalizing parameters zil 
and oil, which may be determined as: 

[0097] With reference to FIG. 5, the mean mv of the 
posterior distribution of the parameter vector v may be 
computed 510 using equations 52-53 and 56-57. Similarly, 
the covariance Sv of the posterior distribution of the param 
eter vector v may be computed 512 using equations 53 and 
56-57. In this manner, the posterior distribution of the 
parameter vector v (i.e., q* (v)) may be de?ned as a Gaussian 
having mean mv and covariance SV. 
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[0098] From the normalizing factor Zij, the term approxi 
mation giJ-(v) may be updated using: 

[0099] As noted above, the hyper-parameters 0t (discussed 
further beloW) and [3 of the expectation propagation method 
may be automatically tuned using automatic relevance deter 
mination (ARD). ARD may de-emphasize irrelevant fea 
tures and/ or emphasize relevant features of the fragments of 
the image data. In one example, ARD may be implemented 
by incorporating expectation propagation into an expecta 
tion maximization algorithm to maximize the model mar 
ginal probability p(0t[y) and p([3[y). 

[0100] To update the hyper-parameter [3, a similar expec 
tation maximization such as that described by Mackay, D. 1., 
“Bayesian Interpolation,” Neural Computation, vol. 4, no. 3, 
1992, pp. 415-447. For example, the hyper-parameter [3 may 
be updated using: 

Where Sv amd mv may be obtained from expectation propa 
gation of equations 52 and 53 respectively. The other 
hyper-parameter 0t may be updated similarly. Moreover, this 
EP-ARD approach may be vieWed as an approximate full 
Bayesian treatment for a hierarchical model Where prior 
distributions on the hyper-parameters 0t, [3 may be assigned. 
In this manner, the number of potential parameters W, v, are 
selected from the available features. 

[0101] With reference to FIG. 5, the parameters may be 
updated 514. More particularly, the term approximation 
giJ-(v) may be updated using equations 58 With 55-56. The 
hyper parameters [3 may be updated using equation 61. The 
parameters mij and ‘Qij may be updated using equations 59 
and 60 respectively. The normalization sij may not be com 
puted since the mean and covariance of g(v) do not depend 
on sij. The updated parameters mij, Q], and sij may be 
compared 516 to the respective prior parameters. If their 
difference is greater than a predetermined threshold, i.e., not 
converged, then the method may be repeated by repeating 
the steps of FIG. 5 starting at computing 506 the leave-one 
out covariance. 

[0102] When the term approximation parameters mij, Q], 
and sij converge, the posterior probability q*(v) may be 
determined as a Gaussian having mean mv and covariance of 
S V. 

[0103] The posterior of the association potential param 
eters q*(W) may be determined in a manner similar to that 
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described above for the posterior of the interaction potential 
parameters q*(v). More particularly, to resolve q(W), the site 
potential A may be used in lieu of the interaction potential 
I, and the hyper-parameter a used in lieu of the hyper 
parameter [3. Moreover, the label yi may be used in lieu of 
the product yiyj, and the site feature vector hi-(x) may be used 
in lieu of the interaction feature vector uiJ-(x). 

[0104] The determination of the posteriors q*(W) and 
q*(v) may be used to form the training model 206 of FIG. 
2 

Prediction Labeling 

[0105] With reference to FIGS. 2 and 3, the labeling 
system 200 may receive test data 212 to be labeled. Similar 
to the training data, the test data 212 may be received 302, 
such as by the label predictor 222. The test data may be 
formatted and/or modi?ed as appropriate for use by the label 
predictor. For example, a drawing may be digitiZed. 

[0106] The test data 212 may be fragmented 304 using any 
suitable method, Which may be application speci?c. Based 
upon the fragments of each test image, a neighborhood, 
undirected graph for each image maybe constructed 306 
using any suitable method. 

[0107] One or more site features of each node of the test 
data 212 may be computed 308, using the hi vector function 
developed in the training of the training model. One or more 
interaction features of each connection edge of the graph 
betWeen pairWise nodes of the test data 212 may be com 
puted 310 using the interaction function uij developed in the 
training of the training model. The training model 206 may 
be used by the label predictor to determine a probability 
distribution of labels 214 for each fragment of each image in 
the test data 212. An example method of use 314 of the 
developed training model to generate a probability distribu 
tion of the labels for each fragment is shoWn in FIG. 6, 
discussed further beloW. 

[0108] The development of the posterior distribution q* (0) 
of the potential parameters W, v through the Bayesian 
training With variational inference done With the training set 
image data alloWs predictions of the labels y to be calculated 
for a neW observations (test data) x. For this, the predictive 
distribution may be given by: 

Where X is the observed training data of the training images 
202, Y is the training labels 204, x is the observed test data 
212 or other data to be labeled With the available test data 
labels 214 (y), as shoWn in FIG. 2. 

[0109] As noted above, the predictive distribution may be 
approximated by assuming that the posterior is sharply 
peaked around the mean and to approximate the predictive 
distribution using: 

110/12 Y,X)w 0/121”) (63) 

Where m is the mean of the Gaussian variational posterior 

(1*(9) 

[0110] With reference to FIGS. 2 and 6, the initial test 
data labels y may be computed 606. In one example, the 
initial prediction of the labels may be based on the nodal or 
site features h(x) and the corresponding part of the mean m. 
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More particularly, equation 3 may be truncated to exclude 
consideration of the interaction potential I (i.e., consider the 
site potential A). 

[0111] Since the partition function Z may be intractable 
due to the number of terms, the association potential portion 
of the marginal probability of the labels (i.e., equation 2) 
may be approximated. In one example, equation 15 for the 
marginal probability may be truncated to remove consider 
ation of the interaction potential by removing one of the 
products and limiting 4),, to the site feature portion (i.e., 
¢in=hi(x)). In this manner, the marginal probability of the 
labels may be approximated as: 

My | x. w) = 1] Orr-Wm (64) 

[0112] With reference to FIG. 6, the marginal probabilities 
of a node label y may be computed 608 using equation 64. 

[0113] Given a model of the posterior distribution p(y[x, 
Y,X) as p(y[x,W), the most likely label y may be determined 
as a speci?c solution for the set of y labels. In one approach, 
the most probable value of y (y) may be represented as: 

yA=?rg m?Xy 170/16, XX) (65) 

[0114] In one implementation of the most probable value 
of y (y), an optimum value may be determined exactly if 
there are feW fragments in each test image, since the number 
of possible labelings may equal 2N Where N is the number 
of elements in y, i.e., the number of nodes. 

[0115] When the number of nodes N is large, the optimal 
labelings may be approximated by ?nding local optimal 
labelings, i.e., labelings Where sWitching any single label in 
the label vector y may result in an overall labeling Which is 
less likely. In one example, a local optimum may be found 
using iterated conditional modes (ICM), such as those 
described further in Besag, J. “On the Statistical Analysis of 
Dirty Picture,” Journal of the Royal Statistical Society, B-48, 
1986, pp. 259-302. In this manner, y may be initialiZed and 
the sites or nodes may be cycled through replacing each yi 
With: 

yismg maxyi 17(yi/yNi1x1 XX) (66) 

[0116] More particularly, as shoWn in FIG. 6, each node 
may be labeled 606 choosing the most likely label y based 
on the computed distribution. The initial distribution 
p(yi[yNi,x,Y,X) may be determined With equation 64. Since 
equation 64 does not include interaction betWeen the ele 
ments of y, it takes N steps to determining the most likely 
labels, i.e., one for each node. With the most likely labels y, 
a neW marginal probability p(yJ- [yNi,x,Y,X) may be computed 
608 based on both the site association potentials A and the 
interaction potentials I. In one example, the neW marginal 
iZed probability p(yJ-[yNi,x,Y,X) may be computed as indi 
cated in equation 66 using: 

P(yjlyN;>X>W>V)“6XP(yjmT¢j/2) (67) 
Where (p1- is de?ned by equation 14. 

[0117] The most likely labels y be computed and selected 
610 from the neW marginalized probability, and compared 
612 With the previous most likely label. If the label has not 
converged, then the neW marginal probability may be com 
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puted 608, and the method repeated until the labels con 
verge. More particularly, as each label changes, the marginal 
probability Will change until the labels converge on the local 
maximum of the labels. When the labels converge, the 
trained labels may be provided 614. More particularly, the 
marginal probability over the label of a single ode may be 
determined using equation 67. HoWever, ICM provides the 
most likely labels, not the marginal joint probability over all 
the labels. The marginal joint probability over all the labels 
may be provided using, for example, expectation propaga 
tion. 

[0118] In other approaches, a global maximum of y may 
be determined using graph cuts such as those described 
further in Kolmogorov et al., “What Energy Function Can be 
MinimiZed Via Graph Cuts?,” IEEE Transactions on Pattern 
Analysis and Machine Intelligence, 26(2), 2004, pp. 147 
159. In some cases, the global maximum using graph cuts 
may require that the interaction term be arti?cially con 
strained to be positive. 

[0119] In an alternative example, the maximum probable 
value of the predicted labels y may be determined 606 by 
introducing a loss function L(y,y). More particularly, the loss 
function may alloW Weighting of different status of the 
labels. For example, the user may care more about misclas 
sifying nodes from calls yi=+1 than misclassifying nodes 
Where yi=—1. More particularly, the user may desire that 
fragments or nodes be properly identi?ed, especially if the 
true label of that fragment is a particular label, i.e., man 
made. To formalize the notion of label classi?cation, the 
label vector y may be chosen 606 and the loss incurred by 
choosing that y When the true label vector is y may be 
denoted by the loss function L(y,y). The loss may be 
minimiZed in any suitable manner, hoWever, if the true labels 
are unknoWn (as it is With label prediction), then the 
expected loss may be minimiZed under the posterior distri 
bution of the labels p(y]x,Y,X). The expected loss under the 
posterior distribution G(y) may be given as: 

06) = Eym. m = 2 Lo. wow. Y. X) <68) 
y 

[0120] Where the loss function L(y,y) may be given by: 

L(?y)=Z(y)(1—59,y) (69) 
[0121] Where 69” is one if the label is chosen correctly 
(i.e., y=y), and is Zero if the label is chosen incorrectly. The 
function l(y) may be determined as: 

With 11 constrained to be 021121. For 11=0, the minimum 
expected loss may occur When all states are classi?ed as 
yi=—1, and for n=1, the minimum expected loss may occur 
When all states are classi?ed as yi=+1. For T]=1/2, the mini 
mum expected loss may be obtained by choosing the most 
probable label vector de?ned by y=arg maxy p(y]x,Y,X). If 11 
is alloWed to vary betWeen 0 and 1, a curve, such as a 
receiver operator characteristic (ROC) curve may be sWept 
out to shoW the detection rate versus the false positive rate. 
For those models Where it is applicable (i.e. those having a 
positive interaction term) the graph cut algorithm may be 
appropriately applied to obtain the ROC curve by scaling the 
likelihood function using the equation given above for l(y). 
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[0122] After the labels yi are initialiZed 606 based on the 
site association potential as shoWn in FIG. 6, the expected 
loss may be given by G(y) as de?ned in equation 6768 Which 
may be minimiZed by iteratively optimiZing the yi, corre 
sponding to the technique of iterated conditional modes 
(ICM) shoWn in FIG. 6. A simple modi?cation of the ICM 
algorithm of equation 66 may be shoWn as: 

nsarg waxy. {1f“W20—n)(“y‘)/2p(y./yN.x. XX)} (71) 

by substituting equation 69 for L(y,y) into equation 68 for 
the expected loss G(y) and noting that some terms are 
independent of 

[0123] In some cases, it may be appropriate to minimiZe 
the number of misclassi?ed nodes. To minimiZe the number 
of misclassi?ed nodes, the marginal probability at each site 
rather than the joint probability over all sites may be 
maximiZed. The marginaliZations may be intractable; hoW 
ever, any suitable approximation may be used such as by 
?rst running loopy belief propagation in order to obtain an 
approximation to the site marginals. In this manner, each site 
may select the value With the largest Weighted posterior 
probability Where the Weighting factor is given by 11 for yi=1 
and 1-11 for yi=—1. 

[0124] Although the above examples are described With 
reference to a tWo label system (i.e., yi=:1), the expansion 
to greater than tWo classes may alloW the interaction energy 
to depend on all possible combinations of the class labels at 
adjacent sites i and j. A simpler model, hoWever, may depend 
on Whether the tWo class labels of nodes i and Were the 
same or different. An analogous model may then be built as 
described above and based on the softWax non-linearity 
instead of the logistic sigmoid. While no rigorous bound on 
the softmax function may be knoWn to exist, a Gaussian 
approximation to the softmax may be conjectured as a 
bound, such as that described in Gibbs, M. N., “Bayesian 
Gaussian Processes for Regression and Classi?cation,” Ph. 
D. thesis, University of Cambridge, 1997. The Gaussian 
bound may be used to develop a tractable variational infer 
ence algorithm. The generalization of Laplace’s method and 
expectation propagation to the multi-class softmax case may 
be tractable. 

[0125] In another example, the maximum a posteriori 
(MAP) con?guration of the labels Y in the conditional 
random ?eld de?ned by the test image data X may be 
determined With a modi?ed max-product algorithm so that 
the potentials are conditioned on the test data X. 

[0126] The update rules for a max-product algorithm may 
be denoted as: 

Where wiJ-(yj) indicates the message that node i sends to node 
j and qi(yi) indicates the posterior at node i. With reference 
to the method 314 of using the training method of FIG. 7, 
the association potential A and interaction potential I may be 
calculated 702 based on the mean mv and mW of the param 
eter distributions determined in the training model 206 of 








