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(57) ABSTRACT 
A method, apparatus, and program storage devices that can 
detect failures in data How in high-availability storage 
systems is disclosed. The present invention provides a 
plurality of softWare layers that are to be executed in a 
predetermined order. An equation is implemented in each of 
the plurality of softWare layers. The equation provides a 
solution for determining When the plurality of softWare 
layers Were executed in the predetermined order. 
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METHOD, APPARATUS, AND PROGRAM 
STORAGE DEVICE FOR DETECTING FAILURES 

IN DATA FLOW IN HIGH-AVAILABILITY 
STORAGE SYSTEMS 

BACKGROUND OF THE INVENTION 

[0001] 1. Field of the Invention 

[0002] This invention relates in general to How control 
error detection, and more particularly to a method, appara 
tus, and a program storage device for detecting failures in 
data How in high-availability storage systems. 

[0003] 2. Description of Related Art 

[0004] In conventional storage, data resides on storage 
arrays that are controlled by the server on Which the appli 
cations that uses the data are hosted. Multiple servers are 

connected to each other over a local area netWork The rapid groWth in data intensive applications continues to 

fuel the demand for raW data storage capacity. Applications 
such as data Warehousing, data mining, on-line transaction 
processing, and multimedia Internet and intranet broWsing 
are resulting in the near doubling of the total storage 
capacity shipped on an annual basis. 

[0005] The storage of large amounts of data in so-called 
mass storage systems is becoming a common practice. Mass 
storage systems typically include storage devices coupled to 
?le servers on data netWorks. Users in the netWork commu 
nicate With the ?le servers for access to the data. The ?le 
servers are typically connected to speci?c storage devices 
via data channels. The data channels are usually imple 
mented With point-to-point communication protocols 
designed for managing storage transactions. 

[0006] As the amount of storage increases, and the number 
of ?le servers in communication netWorks groWs, the con 
cept of a storage area netWork (SAN) has arisen. Storage 
area netWorks connect a number of mass storage systems in 
a communication netWork, Which is optimiZed for storage 
transactions. For example, Fibre Channel arbitrated loop 
(FC-AL) netWorks are being implemented as SANs. The 
SANs support many point-to-point communication sessions 
betWeen users of the storage systems and the speci?c storage 
systems on the SAN. 

[0007] A SAN, or storage area netWork, is a dedicated 
netWork that is separate from LANs and WANs. It generally 
serves to interconnect the storage-related resources that are 
connected to one or more servers. It is often characteriZed by 
its high interconnection data rates (Gigabits/sec) betWeen 
member storage peripherals and by its highly scalable archi 
tecture. Though typically spoken of in terms of hardWare, 
SANs very often include specialiZed softWare for their 
management, monitoring and con?guration. 

[0008] SAN s can provide many bene?ts. CentraliZing data 
storage operations and their management is certainly one of 
the chief reasons that SANs are being speci?ed and 
deployed today. Administrating all of the storage resources 
in high-groWth and mission-critical environments can be 
daunting and very expensive. SAN s can dramatically reduce 
the management costs and complexity of these environments 
While providing signi?cant technical advantages. 

[0009] SANs can be based upon several different types of 
high-speed interfaces. In fact, many SANs today use a 
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combination of different interfaces. Currently, Fibre Channel 
serves as the de facto standard being used in most SANs. 
Fibre Channel is an industry-standard interconnect and 
high-performance serial I/O protocol that is media indepen 
dent and supports simultaneous transfer of many different 
protocols. Additionally, SCSI interfaces are frequently used 
as sub-interfaces betWeen internal components of SAN 
members, such as betWeen raW storage disks and a RAID 
controller. 

[0010] Fibre Channel is structured in independent layers, 
as are other netWorking protocols. The layers de?ne physical 
media and transmission rates including cables and connec 
tors, drivers, transmitters, and receivers, encoding schemes, 
the framing protocol and How control. Fibre Channel pro 
vides a logical system of communication called Class of 
Service that is allocated by various protocols. 

[0011] SANs are built up from unique hardWare compo 
nents. These components are con?gured together to form the 
physical SAN itself and usually include RAID storage 
systems, hubs, sWitches, bridges, servers, backup devices, 
interface cards and cabling. 

[0012] More than ever before, softWare is playing a vital 
role in the successful deployment of SANs. Much of the 
technology, and many of the features, provided by SAN s are 
actually embedded in its softWare. SANs today can become 
rather complex in both their design and implementation. 
Adding to this are issues relating to their con?guration, 
resource allocation and monitoring. These tasks and con 
cerns have led to a need to proactively manage SANs, their 
client servers and their combined resources. These needs 
have led to this neW category of softWare that has been 
speci?cally developed to perform these functions and more. 
Though someWhat recent in its development, SAN manage 
ment softWare borroWs heavily from the ideas, functions and 
bene?ts that are mature and available for traditional LANs 
and WANs. 

[0013] High-availability storage systems form the foun 
dation for today’s netWorked data solutions Where continu 
ous high-speed access to information is becoming an essen 
tial requirement for the day-to-day running of almost any 
modern enterprise. One of the most dif?cult design chal 
lenges in high availability storage systems is to actually 
detect failures. For example, being able to knoW if data can 
actually How is important because storage units have no 
control over server requests. 

[0014] It can be seen then that there is a need for a method, 
apparatus, and a program storage device for detecting fail 
ures in data How in high-availability storage systems. 

SUMMARY OF THE INVENTION 

[0015] To overcome the limitations described above, and 
to overcome other limitations that Will become apparent 
upon reading and understanding the present speci?cation, 
the present invention discloses a method, apparatus, and a 
program storage device for detecting failures in data How in 
high-availability storage systems. 

[0016] The present invention solves the above-described 
problems by implementing an equation in each of a plurality 
of softWare layers. The equation provides a solution for 
determining When the plurality of softWare layers are 
executed in the predetermined order. 



US 2005/0278704 A1 

[0017] A method in accordance With the principles of the 
present invention includes providing a plurality of softWare 
layers to be executed in a predetermined order and imple 
menting an equation in each of the plurality of softWare 
layers for providing a solution for determining When the 
plurality of softWare layers Were executed in the predeter 
mined order. 

[0018] In another embodiment of the present invention, a 
processing system is provided. The processing system 
includes memory for storing data therein and a processor, 
coupled to the memory, for processing data, the processor 
being further con?gured for detecting failures in data How 
by implementing an equation in each of a plurality of 
softWare layers for providing a solution for determining 
When the plurality of softWare layers are executed in a 
predetermined order. 

[0019] In another embodiment of the present invention, a 
program storage device is provided. The program storage 
device includes program instructions executable by a pro 
cessing device to perform operations for detecting failures in 
data ?oW, the operations including providing a plurality of 
softWare layers to be executed in a predetermined order and 
implementing an equation in each of the plurality of soft 
Ware layers for providing a solution for determining When 
the plurality of softWare layers Were executed in the prede 
termined order. 

[0020] In another embodiment of the present invention, 
another processing system is provided. This processing 
system includes means for storing data and means, coupled 
to the means for storing data, for processing data, the means 
for processing data being further con?gured for detecting 
failures in data How by implementing means in each of a 
plurality of softWare layers for providing a solution for 
determining When the plurality of softWare layers are 
executed in a predetermined order. 

[0021] These and various other advantages and features of 
novelty Which characteriZe the invention are pointed out 
With particularity in the claims annexed hereto and form a 
part hereof. HoWever, for a better understanding of the 
invention, its advantages, and the objects obtained by its use, 
reference should be made to the draWings Which form a 
further part hereof, and to accompanying descriptive matter, 
in Which there are illustrated and described speci?c 
examples of an apparatus in accordance With the invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0022] Referring noW to the draWings in Which like ref 
erence numbers represent corresponding parts throughout: 

[0023] FIG. 1 illustrates a storage system according to an 
embodiment of the present invention; 

[0024] FIG. 2 illustrates a netWorked storage system 
according to an embodiment of the present invention; 

[0025] FIG. 3 illustrates the ?rmWare levels in a high 
availability storage system according to an embodiment of 
the present invention; 

[0026] 
error; 

FIG. 4 illustrates an example of a How control 

[0027] FIG. 5 illustrates a process for detecting failures in 
data How in high-availability storage systems according to 
an embodiment of the present invention; and 
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[0028] FIG. 6 illustrates a component or system is a high 
availability storage system according to an embodiment of 
the present invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

[0029] In the folloWing description of the embodiments, 
reference is made to the accompanying draWings that form 
a part hereof, and in Which is shoWn by Way of illustration 
the speci?c embodiments in Which the invention may be 
practiced. It is to be understood that other embodiments may 
be utiliZed because structural changes may be made Without 
departing from the scope of the present invention. 

[0030] The present invention provides a method, appara 
tus, and a program storage device for detecting failures in 
data How in high-availability storage systems. The present 
invention provides an equation in each of a plurality of 
softWare layers. The equation provides a solution for deter 
mining When the plurality of softWare layers are executed in 
the predetermined order. 

[0031] FIG. 1 illustrates a storage system 100 according 
to an embodiment of the present invention. In FIG. 1, data 
resides on storage arrays 110-116. The storage arrays 110 
116 are controlled by one of servers 120, 122 on Which the 
applications that use the data are hosted. Multiple servers 
120, 122 are connected to each other over a local area 
netWork (LAN) formed using hub or sWitch 130. A client 
140 is coupled to the LAN 130 and therefore may access 
data on the storage arrays 110-116 via the servers 120, 122. 

[0032] FIG. 2 illustrates a netWorked storage system 200 
according to an embodiment of the present invention. In 
FIG. 2, a storage area netWork 202 provides a set of hosts 
(e.g., servers or Workstations) 204, 206, 208 that may be 
coupled to a pool of storage devices (e.g., disks). In SCSI 
parlance, the hosts may be vieWed as “initiators” and the 
storage devices may be vieWed as “targets.” A storage pool 
may be implemented, for example, through a set of storage 
arrays or disk arrays 210, 212, 214. Each disk array 210, 
212, 214 further corresponds to a set of disks. In this 
example, ?rst disk array 210 corresponds to disks 216, 218, 
second disk array 212 corresponds to disk 220, and third 
disk array 214 corresponds to disks 222, 224. Rather than 
enabling all hosts 204-208 to access all disks 216-224, it is 
desirable to enable the dynamic and invisible allocation of 
storage (e.g., disks) to each of the hosts 204-208 via the disk 
arrays 210, 212, 214. In other Words, physical memory (e.g., 
physical disks) may be allocated through the concept of 
virtual memory (e.g., virtual disks). This alloWs one to 
connect heterogeneous initiators to a distributed, heteroge 
neous set of targets (storage pool) in a manner enabling the 
dynamic and transparent allocation of storage. 

[0033] The concept of virtual memory has traditionally 
been used to enable physical memory to be virtualiZed 
through the translation betWeen physical addresses in physi 
cal memory and virtual addresses in virtual memory. 
Recently, the concept of “virtualiZation” has been imple 
mented in storage area netWorks through various mecha 
nisms. VirtualiZation converts physical storage and virtual 
storage on a storage netWork. The hosts (initiators) see 
virtual disks as targets. The virtual disks represent available 
physical storage in a de?ned but someWhat ?exible manner. 
VirtualiZation provides hosts With a representation of avail 
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able physical storage that is not constrained by certain 
physical arrangements/allocation of the storage. 

[0034] One early technique, Redundant Array of Indepen 
dent Disks (RAID), provides some limited features of vir 
tualiZation. Various RAID subtypes have been implemented. 
In RAID1, a virtual disk may correspond to tWo physical 
disks 216, 218 Which both store the same data (or otherWise 
support recovery of the same data), thereby enabling redun 
dancy to be supported Within a storage area netWork. In 
RAIDO, a single virtual disk is striped across multiple 
physical disks. Some other types of virtualiZation include 
concatenation, sparing, etc. Some aspects of virtualiZation 
have recently been achieved through implementing the 
virtualiZation function in various locations Within the stor 
age area netWork. Three such locations have gained some 
level of acceptance: virtualiZation in the hosts (e.g., 204 
208), virtualiZation in the disk arrays or storage arrays (e.g., 
210-214), and virtualiZation in a storage appliance 226 
separate from the hosts and storage pool. Unfortunately, 
each of these implementation schemes has undesirable per 
formance limitations. 

[0035] VirtualiZation in the storage array involves the 
creation of virtual volumes over the storage space of a 
speci?c storage subsystem (e.g., disk array). Creating virtual 
volumes at the storage subsystem level provides host inde 
pendence, since virtualiZation of the storage pool is invisible 
to the hosts. In addition, virtualiZation at the storage system 
level enables optimization of memory access and therefore 
high performance. HoWever, such a virtualiZation scheme 
typically Will alloW a uniform management structure only 
for a homogenous storage environment and even then only 
With limited ?exibility. Further, since virtualiZation is per 
formed at the storage subsystem level, the physical-virtual 
limitations set at the storage subsystem level are imposed on 
all hosts in the storage area netWork. Moreover, each storage 
subsystem (or disk array) is managed independently. Virtu 
aliZation at the storage level therefore rarely alloWs a virtual 
volume to span over multiple storage subsystems (e.g., disk 
arrays), thus limiting the scalability of the storage-based 
approach. 

[0036] FIG. 3 illustrates the ?rmWare levels in a high 
availability storage system 300 according to an embodiment 
of the present invention. FirmWare is one type of loWer layer 
in processor systems. FirmWare refers to processor routines 
that are stored in non-volatile memory structures such as 

read only memories (ROMs), ?ash memories, and the like. 
These memory structures preserve the code stored in them 
even When poWer is shut off. One of the principle uses of 
?rmWare is to provide the routines that control a computer 
system When it is poWered up from a shut doWn state, before 
volatile memory structures have been tested and con?gured. 
The process by Which a computer is brought to its operating 
state from a poWered doWn or poWered off state is referred 
to as bootstrapping. FirmWare routines may also be used to 
reinitialiZe or recon?gure the computer system folloWing 
various hardWare events and to handle certain platform 
events like system interrupts. 

[0037] In FIG. 3, ?ve ?rmWare levels 310, 312, 314, 316, 
318 are shoWn in the high-availability storage system. 
Further, there may be parallel ?rmWare blocks 320, 322 that 
operate at the same level as another ?rmWare layer, e. g., 312, 
314 respectively. HoWever, those skilled in the art Will 
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recogniZe that the present invention is not meant to be 
limited to any particular number of ?rmWare levels or 
?rmWare hierarchy. At least one of the ?rmWare, e.g. ?rm 
Ware blocks 310, 312, 314, 320, 322, may be in a host bus 
adapters (HBAs), SAN sWitches or any other component 
330 of the high-availability storage system. 

[0038] In a high-availability storage system, sublayers or 
components of the ?rmWare and operating system may be 
executing on different processors in possibly different hard 
Ware or in different threads on the same processor. If an error 

is encountered, the other processes may continue Without 
knoWledge of the error. The error may be such that continued 
execution by the other processors propagates the error and 
causes further damage such as corrupted data. In a multi 
processor system, an error is may be more dif?cult to handle 
because the layers may not be able to communicate effec 
tively. Nevertheless, continued execution of ?rmWare blocks 
When an error has occurred, Whether in a multiprocessor 
system or in multiple-threaded system, processes continue 
operating Without knoWledge of the error thereby propagat 
ing errors that cause further errors in the system. 

[0039] FIG. 4 illustrates an example of a How control 
error 400. In FIG. 4, a straight line execution of ?rmWare 
blocks A 410, B 420 and C 430 is expected. HoWever, FIG. 
4 shoWs that How is incorrectly routed 450 from the end of 
block A 410 to the beginning of an incorrect block, i.e., 
block C 430. In this instance, the correct sequence of steps 
Were not performed in the proper order. Yet, Without a 
method or device for detecting failures in data How in 
high-availability storage systems, detection of the error may 
go undetected. 

[0040] FIG. 5 illustrates a process 500 for detecting 
failures in data How in high-availability storage systems 
according to an embodiment of the present invention. FIG. 
5 shoWs four layers of ?rmWare 510, 520, 530, 540. In FIG. 
5, an equation 550, such as a differential equation, is 
implemented in each softWare layer 510, 520, 530, 540. Data 
512 is provided to the ?rst layer 510 and at the proper time, 
execution of the equation Will yield a unique solution 514. 
This solution alloWs a con?dent measure of the health of the 
system. The solution at each level 524, 534, 544 may be 
revieWed to determine Whether the solution is correct. Alter 
natively, the ?nal data solution 544 may be revieWed to 
determine Whether it is correct. Thus, the ?nal solution 544 
provides an indicator of Whether the correct steps Were 
executed in the proper order. 

[0041] FIG. 6 illustrates a component or system 600 is a 
high availability storage system according to an embodiment 
of the present invention. The system 600 may, for example, 
represent a storage device or storage array 110-116, server 
120-122, or hub/sWitch 130 as illustrated in FIG. 1, or SAN 
202, disk arrays 210-214, or disk drives 216-218, 220, or 
222-224. HoWever, the present invention is not meant to be 
limited to implementation Within any particular hardWare 
system. Rather, the process illustrated With reference to 
FIGS. 1-5 may be implemented in any component of a 
storage system. The system 600 includes a processor 610 
and memory 620. The processor controls and processes data 
for the storage system component 600. The process illus 
trated With reference to FIGS. 1-5 may be tangibly embod 
ied in a computer-readable medium or carrier, eg one or 
more of the ?xed and/or removable data storage devices 688 
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illustrated in FIG. 6, or other data storage or data commu 
nications devices. The computer program 690 may be loaded 
into memory 620 to con?gure the processor 610 for execu 
tion. The computer program 690 include instructions Which, 
When read and executed by a processor 610 of FIG. 6 causes 
the processor 610 to perform the steps necessary to execute 
the steps or elements of the present invention. 

[0042] The foregoing description of the exemplary 
embodiment of the invention has been presented for the 
purposes of illustration and description. It is not intended to 
be exhaustive or to limit the invention to the precise form 
disclosed. Many modi?cations and variations are possible in 
light of the above teaching. It is intended that the scope of 
the invention be limited not With this detailed description, 
but rather by the claims appended hereto. 

What is claimed is: 
1. A method for detecting failures in data ?oW, compris 

ing: 
providing a plurality of softWare layers to be executed in 

a predetermined order; and 

implementing an equation in each of the plurality of 
softWare layers for providing a solution for determining 
When the plurality of softWare layers Were executed in 
the predetermined order. 

2. The method of claim 1 further comprising comparing 
the solution to a reference to determine Whether the plurality 
of softWare layers Were executed in the predetermined order. 

3. The method of claim 1, Wherein the implementing the 
equation comprises implementing a differential equation in 
each of the plurality of softWare layers. 

4. The method of claim 1 further comprising providing 
data to the plurality of softWare layers, processing the data 
in the plurality of softWare layers to generate the solution. 

5. The method of claim 4 further comprising comparing 
the solution to a reference to determine Whether the plurality 
of softWare layers Were executed in the predetermined order. 

6. A processing system, comprising: 

memory for storing data therein; and 

a processor, coupled to the memory, for processing data, 
the processor being further con?gured for detecting 
failures in data How by implementing an equation in 
each of a plurality of softWare layers for providing a 
solution for determining When the plurality of softWare 
layers are executed in a predetermined order. 

7. The processing system of claim 6, Wherein the proces 
sor compares the solution to a reference to determine 
Whether the plurality of softWare layers Were executed in the 
predetermined order. 
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8. The processing system of claim 6, Wherein the proces 
sor implements a differential equation in each of the plurality 
of softWare layers. 

9. The processing system of claim 6, Wherein the proces 
sor processes data in the plurality of softWare layers using 
the equation to generate the solution. 

10. The processing system of claim 9, Wherein the pro 
cessor compares the solution to a reference to determine 
Whether the plurality of softWare layers Were executed in the 
predetermined order. 

11. The processing system of claim 9, Wherein the pro 
cessor is provided in a component of a storage system. 

12. A program storage device, comprising: 

program instructions executable by a processing device to 
perform operations for detecting failures in data ?oW, 
the operations comprising: 

providing a plurality of softWare layers to be executed in 
a predetermined order; and 

implementing an equation in each of the plurality of 
softWare layers for providing a solution for determining 
When the plurality of softWare layers Were executed in 
the predetermined order. 

13. The program storage device of claim 12 further 
comprising comparing the solution to a reference to deter 
mine Whether the plurality of softWare layers Were executed 
in the predetermined order. 

14. The program storage device of claim 12, Wherein the 
implementing the equation comprises implementing a dif 
ferential equation in each of the plurality of softWare layers. 

15. The program storage device of claim 12 further 
comprising providing data to the plurality of softWare layers, 
processing the data in the plurality of softWare layers to 
generate the solution. 

16. The program storage device of claim 15 further 
comprising comparing the solution to a reference to deter 
mine Whether the plurality of softWare layers Were executed 
in the predetermined order. 

17. A processing system, comprising: 

means for storing data; and 

means, coupled to the means for storing data, for pro 
cessing data, the means for processing data being 
further con?gured for detecting failures in data How by 
implementing means in each of a plurality of softWare 
layers for providing a solution for determining When 
the plurality of softWare layers are executed in a 
predetermined order. 


