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METHOD AND APPARATUS FOR IMPROVING 
THE INTEGRATION BETWEEN A SEARCH 

ENGINE AND ONE OR MORE FILE SERVERS 

BACKGROUND OF THE INVENTION 

[0001] The present invention is related to computer ?le 
access and in particular to improving the performance of 
index maintenance in search engines. 

[0002] The Internet is commonly associated With the 
World Wide Web (the “Web”). The Web has facilitated an 
explosive proliferation of information to the millions of 
users Who access the Web. This information is accessed in 
the form of ?les by Web servers. HoWever, the Internet has 
also provided access to ?les provided by ?le servers Which 
pre-date the Web, such as bulletin boards, ftp sites, and so on. 

[0003] An intranet that is a private netWork of a company 
or any other organization is also used for sharing ?les. In this 
case, a ?le server or a NAS (Network Attached Storage) is 
common to store and get ?les. NFS and CIFS protocols are 
used for accessing ?les. 

[0004] Search engines have become a valuable tool in 
navigating the Internet and/or ?le servers. Search engines 
are a commonly used tool to access the many millions of 
?les on the Internet and/or ?le servers. Typically, the search 
engine accepts search requests from a user and sends a 
obtains a list of ?le names that match the search conditions. 

[0005] An integral component of a search engine is its 
“index.” The index is a collection of information that is 
parsed or otherWise generated from an analysis of a ?le, and 
comprises keywords and related information used by the 
search engine to facilitate a ?le search. The speci?c infor 
mation content and data structures of the index vary from 
one search engine to another, and is beyond the scope of the 
present invention. 

[0006] HoWever, common operations that are performed 
by typical search engines include the creation of the index 
and the subsequent maintenance or update of the index. The 
creation of the index typically involves the search engine 
checking updated dates of every ?les, reading every updated 
?le on the Internet and/or ?le servers and parsing its contents 
to build up the index. 

[0007] Invariably, ?le contents change over time. The 
search engine must therefore perform updates to the index in 
order that the index be current. This task typically involves 
once again craWling the Web and/or ?le servers to access 
attributes of each ?le, and then determine Whether the ?le 
has been updated since the last time the index Was updated; 
or When the index Was created, in the case of the very ?rst 
index update. This determination can be made, for example, 
by accessing the modi?cation date of the ?le and comparing 
it against the index. Making this check reduces the update 
effort and thus improves the update time; not every ?le Will 
be re-indexed, only those that have changed relative to the 
time of the index. 

[0008] Nevertheless, this update process remains a tedious 
task because modi?cation date of every ?les need to be 
checked. This creates a large volume of traffic, just for the 
purpose of checking attributes of ?les. It is therefore very 
desirable to reduce Internet traf?c and/or intranet traf?c 
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attributed to the indexing function. It is also desirable to 
further reduce the indexing effort to further increase the 
update time of an index. 

SUMMARY OF THE INVENTION 

[0009] In accordance With one aspect of the invention, an 
update list is maintained in a ?le server. Update information 
based on the update list is communicated to a search engine. 
The update information comprises only those ?les that have 
been modi?ed during an previous update operation on an 
index in the search engine. 

[0010] In accordance With another aspect of the invention, 
the ?le server presents a restricted directory listing to a 
search engine, as compared to a directory listing of the same 
directory to a client other than a search engine. A set of one 
or more ?ltering criteria can be used to limit the number of 
?les presented to the search engine. This reduces the number 
of ?les the search engine must examine When performing an 
update of its search index. 

[0011] In accordance With still another aspect of the inven 
tion, an update list is maintained in the ?le server. Files 
referenced in the update list are limited depending on one or 
more ?ltering criteria. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0012] Aspects, advantages and novel features of the 
present invention Will become apparent from the folloWing 
description of the invention presented in conjunction With 
the accompanying draWings: 

[0013] FIG. 1 is a high level generaliZed block diagram of 
an illustrative embodiment of the present invention; 

[0014] FIG. 2 is a generaliZed ?oW diagram highlighting 
the processing for creating an index; 

[0015] FIG. 3 highlights the processing of ?le service 
requests in a ?le server; 

[0016] FIG. 4 is a high level How diagram shoWing steps 
in the ?le server for processing update lists; 

[0017] FIG. 5 is a How diagram highlighting steps in the 
?le server for processing a Write request; 

[0018] FIG. 6 is a How diagram highlighting steps in the 
?le server for processing a Write request according to 
another embodiment of the present invention; 

[0019] FIG. 7 is a generaliZed ?oW diagram highlighting 
steps in the ?le server for processing a directory listing 
request; 

[0020] FIG. 8 illustrates an example embodiment of an 
updated list; 
[0021] FIG. 9 illustrates an example embodiment of a ?le 
?ltering table; and 

[0022] FIG. 10 illustrates multiple exports. 

DESCRIPTION OF THE SPECIFIC 
EMBODIMENTS 

[0023] FIG. 1 shoWs a high level block diagram outlining 
the basic architecture of an example embodiment of a search 
engine environment in accordance With the present inven 
tion. The ?gure shoWs at least one ?le server 0104 having 
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one or more ?les Which can be accessed by users on a 

network 0103. A ?le server controller 010403 provides the 
processing capability conventionally associated With a ?le 
server. This may include a central processing unit (CPU), 
memory, and storage for program code to control the opera 
tion of the CPU. 

[0024] The ?les stored on a ?le server are organiZed into 
a system of ?les 010401. In one embodiment of the inven 
tion, the ?le server can access an update list 010402. In 
general, the update list can be contained in physical storage 
in a suitable location. In a more general sense, the ?le server 
element 0104 shoWn in the ?gure represents a plurality of 
?le servers, each storing its oWn set of ?les. A typical 
protocol that ?le servers use is the netWork ?le system 
protocol (NFS). Another conventional protocol is the com 
mon internet ?le system (CIFS) protocol. Still other proto 
cols such as HTTP can be used by a ?le server. 

[0025] The architecture typically includes at least one 
NFS/CIFS clients 0101 Who communicate With the ?le 
server(s) 0104 over the netWork 0103 via the NFS or CIFS 
protocol in order to read and Write ?les in the ?le server. 
Clients include creators of the ?les, and users Who can 
access the ?le to either read or modify ?les, or read and Write 
?les. In a more general sense, the client element 0101 of 
FIG. 1 represents a plurality of users, each capable of 
accessing one or more of the ?le servers. 

[0026] A search engine server 0105 communicates via the 
netWork 0103. A ?le server controller 010502 provides the 
processing capability conventionally associated With a 
search engine. This may include a central processing unit 
(CPU), memory, and storage for program code to control the 
operation of the CPU. Although this embodiment of the 
invention is described using a search engine, it Will be 
appreciated from the folloWing description that aspects of 
the invention can be incorporated into any machine in a 
netWorked environment that tracks ?les and updates to the 
?le. The search engine is merely a convenient example to 
use because search engines are Well understood and familiar 
to most people Who interact on a computer netWork. 

[0027] A typical function of most search engines is the 
creation and maintenance of an index. The speci?c content 
and structure of the information comprising an index, and 
the speci?cs of the parsing function are beyond the scope of 
the present invention. For the purposes of discussion, it can 
be appreciated by those of ordinary skill that one can refer 
to an index on a particular ?le system, or an index associated 
With a ?le system. The index information can be represented 
generically as an index database 010501, Without loss of 
generality. 

[0028] The index is created and subsequently updated and 
otherWise maintained by the search engine. This activity 
includes parsing or otherWise generating information from 
?les in the ?le server(s) 0104 in order to create the index 
database. It can be appreciated that the search engine can use 
the same NFS or CIFS protocol to access ?les in the ?le 

server(s). 
[0029] The architecture shoWs at least one ?le search 
clients 0102. These are the users Who access the search 
engine to submit ?le search requests. It can be appreciated 
that a “user” can be a human user or a machine user. An 

interface is understood to be provided by the search engine 

Apr. 21, 2005 

that is suitable to the kind of user being serviced. In a 
generaliZe sense, the ?le search client element 0102 shoWn 
in FIG. 1 represents a plurality of search clients. 

[0030] The netWork 0103 is generally any suitable com 
munication netWork that alloWs for communication among 
the various servers and clients mentioned above. The ?gure 
shoWs a local area netWork (LAN), but it can be appreciated 
that other communication netWorks are equally suitable. 
Connectivity to a LAN netWork is typically provided by the 
ethernet standard, using the TCP/IP protocol. 

[0031] The ?le server 0104 and the search engine server 
0105 each can be embodied in conventional computer 
hardWare (e.g., comprising a suitable CPU, memory, storage 
devices, and so on). Conventional softWare platforms can be 
used to support the server; e.g., Unix or other UNIX-based 
OS’s, Macintosh OS, various Microsoft OS’s, and so on. It 
is also possible that the ?le server and the search engine 
server can run on same hardWare and softWare platform. For 

example, NFS server and a search engine softWare can run 
on a Linux OS. 

[0032] Referring to FIG. 2, processing in the search 
engine includes creating an index database. The “index” is 
used by the search engine When processing a search request. 
The index is consulted to identify those ?les, if any, Which 
satisfy a search client’s request. It can be appreciated that the 
term “index” is a very generaliZed reference to the speci?c 
data that a particular search engine may use. It is understood 
that the speci?c data structures and storage formats Which 
comprise an “index” is likely to vary from one search engine 
to another. HoWever, a search engine’s index is likely to 
contain information about a ?le and its content (e.g., key 

Words). 
[0033] In a particular embodiment, the index may be one 
large database or some other single organiZation of data 
representing all ?le servers. HoWever, logically, one can 
refer to each ?le server as having its oWn associated index; 
it being understood that reference is being made With respect 
to that portion of index structure associated With a ?le server. 

[0034] Thus, When a search engine ?rst comes online, an 
index is created for all of the ?les that can be accessed from 
a ?le server; this is done for every ?le server that is made 
knoWn to the search engine. Also, if a search engine Which 
is already online learns of a neW ?le server, an index needs 
to be created for the accessible ?les contained in that ?le 
server. This is represented in FIG. 2 at decision step 0201, 
Where a determination is made Whether the index is to be 
created for a particular ?le server. 

[0035] For a neW ?le server, the search engine sends an 
initialiZation operation (see FIG. 4) to the ?le server in a 
step 0202. This causes the ?le server to clear its associated 
update list 010402. This embodiment assumes, Without loss 
of generality, the use of one ?le server as an example. Thus, 
the step 0201 is for creating the index for the ?rst time. In 
case of multiple ?le servers, a table can be provided to 
manage Which ?le server the search engine made an index 
and at Which time. See FIG. 2A as an example. In this 
example, one ?le server can have multiple export points. 

[0036] Referring to the decision step 0201, if the index for 
a ?le server Was previously created, then the search engine 
accesses update information contained in an update list 
010402 associated With that ?le server (step 0203). Then in 
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a step 0204, ?les referenced in the update information are 
accessed by the search engine (see FIG. 4). For each ?le, the 
search engine Will parse through (or otherWise analyze) the 
contents of the ?le to produce index information that is 
suitable for the index. The search engine can access each ?le 
one at a time and perform the parsing. Alternatively, the 
search engine can access groups of ?les at a time and 
perform the parsing operation on the group. 

[0037] In one implementation, the update list can be 
accessed by the search engine, just like any other ?le. Thus, 
the ?le server creates a special ?le that contains a list of 
updated ?les and the search engine retrieves a copy of the 
?le from the ?le server and stores it as a local copy. The 
search engine also deletes the contents of the special ?le. 
The search engine can then operate on the local copy; e.g., 
reading through the ?le to identify the ?les to parse. Alter 
natively, a protocol can be de?ned betWeen the search 
engine and the ?le server to obtain the information contained 
in the update list. For example, the ?le server can commu 
nicate to the search engine each ?le name of the ?les in the 
updated ?le or a list of every ?le name of the ?les in the 
update list to be processed in the search engine. In accor 
dance With another implementation the search engine can 
receive the actual ?les in the updated list instead of a list of 
?le names from the ?le servers. 

[0038] Referring to FIG. 3, a ?le server receives many 
requests for ?le operations. Typical operations include, for 
example, ?le creation, ?le open, ?le read, ?le Write, direc 
tory listings, and so on. The speci?c ?le operations provided 
vary depending the ?le system and the protocols for com 
municating With the ?le server; e.g., NFS, CIFS, etc. 

[0039] Thus, in a step 0301, the ?le server receives a ?le 
operation request from a client. In a determination step 
0302, the request is handed off to an appropriate handler. For 
example, a ?le open request is handled by a ?le open handler 
0303. A ?le read request is handled by a ?le read handler 
0304. A ?le Write request is handled by a ?le Write handler 
0305 in accordance With an embodiment of the present 
invention. This aspect of the invention Will be discussed 
beloW. A directory listing request is handled by a directory 
listing handler 0306 in accordance With another aspect of the 
present invention. The directory listing request Will be 
discussed further beloW. A “get update list” request is 
handled by the handler 0307. This function is provided in 
accordance With an embodiment of the present invention and 
is discussed beloW. 

[0040] Referring to FIG. 5, processing of a ?le Write 
operation in the ?le server in accordance With the present 
invention Will be discussed. A ?le Write operation changes 
(modi?es) the content of the speci?ed ?le. The ?le server 
makes a determination in a step 0501 Whether this is the ?rst 
Write operation on the ?le since it Was opened. If it is the ?rst 
Write operation since the ?le Was opened, then in a step 0502 
a reference to the ?le is placed in the update list 010402 
associated With the ?le server. If it is a Write operation 
subsequent to the ?rst Write operation after the ?le Was 
opened, then processing proceeds to the next step. Typically, 
the next step is to effect the requested Write operation (step 
0503), the details of Which depend on the speci?c ?le server. 

[0041] The purpose of checking for the ?rst Write opera 
tion in step 0501 is to avoid having multiple entries in the 
update list 010402 for the same ?le. One Way to achieve this 
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is as disclosed in step 0502. Alternatively, the update list can 
be inspected each time to determine Whether the ?le is 
already in the list or not. 

[0042] In the case of ?le creation, a created ?le initially 
contains no data. Therefore, it is not necessary that the ?le 
server make an entry in the update list to refer to a neWly 
created ?le. When content is placed in the ?le, this Will occur 
via a ?le Write operation. HoWever, in some ?le systems, the 
?le create operation may leave the ?le in a state Where 
subsequent Write operations can be performed; thus obviat 
ing the need for a separate ?le open function call. Therefore 
With reference to the decision step 0501 in FIG. 5, it can be 
appreciated that the test can be modi?ed to include testing 
for the ?rst Write operation folloWing a ?le open operation 
or a ?le create operation. 

[0043] Referring to FIG. 8 for a moment, the information 
contained in the update list identi?es the ?le that is the object 
of the Write operation. For example, in a hierarchical direc 
tory organiZation, a complete path name of the ?le should 
suf?ce. Other naming conventions might be more suitable. 
The speci?c information Will depend on the speci?cs of the 
?led serve, or the ?le system, and the like. Thus in FIG. 8, 
an typical implementation exemplar of the update list 
010402 is shoWn. The implementation shoWn comprises a 
list of ?le names. Each ?le that is referenced in the update 
list has been modi?ed. Each entry 080101 comprises a ?les 
name, including a full path name. 

[0044] Referring to FIG. 4, the “get update list” request 
comprises tWo kinds of operations. When the ?le server 
receives a get update list request in a step 0401, it determines 
in a decision step 0402 Whether the request is for an 
initialiZation operation or for a retrieval operation of the 
update list. If the request is an initialiZation operation, then 
in a step 0403, the ?le server simply clears the update list, 
if one previously existed. If an update list did not already 
exist, then the ?le server Will create an update list. This 
aspect of the invention is discussed further beloW. 

[0045] The particular implementation shoWn in FIG. 4 
uses a special protocol betWeen a ?le server and a search 
engine to communicate an updated ?le list. It can be 
appreciated that in accordance With another implementation, 
the search engine can use standard NFS/CIFS protocols to 
get a updated ?le list from a ?le server. In such an imple 
mentation, the updated ?le list is stored on the ?le server as 
a ?le. So the search engine reads the ?le via standard 
NFS/CIFS protocols and knoWs Which ?les have been 
updated by reading the ?le. The content in the special ?le 
must be cleared after the read by the search engine. 

[0046] Continuing With the ?gure, if the request is a 
get_?le_list operation, then the ?le server Will communicate 
the update list to the search engine (step 0404). Acopy of the 
?le can be communicated to the search engine, just like any 
other ?le. Alternatively, the ?le server can communicate the 
actual ?les to the search engine; either one at a time, or in 
groups, or in some other suitable manner. For each ?le in the 
update list, the search engine Will analyZe the ?le and update 
the index With information produce by the analysis, thereby 
updating the index. 

[0047] When the update list is communicated to the search 
engine, the update list is cleared, in a step 0405. Thus, if the 
update list is communicated to the search engine as a single 
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?le, the update list can be cleared after the communication 
is complete. If the ?le server communicates ?les to the 
search engine instead, then each ?le that is referenced in the 
update list can be deleted from the update list after it is 
communicated to the search engine. 

[0048] After the update list is cleared, the list is once again 
?lled With references to ?les that are modi?ed. The ?les 
referenced in the update list therefore represent those ?les 
that have been modi?ed subsequent to a point in time When 
the update list Was last cleared. Stated from a different point 
of vieW, the update list contains a list of ?le references that 
have been modi?ed since the last time the update list Was 
retrieved by the search engine. 
[0049] From the point of vieW of the search engine, ?les 
referenced in the update list represent those ?les that have 
been modi?ed subsequent to a point in time When the index 
Was being updated. It can be appreciated that updating the 
index can be a time consuming operation. Thus, in practice, 
the clearing of the update list by the ?le server (by virtue of 
a get_?le_list request) may very Well occur before the 
completion of updating the index by the search engine. 
[0050] The next time the search engine retrieves the 
update list to perform an update of the index, it Will only 
need to parse through those ?les Which Were modi?ed since 
the previous update operation on the index. The update list 
therefore avoids the search engine having to perform the 
brute force task of accessing and parsing every ?le on a 
given ?le server in order to update the index. 

[0051] An index can be created for a ?le that does not have 
one. This situation may arise because the search engine Was 
not previously aWare of the ?le system, or for some reason 
it Was decided to delete a previously existing index for the 
?le system. When the search engine has completed the 
process of creating the index, it Will send a get_?le_list 
request for an initialiZation operation. This has the effect of 
creating the update list or of clearing an existing update list. 
If the ?le system Was not previously knoWn, then the ?le 
system may not likely to have an update list. In that case, an 
update list is created. If the ?le system already had an update 
list, then the initialiZation operation Will serve to clear the 
list. 

[0052] Based on the foregoing discussion, it can be appre 
ciated that each ?le server has its oWn associated update list. 
HoWever, as an alternative implementation, it is conceivable 
that an update list can be implemented that is accessible by 
tWo or more ?le servers that contains references to modi?ed 
?les from the tWo or more ?le servers. In the most general 
case, a global update list can be provided. HoWever, this type 
of update list may or may not be preferable, depending on 
performance considerations, implementation considerations, 
and so on. In another alternative, one ?le server maintains 
multiple updated ?les. One update list is associated With one 
export point of the ?le server. 

[0053] Referring to FIG. 10, in accordance With another 
embodiment of the present invention, a ?le server can be 
con?gured to provide different exports of a ?le system to 
different clients. Under NFS and CIFS conventions, a client 
“mounts” an export of the ?le system. Mounting is a process 
involving a series of communications betWeen NFS/CIFS 
clients and the ?le server in order to make the export 
accessible by the NFS/CIFS clients. An export is a name of 
a ?le system to be shared or a name of a directory to be 
shared by NFS/CIFS clients. 
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[0054] As illustrated in FIG. 10, the ?le system 0104 
provides a ?rst export 1001 that can mounted by clients 
other than a search engine. Asecond export 1002 is provided 
by the ?le server to be mounted by the search engine. Both 
exports are on the same ?le system or directory 010401. The 
?le server knoWs Which export the search engine has 
mounted; for example, a mapping relationship can be 
described in a special ?le in the ?le server. 

[0055] In accordance With this embodiment, the search 
engine performs conventional processing to either create an 
index on the ?les on the ?le server, or to update the index. 
The search engine mounts the export that has been made 
available by the ?le server. An administrator of a ?le server 
creates an export for a search engine. An administrator of the 
search engine speci?es a list of exports that the search 
engine needs to make an index. This can be done, for 
example, by editing a special ?le in the search engine. By 
using a directory service, this con?guration can be done 
systematically. The search engine then makes one or more 
requests for directory listing(s) of ?les on the ?le server; for 
example, using the standard requests provided in the NFS 
and CIFS protocols. 

[0056] In the case Where the index is being created for the 
?le system, each ?le identi?ed in the directory listing(s) is 
parsed and indexed. In the case Where the index is being 
updated, the search engine determines Whether the ?le 
should be parsed for indexing based on the modi?cation date 
(or some other similar information) of the ?le. If the ?le Was 
modi?ed since the last time the index for this ?le system Was 
updated, then the ?le is parsed and indexed; otherWise it is 
not parsed. 

[0057] In accordance With this aspect of the invention, the 
list of ?les made available via a directory listing by the ?le 
server to the search engine is less than the ?les that are 
available in a directory listing to other clients. This is made 
possible because the search engine mounts an export that is 
different than the export that is mounted by clients other than 
the search engine. As Will be discussed noW, the ?le server 
is con?gured to perform differently depending on Which 
export the ?le service request is being made; e.g., a directory 
listing service request. 

[0058] Referring to FIG. 9, a ?le server con?gured 
according to this aspect of the invention includes a ?le 
?ltering table 0901. The table contains conditions (criteria) 
090101 that describe What kinds of ?les Will be made 
available to an export that is mounted by the search engine. 
For example, users of the search engine may Want to restrict 
?les to be searched based on ?le type. Types of ?les can be 
determined by a ?le extension such as .ppt, .doc, .xls, and so 
on. In this case, ?les that having certain ?le extensions may 
be determined to be candidates for searching. Another 
criterion for determining Which ?les can be searched might 
be based on ?le oWnership, ?le creation time, ?le siZe, and 
so on. 

[0059] The ?le ?lter table embodiment shoW in FIG. 9 is 
an inclusive table. This means that the ?le ?lter table 
speci?es those ?les Which should be included in the direc 
tory listing. For example, all “.doc” ?les Will be included in 
the directory listing for a given directory. HoWever, “.exe” 
?les Will not be included; i.e., excluded from the list. It can 
be appreciated that the ?le ?lter table can be an “exclusion 
ary” table. Thus, the table speci?es those ?les Which Will be 



US 2005/0086192 A1 

excluded from the directory list. Thus, for example, an 
exclusionary table might contain the criterion of “.exe”, 
meaning that all ?les in a directory Will be included in the 
directory list except for ?les of type “.exe”. Still another 
variation of the ?le ?lter table is to be able specify ?les to 
be included and ?les to be excluded. 

[0060] Typically, ?les that are indexed are those that 
contain text. Some search engines Will also index ?les that 
have graphics or some kind of image data, if there is 
corresponding text in the ?le. The ?le ?lter table can reduce 
the set of ?les that the search engine must consider by 
?ltering out executable ?les or other ?les Which do not 
contain data that can be searched. 

[0061] FIG. 7 illustrates an example of the processing for 
a directory request that is made on an export that a search 
engine has mounted. The ?le server determines if the 
directory listing request issued from the search engine, step 
0701. The directory listing request includes information as 
to Which export the request Was issued on. Since, the ?le 
server knoWs Which export the search engine has mounted, 
the ?le server can make this determination. If the request did 
not come from a search engine, then in a step 0707, a 
conventional directory listing is produced and communi 
cated to the requesting client. 

[0062] If the request originated from a search engine, then 
in a step 0702, the ?le server consults the ?le ?ltering table 
0901 to determine (step 0703) for each ?le in that directory 
Whether it Will be contained in the directory listing infor 
mation. If the ?le meets the criterion(a) set forth in the ?le 
?ltering table, then a reference to the ?le is added to a 
temporary list (step 0704). The ?le server can determine 
Whether the request came from a search engine or from a 
client by looking at Which export the request has been issued 
or by looking at an IP address of the requester, or by some 
other suitable identi?cation technique. Also, the ?le server 
can maintain a suitable list that identi?es one or more 

computer systems (e.g., search engines) for Which the ?le 
?ltering table Will be used to satisfy a directory request. 

[0063] If the ?le does not match any of the criteria in the 
?le ?ltering list, then it Will not be added to the temporary 
list. In a step 0705, a check is made to determine Whether all 
of the ?les have been checked against the ?le ?ltering table. 
If more ?les need to be checked, then processing continues 
With step 0702. OtherWise, the temporary list is further 
processed in a step 0706 to produce a suitable directory 
listing that can then be communicated back to the search 
engine. This might include adding a listing of the subdirec 
tories to the temporary list. File attributes of the ?les 
contained in the temporary list may need to be supplied. This 
might include information such as ?le siZe, creation date, 
modify date, permission information, and so on. The direc 
tory information is then communicated to the search engine 
as a response to the directory listing request. 

[0064] It can be appreciated that the directory listing that 
the search engine receives is ?ltered by the ?le ?ltering 
table, and thus can contain a subset of the ?les that a 
non-search engine client might receive. By virtue of this 
reduced ?le list, processing in the search engine to create an 
index for the ?le system or to update it index can be reduced, 
as compared to conventional processing Where an un?ltered 
directory listing might include many more ?les. 

[0065] Referring to FIG. 6, still another aspect of the 
present invention is directed to the processing in the ?le 
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server of Write requests. When the ?le server receives a Write 
request, a determination is made in a step 0601 Whether the 
Write request is the ?rst Write request since the speci?ed ?le 
Was last opened. If the Write request is not a ?rst Write 
request, then the Write request is processed in a conventional 
manner (step 0604), according to the speci?cs of the ?le 
server. 

[0066] If the Write request is the ?rst Write request since 
the last ?le open operation, then processing proceeds to a 
decision step at step 0602. There, a ?le ?ltering table 0901 
is consulted. This table is used in the same manner as 
discussed above. If the ?le that is the object of the Write 
operation satis?es any of the criteria in the ?le table, then a 
reference to the ?le is added to an update list 010402, in a 
step 0603. If no criteria are satis?ed, then the Write operation 
is completed in a conventional manner in step 0604. 

[0067] It Was noted above in connection With FIG. 5 that 
in the case of ?le creation, a created ?le initially contains no 
data. Therefore, it is not necessary that the ?le server make 
an entry in the update list to refer to a neWly created ?le. 
When content is placed in the ?le, this Will occur via a ?le 
Write operation. HoWever, in some ?le systems, the ?le 
create operation may leave the ?le in a state Where subse 
quent Write operations can be performed; thus obviating the 
need for a separate ?le open function call. Therefore With 
reference to the decision step 0601 in FIG. 6, it can be 
appreciated that the test can be modi?ed to include testing 
for the ?rst Write operation folloWing a ?le open operation 
or a ?le create operation. 

[0068] It can be appreciated that this aspect of the inven 
tion is similar to the aspect of the invention discussed in 
connection With update lists. The search engine Will consult 
the update list associated With the ?le system When it is 
ready to perform an update of its index for that ?le system, 
as discussed above. Thus, the search engine need only access 
and parse those ?les referenced in the update list When 
performing an index update. HoWever, With the use of the 
?le ?lter table, the siZe of the update list can be reduced 
someWhat. This has the desired effect of potentially reducing 
the index update time. 

What is claimed is: 
1. A method for accessing data comprising: 

storing a plurality of ?les in a ?le server; 

monitoring operations on one or more of the ?les in the 
?le server; 

if a ?le in the ?le server is modi?ed, then adding infor 
mation representative of the ?le in an update list, 
Wherein the update list contains information represen 
tative of ?les that have been modi?ed; 

providing an index, the index comprising information 
produced from an analysis of one or more of the ?les 
in the ?le server, the index being accessed by a ?rst 
computer other than the ?le server; 

obtaining information from the update list, thus identify 
ing each ?le contained in the update list; and 

for each ?le contained in the update list, updating the 
index With information produced from an analysis of 
the ?le, Whereby the updating is performed only on 
those ?les Which have been modi?ed. 
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2. The method of claim 1 wherein the step of obtaining 
information from the update list includes communicating to 
the ?rst computer ?rst information representative of one or 
more ?les referenced in the update list. 

3. The method of claim 2 Wherein the update list is stored 
in the ?le server. 

4. The method of claim 2 Wherein the ?rst information 
comprises ?le references contained in the update list. 

5. The method of claim 2 Wherein the ?rst information 
comprises copies of the ?les referenced in the update list. 

6. The method of claim 1 Wherein the update list is stored 
in a ?rst ?le and the step of obtaining information from the 
update list includes communicating a copy of the ?rst ?le to 
the ?rst computer. 

7. The method of claim 6 Wherein the ?rst ?le is stored in 
the ?le server. 

8. The method of claim 1 further comprising clearing the 
update list When the indeX is updated, Wherein contents of 
the update list are deleted. 

9. The method of claim 8 Wherein the step of updating is 
performed by the ?rst computer. 

10. The method of claim 1 Wherein the indeX is stored in 
the ?rst computer. 

11. The method of claim 10 Wherein the computer is a 
search engine server, Wherein the indeX facilitates perform 
ing a search of ?les stored in the ?le server 

12. A method for accessing data comprising: 

storing a plurality of ?les; 

receiving a request for a ?le operation to be performed on 
a ?rst ?le; 

if the ?le operation is a Write operation, then storing a 
reference into an update list Which identi?es the ?rst 
?le, Whereby the update list comprises references of 
only those ?les Whose content have been modi?ed; 

receiving a request from a ?rst computer for the update 
list and in response thereto, communicating informa 
tion contained in the update list to the ?rst computer; 
and 

subsequent to the step of communicating information, 
removing the information contained in the update list. 

13. The method of claim 12 Wherein the one or more ?le 
operations comprises a plurality of Write operations, Wherein 
the step of storing identi?cation information is performed 
only upon detecting a ?rst of the Write operations. 

14. The method of claim 13 Wherein the ?rst Write 
operation is received subsequent to receiving a clear request. 

15. The method of claim 12 Wherein the step of commu 
nicating information includes communicating content of the 
update list to the ?rst computer. 

16. The method of claim 15 Wherein a copy of the update 
list is communicated to the ?rst computer. 

17. The method of claim 16 further comprising receiving 
from the ?rst computer ?le operation requests for reading 
?les identi?ed in the update list, and in response to each such 
request communicating the requested ?le to the ?rst com 
puter. 

18. The method of claim 17 Wherein the ?rst computer is 
a search engine. 

19. The method of claim 12 Wherein the step of commu 
nicating information includes providing a copy of each ?le 
that is referenced in the update list to the ?rst computer. 
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20. A ?le server comprising: 

storage for storing a plurality of ?les; 

an update list; and 

a ?le server controller, 

the ?le server controller con?gured to perform the method 
steps of: 

receiving a request for a ?le operation to be performed 
on a ?rst ?le; 

if the ?le operation is a Write operation, then storing a 
reference to the ?rst ?le into the update list, Whereby 
the update list comprises references of only those 
?les Whose content have been modi?ed; 

receiving a request from a ?rst computer for the update 
list and in response thereto, communicating infor 
mation contained in the update list to the ?rst com 
puter; and 

subsequent to the step of communicating information, 
removing the information contained in the update 
list. 

21. The ?le server of claim 20 Wherein the ?rst computer 
is a search engine. 

22. A method for accessing ?les from a ?le server 
comprising: 

receiving a search request and in response thereto access 
ing an indeX using search criteria associated With the 
search request to obtain information Which identi?es 
any ?les that match the search criteria and communi 
cating the information in the form of a search result, the 
indeX comprising information based on ?les stored 
among one or more ?le servers; and 

updating the indeX comprising: 

receiving ?le information from a ?rst ?le server, the ?le 
information representative of only those ?les contained 
in the ?rst ?le server that have been modi?ed subse 
quent to a ?rst point in time; and 

for each ?le: 

accessing the ?le; 

parsing the ?le to produce indeX information; and 

updating the indeX With the indeX information, 

Wherein only those ?les that have been modi?ed since 
the ?rst point in time are accessed and parsed. 

23. The method of claim 22 Wherein the ?rst point in time 
is a time When a previous update of the indeX With ?les from 
the ?rst ?le server Was being performed. 

24. The method of claim 22 further including creating the 
indeX, Wherein the ?rst point in time is a time subsequent to 
creating the indeX. 

25. The method of claim 22 further comprising creating 
an indeX including: 

accessing a plurality of ?rst ?les from the ?rst ?le server; 

parsing one of the ?rst ?les to produce indeX information; 
and 

adding the indeX information into the indeX, thereby 
indexing one of the ?rst ?les, 

Wherein the steps of parsing and adding are repeated for 
each of the ?rst ?les, 
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wherein the ?rst point in time is a time subsequent to 
indexing all of the ?rst ?les. 

26. The method of claim 25 further comprising commu 
nicating a ?rst request to the ?rst ?le server upon indexing 
the plurality of ?rst ?les, Whereby the ?rst point in time is 
determined based on the ?le server receiving the ?rst 
request. 

27. The method of claim 25 Wherein creating an index 
further comprises: 

accessing a plurality of second ?les from a second ?le 
server; 

parsing one of the second ?les to produce index informa 
tion; and 

adding the index information into the index, thereby 
indexing one of the second ?les, 

Wherein the steps of parsing and adding are repeated for 
each of the second ?les. 

28. The method of claim 22 Wherein the step of updating 
the index is performed for a plurality of ?le servers, Wherein 
each ?le server is associated its oWn ?rst point in time Which 
is a point time subsequent to When the index Was previously 
updated With ?les from the ?le server. 

29. The method of claim 28 further including creating the 
index, Wherein the ?rst point in time is a time subsequent to 
creating the index. 

30. The method of claim 28 Wherein the ?rst point in time 
is a time subsequent to a previous updating of the index. 

31. The method of claim 22 Wherein the step of updating 
the index is repeated for a plurality of additional ?le servers, 
Wherein only those ?les in each additional ?le server Which 
have been modi?ed since the ?rst point in time are accessed 
and parsed. 

32. A computer for accessing ?les comprising: 

a ?le access controller; 

an index accessible by the ?le access controller; and 

computer program code con?gured to control the ?le 
access controller to perform the method steps of claim 
22. 

33. A search engine server comprising: 

a search engine controller; 

an index accessible by the search engine controller; and 

computer program code con?gured to control the search 
engine controller to perform the method steps of claim 
22. 

34. A system for data access comprising: 

a ?rst ?le server; 

a second server con?gured to communicate With the ?rst 
?le server; 

an index ?le accessible by the second server, the index ?le 
comprising index information obtained from ?les 
stored in the ?rst ?le server; and 

a ?rst update ?le accessible by the ?rst ?le server, 

the ?rst ?le server con?gured to add ?le references to the 
?rst update list for ?les in the ?rst ?le server Whose 
contents have changed since a ?rst point in time, and 
further con?gured to provide ?rst update information 
contained in the ?rst update list to the second server, 

Apr. 21, 2005 

the second server con?gured to: 

receive the ?rst update information; 

access ?les referenced in the ?rst update information; 

analyZe each of the ?les to produce index information; 
and 

update the index With the index information, 

Whereby updating the index for ?les stored on the ?rst 
?le server includes accessing only those ?les Which 
are referenced in the ?rst update list. 

35. The system of claim 34 Wherein the second server is 
a search engine server. 

36. The system of claim 34 Wherein the ?rst point in time 
is a time subsequent to When the index Was created. 

37. The system of claim 36 Wherein the second server is 
further con?gured to create the index and to send a ?rst 
request to the ?rst ?le server after the index is created, the 
?rst point in time being a time subsequent to the ?rst ?le 
server receiving the ?rst request. 

38. The system of claim 36 Wherein the second server is 
further con?gured to send a ?rst request to the ?rst ?le server 
after the index is updated, the ?rst ?le server further con 
?gured to clear the ?rst update list in response to receiving 
the ?rst request, the ?rst point in time being a time subse 
quent to a time When the ?rst update list is cleared. 

39. The system of claim 34 further comprising a second 
?le server and a second update list accessible by the second 
?le server, the second server further being con?gured for 
communication With the second ?le server, 

the index further comprising index information obtained 
from ?les stored in the second ?le server, 

the second ?le server con?gured to add ?le references to 
the second update list for ?les in the second ?le server 
Whose contents have changed since a second point in 
time and further con?gured to provide second update 
information contained in the second update list to the 
second server, 

the second server further con?gured to update the index 
based on ?les referenced in the second update list. 

40. The system of claim 39 Wherein the second point in 
time is a point in time subsequent to When the index created. 

41. The system of claim 39 Wherein the second server is 
further con?gured to create the index and to send a ?rst 
request to the ?rst ?le server and to the second ?le server 
after the index is created, Wherein the ?rst point in time is 
a time subsequent to the ?rst ?le server receiving the ?rst 
request, Wherein the second point in time is a time subse 
quent to the second ?le server receiving the ?rst request. 

42. A method for accessing data comprising: 

storing one or more ?les in a ?le server; 

receiving a ?rst directory list request for a ?rst directory 
at the ?le server, the ?rst directory list request origi 
nating from a ?rst computer; 

in response to receiving the ?rst directory list request 
from the ?rst computer, producing a ?rst directory 
listing that is representative of contents of the ?rst 
directory; 
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receiving a second directory list request for the ?rst 
directory at the ?le server, the second directory list 
request originating from a second computer; 

in response to receiving the second directory list request 
from the second computer, producing a second direc 
tory listing that is representative of contents of the ?rst 
directory, ?les represented in the second directory 
listing being based on one or more criteria contained in 
a ?le ?lter table; and 

in the second computer, updating an indeX based on the 
second directory listing. 

43. The method of claim 42 Wherein the second computer 
is a search engine server. 

44. The method of claim 42 Wherein the one or more 
criteria are based on one or more of: ?le types; ?le oWner 

information; ?le creation dates; and ?le siZes. 
45. The method of claim 42 Wherein the ?le ?ltering table 

comprises one or more ?le types Which indicate Whether 
?les are to be eXcluded from the second directory listing. 

46. The method of claim 45 Wherein the ?le ?ltering table 
further comprises one or more of ?le oWner information, ?le 
creation dates, ?le siZes. 

47. The method of claim 42 Wherein the ?le ?lter speci?es 
Which ?les are to be included in the second directory listing. 

48. The method of claim 42 Wherein the ?le ?lter speci?es 
Which ?les are to be eXcluded from the second directory 
listing. 

49. The method of claim 42 Wherein the ?le ?lter speci?es 
Which ?les are to be included in the second directory listing 
and Which ?les are to be eXcluded from the second directory 
listing. 

50. A method for accessing data comprising: 

storing one or more ?les in a ?le system on a ?le server; 

providing a plurality eXports of the ?le system to a 
plurality of computer systems; 

receiving from a ?rst computer system a directory list 
request for a ?rst directory stored on the ?le server; 

producing a ?rst directory listing that is representative of 
contents of the ?rst directory if the ?rst computer 
system has not mounted a predetermined one of the 
eXports; and 

producing a second directory listing that is representative 
of contents of the ?rst directory if the ?rst computer 
system has mounted a predetermined one of the 
eXports, Wherein ?les represented in the second direc 
tory listing are determined based on one or more 

criteria contained in a ?le ?lter table, Wherein an indeX 
in the ?rst computer system is updated based on 
information in the second directory listing. 

51. The method of claim 50 Wherein the ?rst computer 
system is a search engine server. 

52. The method of claim 50 Wherein the ?le ?lter speci?es 
Which ?les are to be included in the second directory listing. 

53. The method of claim 50 Wherein the ?le ?lter speci?es 
Which ?les are to be eXcluded from the second directory 
listing. 

54. A method for accessing data comprising: 

storing one or more ?les in a ?le system on a ?le server; 

receiving from a ?rst computer system a directory list 
request for a ?rst directory contained on the ?le server, 
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the directory list request including source information 
comprising an identi?er of the ?rst computer system; 

producing a ?rst directory listing that is representative of 
contents of the ?rst directory if the identi?er of the ?rst 
computer system is different from a predetermined 
identi?er; and 

producing a second directory listing that is representative 
of contents of the ?rst directory if the identi?er of the 
?rst computer system is the same as the predetermined 
identi?er, Wherein ?les represented in the second direc 
tory listing are determined based on one or more 

criteria contained in a ?le ?lter table, Wherein an indeX 
in the ?rst computer system is updated based on 
information in the second directory listing. 

55. The method of claim 54 Wherein the identi?er is an 
internet protocol (IP) address. 

56. In a ?le server, a method for providing access to ?les 
contained in the ?le server comprising: 

organiZing the ?les in a ?le system; 

providing access to the ?le system to a plurality of 
computer systems; 

storing information representative of one or more prede 
termined computer systems; 

receiving from a ?rst computer system a directory list 
request for a ?rst directory stored on the ?le server; 

producing a ?rst directory listing that is representative of 
contents of the ?rst directory if the ?rst computer 
system is not one of the predetermined computer sys 
tems; and 

producing a second directory listing that is representative 
of contents of the ?rst directory if the ?rst computer 
system is one of the predetermined computer systems, 
Wherein ?les represented in the second directory listing 
are determined based on one or more criteria contained 

in a ?le ?lter table. 

57. The method of claim 56 Wherein the ?le ?ltering table 
comprises one or more ?le types Which indicate, by ?le type, 
Whether ?les are to be excluded from the second directory 
listing. 

58. The method of claim 57 Wherein the ?le ?ltering table 
further comprises one or more of ?le oWner information, ?le 
creation dates, ?le siZes. 

59. The method of claim 56 Wherein the ?le ?ltering table 
comprises one or more criteria Which indicate Whether a ?le 
is to be eXcluded form the second directory listing. 

60. The method of claim 56 Wherein the ?le ?ltering table 
comprises one or more criteria Which indicate Whether a ?le 
is to be included in the second directory listing. 

61. The method of claim 56 Wherein the ?le ?ltering table 
comprises one or more ?rst criteria Which indicate Whether 
a ?le is to be included in the second directory listing and one 
or more second criteria Which indicate Whether a ?le is to be 
included in the second directory listing. 

62. The method of claim 56 further comprising providing 
one or more eXports to the one or more computer systems, 

Wherein the predetermined one or more computer systems 
are identi?ed by the eXports they have mounted, Whereby the 
steps of producing are based on Which of the one or more 
eXports the ?rst computer system has mounted. 
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63. The method of claim 56 wherein the predetermined 
one or more computer systems are identi?ed by source 

addresses, Whereby the steps of producing are based on a 
source address of the ?rst computer system. 

64. The method of claim 63 Wherein the source address is 
an IP address. 

65. A ?le server comprising: 

storage for storing a plurality of ?les; 

a ?le ?lter table; and 

a ?le server controller, 

the ?le server controller con?gured to perform the method 
steps of claim 56. 

66. A method for accessing ?les comprising: 

detecting a Write operation to a ?rst ?le in a ?le server; 

selectively adding a representation of the ?rst ?le into an 
update list based on one or more ?le ?lter criteria, 
Wherein the detecting step and the selectively adding 
step is repeated for additional ?les in the ?le server; 

communicating update information relating to content of 
the update list to a ?rst computer, 

subsequent to communicating the update information, 
clearing the update list; and 

in the ?rst computer updating a search indeX including 
accessing ?les contained in the ?le server based on the 
update information. 

67. The method of claim 66 Wherein ?le ?lter criteria 
specify one or more of: a ?le type; ?le oWnership; ?le 
creation date; and ?le siZe. 

68. The method of claim 66 Wherein the update informa 
tion comprises ?le references contained in the update list. 

69. The method of claim 66 Wherein the update informa 
tion comprises copies of the ?les referenced in the update 
list. 

70. The method of claim 66 Wherein the update list is 
stored in a ?rst ?le and the step of obtaining information 
from the update list includes communicating a copy of the 
?rst ?le to the ?rst computer. 
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71. The method of claim 66 Wherein the ?rst computer is 
a search engine. 

72. A method for accessing data comprising: 

detecting Write operations on ?rst ?les in a ?le server; 

for each ?rst ?le, selectively adding a reference to the ?rst 
?le into an update list based on one or more ?ltering 

criteria; 

receiving a ?rst request from a ?rst computer, and in 
response thereto communicating update information 
relating to the update list; and 

subsequent to communicating the update information, 
clearing the update list. 

73. The method of claim 72 Wherein the ?ltering criteria 
include at least one of: a ?le type; ?le oWnership; ?le 
creation date; and ?le siZe. 

74. The method of claim 73 Wherein the ?ltering criteria 
specify Whether to add a ?le to the update list. 

75. The method of claim 73 Wherein the ?ltering criteria 
specify Whether to eXclude a ?le from the update list. 

76. The method of claim 72 Wherein the update informa 
tion is a copy of the update list that is transferred to the ?rst 
computer. 

77. The method of claim 72 Wherein the update informa 
tion comprises copies of ?les referenced in the update list. 

78. The method of claim 72 Wherein the ?rst computer is 
a search engine. 

79. A ?le server for providing access to data comprising: 

storage for storing a plurality of ?les; 

an update list; 

a ?le ?lter table; and 

a ?le server controller, 

the ?le server controller con?gured to perform the method 
steps of claim 72. 

* * * * * 


