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(57) ABSTRACT 

Peptides are identi?ed from a list of candidates using 
collision-induced dissociation tandem mass spectrometry 
data. A probabilistic model for the occurrence of spectral 
peaks corresponding to frequently observed partial peptide 
fragment ions is applied. As part of the identi?cation pro 
cedure, a probability score is produced that indicates the 
likelihood of any given candidate being the correct match. 
The statistical signi?cance of the score is knoWn Without 
necessarily having reference to the actual identity of the 
peptide. In one form of the invention, a genetic algorithm is 
applied to candidate peptides using an objective function 
that takes into account the number of shifted peaks appear 
ing in the candidate spectrum relative to the test spectrum. 
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PEPTIDE IDENTIFICATION 

STATEMENT OF GOVERNMENT SUPPORT 

[0001] This invention Was made With Government support 
under Contract DE-AC06-76RL01830, awarded by the US. 
Department of Energy. The United States Government may 
have certain rights in the invention. 

REFERENCE TO SEQUENCE LISTING 

[0002] The sequence listing submitted in connection With 
this disclosure, the listing amounting to tWelve pages in 
paper form and a corresponding computer-readable form, in 
incorporated herein by reference. 

BACKGROUND 

[0003] The present invention relates to identi?cation of 
peptides based on their mass spectrometry (MS) character 
istics. 

[0004] High-throughput proteomic technologies seek to 
characteriZe the state of the proteome in a cell population in 
much the same manner that DNA microarrays seek to 
characteriZe the state of gene expression in a cell population. 
CharacteriZation of the proteins can be done using several 
different methods, one of Which is to digest the proteins ?rst, 
typically using trypsin, into peptides Which are then ana 
lyZed using tandem mass spectrometry (MS/MS). A typical 
procedure may involve extracting cellular proteins followed 
by tryptic digestion and then separating the peptides With 
liquid chromatography. The separated peptides are then 
identi?ed by MS/MS. Ideally, peptides Will subsequently be 
quantitated, post-translational modi?cations Will be deter 
mined and the information regarding the peptides Will be 
assembled into a picture of the proteomic state of a cell 
population. 
[0005] Just as With DNA microarrays, quality assurance of 
the high-throughput process is of paramount importance in 
order for proteomics to be of value to biologists. If peptides 
are initially identi?ed poorly, then this information and the 
information on post-translational state and quantitation of 
protein expression is not of much value. For this reason, 
there has been much Work recently on developing peptide 
identi?cation methods for MS/MS spectra. This area of 
research has proceeded on tWo fronts, the ?rst of Which 
seeks to take advantage of the Wide availability of genome 
sequences. The database search methods try to identify the 
peptide that resulted in the observed MS/MS spectrum by 
picking the best candidate from a list of peptides generated 
from the genome sequence (e.g. Eng, K.; McCormack, A. L.; 
Yates, J. R. I. JAm Soc ofMass Spec 1994, 5, 976-989). De 
novo methods on the other hand, seek to sequence and hence 
identify a peptide simply from the observed MS/MS spec 
trum (e.g. Dancik, V.; Addona, T. A.; Clauser, K. R.; Vath, 
.I. E.; PevZner, P. A. J. Comput. Biol. 1999, 6, 327-342 (“Dan 
cik et al.” herein). Regardless of Which approach is used, it 
is essential to have a method for scoring each peptide so that 
accurate and reliable identi?cations can be made. 

[0006] SEQUEST, for example, scores peptides by calcu 
lating the overlap integral betWeen a model spectrum for a 
peptide and the experimental spectrum. Both the model 
spectrum and the experimental spectrum are transformed 
into continuous functions in order to calculate the overlap 

Sep. 9, 2004 

integral. This approach has been successful as measured by 
the number of labs that use it. HoWever, interpretation of the 
scores is not straightforWard, and statistical con?dence in 
the identi?cation of the highest-scoring peptide remains in 
question. Criteria based on experience and on a more 
rigorous statistical analysis have been proposed to construct 
scoring thresholds above Which an identi?cation should be 
accepted. 

[0007] Dancik et al. developed a more rigorous scoring 
scheme for use With de novo sequencing of peptides. De 
novo sequencing methods have not been as Widely used as 
methods that identify the best peptides from a candidate list 
for several reasons. First, MS/MS spectra often do not 
contain enough information to alloW for unambiguous deter 
mination of the entire peptide sequence. It has been esti 
mated that 50% of spectra are missing enough peaks to alloW 
only partial interpretation. Second, de novo approaches can 
be computationally intensive, Which is an important crite 
rion for high-throughput proteomics. Still, there is a signi? 
cant need for de novo sequencing methods because often the 
most biologically interesting peptides, such as those con 
taining mutations and frame-shifts, may not be in the 
sequence database to begin With. This Will be especially true 
in clinical or ?eld settings Where the genome of the organism 
being studied differs from the genome of the organism that 
Was sequenced. 

[0008] An ideal MS/MS spectral analysis Would have 
several desirable features. The scoring method Would ideally 
report, as the score, the probability of a spectrum being due 
to a particular peptide. Short of that, the scoring Would 
contain a rigorous test of signi?cance of the results. Also, the 
scoring method should be Well characteriZed as far as its rate 
of producing both false positive and false negative identi 
?cations. In addition, a combined analysis in Which partial 
peptide sequences determined de novo can be scored along 
side peptides obtained from a sequence-speci?c peptide 
database in a statistically meaningful manner is desirable. 
Such an ideal computational analysis Would have the speed 
seen With database peptide identi?cation programs, the 
unbiased nature of a de novo method, and statistically 
rigorous scoring. 

SUMMARY 

[0009] It is an object of the present invention to provide an 
improved method for identifying unknoWn peptides from a 
MS/MS spectrum. Another object is to provide such a 
method that is computationally efficient in database and de 
novo analysis, conducive to high-throughput processing. 

[0010] These objects and others are achieved by various 
forms of the present invention. One form of the present 
invention comprises a statistically rigorous scoring algo 
rithm for peptide identi?cation that can be used alone, or 
incorporated into a database search algorithm or a de novo 
peptide sequencing algorithm. This form is based on a 
probabilistic model for the occurrence of spectral peaks 
corresponding to key partial peptide ion types. In particular, 
the ion frequencies for the most frequently observed ion 
types are initially estimated from a training data set of 
knoWn sequences. These frequencies are then used to con 
struct a ?ngerprint for any candidate peptide of interest, 
Where the ?ngerprint consists of a list of spectral peaks and 
their corresponding probabilities of appearance. A spectrum 
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is then scored against the candidate ?ngerprints using a 
likelihood ratio betWeen the hypothesis that the candidate 
peptide is not present and the hypothesis that the candidate 
peptide is present. This likelihood ratio can be used for 
peptide identi?cation. In addition, a probabilistic score that 
estimates the probability of a candidate peptide being 
present in the test sample can be constructed from the 
likelihood ratio. This approach is applied to a large data set 
of over 2000 spectra for tryptic peptides of different lengths 
ranging from 6-mer to 30-mer amino acids, all having a 
precursor ion charge of +2. Performance results indicate that 
this approach is accurate, and consistent across different 
peptide lengths and experimental conditions. False positive 
and false negative error rates for sequence length 10-mer 
and shorter are generally beloW 5%, While error rates for 
sequences longer than 10-mer are typically beloW 3%. 

[0011] In one disclosed form of the invention, a Genetic 
Algorithm is applied to ?nd peptide sequences that are 
relatively close matches to a sample. Techniques are applied 
to select a neW generation of candidates from an old gen 
eration, and an objective function is provided that takes into 
account peaks that appear to be shifted in one spectrum 
relative to another. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0012] FIG. 1 is a histogram of ion frequencies versus 
offset bin for N-terminus partial peptide sequences gener 
ated from 10-mers in an experimental application of the 
present invention. Individual histograms for ion offsets for 
each partial peptide from length 1 to 9 are colored and 
stacked to present a summary vieW of the ion offset patterns 
that are found. 

[0013] FIG. 2 is a histogram of ion frequencies versus 
offset bin for C-terminus partial peptide sequences generated 
from 10-mers in an experimental application of the present 
invention. Individual histograms for ion offsets for each 
partial peptide from length 1 to 9 are colored and stacked to 
present a summary vieW of the ion offset patterns that are 
found. 

[0014] FIG. 3 is an illustration of a peptide scoring 
method for SEQ ID NO: 1 (PGIDFTNDPLLQGR) in an 
experimental application of the present invention. Subplot 
(a) shoWs the candidate ?ngerprint Where peak location is 
plotted on the x-axis and frequency of appearance is plotted 
on the y-axis. Subplot (b) illustrates the scoring algorithm on 
a spectrum for SEQ ID NO: 1 (PGIDFTNDPLLQGR), 
Where the lighter lines denote non-?ngerprint peaks, and the 
black lines denote observed ?ngerprint peaks. 

[0015] FIG. 4 is a graph of the false positive (solid line) 
and false negative (dashed line) rates versus critical thresh 
old for peptide identi?cation using likelihood ratio criteria in 
an experimental application of the present invention. 

[0016] FIG. 5 is a histogram for log-likelihood ratio of 
comparisons betWeen all test spectra and all ?ngerprints in 
an experimental application of the present invention. 

[0017] FIG. 6 is a histogram for probability score of 
comparisons betWeen all test spectra and all ?ngerprints in 
an experimental application of the present invention. 

[0018] FIG. 7 is an ideal spectrum of the sequence SEQ 
ID NO: 2 (LFSQVGK) for use With one embodiment of the 
present invention. 

Sep. 9, 2004 

[0019] FIG. 8 is a histogram of ?tness values obtained in 
one application of the genetic algorithm-based embodiment 
of the method of the present invention. 

[0020] FIG. 9 is a histogram of the number of peaks that 
could be matched by a translation for selected sequences and 
the target spectrum from FIG. 7 by application of one 
embodiment of the present invention. 

[0021] FIG. 10 is a histogram of the number of non 
distinct entries in matrix D When comparing the idealiZed 
spectrum of FIG. 7 With the hypothetical spectrum produced 
by one amino acid substitution relative to the sequence SEQ 
ID NO: 2 (LFSQVGK). 

[0022] FIG. 11 is a histogram of the number of non 
distinct entries in matrix D When comparing the idealiZed 
spectrum of FIG. 7 With the hypothetical spectrum produced 
by tWo amino acid substitutions relative to the sequence 
SEQ ID NO: 2 (LFSQVGK). 

[0023] FIG. 12 is a histogram of the number of non 
distinct entries in matrix D When comparing the idealiZed 
spectrum of FIG. 7 With the hypothetical spectrum produced 
by three amino acid substitutions relative to the sequence 
SEQ ID NO: 2 (LFSQVGK). 

DESCRIPTION 

[0024] For the purpose of promoting an understanding of 
the principles of the present invention, reference Will noW be 
made to the embodiment illustrated in the draWings and 
speci?c language Will be used to describe the same. It Will, 
nevertheless, be understood that no limitation of the scope of 
the invention is thereby intended; any alterations and further 
modi?cations of the described or illustrated embodiments, 
and any further applications of the principles of the inven 
tion as illustrated therein are contemplated as Would nor 
mally occur to one skilled in the art to Which the invention 
relates. 

[0025] Generally, the method Whose results are illustrated 
in FIGS. 1-6 provides an improved method for identifying 
peptides based on a MS/MS spectral analysis. 

Experimental Methods—Description of Spectra 

[0026] Peptides Were derived from Deinococcus radioa'u 
runs by tryptic digestion and mass analyZed. Brie?y, the 
2719 CID spectra for the 1297 peptides analyZed in the 
present embodiment Were obtained using an electrospray 
ioniZation source feeding a Finnigan LCQ Classic ion trap. 
The spectra Were all output in centroid mode. Initial inde 
pendent identi?cations Were done With SEQUEST using an 
organism-speci?c sequence database and using a multi-run 
MS/MS strategy. Each peptide Was analyZed multiple times 
on multiple days With the LCQ and at least one spectrum for 
each peptide resulted in SEQUEST Xcorr scores exceeding 
2. Next, the mass of each peptide parent ion Was con?rmed 
to Within one part-per-million of the theoretical mass for that 
peptide by the use of an 11.5 Tesla ion-cyclotron resonance 
mass spectrometer and a 15% elution time tolerance. 

Numerical Methods 

[0027] The methods discussed herein for scoring candi 
date peptide sequences builds on the method of J arman, K. 
H.; Daly, D. S.; Petersen, C. E.; SaenZ, A. J.; Valentine, N. 
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B.; Wahl, K. L. Rapid Commun Mass Spectrom 1999, 13, 
1586-1594; Jarman, K. H.; Cebula, S. T.; SaenZ, A. J.; 
Petersen, C. E.; Valentine, N. B.; Kingsley, M. T.; Wahl, K. 
L.Anal Chem 2000, 72, 1217-1223; Wahl, K.; Wunschel, S.; 
Jarman, K.; Valentine, N.; Petersen, C.; Kingsley, M.; Zar 
tolas, K.; SaenZ, A. Anal Chem 2002, 74, 6191-6199, for 
bacterial identi?cation using matrix-assisted laser desorp 
tion ionization (MALDI) time-of-?ight mass spectrometry. 
For each candidate sequence, a ?ngerprint spectrum is 
constructed consisting of a list of key biomarkers along With 
an estimate of the frequency of occurrence for each biom 
arker. In a test spectrum, any ?ngerprint biomarkers appear 
ing are extracted and compared to the ?ngerprint. A score is 
computed that is a likelihood ratio betWeen the hypothesis 
that the test spectrum is due to the candidate sequence versus 
the hypothesis that the test spectrum is simply due to chance. 
The remainder of this section describes the ?ngerprint 
construction and scoring algorithms. 

Fingerprint Construction 

[0028] The MS/MS ?ngerprint for a candidate sequence is 
de?ned to be the location, uncertainty in location, and the 
frequency of appearance for key peaks. More speci?cally, 
for a peptide of length P, a ?ngerprint is de?ned by F={lr)i, 
sni, pm} for respective C- and N-terminus ions r=C1, C2, . . 
. CP, N1, N2, . . . NP, and ion types i=1, 2, . . . I, Where Where 
C1 indicates the C-terminus fragment With a single amino 
acid residue, similarly for N1, and so on. For each peak, 
de?ned by the pair (r, i), the parameter In, is the peak 
location, sr)i is the variability in location, and pLi is the 
fraction of replicate spectra in Which the peak is expected to 
be observed. Clearly, the peak locations and their corre 
sponding variability are key parameters for comparing a test 
spectrum to a ?ngerprint. HoWever, We note that the param 
eter pr)i is also important here in that it takes into account the 
reality that missing or loW concentration fragments and 
errors in peak detection lead to occasional missing peaks. 

[0029] Variability in peak location sni is speci?ed by the 
instrument tolerance in this implementation. Fingerprint 
peak locations and frequencies of appearance are computed 
using a method for learned ion types derived from Work by 
Dancik et al. Locations for a candidate ?ngerprint are 
constructed from the sum of residue masses of the amino 
acids composing the partial peptide molecular Weights, 
offset by an amount determined by the most frequent ion 
types learned a priori from a set of training spectra. In 
particular, for a given C-terminus (N-terminus) partial 
sequence, a peak is potentially produced at location lu_=mr+ 
dni With some probability pr)i Where mI is the sum of residue 
masses in the partial peptide, and dni is an offset determined 
by the ion types produced during fragmentation. For 
example, dniz19 for a C-terminus y ion, Where We use 
approximately equal to because of instrument variability in 
peak location. 

[0030] The ?ngerprint offsets dni are computed from a set 
of training spectra as folloWs. For each C-terminus (N-ter 
minus) fragment r, We count the frequency of appearance or 
fraction of spectra in Which peaks of varying binned offsets 
appear. For inclusion into the ?ngerprint, We sum the 
frequencies over all C-terminus (N-terminus) fragments and 
choose the tWo offsets corresponding to the tWo most 
frequent, nonadj acent offset bins. We use tWo offsets for 
each fragment type in hopes of capturing the most prominent 
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ion types for each fragment. (For example, y and either 
y-H2O or y-NH3 are generally the most prominent ion types 
for C-terminal fragments.) 

[0031] The ?ngerprint probabilities pr)i are taken to be the 
frequency of appearance for each C-terminus (N-terminus) 
fragment r corresponding to the tWo most prominent offsets. 
We note that the frequencies of appearance for each offset 
bin include peaks appearing by chance in addition to peaks 
associated With a given ion. Therefore, the ?ngerprint prob 
abilities tend to be overly optimistic. If the occurrence of 
peaks in a particular offset bin purely by chance is loW, this 
false increase of frequencies Will not be a serious problem. 
In the present embodiment, We have tried to limit the effects 
of peaks falling in offset bins by chance by ?ltering small, 
insigni?cant peaks from the spectra prior to computing 
frequencies of appearance and scoring as described beloW. 
Other methods for overcoming this limitation are also Within 
the scope of the present invention. 

Scoring Algorithm 
[0032] The scoring procedure in this example embodiment 
computes a likelihood ratio betWeen the null hypothesis that 
a given candidate sequence is not in the sample versus the 
alternate hypothesis that the candidate sequence is the 
source of the test spectrum. 

[0033] H0: a random sequence (not the candidate) is 
present 

[0034] H A: the candidate sequence is present 
[0035] For a candidate sequence, the scoring procedure 
employs three steps. In the ?rst step, a peak table is 
constructed from the test spectrum that contains the list of 
the peak locations of any signi?cant peaks. In the second 
step, ?ngerprint peaks appearing in the peak table of the test 
spectrum are extracted using a prediction interval based on 
the tolerance parameter sni for each peak. 

[0036] The likelihood ratio is computed in the third step of 
the process. Under the alternate hypothesis, H A, the fre 
quency of appearance of a peak at ?ngerprint peak location, 
lni, is given by the probability pr)i estimated from the 
reference ?ngerprint. Under the null hypothesis, HO, the 
frequency of appearance of a peak at location, Ir)i is given by 
qr], estimated to be the probability of a peak appearing at 
that location purely by chance When some random peptide is 
present. 

[0037] The probabilities qr)i are computed as folloWs. 
Under HO, We assume that the test spectrum results from an 
unknoWn sequence. In this case, a peak may occur at 
location Ir)i because (a) the partial sequence r is contained in 
the unknoWn sequence and results in a peak, or (b) purely by 
chance. Assuming that all amino acid combinations are 
equally likely, the probability of observing a peak at lLi due 
to (a) is approximated by 

1 NR (1) III-(m1 

[0038] Where |A| is the number of amino acids, NR is the 
partial peptide length, and pr)i is the frequency of appearance 
for that partial sequence under the alternate hypothesis. The 
probability of observing II)i due to chance alone is 
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Where 

[0! (3) 

[0039] for a test spectrum containing Npks peaks, With m/Z 
tolerance tol and mass range max(mZ)-min(mZ). We note 
that qO approximates the probability of a random peak 
appearing at any speci?c location assuming peaks are uni 
formly distributed about the mass range of interest. The 
probability qr)i is then given by 

qI,i=nI,i+0‘)I,i (4) 

[0040] Let the vector x represent appearance of ?ngerprint 
peaks in the test spectrum Where xr>i=0 if ?ngerprint peak (r, 
i) is not observed in the test spectrum, and xni=1 if ?nger 
print peak (r, i) is observed in the test spectrum. Assuming 
that the appearance of peaks at different locations is inde 
pendent, then the likelihood ratio for H0 versus H A is given 
by the probability of observing the outcome under H A 
divided by the probability of observing the outcome under 
HO. Speci?cally, the likelihood ratio score for a given 
candidate is L, Where 

P{outcome under HA} (5) 
_ P{outcome under H0} 

[0041] In determining signi?cance for a given sequence, 
We take the log-likelihood ratio 

[0042] and apply the folloWing decision rule: 

[0043] lféKc, then decide H0, 

[0044] If~>Kc, then decide H A 

[0045] Where K0 is the critical decision threshold. If H A is 
decided, the candidate sequence is determined to be present 
in the unknoWn sample. 

[0046] The critical threshold Kc can be determined empiri 
cally to be the value that minimiZes the combined the false 
and missed positive rates for a test data set. We call this 
threshold for peptide identi?cation the likelihood ratio cri 
terion. 

[0047] In practice, We use only ?ngerprint peaks Whose 
frequency of appearance exceeds qO (the probability of 
observing a peak at random) When forming the likelihood 
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ratio. This ensures that the scoring procedure is using peaks 
that have a different probability of appearance under HO and 
H A, so that the occurrence of each ?ngerprint peak for a 
given candidate is expected to be more frequent that by 
chance alone. We call this value the cut-off frequency for 
scoring. 
[0048] Alternatively, the likelihood ratio (5) can be used to 
construct a probability that a candidate sequence is present 
in the sample, and this probability can be used for peptide 
identi?cation. Assuming the correct sequence is one of the 
NCand candidate ?ngerprints, Bayes decision analysis can be 
used to construct the probability of H A given the test 
spectrum, Where 

cand 

l 

cand 

l 

[0049] We note that for a given value L, (7) decreases as 
NCand increases. This is due to the fact that increasing the 
number of comparisons NCand increases the chance of erro 
neously observing a high likelihood L, thereby decreasing 
the probability that any given sequence is the correct one. 

Experimental Results and Discussion 

[0050] Performance of the peptide identi?cation approach 
discussed above is evaluated on a test data set consisting of 
2719 MS/MS spectra and 1297 candidate peptide ?nger 
prints. These spectra Were randomly selected from a larger 
database containing MS/MS spectra due to precursor ions 
With a charge of +2. Each peptide Was observed multiple 
times and analyZed by SEQUEST. It Was required that in at 
least one of the MS/MS runs for each peptide, the SEQUEST 
Xcorr score exceeded 2. Next, the mass of this peptide Was 
veri?ed by FTICR MS to be Within 1 ppm of the theoretical 
mass calculated from the peptide sequence. The error rate 
resulting from this process is expected to be small. A large 
number of MS/MS spectra arising from knoWn peptides is 
preferred for the improved performance evaluation of the 
present method and comprehensive statistical comparison 
With other MS/MS peptide identi?cation methods. 

[0051] The method discussed herein for peptide identi? 
cation Was implemented in MATLAB v6.1 (published by 
The MathWorks, Inc.). The data set Was partitioned into 
MS/MS spectra for peptides of different lengths, ranging 
from 6-mers to 30-mers. For each partition, ?ngerprints 
Were constructed from each unique sequence, and those 
?ngerprints comprised the list of candidate sequences used 
in peptide identi?cation. Table 1 provides the number of test 
spectra and the number of ?ngerprints for each partition 
used in this experiment. 
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TABLE 1 

Test Data Set Summary. 

Peptide # of Test # of 

Length Spectra Fingerprints 

259 169 

8 182 152 

10 273 150 

12 211 126 

14 220 130 

17 508 185 

20 260 123 

23 285 117 

26 257 81 

30 264 64 

Total 2719 1297 

[0052] For each partition, the MS/MS ?ngerprints are 
constructed from the partial peptide masses and most fre 
quent ion offsets as described in the previous section, where 
the bin width is set to 0.5 Da. FIGS. 1 and 2 illustrate the 
cumulative offset frequencies for a test set of 10-mer spectra 
as a function of offset. Note that the ?gures represent 
histograms of offset frequencies constructed from many 
spectra. Consistent with work by Dancik, et al. and with 
common assumptions about the frequency of appearance of 
the principal ion types, the most prominent offsets observed 
in this test set correspond to the y, y-HZO, b, and b-H2O ions. 
Table 2 reports the ?ngerprint ion offsets (two most frequent 
ion offsets for each ion type) used in each data partition. The 
?ngerprint offsets are very consistent across the different 

partitions, and are alsovconsistent with the most frequent ion 
types reported by Dancik, et al. In particular, the ?ngerprint 
offsets for the C-terminus ions are consistently 18.5 and 0.5, 
and the ?ngerprint offsets for the N-terminus ions are 
consistently 0.5 and —17.5. 

TABLE 2 

Fingerprint Ion Offsets for Test Data Set 

Singly Charged 
N-Terminus Ions 

2nd Most Singly Charged C-Terminus Ions 

Peptide Most Frequent Frequent Most Frequent 2nd Most Frequent 
Length Offset Offset Offset Offset 

6 0.5 —18.5 18.5 0.5 
8 0.5 —16.5 18.5 0.5 

10 0.5 —17.5 18.5 0.5 
12 0.5 —17.5 18.5 1.5 
14 0.5 —17.5 18.5 1.0 
17 0.5 —17.5 18.5 0.5 
20 0 —17.5 18.5 0.5 
23 0.5 —17.5 18.5 0.5 
26 0 —17.5 18.5 0.5 
30 0 —17.5 18.5 0.5 
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[0053] The peptide scoring algorithm is illustrated in FIG. 
3. Subplot (a) shows the candidate ?ngerprint generated for 
the 14-mer SEQ ID NO: 1 (PGIDFTNDPLLQGR). We note 
that the y-aXis of subplot (a) represents the frequency of 
appearance for each spectral peak, rather than relative inten 
sity typically plotted for MS data. Note that frequency of 
appearance has been substituted for relative intensity in this 
plot since relative intensities are not used in the scoring 
algorithm discussed herein. Rather, the frequency of appear 
ance is the key parameter for scoring each peak. Note also 
that the frequency of appearance for each ?ngerprint peak is 
different. This is because the offset frequencies are com 
puted separately for each partial peptide length so that the 
?ngerprint frequencies of appearance depend on position (at 
which residue position along the peptide fragmentation 
occurs) as well as fragment ion type. 

[0054] Subplot (b) in FIG. 3 illustrates the scoring 
method. The spectral peaks are plotted in light gray, while 
the ?ngerprint peaks for SEQ ID NO: 1 (PGIDFTND 
PLLQGR) extracted from the spectrum are plotted in black. 
We note that the horizontal line in subplot (a) shows the 
cutoff probability of observing a peak at any location purely 
by chance. Therefore, only ?ngerprint peaks exceeding this 
threshold are included in the scoring procedure. In this case, 
the likelihood ratio (log-likelihood ratio) is 1.72><109 (21.3), 
and the probability score is 0.999, resulting in a correct 
positive match between the test spectrum and the candidate 
?ngerprint. 

[0055] To evaluate performance of the proposed peptide 
scoring algorithm, a critical threshold for the likelihood ratio 
criterion is selected empirically to be the value that mini 
mizes the false positive and false negative error rates in the 
test data set. For each data set partition, the false negative 
rate is reported to be the fraction of spectra that fail to be 
identi?ed with the correct candidate ?ngerprint. The false 
positive rate for each ?ngerprint set is reported to be the 
fraction of comparisons that erroneously result in a positive 
identi?cation. FIG. 4 illustrates the dependence of empirical 
false positive and false negative probabilities on critical 
threshold for selected N-mer partitions. A good threshold for 
each partition is the threshold that minimizes the sum of the 
false positive and false negative rates, typically near where 
the false positive line and the false negative line intersect. As 
seen in FIG. 4, the optimal threshold is typically between 
one and ?ve for the different N-mer partitions. FIG. 5 plots 
histograms of the likelihood ratio criterion for comparisons 
of all test spectra against all candidate ?ngerprints. Scores 
for test spectra compared to the correct peptide ?ngerprint 
(the matches) are plotted in dark gray, and scores for test 
spectra compared to the incorrect peptide ?ngerprint (the 
mismatches) are plotted in light gray. Ideally, the histograms 
for the two groups should be distinct and well separated, so 
a critical threshold can be selected that will produce few or 
no false positives and false negatives. FIG. 5 shows that the 
two groups are indeed well separated, however, some over 
lap is present between —10 and 10. We therefore set the 
critical threshold to minimize the sum of the false positive 
and false negative error rates. For this data set, the optimal 
threshold is 2.3. 
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TABLE 3 

False Negative and False Positive Rates for Peptide Identi?cation using the Likelihood 
Ratio Criterion with Critical Threshold K. = 2.3. 

False False Positive Rate 
Data Negative Fingerprint Partition 

Partition Rate 6 8 10 12 14 17 20 23 26 30 

6-mers 0.077 0.093 0.026 0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 
8-mers 0.049 0.107 0.057 0.003 0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 

10-rners 0.044 0.064 0.053 0.009 0.003 0.001 <0.001 <0.001 <0.001 <0.001 <0.001 
12-mers <0.001 0.024 0.032 0.015 0.008 0.005 0.002 <0.001 <0.001 <0.001 <0.001 
14-mers 0.009 0.013 0.030 0.017 0.016 0.015 0.007 0.003 0.002 0.001 0.001 
17-mers 0.004 0.004 0.015 0.012 0.018 0.019 0.016 0.010 0.007 0.004 0.004 
20-rners 0.015 0.001 0.004 0.007 0.018 0.029 0.037 0.037 0.029 0.022 0.022 
23-mers 0.007 <0.001 0.002 0.003 0.011 0.020 0.035 0.045 0.042 0.033 0.034 
26-mers 0.016 <0.001 <0.001 0.001 0.005 0.010 0.020 0.035 0.036 0.033 0.038 
30-rners <0.001 <0.001 <0.001 <0.001 <0.001 0.001 0.005 0.011 0.017 0.020 0.028 
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[0056] Table 3 displays the false positive and false nega 
tive error rates (probabilities) using the optimal threshold of 
2.3 for the different N-mer partitions. For each data set 
partition, the false negative rate is reported to be the fraction 
of spectra that fail to be identi?ed with the correct candidate 
?ngerprint. The false positive rate for each ?ngerprint set is 
reported to be the fraction of comparisons that erroneously 
result in a positive identi?cation. Overall, the results of this 
approach are promising. Both the false positive and false 
negative rates are always below ~0.1, and consistently well 
below 0.05. Interestingly, the error rates are notably highest 
for 6-, 8-, and 10-mers, and then rapidly decreases as the 
peptide length increases. There are two possible explana 
tions for this. First, the likelihood ratio tends to be sensitive 
to the number of peaks in a ?ngerprint. When only a small 
number of peaks are being considered in a comparison, the 
evidence for H0 or H A tends to be much weaker than when 
many peaks are being considered. Therefore, short candidate 
sequences will tend to produce log-likelihood ratios that are 

the chance that an incorrect peptide ?ngerprint will match 
the spectrum. 

[0057] FIG. 6 plots histograms of the probability score for 
comparisons of all test spectra against all candidate ?nger 
prints. As before, scores for test spectra compared to the 
correct peptide ?ngerprint (the matches) are plotted in dark 
gray, and scores for test spectra compared to the incorrect 
peptide ?ngerprint (the mismatches) are plotted in light gray. 
The difference between the histograms in FIGS. 5 and 6 is 
dramatic. In particular, histograms of the probability score 
between the two groups are much more distinct than for the 
likelihood ratio criterion. The probability score for true 
positives (matches) tends to be very close to one, while the 
probability score for true negatives (mismatches) tends to be 
very close to Zero. Between 01-09, a wide region of overlap 
between the two groups is present, however it involves a 
small fraction of the test data (relative frequency less than 
0.006). These results suggest that the proposed probability 
score can be a highly effective scoring method for peptide 
identi?cation. 

TABLE 4 

False Negative and False Positive Rates for Peptide Identi?cation Using the 
Probability Score with Critical Threshold P{H IX} = 0.5 

False False Positive Rate 
Data Negative Fingerprint Partition 

Partition Rate 6 8 10 12 14 17 20 23 26 30 

6-mers 0.131 0.035 0.006 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 
8-mers 0.187 0.041 0.017 0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 

10-rners 0.070 0.023 0.017 0.003 0.001 <0.001 <0.001 <0.001 <0.001 <0.001 <0.001 
12-mers 0.014 0.007 0.008 0.005 0.002 0.002 0.001 <0.001 <0.001 <0.001 <0.001 
14-mers 0.027 0.003 0.008 0.005 0.006 0.006 0.002 0.001 <0.001 <0.001 <0.001 
17-mers 0.014 0.001 0.004 0.004 0.007 0.008 0.006 0.004 0.003 0.002 0.002 
20-rners 0.019 <0.001 0.001 0.002 0.007 0.012 0.014 0.016 0.012 0.010 0.011 
23-mers 0.011 <0.001 <0.001 0.001 0.004 0.007 0.012 0.020 0.019 0.016 0.018 
26-mers 0.016 <0.001 <0.001 <0.001 0.002 0.004 0.007 0.015 0.017 0.016 0.020 
30-rners 0.004 <0.001 <0.001 <0.001 <0.001 <0.001 0.001 0.004 0.007 0.009 0.014 

near Zero where no preference for H0 or H A is apparent, 
resulting in relatively larger error rates. Second, the spectra 
for the shorter peptides tended to contain a disproportion 
ately larger number of peaks than those for longer peptides. 
This increase in the number of peaks in the spectra increases 

[0058] Analogous to the results presented for the likeli 
hood ratio criterion, Table 4 displays the false positive and 
false negative error rates (probabilities) for the different 
N-mer partitions when probability score is used for peptide 
identi?cation. In this case, no optimal probability score is 
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computed. Rather, the critical threshold for positive identi 
?cation is arbitrarily set to 0.5 so that P{HA\x}>0.5 results 
in a positive identi?cation and P{HA\x}§0.5 results in a 
negative identi?cation. Interestingly, the false negative rate 
is consistently higher and the false positive rate is consis 
tently loWer When using the probability score than those 
obtained When using the log-likelihood ratio criterion. When 
many candidates are under consideration, the probability 
score Will tend to be loW due to the likely scenario of one or 
more high likelihood ratios purely by chance. Conversely, 
When many candidates are under consideration, the likeli 
hood ratio for a given comparison needs to be large in order 
to achieve a high probability score for any given candidate. 
Because of this, it is expected that the probability score Will 
be most conclusive When the number of candidate ?nger 
prints considered is initially reduced as much as possible. 
This can be achieved, in part, simply by ?ltering out 
candidate peptides that do not have a mass consistent With 
the parent mass observed in the MS/MS spectrum. 

Remarks Regarding Peptide Identi?cation 

[0059] A neW approach to scoring sequences for peptide 
identi?cation using MS/MS data has been discussed. This 
approach relies on candidate ?ngerprints Whose parameters 
are constructed from an initial training data set. HoWever, it 
does not require MS/MS data for each candidate sequence; 
a ?ngerprint for any sequence can be constructed once the 
initial ion offsets and corresponding frequencies have been 
established. One bene?t of some embodiments of the present 
invention is that it provides a probability score for each 
comparison. Therefore, interpretation of results is intuitive 
and can be applied objectively to different data sets Without 
changing decision rules. Another bene?t of this approach is 
that it can be used alone, in conjunction With a database 
search algorithm, or Within a de novo sequencing algorithm. 

[0060] The disclosed method appears to Work effectively 
and consistently for different peptide lengths. The error rates 
are highest for short sequences, Where the number of biom 
arkers available for peptide identi?cation is relatively loW. 
For short sequences (10-mer and shorter), the error rate Was 
as high as 10% in this experiment, hoWever, for longer 
sequences (12-mer to 30-mer), the error rates Were signi? 
cantly loWer, typically beloW 2%-3%. Among 12-mer and 
longer sequences, comparable error rates are achieved using 
the same critical decision threshold collected under varied 
experimental conditions. 

[0061] In some embodiments, the method discussed above 
is used to identify non-tryptically digested peptides and 
peptides of varying charge. In other embodiments, this 
scoring method might be used in conjunction With comple 
mentary methods to improve its ability to perform peptide 
identi?cation. Other applications and modi?cations Will 
occur to those skilled in the art. For example, ion offset 
frequencies used in candidate ?ngerprints tend to be over 
estimates, since the frequencies are computed using counts 
observed at each offset Without considering the number 
observed purely by chance. In another example, mathemati 
cal models may be used to provide ion type frequencies that 
estimate frequencies for peptide sequences for Which experi 
mental data are not available. In addition, the probabilistic 
model presented here assumes the different ?ngerprint peaks 
appear independently of one another, Which may be unre 
alistic (in the case of the y- and b-series ions, for example). 
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Extension of the probabilistic model and disclosed method 
to include more realistic assumptions may be realiZed With 
out department from the present invention. 

Genetic Algorithm for Peptide Analysis 

[0062] Peptide identi?cation folloWing tandem mass spec 
trometry is usually achieved by searching for the best match 
betWeen the mass spectrum of an unidenti?ed peptide and 
those available in a database. This methodology Will be 
successful only if the peptide under investigation belongs to 
an available database. 

[0063] The method noW to be discussed uses a Genetic 
Algorithm (GA) to reconstruct amino acid sequences of 
peptides using only spectral features. The GA can potentially 
overcome some of the problems associated With real MS/MS 
data like incomplete or unclearly de?ned peaks, and may 
prove to be a valuable tool in the proteomics ?eld. The 
performance of this algorithm under conditions of perfect 
spectral information, and also in situations Where some 
spectral features are missing, are discussed beloW. 

Context of GA Application to Peptide Identi?cation 

[0064] Determining the correct sequence of amino acids 
for a peptide starting With MS/MS spectral data can be stated 
as an optimiZation problem Where the objective is to match 
an experimental spectrum With the amino acid sequence 
most likely to produce it. 

[0065] In general, tWo approaches have been proposed for 
the solution of this problem. In the ?rst, the MS/MS spec 
trum of an unknoWn peptide is compared to idealiZed spectra 
derived from genomic databases (Eng, McCormack et al. 
1994;). The best match, or matches, are reported as ansWers. 
This method Will fail to identify a correct peptide if the 
peptide sequence under investigation is unavailable in the 
search database. This can happen for a number of reasons, 
including differences in the genomes of the organism studied 
in the ?eld and the one Which Was sequenced, frameshifts 
that occur during translation, alternative splicing, and post 
translational modi?cations. 

[0066] The second approach attempts to ?nd an amino 
acid sequence that Would produce the spectrum at hand 
Without referring to an archive of previously available 
peptide sequences. This de novo methodology uses only the 
peaks in the spectrum to deduce the sequence of amino acids 
that gave rise to it and is usually stated in a graph-theoretical 
frameWork (Taylor and Johnson 1997; Dancik, Addona et al. 
1999). The objective in this problem is to create a sequence 
of amino acids that helps explain the most important spectral 
features observed. 

[0067] Consider a peptide formed by the amino acid 
sequence SEQ ID NO: 2 (LFSQVGK). A complete and 
perfect fragmentation of this peptide into singly charged b 
and y-ions Would produce peaks at the positions shoWn in 
FIG. 7. For simpli?cation purposes, We assume that all ions 
are detected and all have the same relative abundance. The 
information contained in FIG. 1 can be used to reconstruct 
the original peptide because the difference (in mass/charge, 
or m/Z, units) betWeen adjacent peaks of a given ion type 
corresponds to the mass of an amino acid residue in the 
original sequence. If a fragmentation occurs at every amino 
acid and every resulting fragment is detected as a singly 
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charged ion, the problem of reconstructing the peptide using 
spectral information is greatly simpli?ed and can be solved 
ef?ciently using dynamic programming methods (Dancik, 
Addona et al. 1999). 

[0068] Unfortunately, experimental results are seldom this 
perfect and the researcher is confronted With spectra that 
contain missing or unclearly de?ned peaks. Real spectra 
may also shoW peaks from a variety of other peptide 
fragments as Well as considerable background noise. Depar 
tures from perfect behavior make the computationally effi 
cient dynamic programming algorithms lose their edge When 
dealing With real spectral data. 

[0069] Even if perfect information is available, the graph 
theoretical approaches require unambiguous identi?cation 
of all spectral features (all peaks must be assigned to a 
certain type of ion) to produce the correct ansWer. This 
assignment is clearly not an easy task. In the absence of clear 
identi?cation, there is no guarantee that the graph-theoreti 
cal methods Will produce the correct ansWer. 

[0070] In the present example embodiment, a GA is used 
to solve the de novo sequencing problem. Genetic Algo 
rithms have become an increasingly popular methodology to 
solve difficult combinatorial optimiZation problems in many 
different areas of science and engineering. The term Genetic 
Algorithm (or GA) is used Whenever a small group of 
potential solutions is evolved until some criterion of con 
vergence has been reached. The main idea behind GA is that, 
by combining small blocks of relevant information, good 
solutions can be created. The solutions generated in a run 
have, potentially, the ability to explore any portion of the 
entire problem space. Since GA only require the assignment 
of a goodness value to any given solution, they are not 
deterred by discontinuities in the search space, noisy objec 
tive functions or non-linearly constrained spaces. The fol 
loWing sections present a brief explanation of hoW a GA can 
be employed to solve it. 

Systems and Methods-General Approach 
[0071] Although numerous different implementations 
exist, a typical GA consists of the folloWing elements: 
encoding, generation of an initial population, evaluation, 
recombination, selection and mutation. 

[0072] Solutions to the problem (in our case a sequence of 
amino acids that make up a given peptide) are encoded as 
strings of characters. These strings (also called individuals 
or chromosomes) should be ?exible enough to assign a 
unique representation to every possible solution to the 
problem. Binary encoded individuals (1/0) have been the 
traditional choice in many GA applications but other repre 
sentations can also be used. 

[0073] Using an appropriate encoding, a relatively small 
number of individuals are created to start the run. Generally, 
this population consists of some 20-50 chromosomes. Vari 
ety in the contents of the initial population is usually more 
important than the quality of the individual solutions them 
selves. 

[0074] Each chromosome must be evaluated With respect 
to one or more objectives and a ?tness value (the terms 
objective value, ?tness and score are used interchangeably 
herein) assigned to it. The ?tness of each individual is 
usually, but not necessarily, represented by a single real 
number. 
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[0075] The available population of chromosomes is used 
to build neW solutions, generally by breaking tWo of them 
apart and putting the resulting portions together in a Way that 
differs from either parent. The recombination (or mating) 
procedure alloWs the exploration of the space spanned by the 
individuals in the current population. 

[0076] After a relatively large group of neW solutions has 
been created using the recombination mechanism, the neW 
chromosomes are evaluated. Those With better ?tness values 
are chosen to form part of the neW parent generation at the 
expense of the rest. Since the siZe of the parent population 
is a fraction of the number of offspring individuals, compe 
tition for the available spots forces gradual improvements in 
the overall ?tness of the evolving population. 

[0077] A feW individuals in the neW parent generation 
have some, or all, their contents altered. This ensures that all 
the information needed to solve the problem remains avail 
able for the construction of neW solutions. The mutation 
mechanism provides resources to expand the search into 
unexplored regions of the problem space. 

Speci?c Approach for MS/MS Data 

[0078] This exemplary implementation of our algorithm 
starts With a small initial population of potential amino acid 
sequences, generated completely at random. The purpose of 
this initial population is to provide the algorithm With 
building blocks of useful information that can be combined 
in Ways that, hopefully, alloW it to construct better solutions. 
We do not impose any requirements on the contents of the 
initial population. The length of these ?rst chromosomes can 
be kept Within a reasonable range of values. This range does 
not have to be very strict since our procedure alloWs the 
individuals to increase or decrease in length throughout the 
procedure. For the purposes of this example, initial solutions 
have lengths that vary randomly betWeen three and ten 
amino acids. An instance of an initial population is shoWn in 
Table 5. 

TABLE 5 

Initial Population in Example Application 

SEQ ID NO: 3 (VQSGKMG) 

SEQ ID NO: 4 (FSQDMYVQR) 

SEQ ID NO: 5 (NEWANNSQR) 

SEQ ID NO: 6 (VQSR) 

SEQ ID NO: 7 (RQSTCARFSF) 

SEQ ID NO: 8 (TDSCTVQVCW) 

SEQ ID NO: 9 (WRSGDPMLQF) 

SEQ ID NO: 10 (DSNKKCGTNE) 

SEQ ID NO: 11 (AELQNCRKQF) 

SEQ ID NO: 12 (CMNPRFESLQ) 

SEQ ID NO: 13 (FWSTDAHKPL) 

SEQ ID NO: 14 (PVLSYSEETH) 

SEQ ID NO: 15 (SWRLMWQKKF) 






































