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(57) ABSTRACT 

An adaptive, or recon?gurable, processor-based clustered 
computing system and methods utilizing a scalable inter 
connection of adaptive processor nodes comprises at least 
?rst and second processing nodes, and a cluster interconnect 
coupling the ?rst and second processing nodes Wherein at 
least the ?rst processing node comprises an adaptable, or 
recon?gurable, processing element. In particular implemen 
tations, the second processing node of clustered computer 
may comprise a microprocessor, a recon?gurable processing 
element or a shared memory block and the cluster intercon 
nect may be furnished as an Ethernet, Myrinet, cross bar 
sWitch or the like. 
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SYSTEM AND METHOD FOR SCALABLE 
INTERCONNECTION OF ADAPTIVE PROCESSOR 
NODES FOR CLUSTERED COMPUTER SYSTEMS 

CROSS REFERENCE TO RELATED PATENT 
APPLICATIONS 

[0001] The present invention is related to the subject 
matter disclosed in US. patent application Ser. Nos. 10/142, 
045 ?led May 9, 2002 for: “Adaptive Processor Architecture 
Incorporating a Field Programmable Gate Array Control 
Element Having at Least One Embedded Microprocessor 
Core” and 10/282,986 ?led Oct. 29, 2002 for: “Computer 
System Architecture and Memory Controller for Close 
Coupling Within a Hybrid Processing System UtiliZing an 
Adaptive Processor Interface Port”, assigned to SRC Com 
puters, Inc., Colorado Springs, Colo., assignee of the present 
invention, the disclosures of which are herein speci?cally 
incorporated by this reference in their entirety. 

BACKGROUND OF THE INVENTION 

[0002] The present invention relates, in general, to the 
?eld of recon?gurable computing systems and methods. 
More particularly, the present invention relates to adaptive 
processor-based clustered computing systems and methods 
utiliZing a scalable interconnection of adaptive processor 
nodes. 

[0003] Advances in ?eld programmable gate array 
(“FPGA”) technology have allowed adaptive, or recon?g 
urable, processors to become more and more powerful. 
Their ability to recon?gure themselves into only that cir 
cuitry needed by a particular application has been shown to 
yield orders of magnitude improvement in performance as 
compared to standard microprocessors. However, for vari 
ous reasons, conventional adaptive processors have histori 
cally been relegated to use as microprocessor accelerators. 

[0004] The ?rst of these reasons is that the existing 
offerings are all slave processors connected via input/output 
(“I/O”) ports on the microprocessor host. As a result, such 
hybrid systems must have a one-to-one, or one-to-few 
pairing, of microprocessors to recon?gurable processors. 
Moreover, the number of recon?gurable processors utiliZed 
may be limited by the number of I/O slots on the host 
motherboard. 

[0005] The second reason is that the existing offerings are 
dif?cult to program in that the user must develop the design 
for the FPGAs on the adaptive processor board indepen 
dently of developing the program that will run in the 
microprocessor. This effectively serves to limit the use of 
adaptive processors to very special functions in which the 
user is willing to expend development time using non 
standard languages to complete the required FPGA design. 

[0006] Lastly, whether the recon?gurable processor 
resides on a single peripheral component interconnect 
(“PCI”) board with one FPGA or an I/O connected chassis 
containing an array of FPGAs, the long con?guration time 
of the FPGAs and their connectivity to the host, forces them 
to be used by one user at a time working in conjunction with 
one application. 

[0007] While each of these factors still serve to limit the 
current use of recon?gurable processors, there have been 
developments which will enable this to change in the near 
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future. First, SRC Computers, Inc. has developed a propri 
etary compiler technology which allows a user to write a 
single program using standard high level languages such as 
C or Fortran, that will automatically be compiled into a 
single executable containing both code for the microproces 
sor and bit streams for con?guring the FPGAs. This allows 
the user to automatically use microprocessors and recon?g 
urable processors together as true peers, without requiring 
any special a priori knowledge. 

[0008] Secondly, newly introduced adaptive processor 
architectures disclosed, for example, in the aforementioned 
US. patent application Ser. No. 10/142,045, incorporate 
many features commonly found on the microprocessor host 
directly into the adaptive processor itself. These include, for 
example, sharable dynamic random access memory 
(“DRAM”), high speed static random access memory 
(“SRAM”) cache-like memory, I/O ports for direct connec 
tion to peripherals such as disk drives and the ability to use 
a ?le system to allow I/O operations. 

[0009] These new adaptive processors such as the MAPTM 
series of adaptive processors (a trademark of SRC Comput 
ers, Inc.) can also now interconnect to the microprocessor 
with which they are working in a number of novel and 
advantageous ways. Certain of these new interconnects have 
also been disclosed, for example, in the aforementioned US. 
patent application Ser. No. 10/282,986 ?led Oct. 29, 2002. 

SUMMARY OF THE INVENTION 

[0010] What is disclosed herein is a technique for the 
scalable interconnection of adaptive processor nodes in a 
clustered computing system that allows much greater ?ex 
ibility in the adaptive processor to microprocessor mix as 
well as the ability of multiple users to have access to varying 
complements of adaptive processors, microprocessors and 
memory. 

[0011] Given an adaptive processor that has the on-board 
intelligence to operate its own connections to peripheral 
devices as described above, it is now possible to utiliZe it as 
an autonomous node in a clustered computing system. This 
cluster may be made up of, for example, a mix of micro 
processor boards, adaptive processors and even sharable 
memory blocks with “smart” front ends capable of support 
ing the desired clustering or interconnect protocol. 

[0012] In particular implementations, this clustering may 
be accomplished using industry standard clustering inter 
connects such as Ethernet, Myrinet and the like. It is also 
possible to interconnect the nodes via commercial or pro 
prietary cross bar switches, such as those available from 
SRC Computers, Inc., to accomplish this interconnect. Clus 
tered computing systems using standard clustering intercon 
nects can also use standard clustering software to construct 
a “Beowulf Cluster” to provide a high-performance parallel 
computer comprising a large number of individual comput 
ers interconnected by a high-speed network. 

[0013] In the case of a clustered computing system con 
structed using the SRC Computers, Inc. switch, US. patent 
application Ser. No. 10/278,345 ?led Oct. 23, 2002 for: 
“Mechanism for Explicit Communication of Messages 
Between Processes Running on Different Nodes in a Clus 
tered Multiprocessor System”, the disclosure of which is 
herein speci?cally incorporated by this reference, describes 
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the software clustering constructs that may be used for 
control. Systems created in this manner noW allow adaptive 
processing to become the premier standard method of com 
puting. This con?guration removes all of the historical 
“slave” limitations and gives the adaptive processor true 
peer access to all resources in the system. Because any 
microprocessor can access any adaptive processor or 
memory block in the system, a given user no longer must 
execute his program on a particular microprocessor node in 
order to use an already con?gured adaptive processor. In this 
fashion, the FPGAs on the adaptive processor boards do not 
need to be recon?gured if a different user on a different 
microprocessor Wants to use the same function or if the 
operating system performs a conteXt sWitch and moves the 
user to a different microprocessor in the system. This greatly 
minimiZes the time lost by the system in recon?guring 
FPGAs Which has historically been one of the limiting 
factors in using adaptive processors. 

[0014] Particularly disclosed herein is a system and 
method for a clustered computer system comprising at least 
tWo nodes Wherein at least one of the nodes is a recon?g 
urable, or adaptive, processor element. In certain represen 
tative implementations disclosed herein, the clustering inter 
connect may comprise Ethernet, Myrinet or cross bar 
sWitches. A clustered computing system in accordance With 
the present invention may also comprise at least tWo nodes 
Wherein at least one of the nodes is a shared memory block. 

[0015] Speci?cally disclosed herein is a clustered com 
puter system comprising at least ?rst and second processing 
nodes, and a cluster interconnect coupling the ?rst and 
second processing nodes Wherein at least the ?rst processing 
node comprises a recon?gurable processing element. In 
particular implementations, the second processing node of 
clustered computer may comprise a microprocessor, a recon 
?gurable processing element or a shared memory block. 

BRIEF DESCRIPTION OF THE DRAWINGS 

[0016] The aforementioned and other features and objects 
of the present invention and the manner of attaining them 
Will become more apparent and the invention itself Will be 
best understood by reference to the folloWing description of 
a preferred embodiment taken in conjunction With the 
accompanying draWings, Wherein: 

[0017] FIG. 1 is a functional block diagram of a typical 
I/O connected hybrid computing system comprising a num 
ber of microprocessors and adaptive processors, With the 
latter being coupled to an I/O bridge; 

[0018] FIG. 2 is a functional block diagram of a particular, 
representative embodiment of a multi-adaptive processor 
element incorporating a ?eld programmable gate array 
(“FPGAs”) control element having embedded processor 
cores in conjunction With a pair of user FPGAs and siX banks 
of dual-ported static random access memory (“SRAM”); 

[0019] FIG. 3 is a functional block diagram of an autono 
mous intelligent shared memory node for possible imple 
mentation in a clustered computing system comprising a 
scalable interconnection of adaptive nodes in accordance 
With the present invention Wherein the memory control 
FPGA incorporates the intelligence to operate its oWn con 
nections to peripheral devices; and 

[0020] FIG. 4 is a functional block diagram of a clustered 
computing system comprising a generaliZed possible imple 
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mentation of a scalable interconnection of adaptive nodes in 
accordance With the present invention Wherein clustering 
may be accomplished using standard clustering intercon 
nects such as Ethernet, Myrinet, cross bar sWitches and the 
like. 

DESCRIPTION OF A REPRESENTATIVE 
EMBODIMENT 

[0021] With reference noW to FIG. 1, a functional block 
diagram of a typical I/O connected hybrid computing system 
100 is shoWn. The hybrid computing system 100 comprises 
one or more North Bridge ICs 1020 through 102N, each of 
Which is coupled to four microprocessors 10400 through 
10403 through and including 104NO through 104N3 by means 
of a Front Side Bus. The North Bridge ICs 1020 through 
102N are coupled to respective blocks of memory 1060 
through 106N as Well as to a corresponding I/O bridge 
element 10$O through 108N. A netWork interface card 
(“NIC”) 1120 through 112N couples the I/O bus of the 
respective I/O bridge 10$O through 20$N to a cluster bus 
coupled to a common clustering hub (or Ethernet SWitch) 
114. 

[0022] As shoWn, an adaptive processor element 1100 
through 110N is coupled to, and associated With, each of the 
I/O bridges 10$O through 108N. This is the most basic of the 
eXisting approaches for connecting an adaptive processor 
110 in a hybrid computing system 100 and is implemented, 
essentially via the standard I/O ports to the microproces 
sor(s) 104. While relatively simple to implement, it results 
in a very “loose” coupling betWeen the adaptive processor 
110 and the microprocessor(s) 104 With resultant loW band 
Widths and high latencies relative to the bandWidths and 
latencies of the processor bus. Moreover, since both types of 
processors 104, 110 must share the same memory 106, this 
leads to signi?cantly reduced performance in the adaptive 
processors 110. Functionally, this architecture effectively 
limits the amount of interaction betWeen the microproces 
sor(s) 204 and the adaptive processor 110 that can realisti 
cally occur. 

[0023] With reference noW to FIG. 2, a functional block 
diagram of a particular, representative embodiment of a 
multi-adaptive processor element 200 is shoWn. The multi 
adaptive processor element 200 comprises, in pertinent part, 
a discrete control FPGA 202 operating in conjunction With 
a pair of separate user FPGAs 2040 and 2041. The control 
FPGA 202 and user FPGAs 2040 and 2041 are coupled 
through a number of SRAM banks 206, here illustrated in 
this particular implementation, as dual-ported SRAM banks 
2060 through 2065. An additional memory block comprising 
DRAM 208 is also associated With the control FPGA 202. 

[0024] The control FPGA 202 includes a number of 
embedded microprocessor cores including pP1212 Which is 
coupled to a peripheral interface bus 214 by means of an 
electro optic converter 216 to provide the capability for 
additional physical length for the bus 214 to drive any 
connected peripheral devices (not shoWn). A second micro 
processor core pP0218 is utiliZed to manage the multi 
adaptive processor element 200 system interface bus 220, 
Which although illustrated for sake of simplicity as a single 
bi-directional bus, may actually comprise a pair of parallel 
unidirectional busses. As illustrated, a chain port 222 may 
also be provided to enable additional multi-adaptive proces 
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sor elements 200 to communicate directly With the multi 
adaptive processor element 200 shoWn. 

[0025] The overall multi-adaptive processor element 200 
architecture, as shoWn and previously described, has as its 
primary components three FPGAs 202 and 2040, 2041, the 
DRAM 208 and dual-ported SRAM banks 206. The heart of 
the design is the user FPGAs 2040, 2041 Which are loaded 
With the logic required to perform the desired processing. 
Discrete FPGAs 2040, 2041 are used to alloW the maXimum 
amount of recon?gurable circuitry. The performance of this 
multi-adaptive processor element 200 may be further 
enhanced by using tWo such FPGAs 204 to form a user array. 

[0026] The dual-ported SRAM banks 206 are used to 
provide very fast bulk memory to support the user array 204. 
To maXimiZe its volume, discrete SRAM chips may be 
arranged in multiple, independently connected banks 1060 
through 2065 as shoWn. This provides much more capacity 
than could be achieved if the SRAM Were only integrated 
directly into the FPGAs 202 and/or 204. Again, the high 
input/output (“I/O”) counts achieved by the particular pack 
aging employed and disclosed herein currently alloWs com 
modity FPGAs to be interconnected to siX, 64 bit Wide 
SRAM banks 2060 through 2065 achieving a total memory 
bandWidth of 4.8 Gbytes/sec. 

[0027] Typically the cost of high speed SRAM devices is 
relatively high and their density is relatively loW. In order to 
compensate for this fact, dual-ported SRAM may be used 
With each SRAM chip having tWo separate ports for address 
and data. One port from each chip is connected to the tWo 
user array FPGAs 2040 and 2041 While the other is con 
nected to a third FPGA that functions as a control FPGA 202. 
This control FPGA 202 also connects to a much larger high 
speed DRAM 208 memory dual in-line memory module 
(“DIMM”). This DRAM 108 DIMM can easily have 200 
times the density of the SRAM banks 206 With similar 
bandWidth When used in certain burst modes. This alloWs the 
multi-adaptive processor element 200 to use the SRAM 206 
as a circular buffer that is fed by the control FPGA 202 With 
data from the DRAM 208 as Will be more fully described 
hereinafter. 

[0028] The control FPGA 202 also performs several other 
functions. In a preferred embodiment, control FPGA 202 
may be selected from the VirteX Pro family available from 
XilinX, Inc. San Jose, Calif., Which have embedded PoWer 
PC microprocessor cores. One of these cores (,uP0218) is 
used to decode control commands that are received via the 
system interface bus 220. This interface is a multi-gigabyte 
per second interface that alloWs multiple multi-adaptive 
processor elements 200 to be interconnected together. It also 
alloWs for standard microprocessor boards to be intercon 
nected to multi-adaptive processor elements 200 via the use 
of SRC SNAPTM cards. (“SNAP” is a trademark of SRC 
Computers, Inc., assignee of the present invention; a repre 
sentative implementation of such SNAP cards is disclosed in 
US. patent application Ser. No. 09/932,330 ?led Aug. 17, 
2001 for: “SWitch/NetWork Adapter Port for Clustered Com 
puters Employing a Chain of Multi-Adaptive Processors in 
a Dual In-Line Memory Module Format” assigned to SRC 
Computers, Inc., the disclosure of Which is herein speci? 
cally incorporated in its entirety by this reference.) Packets 
received over this interface perform a variety of functions 
including local and peripheral direct memory access 
(“DMA”) commands and user array 204 con?guration 
instructions. These commands may be processed by one of 
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the embedded microprocessor cores Within the control 
FPGA 202 and/or by logic otherWise implemented in the 
FPGA 202. 

[0029] To increase the effective bandWidth of the system 
interface bus 220, several high speed serial peripheral I/O 
ports may also be implemented. Each of these can be 
controlled by either another microprocessor core (e.g. 
pP1212) or by discrete logic implemented in the control 
FPGA 202. These Will alloW the multi-adaptive processor 
element 200 to connect directly to hard disks, a storage area 
netWork of disks or other computer mass storage peripher 
als. In this fashion, only a small amount of the system 
interface bus 220 bandWidth is used to move data resulting 
in a very ef?cient system interconnect that Will support 
scaling to high numbers of multi-adaptive processor ele 
ments 200. The DRAM 208 on board any multi-adaptive 
processor element 200 can also be accessed by another 
multi-adaptive processor element 200 via the system inter 
face bus 220 to alloW for sharing of data such as in a 
database search that is partitioned across several multi 
adaptive processor elements 200. 

[0030] With reference additionally noW to FIG. 3, a 
functional block diagram of an autonomous shared memory 
node 300 for possible implementation in a clustered com 
puting system comprising a scalable interconnection of 
adaptive nodes in accordance With the present invention is 
shoWn. The memory node 300 comprises, in pertinent part, 
a control FPGA 302 incorporating a microprocessor core 
304. The FPGA 302 may be coupled to a number of DRAM 
banks, for eXample, banks 3060 through 3063 as Well as to a 
system interface 308 of the overall clustered computing 
system. In this illustration, the control FPGA 302 incorpo 
rates the intelligence to operate its oWn connections to the 
clustering medium. In a representative embodiment, a clus 
tered computing system comprising a number of memory 
nodes 300 could be made up of a miX of microprocessor 
boards and adaptive processors With “smart” front ends 
capable of supporting the desired clustering or interconnect 
protocol. 
[0031] With reference additionally noW to FIG. 4, a 
functional block diagram of a clustered computing system 
400 is shoWn comprising a generaliZed implementation of a 
scalable interconnection of adaptive nodes in accordance 
With the present invention and Wherein the clustering may be 
accomplished using standard clustering interconnects such 
as Ethernet, Myrinet or other suitable sWitching and com 
munication mechanisms. 

[0032] The clustered computing system 400 comprises, in 
pertinent part, one or more microprocessor boards, each 
having a memory controllers 4020 each of Which is coupled 
to a number of microprocessors 40400 through 40403 by 
means of a Front Side Bus. The memory controller 4020 is 
coupled to a respective block of memory 4060 as Well as to 
a corresponding I/O bridge element 4080. A NIC 412O 
couples the I/O bus of the respective I/O bridge 4080 to a 
clustering interconnect 414. 

[0033] As shoWn, one or more adaptive, or recon?gurable, 
processor elements 4100 are coupled to the clustering inter 
connect 414 by means of a peripheral interface or the system 
interface bus. In like manner one or more shared memory 
blocks 4160 are also coupled to the clustering interconnect 
414 by means of a system interface bus. In a representative 
embodiment, the clustering interconnect may comprise an 
Ethernet, Myrinet or other suitable communications mecha 
nism. The former is a standard for netWork communication 
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utilizing either coaxial or twisted pair cable and is used, for 
example, in local area networks (“LANs”). It is de?ned in 
IEEE standard 802.3. The latter is a high-performance, 
packet-based communication and switching technology that 
is widely used to interconnect clusters of workstations, 
personal computers (“PCs”), servers, or single-board com 
puters. It is de?ned in American National Standard ANSI/ 
VITA 26-1998. 

[0034] While there have been described above the prin 
ciples of the present invention in conjunction with speci?c 
con?gurations of adaptive nodes and clustered computer 
systems, it is to be clearly understood that the foregoing 
description is made only by way of eXample and not as a 
limitation to the scope of the invention. Particularly, it is 
recogniZed that the teachings of the foregoing disclosure 
will suggest other modi?cations to those persons skilled in 
the relevant art. Such modi?cations may involve other 
features which are already known per se and which may be 
used instead of or in addition to features already described 
herein. Although claims have been formulated in this appli 
cation to particular combinations of features, it should be 
understood that the scope of the disclosure herein also 
includes any novel feature or any novel combination of 
features disclosed either explicitly or implicitly or any 
generaliZation or modi?cation thereof which would be 
apparent to persons skilled in the relevant art, whether or not 
such relates to the same invention as presently claimed in 
any claim and whether or not it mitigates any or all of the 
same technical problems as confronted by the present inven 
tion. The applicants hereby reserve the right to formulate 
new claims to such features and/or combinations of such 
features during the prosecution of the present application or 
of any further application derived therefrom. 

What is claimed is: 

1. A clustered computer system comprising: 

at least ?rst and second processing nodes; 

a cluster interconnect coupling said ?rst and second 
processing nodes 

wherein at least said ?rst processing node comprises a 
recon?gurable processing element. 

2. The clustered computer system of claim 1 wherein at 
least said second processing node comprises a recon?g 
urable processing element. 

3. The clustered computer system of claim 1 wherein at 
least said second processing node comprises a microproces 
sor-based processing element. 

4. The clustered computer system of claim 1 further 
comprising: 

at least one shared memory block coupled to said cluster 
interconnect for access by said at least ?rst and/or 
second processing nodes. 

5. The clustered computer system of claim 1 wherein said 
cluster interconnect comprises an Ethernet. 

6. The clustered computer system of claim 1 wherein said 
cluster interconnect comprises a Myrinet. 

7. The clustered computer system of claim 1 wherein said 
cluster interconnect comprises a cross bar switch. 

8. The clustered computer system of claim 1 wherein said 
?rst processing node is coupled to said cluster interconnect 
through a peripheral interface. 
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9. The clustered computer system of claim 1 wherein said 
?rst processing node comprises: 

a control block including at least one processing element 
for coupling said ?rst processing node to said cluster 
interconnect. 

10. The clustered computer system of claim 9 wherein 
said control block comprises a control FPGA. 

11. The clustered computer system of claim 9 wherein 
said ?rst processing node further comprises: 

at least one user array coupled to said control block 
through a dual-ported memory block. 

12. The clustered computer system of claim 11 wherein 
said at least one user array comprises a user FPGA. 

13. The clustered computer system of claim 12 wherein 
said user FPGA comprises a chain port for coupling said ?rst 
processing node to another processing node. 

14. A multi-node computer system comprising: 

a cluster interconnect; 

a recon?gurable processing element coupled to said clus 
ter interconnect; and 

a memory block coupled to said cluster interconnect. 
15. The multi-node computer system of claim 14 further 

comprising: 
another processing element coupled to said cluster inter 

connect. 

16. The multi-node computer system of claim 15 wherein 
said another processing element comprises a second recon 
?gurable processing element. 

17. The multi-node computer system of claim 15 wherein 
said another processing element comprises a microproces 
sor-based processing element. 

18. The multi-node computer system of claim 15 wherein 
said recon?gurable processing element and said another 
processing element may both access said memory block. 

19. The multi-node computer system of claim 14 wherein 
said cluster interconnect comprises an Ethernet. 

20. The multi-node computer system of claim 14 wherein 
said cluster interconnect comprises a Myrinet. 

21. The multi-node computer system of claim 14 wherein 
said cluster interconnect comprises a cross bar switch. 

22. The multi-node computer system of claim 14 wherein 
said recon?gurable processing element is coupled to said 
cluster interconnect through a peripheral interface. 

23. The multi-node computer system of claim 14 wherein 
said recon?gurable processing element comprises: 

a control block including at least one processor for 
coupling said ?rst processing node to said cluster 
interconnect. 

24. The multi-node computer system of claim 23 wherein 
said control block comprises a control FPGA. 

25. The multi-node computer system of claim 23 wherein 
said recon?gurable processing element further comprises: 

at least one user array coupled to said control block 
through a dual-ported memory block. 

26. The multi-node computer system of claim 25 wherein 
said at least one user array comprises a user FPGA. 

27. The multi-node computer system of claim 26 wherein 
said user FPGA comprises a chain port for coupling said 
recon?gurable processing element to another processing 
element. 


