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(g)  File-based  transaction  management  system  for  a  computing  system. 

(57)  A  data  processing  system  is  described  which  includes  both  volatile  and  nonvolatile  memories  and  a 
distributed  file  control  software  system.  A  method  is  employed  by  the  data  processing  system  to  recover 
from  a  malfunction  which  occurs  during  a  file  transaction  and  comprises  the  steps  of:  providing  a  log 
file  to  maintain  a  record  of  atomic  file  transactions  ;  recording  in  volatile  memory,  old  and  new  data 
images  which  result  during  a  file  transaction  ;  writing  the  before  image  to  a  portion  of  the  log  file  which 
is  contained  in  nonvolatile  memory  ;  and  in  the  event  of  a  malfunction,  employing  the  log  file  in 
nonvolatile  memory  to  determine  the  status  of  an  active  file  transaction  and  rolling  back  the  active 
transaction  in  the  event  the  malfunction  occurred  prior  to  its  completion.  The  new  data  image  in  a 
transaction  is  only  written  to  the  nonvolatile  memory  after  the  old  data  image  has  been  written  to 
nonvolatile  memory. 
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This  invention  relates  to  a  file-based  transaction 
system  for  a  computing  network. 

Certain  large  data  processing  systems  employ  a 
multiplicity  of  independent,  computer/disk  systems 
(called  "nodes"),  which  operate  in  parallel  on  discrete 
portions  of  a  problem.  In  such  systems,  data  files  are 
sometimes  distributed  across  the  nodes  so  as  to 
balance  nodal  work  loads  and  protect  against  signifi- 
cant  losses  of  data  should  one  or  more  nodes  mal- 
function.  All  nodes  continuously  interact  with 
one-another  and  are  interdependent  insofar  as  suc- 
cessful  completion  of  data  processing  actions  are 
concerned. 

The  prior  art  evidences  such  systems  and  des- 
cribes  various  methods  for  inter-nodal  control  and 
protection  against  data  loss  in  the  event  of  a  malfunc- 
tion.  In  U.S.  4,228,496  a  multiprocessing  system  is 
disclosed  wherein  memory  maps  enable  the  creation 
of  protection  functions  for  individual  nodal  memory 
modules.  The  system  also  includes  a  sophisticated 
parity  protection  scheme  to  detect  and  correct  bit 
errors. 

In  U.S.  4,412,285  a  multiprocessing  system  is 
described  which  employs  various  protocols  for  updat- 
ing  processing  states  between  nodes.  Little  consider- 
ation  is  given,  in  this  patent,  to  the  possibility  of 
individual  nodal  failure. 

As  parallel  computing  systems  have  come  into 
vogue  through  the  availability  of  lower  cost  and  more 
capable  processors,  nodal  failure  problems  have 
attracted  more  attention.  This  is  due  to  the  difficulty  of 
reestablishing  a  system's  processing  states  and  res- 
tarting  the  system,  while  avoiding  the  need  to  com- 
pletely  reload  the  entire  system's  software.  In  this 
regard,  attention  has  been  given  to  defining  certain 
system  transactions  as  "atomic"  and  assuring  that  a 
record  is  kept  of  all  actions  within  a  transaction  until 
all  such  actions  have  been  completed.  The  actions 
which  comprise  an  atomic  transaction  are  tracked 
through  a  transaction  management  system.  The  sys- 
tem  contains  a  record,  or  log,  of  each  action  perfor- 
med  during  the  processing  of  the  transaction  and 
enables  the  system  to  know  when  a  transaction  has 
either  been  completed  or  not  completed. 

In  U.S.  4,319,336  a  transaction-based  system  is 
described  and  employs  a  user-available  keyboard 
entry  device.  Each  transaction  which  does  not 
"close",  results  in  an  interactive  status  message  that 
enables  the  central  computer  to  re-initialize  the  state 
of  the  transaction  Consideration  is  not  given  to  the  fail- 
ure  of  a  system  element  during  the  process  of  a  trans- 
action. 

In  U.S.  4,819,159  a  fault-tolerant,  parallel  com- 
puting  system  is  shown  which  employs  transaction- 
based  processing.  In  this  system,  transactions  are 
handled  at  the  "user  program  or  process"  level  so  that 
transactions  are  considered  on  a  macroscopic  basis, 
insofar  as  the  system  is  concerned.  The  transaction 

system  stores  pre-image  and  subsequent-image  data 
in  a  transaction  log.  If  an  abort  occurs  during  a  trans- 
action,  the  available  pre-image  of  the  data  enables 
the  system  to  reset  to  the  state  which  existed  prior  to 

5  the  transaction  failure. 
Prior  art  transaction  management  systems 

known  to  the  inventors  hereof  have  been  mainly 
applied  to  relatively  macroscopic  functions  occurring 
within  a  computing  system.  Thus,  such  transaction 

10  logs  and  the  functions  they  performed  were  largely 
under  the  control  of  the  application  system  program- 
mer  and  did  not  enable  transaction  logging  within  the 
system's  "microscopic"  actions  to  be  carried  out  by 
the  operating  system  in  a  manner  transparent  to  the 

T5  application  system  programmer.  Thus,  when  a  prior 
art  macroscopic  transaction  was  "rolled  back",  a  num- 
ber  of  microscopic  functions  which  had  been  properly 
completed  were  scrapped  during  the  rollback  pro- 
cess.  Such  rollbacks  created  an  unnecessary  loss  of 

20  processing  time  and,  in  a  parallel  processor,  created 
ripple  effects  throughout  parallel  processing  nodes. 

Notwithstanding  the  use  of  transaction  systems 
to  assure  macroscopic  data  integrity,  when  a  portion 
of  a  file-based  system  malfunctions,  the  ability  to 

25  reconstruct  and  restart  the  file  system  can  be  extraor- 
dinarily  complex.  For  instance,  in  a  system  employing 
a  Unix  operating  system,  the  reconstruction  of  a  file 
system  involves  carrying  out  complete  file  system 
consistency  checks  that  can  take  hours  to  complete. 

30  Such  checks  involve  determining  the  consistency  of 
disk  directories,  file  tables,  free  data  block  lists,  poin- 
ters  in  files  to  other  files,  etc.  etc.  Those  comparisons 
involve  detailed  and  time  consuming  data  handling 
and  greatly  hinder  a  system's  rapid  recovery  from  a 

35  malfunction. 
To  partially  avoid  the  time  consuming  consis- 

tency  checks,  the  AIX  System  marketed  by  the  IBM 
Corporation,  employs  certain  logging  techniques 
common  to  data  base  systems.  (See  "Evolution  of 

40  Storage  Facilities  in  the  AIX  System",  IBM  RISC  Sys- 
tem/6000  Technology,  IBM  document  SA23-2619, 
pp.  138-142,  1990.)  The  AIX  System  limits  itself  to 
logging  "metadata"  (internally  generated  file  identifier 
data)  but  does  not  log  the  file  contents  per  se  -  nor 

45  does  the  AIX  System  concern  itself  with  distributed  file 
systems. 

Another  technique  for  file  construction  is  des- 
cribed  in  "A  Nested  Transaction  Mechanism  for 
LOCUS"  ACM  Operating  System  Review,  Proceed- 

so  ings  of  9th  ACM  Symposium  on  Operating  System 
Principles,  pp.  71-89  (1983)  and  "The  Locus  Distri- 
buted  System  Architecture"  MIT  Press,  pp.  46-48, 
(1985).  A  "shadow  paging"  technique  is  there  des- 
cribed  wherein  two  copies  of  image  data  are  always 

55  made,  with  the  original  data  copy  not  being  discarded 
until  the  transaction  employing  the  new  image  copy 
has  successfully  completed. 

Another  distributed  data-base  management  sys- 
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stood  a  preferred  embodiment  thereof  will  now  be 
described,  by  way  of  example  only,  with  reference  to 
the  accompanying  drawings  in  which:- 

Fig.  1  is  a  block  diagram  of  a  multi-node  parallel 
5  computing  system. 

Fig.  2  is  a  block  diagram  illustrating  the  configu- 
ration  of  a  node  in  Fig.  1. 

Fig.  3  is  a  diagram  illustrating  the  programming 
systems  which  operate  the  system  of  Fig.  1. 

w  Fig.  4  illustrates  the  data  content  of  a  transaction 
record. 

Fig.  5  illustrates  the  data  content  of  a  log  entry. 
Fig.  6  illustrates  the  data  content  of  a  participant 

transaction  entry. 
15  Fig.  7  is  a  high  level  flow  diagram  illustrating  the 

operation  of  the  invention  at  a  node  where  a  transac- 
tion  commences. 

Fig.  8  is  a  continuation  of  the  flow  diagram  of  Fig. 
7. 

20  Fig.  9  is  a  high  level  flow  diagram  illustrating  the 
operation  of  a  transaction  at  a  participant  node. 

Fig.  10  is  a  high  level  flow  diagram  illustrating  the 
operation  of  the  invention  when  transaction  rollback 
occurs. 

25  Fig.  1  1  is  a  high  level  flow  diagram  illustrating  sys- 
tem  recovery  upon  occurrence  of  a  malfunction. 

Referring  to  Fig.  1,  a  block  diagram  is  shown  of  a 
parallel  computing  system  which  comprises  a  number 
of'nodes"  10  interconnected  by  high  speed  communi- 

30  cation  links.  Each  node  10  comprises  a  processor  and 
both  volatile  and  non-volatile  memory  (e.g.,  disk 
memory);  operates  independently;  and  interacts  with 
other  nodes  via  the  communication  network. 

The  topology  shown  in  Fig.  1  is  that  of  a  three- 
35  dimensional  torus,  with  each  box  10  representing  a 

node  and  each  line  12  representing  a  communication 
link.  A  first  plane  13  of  the  parallel  computing  system 
is  shown  and  is  positioned  over  underlying  planes  14 
and  15.  Each  node  has  two  additional  links,  not 

40  shown,  one  to  a  counterpart  node  in  the  two  dimen- 
sional  torus  above  and  one  to  the  counterpart  node  in 
the  two  dimensional  torus  below. 

As  shown  in  Fig.  2,  each  node  comprises  a  micro- 
processor  16  which  is  interconnected  to  other  ele- 

45  ments  of  the  node  via  a  bus  structure  18.  Buffer 
memory  20,  device  adapter  22  and  I/O  adapter  and 
link  router24  are  also  connected  to  bus  18.  A  disk  file 
26  is  connected  to  device  adapter  22  and  is  controlled 
thereby  to  provide  the  main  nonvolatile  memory  for 

so  the  node.  As  is  well  known,  microprocessor  16  con- 
tains  a  substantial  volatile  memory  structure  including 
various  cache  memories,  some  of  which  are 
employed  by  this  invention. 

The  parallel  computing  system  of  Figs.  1  and  2 
55  employs  at  each  node,  in  the  well  known  manner, 

software  at  both  the  application  and  operating  system 
levels.  As  shown  in  Fig.  3,  user  access  is  through  the 
applications  portions  of  the  software.  The  operating 

tern  with  fault  recovery  capabilities  is  discussed  in 
"Computation  and  Communication  in  R*:  A  Distri- 
buted  Database  Manager,"  ACM  Transactions  on 
Computer  Systems,  Vol.  2,  No.  1,  Feb.  1984,  pp.  24- 
38.  This  database  employs  a  distributed  transaction 
system  and  a  nested  form  of  a  two-phase  commit  pro- 
tocol  to  insure  that  all  sites  of  a  transaction  come  to 
the  same  conclusion  as  to  the  outcome  of  the  trans- 
action.  There  is  no  indication  in  the  paper  of  the  par- 
ticular  log-management  strategy  employed  by 
Lindsay  et  al  and  how  or  whether  it  copes  with  "micro- 
scopic"  transactions. 

Accordingly  the  present  invention  provides  a 
method  of  operation  of  a  data  processing  system 
which  includes  a  file-based  software  system,  compris- 
ing: 

providing  a  log  file  of  atomic  file  transactions, 
in  both  volatile  and  nonvolatile  memory  in  said  data 
processing  system; 

providing  a  first  variable  indicative  of  the  num- 
ber  of  data  segments  in  a  portion  of  said  log  file  which 
is  in  nonvolatile  memory; 

providing  a  second  variable  indicative  of  the 
total  number  of  data  segments  in  said  log  file,  includ- 
ing  data  segments  in  said  log  file  portion  stored  in 
volatile  memory; 

commencing  a  file  transaction  relating  to  old 
data,  recording  an  image  of  said  old  data  in  said  log 
file  portion  stored  in  volatile  memory  and  assigning  to 
said  old  data  image,  a  value  of  said  second  variable; 

performing  said  file  transaction  to  create  new 
data,  recording  an  image  of  said  new  data  in  said  log 
file  in  volatile  memory  and  assigning  to  said  new  data 
image,  the  value  of  said  second  variable  assigned  to 
said  old  data  image;  and 

writing  said  new  data  image  into  nonvolatile 
memory  only  when  the  value  of  said  second  variable 
assigned  to  said  new  data  image  is  equal  to  or  less 
than  the  value  of  said  first  variable,  indicating  that  said 
old  data  image  is  already  recorded  in  said  nonvolatile 
memory. 

The  invention  also  provides  a  data  processor 
comprising: 

volatile  and  non-volatile  memory; 
means  for  storing  data  files  in  the  memory; 
means  for  storing,  in  the  volatile  memory,  a 

copy  of  a  data  item  in  one  of  the  data  files  (an  "old 
image")  before  a  data  processing  transaction  to  mod- 
ify  that  data  item,  and  a  copy  of  that  data  item  (a  "new 
image")  after  the  transaction  has  been  performed; 

means  for  copying  the  old  and  new  images  into 
a  log  file  stored  in  non-volatile  memory;  and 

means,  in  the  event  of  a  malfunction  of  the  data 
processor  before  completion  of  the  transaction,  for 
restoring  the  data  item  to  its  state  before  the  transac- 
tion  commenced,  using  the  old  image  stored  in  non- 
volatile  memory. 

In  order  that  the  invention  may  be  fully  under- 
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As  above  stated,  a  transaction  is  an  atomic  unit 
of  work.  It  comprises  the  execution  of  a  specified 
sequence  of  operations,  beginning  with  a  "begin 
transaction"  operation;  continuing  either  with  a  "com- 
mit"  or  "rollback"  operation;  and  finishing  with  an  "end 
transaction".  The  commit  operation  signals  success- 
ful  completion  of  the  transaction.  Rollback  is  used  in 
the  case  of  unsuccessful  completion  of  the  transac- 
tion,  in  which  case  the  system  is  returned  to  the  initial 
state  before  the  transaction  started  (prior  to  "end 
transaction"  being  written  in  the  log). 

To  keep  track  of  active  transactions,  each  trans- 
action  is  assigned  a  unique  identification  number 
(TID).  In  a  node,  there  is  a  volatile  memory  area  assig- 
ned  as  a  "transaction  table"  that  lists  all  transactions 
currently  in  progress.  Each  entry  in  the  transaction 
table  is  referred  to  as  a  transaction  record  and  its  for- 
mat  is  shown  in  Fig.  4.  In  addition  to  a  TID,  the  trans- 
action  record  includes  a  Type  field  which  defines  the 
sequence  of  actions  to  be  carried  out  in  the  transac- 
tion,  e.g.,  update-parity,  open  a  file,  recover  from  a 
malfunction,  etc.  The  State  field  indicates  whether  the 
transaction  is  in-process,  commit,  or  rollback.  The 
Owner  field  indicates  the  node  which  invoked  the 
transaction.  The  Participants  field  is  a  list  of  other 
nodes  which  will  participate  in  the  transaction  and 
includes  the  node  number  of  the  participant  nodes, 
the  response  expected  from  the  participants,  a  flag  to 
show  if  an  acknowledgement  has  been  received  from 
the  participants,  and  a  pointer  to  the  next  data  struc- 
ture. 

There  are  two  types  of  transactions:  local  and  dis- 
tributed.  Local  transactions  involve  only  a  single  node 
while  distributed  transactions  require  the  cooperation 
of  several  participant  nodes. 

As  above  stated,  critical  to  the  operation  of  the 
transaction  function  is  a  log  file  which  keeps  track  of 
the  individual  actions  within  a  transaction  until  the 
entire  transaction  is  completed.  Each  node  maintains 
its  own  independent  log  file  whose  identifier  is  stored 
in  a  designated  area  on  the  node's  disk  and  also  in  its 
volatile  memory. 

A  log  file  entry  is  indicated  at  Fig.  5  and  comprises 
three  main  fields.  The  header  field  is  a  copy  of  the 
transaction  record  of  Fig.  4.  The  Transaction  data  is 
that  data  which  is  needed  to  undo  the  transaction.  For 
instance,  if  a  data  entry  is  being  modified,  the  current 
or  "old"  data  image  will  be  stored  in  the  transaction 
data  field  so  that  if  a  malfunction  occurs  prior  to  "new" 
or  "modified"  data  being  written  to  disk,  information  is 
available  as  to  the  original  or  "old"  state  of  the  data. 
The  "new"  or  "modified"  data  also  may  be  included  in 
the  transaction  data  field  so  that  the  transaction  may 
be  "committed"  prior  to  the  base  data  being  modified 
on  disk.  Finally,  the  Tail  is  a  small  non-zero  value 
which  is  used  to  verify  that  the  entire  log  entry  was 
written. 

If  a  transaction  involves  more  than  one  node,  dur- 

system  portion  has  limited  direct  user  access  through 
a  well-defined  programmer  interface  and  contains,  as 
a  part  of  that  operating  system,  a  file  system  anon 
transaction  logging  portion.  Each  node  is  provided 
with  its  own  software  system  and  has  an  independent  5 
file  system  and  transaction  logging  system.  Both 
software  and  data  are  organized  on  a  file  basis,  with 
each  file  having  one  or  more  memory  blocks  of  a  pre- 
determined  length.  Each  block  is  generally  byte-orga- 
nized  with,  for  example,  a  block  including  1024  bytes.  10 
A  file  may  comprise  a  single  block  or  a  multiplicity  of 
blocks. 

From  a  user's  perspective,  a  file  appears  as  a 
single,  uniform  entity  from  any  node.  Each  file  is 
accessed  through  a  system-wide  unique  pointer.  is 
Through  the  use  of  that  pointer,  a  process  or  appli- 
cation  is  enabled  to  look  up  further  information  corre- 
sponding  to  a  file,  through  a  directory. 

The  system  of  Fig.  1  employs  a  distributed  file 
system  wherein  file  blocks  are  distributed  across  a  20 
plurality  of  nodes.  This  structure  provides  both  per- 
formance  improvements  and  enhanced  malfunction 
recovery  capabilities.  There  are  several  types  of  fail- 
ures  that  may  occur  in  a  system  such  as  shown  in  Fig. 
1,  where  the  system  must  be  able  to  automatically  25 
recover  and  restore  its  file  system.  This  is  especially 
important  with  respect  to  the  file  system  that  is  internal 
to  the  operating  system  and  not  available  to  an  appli- 
cation  programmer.  To  maintain  local  and  distributed 
file  system  integrity,  this  invention  employs  a  transac-  30 
tion  log  system. 

A  transaction  is  defined  as  a  unit  of  work  consist- 
ing  of  a  sequence  of  actions  wherein  all  of  its  actions 
must  complete,  or  the  entire  transaction  is  aborted. 
Examples  of  transactions  in  a  file  system  are:  creating  35 
a  file;  allocating  space  on  disk  for  a  file;  updating  a  pa- 
rity-protected  data  block;  etc. 

A  transaction  log  file  is  employed  to  keep  track  of 
the  progress  of  all  transactions  as  they  are  carried  out. 
Until  a  transaction  is  complete,  the  log  file  contains  40 
enough  information  to  enable  reconstruction  of  the 
state  of  the  system  before  the  commencement  of  the 
transaction.  Conceptually,  the  log  file  increases 
forever;  however  in  practice,  it  is  truncated  period- 
ically  in  a  process  called  "log  switch".  45 

When  a  log  switch  occurs,  information  in  the  log 
file  about  old,  completed  transactions  is  discarded, 
making  room  for  more  entries  in  the  file.  A  fixed  region 
in  disk  memory  is  preallocated  for  the  log  file.  Nearly 
always,  one  portion  of  the  log  file  will  be  in  the  micro-  50 
processor's  volatile  memory,  while  another  portion 
will  have  been  written  to  disk.  It  should  be  kept  in  mind 
that  the  log  file  is  separate  from  "base"  data  files  which 
are  also  maintained  on  disk  and  contain  the  actual  file 
data.  As  will  be  seen  below,  at  times  during  the  oper-  55 
ation  of  the  system,  the  log  file  will  contain  duplicate 
copies  of  file  data  which  is  also  present  in  "base"  data 
files. 
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ing  processing  time,  the  invoking  node  assembles  a 
Participant  Transaction  record  to  be  used  by  the  par- 
ticipant  node  to  accomplish  its  portion  of  the  transac- 
tion.  That  record  is  shown  in  Fig.  6  and  includes  a 
designation  of  the  participant  node;  a  designation  of 
the  owning  node,  a  definition  of  the  transaction  type, 
the  TID,  and  parameters  involved  in  the  carrying  out 
of  the  participant  node's  transaction  portion.  For  inst- 
ance,  if  a  parity  update  is  the  transaction  type,  the  par- 
ameters  field  will  include  data  such  as  the 
exclusive-OR  result  of  the  old  data  with  the  new  data 
to  provide  parity  update,  a  copy  of  the  new  data  block, 
the  number  of  the  new  data  block  and  the  size  of  the 
data  block. 

The  transaction  system  of  this  invention  enables 
a  node  to  recover  from  a  malfunction  by  reestablish- 
ing  an  initial  file  system  data  state.  When  a  node  mal- 
functions,  volatile  memory  is  often  lost.  However,  data 
which  has  been  written  to  disk  (nonvolatile)  will  be 
retained  and  can  be  recovered  when  the  node  again 
becomes  functional.  The  portion  of  the  transaction  log 
which  has  been  written  to  disk  enables  the  file  system 
to  know  which  transactions  are  complete  or  were  in 
process  at  the  time  the  malfunction  occurred. 

To  enable  the  file  system  to  maintain  data  consis- 
tency  after  a  malfunction,  a  pair  of  variables  are  pro- 
vided  called  "current  water  level"  and  "end  of  file" 
(EOF)  pointer.  Current  water  level  is  a  variable  which 
indicates  the  number  of  bytes  of  data  in  that  portion 
of  the  transaction  log  file  that  has  been  written  to  disk. 
As  additional  portions  of  the  log  file  are  written  to  disk, 
the  current  water  level  variable  is  updated  accord- 
ingly.  The  EOF  pointer  is  a  variable  indicating  the 
number  of  bytes  in  the  entire  log  file  (that  which  is  both 
on  disk  and  in  volatile  memory). 

The  current  water  level  and  EOF  pointer  variables 
are  used  as  follows.  When  a  transaction  is  comm- 
enced  and  a  log  entry  (such  as  shown  in  Fig.  5)  is 
assembled  and  stored  in  volatile  memory,  an  old  data 
image  is  present  in  the  transaction  data  field  portion 
of  the  entry.  Associated  with  that  log  entry  in  volatile 
memory  is  an  EOF  pointer  value  (the  total  number  of 
bytes  in  the  log  file  when  the  entry  is  assembled). 

Subsequent  to  the  creation  of  the  old  data  image 
log  entry,  the  node  performs  the  necessary  actions  to 
accomplish  the  transaction.  Then,  assuming  that  the 
old  data  image  is  to  be  modified,  a  new  buffer  is  con- 
structed  in  volatile  memory  that  includes  a  new  data 
image  for  the  transaction  data.  Associated  with  this 
new  data  buffer  to-be-written,  is  the  EOF  pointer  value 
which  was  included  with  the  transaction  log  entry  that 
included  the  old  data  image. 

The  system  employs  several  rules  to  assure  that 
data  can  be  recovered  in  the  event  of  a  malfunction. 
The  first  rule  is  that  an  old  data  image  for  a  transaction 
must  be  written  in  the  log  file  on  disk,  before  a  new 
data  image  for  that  transaction  can  be  written  into  the 
base  data  file  on  disk.  This  rule  assures  in  the  event 

of  the  occurrence  of  a  malfunction  before  a  commit 
mark  is  written  into  the  log  file,  that  a  complete  old 
data  image  is  present  in  the  log  file  nonwithstanding 
the  state  of  the  base  data  file.  The  second  rule  is  that 

5  a  new  data  image  for  a  given  transaction  must  be  writ- 
ten  on  disk  either  in  the  log  file  or  in  base  data  before 
a  "commit"  mark  is  written  to  the  log.  Thus,  the  pre- 
sence  of  a  commit  mark  in  the  log  file  guarantees  that 
a  valid  new  data  image  is  present  or  the  disk. 

10  The  current  water  level  and  EOF  pointer  are 
instrumental  in  the  implementation  of  the  rules.  No 
new  data  image  of  any  transaction  can  be  written  to 
base  data  on  disk  unless  its  "EOF  pointer"  value  is 
equal  to  or  less  than  the  value  of  the  current  water 

15  level  variable.  Thus,  a  new  data  image  will  only  be 
written  to  base  data  on  disk  when  the  value  of  the  EOF 
pointer  for  the  new  data  image  is  equal  to  or  less  than 
the  water  level  value  then  extant.  This  assures  that 
the  old  data  image  has  already  been  written  to  disk 

20  and  is  preserved,  prior  to  the  new  data  image  being 
written  to  disk. 

The  above  stated  protocol  assures,  after  the  com- 
mencement  of  a  transaction,  that  new  data  is  not  writ- 
ten  to  disk  unless  there  is  already  a  copy  of  the  old 

25  data  already  on  disk.  Furthermore,  after  the  occurr- 
ence  of  a  malfunction,  when  the  transaction  log  is 
reviewed,  all  that  needs  to  be  known  is  whether  there 
is  a  "commit"  indicator  for  a  transaction.  If  not,  the  old 
data  image  is  available  in  the  log  to  reestablish  the  file 

30  system's  state  which  existed  prior  to  the  commence- 
ment  of  the  transaction. 

Turning  now  to  Fig.  7,  there  is  shown  a  flow  diag- 
ram  of  a  transaction  operating  at  an"owning"  node.  As 
aforestated,  an  "owning"  node  is  the  one  which  ini- 

35  tially  invokes  the  transaction.  First,  a  transaction  iden- 
tifier  (TID)  is  assigned  (box  50)  and  a  transaction 
record  entry  is  created  and  placed  in  memory  (box 
52).  Then,  a  transaction  log  entry  is  created  with  suf- 
ficient  information  to  enable  the  transaction  to  be 

40  undone  in  the  event  of  a  subsequent  malfunction  (box 
54).  That  log  entry,  as  aforestated,  will  often  include 
the  old  data  image,  and  is  assigned  a  record  number 
value  equal  to  X  which  is,  in  turn,  equal  to  the  value 
of  the  EOF  variable  for  the  log  file  (box  56). 

45  The  actions  called  for  by  the  transaction  are  then 
performed  and  a  new  transaction  data  entry,  including 
the  new  data,  is  written  into  volatile  memory  (box  58). 
That  new  data  entry  has  associated  with  it  a  water 
level  value  equal  to  X  (box  60).  At  this  state,  the  sys- 

50  tern  determines  whether  required  actions  have  been 
completed  (box  62),  and  if  not,  a  rollback  procedure 
(box  64)  is  commenced  to  undo  the  transaction  (this 
will  be  described  below  with  respect  to  Fig.  10). 

If  the  actions  have  been  completed  or  a  copy  of 
55  a  new  data  image  is  in  the  log  file  which  will  enable 

an  action  to  be  completed  at  a  later  time,  a  system 
command  is  given  which  prepares  to  write  the  trans- 
action  log  entries  to  disk  (box  66).  If  there  are  no  par- 
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ticipating  nodes  (box  69),  the  process  jumps 
immediately  to  box  76  in  Fig.  8.  There,  as  indicated, 
the  new  image  data  may  be  written  to  a  base  data  file 
on  disk  when  variable  X  is  equal  to  or  less  than  the 
current  water  level  value.  In  other  words,  the  new 
image  data  is  written  to  disk  when  the  appended  EOF 
variables  are  equal  to  or  less  than  the  byte  count  of 
the  log  file  on  disk.  If  the  value  of  X  of  the  new  data 
image  is  greater  than  the  current  water  level,  then  the 
system  waits  until  the  required  conditions  are  satisfied 
for  writing  to  disk. 

At  this  point,  the  system  determines  whether  any 
further  actions  are  yet  to  occur  (box  78)  and  if  so  per- 
forms  those  actions  (box  80).  If  there  are  no  further 
actions,  box  82  is  skipped  and  a  commit  function  com- 
mences  (box  84).  That  function  involves  the  creation 
of  a  log  entry  which  indicates  "transaction  complete". 
That  entry  is  then  written  to  disk  and  the  transaction 
record  may  be  deleted  from  volatile  memory. 

Turning  back  to  Fig.  7,  if  participant  nodes  are 
involved  in  the  transaction,  then  (box  68)  a  particip- 
ants  list  is  assigned  and  the  transactions  to  be  perfor- 
med  by  the  participant  nodes  are  submitted  to  the 
participants  (box  70)  where  they  are  performed.  Then 
if,  as  shown  in  Fig.  8,  "action  complete"  acknowledge- 
ments  are  not  received  from  all  participants  within  a 
predetermined  period,  (box  72),  a  rollback  of  the 
transaction  occurs  (box  74).  On  the  other  hand,  if 
action  complete  and  acknowledgements  are  received 
from  all  participants,  then  the  log  entries  are  written  to 
disk,  as  indicated  in  box  76. 

At  this  point,  assuming  no  further  actions  are  to  be 
performed,  "complete"  messages  are  then  sent  to  the 
participants  (box  82).  In  effect,  this  accomplishes  a 
two  phase  "commit"  operation.  The  first  phase  of  the 
commit  occurs  when  each  participating  node  indi- 
cates  that  it  can  complete  or  roll-back  its  action.  The 
second  phase  occurs  when  the  originating  node  has 
received  "commit"  indications  from  each  of  itspartici- 
pating  nodes  and  knows  that  all  required  actions  at  all 
participating  notes  can  be  completed.  The  originating 
node  then  writes  its  commit  mark  to  non-volatile  mem- 
ory,  after  which  it  sends  a  "complete"  message  to 
each  of  the  participants  enabling  them  to  perform  the 
transaction  actions  (box  82).  Once  the  "complete" 
messages  are  acknowledged  by  the  participant 
nodes,  the  originating  node  can  mark  its  transaction 
complete  (box  84). 

Turning  now  to  Fig.  9,  a  more  detailed  description 
of  a  transaction  operation  at  a  participant  node  is  illus- 
trated.  In  this  instance,  it  is  assumed  that  the  partici- 
pating  node  has  received  a  request  to  perform  a 
transaction  from  the  originating  node  and  has  created 
its  own  transaction  log  record  to  enable  a  possible  roll- 
back.  At  this  stage,  the  participant  node  performs  the 
requested  actions  (box  100)  and  marks  any  modified 
data  blocks  resulting  from  the  action  with  an  EOF 
value  equal  to  X.  In  this  case,  X  is  equal  to  the  EOF 

variable  value  then  extant  at  the  participant  node  (box 
102),  it  being  remembered  that  each  participant  node 
maintains  its  own  independent  log  file. 

If  the  actions  are  still  not  complete  at  the  partici- 
5  pant  node  (box  104),  the  system  recycles  to  perform 

the  requested  actions  and  to  prepare  to  complete  the 
transaction.  Once  all  actions  are  able  to  be  completed 
(or  rolled-back),  the  log  entries  are  written  to  disk  (box 
106)  and  an  "OK"  message  (box  108)  is  sent  to  the 

10  originating  node.  Then,  if  no  "complete"  message  is 
returned  from  the  owning  node,  (box  110)  a  rollback 
occurs  at  the  participating  node  (box  112).  If,  how- 
ever,  a  "complete"  message  is  received  from  the  origi- 
nating  node,  then  it  is  determined  whether  any  further 

f  5  actions  are  required  (box  114)  and  if  so  the  actions  are 
performed  (box  117).  If  not,  the  commit  procedure  is 
performed  (box  118)  and  the  transaction  is  at  an  end. 

Assume  a  system  crash  occurs  before  an  origi- 
nating  node  writes  a  commit  mark  in  its  log  on  disk  but 

20  after  the  participating  nodes  have  written  commit 
marks  in  their  logs.  During  system  recovery,  partici- 
pating  nodes,  seeing  their  commit  marks  (but  no 
transaction  complete  marks)  inquire  of  the  originating 
node  as  to  the  status  of  its  commit  mark.  As  no  commit 

25  mark  is  present  for  the  transaction,  the  originating 
node  signals  the  participants  to  roll-back  to  the  old 
data  image  state. 

During  the  commit  procedure,  the  originating 
node  sends  a  message  to  the  participating  nodes  that 

30  it  has  committed.  Now  the  participating  nodes  know 
that  new  data  images  will  be  used,  so  they  assure  that 
their  respective  base  data  files  are  updated  with  new 
data  images  and  write  a  transaction  complete  mark  in 
their  logs.  The  writing  of  all  such  transaction  complete 

35  marks  is  transmitted  to  the  originating  node  and  it  then 
puts  a  transaction  complete  mark  in  its  log. 

Turning  now  to  Fig.  1  0,  the  rollback  procedure  will 
be  briefly  described.  There  are  two  reasons  a  rollback 
action  can  occur  (1)  the  occurrence  of  a  timeout  indi- 

40  cation  signalling  that  the  transaction  has  not  com- 
pleted  within  a  prescribed  time  limit,  or  (2)  a 
malfunction  has  occurred  which  has  prevented  the 
transaction  from  completing.  If,  as  indicated  in  box 
130  a  timeout  has  not  occurred,  then  by  implication  a 

45  malfunction  has  occurred  and  the  transaction  is 
undone  (box  132)  by  reversing  all  actions  which  form 
parts  of  the  transaction. 

If  a  timeout  has  occurred,  the  next  question  to  be 
answered  is  whether  it  occurred  at  an  owning  node  or 

so  a  participant  node.  If  the  timeout  occurred  at  an  own- 
ing  node,  an  abort  message  is  sent  to  all  participants 
(box  136)  and  acknowledgements  are  received  (box 
1  38).  A  transaction  "abort"  entry  is  created  and  written 
to  disk  (box  140)  and  the  transaction  is  deleted  from 

55  memory  (box  142).  A  similar  action  occurs  at  the  par- 
ticipant  node  except  that  it  waits  until  it  receives  the 
abort  message  from  the  owner  (box  144)  to  accom- 
plish  the  actions  shown  in  boxes  146,  148,  and  150. 
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space  it  used.  This  transaction  is  recorded  in  the  new 
log  and  the  log  switch  is  complete. 

In  at  least  a  preferred  embodiment  there  has 
been  described  a  method  of  operation  of  a  data  pro- 

5  cessing  system  which  includes  both  volatile  and  non- 
volatile  memory  and  user  inaccessible  file  control 
software,  comprising  the  steps  of:  providing  a  trans- 
action  log  file  to  maintain  a  record  of  atomic  file  trans- 
actions;  recording  in  the  volatile  memory,  old  and  new 

10  data  images  which  occur  during  a  transaction;  record- 
ing  the  old  and  new  data  images  to  a  portion  of  the  log 
file  contained  in  the  nonvolatile  memory;  and  in  the 
event  of  a  malfunction,  employing  the  log  file  in  non- 
volatile  memory  to  rollback  atransaction  to  the  old 

15  data  image  state  in  the  event  the  malfunction  occur- 
red  prior  to  the  completion  of  a  transaction.  In  this 
method  the  new  data  image  is  not  written  to  non- 
volatile  memory  until  the  old  data  image  is  recorded 
in  the  nonvolatile  memory,  and  the  employing  step 

20  further  comprises:  reading  the  log  file  in  nonvolatile 
memory;  determining  from  the  log  file  which  file  trans- 
actions  are  incomple  and  rolling  such  transactions 
back  to  their  old  data  image  state;  and  writing  any 
images  of  new  data  contained  in  completed  transac- 

25  tions  in  the  log  file,  to  their  respective  base  files  con- 
tained  in  the  nonvolatile  memory. 

In  other  words,  there  has  been  described  a 
method  of  operation  of  a  data  processing  system 
comprised  of  a  plurality  of  computers,  each  computer 

30  having  both  volatile  and  non-volatile  memory,  the  sys- 
tem  including  a  file-based  software  system  distributed 
across  the  computers,  comprising:  providing  a  log  file 
for  atomic  file  transactions  in  each  computer;  com- 
mencing  a  file  transaction  in  one  computer  relating  to 

35  old  data  and  recording  an  image  of  the  old  data  in  that 
computer's  log  file  in  volatile  memory;  performing  the 
file  transaction  to  create  new  data,  and  recording  an 
image  of  the  new  data  in  that  computer's  log  file  in 
volatile  memory;  and  writing  the  new  data  image  into 

40  that  computer's  nonvolatile  memory  only  after  the  old 
data  image  has  been  written  into  that  computer's  log 
file  in  nonvolatile  memory,  whereby  the  old  data 
image  is  preserved  in  nonvolatile  memory  in  the  event 
a  system  failure  occurs  prior  to  the  new  data  image 

45  being  written  to  nonvolatile  memory.  In  this  method, 
the  new  data  image  is  written  into  a  base  data  file  after 
the  old  data  image  is  written  into  the  log  file  in  the  com- 
puter's  nonvolatile  memory.  In  the  case  where  an 
atomic  file  transaction  includes  file  actions  in  more 

50  than  one  of  the  computers,  the  method  comprises  the 
added  steps  of:  performing  at  a  participant  computer, 
file  actions  requested  by  an  originating  computer; 
notifying  the  originating  computer  of  an  ability  to  com- 
plete  or  rollback  the  requested  file  actions  at  the  par- 

55  ticipant  computer;  and  upon  receipt  of  a  subsequent 
instruction  from  the  originating  computer,  the  partici- 
pant  computer  writing  in  its  nonvolatile  memory,  a 
new  data  image  derived  as  a  result  of  the  requested 

Turning  now  to  Fig.  11,  the  method  employed  to 
recover  from  a  malfunction  at  a  node  is  illustrated.  In 
this  instance,  it  is  assumed  that  the  node  has  lost  all 
volatile  memory  and  that  the  only  memory  that 
remains  is  in  nonvolatile  memory  (e.g.  on  disk). 

The  recovery  procedure  involves  two  successive 
reads  of  the  log  file.  The  first  read  (box  160)  identifies 
all  complete  transactions  (boxes  162  and  164)  and 
those  transactions  which  have  no  complete  indication 
appended  thereto.  Once  the  log  has  been  read  (box 
166)  and  incomplete  transactions  have  been  iden- 
tified,  it  is  reread  (box  1  68).  During  this  phase,  all  iden- 
tified  incomplete  transactions  are  rolled  back  (box 
170).  In  addition,  since  there  is  no  way  to  know 
whether  any  new  data  image  in  a  completed  transac- 
tion  record  had  been  written  out  of  the  log  and  into  its 
respective  data  file,  all  new  data  image  in  each  com- 
plete  transaction  is  written  to  its  respective  file  on  disk 
(box  1  72).  Then,  all  volatile  memory  which  contains 
log  entries,  is  written  to  disk  and  into  the  log  file  and 
a  log  switch  action  occurs  (box  176).  At  this  stage,  the 
system  is  again  ready  to  commence  operation. 

A  "log  switch"  action  can  occur  at  various  times 
during  the  operation  of  a  file  system.  When  a  current 
log  file  reaches  a  certain  size,  it  needs  to  be  truncated 
to  avoid  the  need  for  allocating  excessive  memory  to 
the  log  file.  The  first  step  in  a  log  switch  is  creating  a 
new  log  file  and  allocating  its  memory  area.  This  is 
accomplished  as  a  transaction  which  is  recorded  in 
the  old  log  file.  Next,  a  pointer  to  the  new  log  file  is 
created  and  placed  in  memory.  At  this  point,  any 
entries  corresponding  to  a  transaction  which  started 
in  the  old  log  file  are  entered  in  the  old  log,  but  new 
transactions  are  entered  into  the  new  log.  Thus,  all 
transactions  in  process,  complete  in  the  old  log  and 
are  not  involved  with  the  new  lop.  If  the  system  mal- 
functions  during  a  log  switch,  the  recovery  procedure 
sets  the  old  log  file  as  the  current  log  file  but  will  find 
a  "create-new-file"  transaction  in  the  old  log  which  will 
tell  it  where  to  find  the  new  log  file. 

Once  the  new  log  file  is  put  into  use,  all  transac- 
tions  in  the  old  log  file  must  be  resolved  so  that  the  old 
log  file  can  be  discarded.  This  occurs  in  several 
stages.  First,  any  entries  in  volatile  memory  which 
include  new  data  and  are  associated  with  the  old  log 
file  are  written  to  disk.  Then,  the  system  looks  through 
the  transaction  records  for  any  transactions  started  in 
the  old  log  file  but  which  are  not  yet  ended.  The  sys- 
tem  can  choose  to  wait  for  a  transaction  to  finish  or  it 
can  copy  all  entries  involving  that  transaction  into  the 
new  log. 

Once  all  transactions  in  the  old  log  have  been 
dealt  with,  a  current  log  file  pointer  is  updated  to  the 
new  log  file  and  is  written  to  disk  in  an  area  reserved 
for  directory  indications  (e.g.  called  a  "superblock"). 
This  action  is  also  done  as  a  transaction.  Once  this 
transaction  is  finished,  a  final  transaction  is  carried 
out  to  delete  the  old  log  file  and  free  all  of  the  disk 
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file  actions  at  the  participant  computer  and  a  com- 
pleted  mark  to  its  log  file. 

Accordingly,  in  at  least  a  preferred  embodiment 
the  invention  provides  an  improved  transaction  log- 
ging  and  control  system  for  a  distributed  file  storage  5 
system  in  a  parallel  computing  system,  and  similarly 
an  improved  transaction  logging  and  control  system 
for  microscopic-level  operations  in  a  distributed  file 
system.  Such  a  transaction  logging  and  control  sys- 
tem  is  invisible  to  the  application  programmer  and  w 
assures  distributed  file  system  consistency  in  the 
event  of  a  system  malfunction,  thus  providing  rapid 
file  system  recovery. 

It  should  be  understood  that  the  foregoing  des- 
cription  is  only  illustrative  of  the  invention.  Various  15 
alternatives  and  modifications  can  be  devised  by 
those  skilled  in  the  art  without  departing  from  the 
invention.  Accordingly,  the  present  invention  is  inten- 
ded  to  embrace  all  such  alternatives,  modifications 
and  variances  which  fall  within  the  scope  of  the  20 
appended  claims. 

said  log  file  recorded  on  said  disk. 

3.  A  method  as  claimed  in  Claim  2  wherein  said  sec- 
ond  variable  indicates  the  total  number  of  bytes  in 
said  log  file. 

4.  A  method  as  claimed  in  Claim  3  wherein  a  trans- 
action's  new  data  image  is  not  written  to  a  base 
data  file  on  said  disk  memory  until  said  transac- 
tion's  old  image  has  been  written  to  disk  memory. 

5.  A  method  as  claimed  in  any  preceding  claim, 
wherein  said  data  processing  system  comprises 
a  pluriality  of  nodes,  each  node  including  comput- 
ing  means  with  volatile  memory  and  nonvolatile 
memory,  an  atomic  file  transaction  including  file 
actions  at  more  than  one  node,  said  method  com- 
prising  the  added  steps  of: 

performing  at  a  participant  node,  file 
actions  requested  by  an  originating  node,  said 
participant  node  employing  locally  generated  first 
and  second  variables  in  the  same  manner  as  said 
originating  node; 

notifying  said  originating  node  of  an  ability 
to  complete  or  roll-back  said  requested  file 
actions  at  said  participant  node;  and 

upon  receipt  of  a  subsequent  commit 
instruction  from  said  originating  node,  said  par- 
ticipant  node  writing,  in  its  nonvolatile  memory, 
first  a  new  data  image  derived  as  a  result  of  said 
requested  file  actions  at  said  participant  node  aid 
then  a  completed  mark  to  its  log  file. 

6.  A  data  processor  comprising: 
volatile  and  non-volatile  memory; 
means  for  storing  data  files  in  the  memory; 
means  for  storing,  in  the  volatile  memory, 

a  copy  of  a  data  item  in  one  of  the  data  files  (an 
"old  image")  before  a  data  processing  transaction 
to  modify  that  data  item,  and  a  copy  of  that  data 
item  (a  "new  image")  after  the  transaction  has 
been  performed; 

means  for  copying  the  old  and  new  images 
into  a  log  file  stored  in  non-volatile  memory;  and 

means,  in  the  event  of  a  malfunction  of  the 
data  processor  before  completion  of  the  transac- 
tion,  for  restoring  the  data  item  to  its  state  before 
the  transaction  commenced,  using  the  old  image 
stored  in  non-volatile  memory. 

7.  A  data  processor  as  claimed  in  Claim  6,  further 
comprising: 

means  for  ensuring  that  the  old  image  has 
been  copies  from  volatile  memory  to  non-volatile 
memory  before  allowing  the  new  image  to  be 
copied  from  volatile  memory  to  non-volatile  mem- 
ory. 

Claims 
25 

1.  A  method  of  operation  of  a  data  processing  sys- 
tem  which  includes  a  file-based  software  system, 
comprising: 

providing  a  log  file  of  atomic  file  transac- 
tions,  in  both  volatile  and  nonvolatile  memory  in  30 
said  data  processing  system; 

providing  a  first  variable  indicative  of  the 
number  of  data  segments  in  a  portion  of  said  log 
file  which  is  in  nonvolatile  memory; 

providing  a  second  variable  indicative  of  35 
the  total  number  of  data  segments  in  said  log  file, 
including  data  segments  in  said  log  file  portion 
stored  in  volatile  memory; 

commencing  a  file  transaction  relating  to 
old  data,  recording  an  image  of  said  old  data  in  40 
said  log  file  portion  stored  in  volatile  memory  and 
assigning  to  said  old  data  image,  a  value  of  said 
second  variable; 

performing  said  file  transaction  to  create 
new  data,  recording  an  image  of  said  new  data  in  45 
said  log  file  in  volatile  memory  and  assigning  to 
said  new  data  image,  the  value  of  said  second 
variable  assigned  to  said  old  data  image;  and 

writing  said  new  data  image  into  non- 
volatile  memory  only  when  the  value  of  said  sec-  so 
ond  variable  assigned  to  said  new  data  image  is 
equal  to  or  less  than  the  value  of  said  first  vari- 
able,  indicating  that  said  old  data  image  is  already 
recorded  in  said  nonvolatile  memory. 

55 
2.  A  method  as  claimed  in  Claim  1  wherein  said  non- 

volatile  memory  comprises  a  disk  memory,  and 
said  first  variable  indicates  the  number  of  bytes  of 

8 
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8.  A  data  processor  as  claimed  in  Claim  6  or  Claim 
7,  further  comprising: 

means  for  preventing  any  modification  to 
the  date  file  until  the  old  image  has  been  copied 
into  the  log  file  in  non-volatile  memory.  5 

9.  A  data  processor  as  claimed  in  any  of  Claims  6  to 
8,  in  which  the  restoring  means  comprise: 

means  for  determining  whether  the  trans- 
action  had  completed  at  the  time  of  the  malfunc-  to 
tion;  and 

means  responsive  to  the  determining 
means,  for 

(a)  if  the  transaction  had  not  completed,  res- 
toring  the  data  item  to  its  state  before  the  15 
transaction  commenced,  using  the  old  image 
stored  in  non-volatile  memory;  or 
(b)  if  the  transaction  had  completed,  copying 
the  new  image  stored  in  non-volatile  memory 
to  replace  that  data  item  in  the  data  file;  20 

and  in  which: 
the  non-volatile  memory  is  magnetic  disk 

storage. 

10.  A  parallel  data  processing  system  comprising:  25 
a  plurality  of  interlinked  nodes,  each  node 

being  a  data  processor  as  claimed  in  any  of 
Claims  6  to  9. 

11.  A  parallel  data  processing  system  as  claimed  in  30 
Claim  10,  in  which: 

an  transaction  to  modify  a  data  item 
includes  data  processing  operations  performed  at 
one  or  more  slave  nodes  responsive  to  an  origi- 
nating  node;  35 

each  slave  node  includes  means  for  com- 
municating  to  the  originating  node  whether  the 
data  processing  operations  performed  at  that 
slave  node  have  completed  successfully. 

40 
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